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German Summary

Die vorgelegte Dissertation trägt den Titel Regularization Methods for Statistical Modelling in
Small Area Estimation. In ihr wird die Verwendung regularisierter Regressionstechniken zur
geographisch oder kontextuell hochauflösenden Schätzung aggregatspezifischer Kennzahlen
auf Basis kleiner Stichproben studiert. Letzteres wird in der Fachliteratur häufig unter dem
Begriff Small Area Estimation betrachtet. Der Kern der Arbeit besteht darin die Effekte von
regularisierter Parameterschätzung in Regressionsmodellen, welche gängiger Weise für Small
Area Estimation verwendet werden, zu analysieren. Dabei erfolgt die Analyse primär auf
theoretischer Ebene, indem die statistischen Eigenschaften dieser Schätzverfahren mathema-
tisch charakterisiert und bewiesen werden. Darüber hinaus werden die Ergebnisse durch nu-
merische Simulationen veranschaulicht, und vor dem Hintergrund empirischer Anwendungen
kritisch verortet. Die Dissertation ist in drei Bereiche gegliedert. Jeder Bereich behandelt ein
individuelles methodisches Problem im Kontext von Small Area Estimation, welches durch
die Verwendung regularisierter Schätzverfahren gelöst werden kann. Im Folgenden wird jedes
Problem kurz vorgestellt und im Zuge dessen der Nutzen von Regularisierung erläutert.

Das erste Problem ist Small Area Estimation in der Gegenwart unbeobachteter Messfehler.
In Regressionsmodellen werden typischerweise endogene Variablen auf Basis statistisch ver-
wandter exogener Variablen beschrieben. Für eine solche Beschreibung wird ein funktionaler
Zusammenhang zwischen den Variablen postuliert, welcher durch ein Set von Modellparam-
etern charakterisiert ist. Dieses Set muss auf Basis von beobachteten Realisationen der jeweili-
gen Variablen geschätzt werden. Sind die Beobachtungen jedoch durch Messfehler verfälscht,
dann liefert der Schätzprozess verzerrte Ergebnisse. Wird anschließend Small Area Estimation
betrieben, so sind die geschätzten Kennzahlen nicht verlässlich. In der Fachliteratur existieren
hierfür methodische Anpassungen, welche in der Regel aber restriktive Annahmen hinsichtlich
der Messfehlerverteilung benötigen. Im Rahmen der Dissertation wird bewiesen, dass Regu-
larisierung in diesem Kontext einer gegen Messfehler robusten Schätzung entspricht – und
zwar ungeachtet der Messfehlerverteilung. Diese Äquivalenz wird anschließend verwendet,
um robuste Varianten bekannter Small Area Modelle herzuleiten. Für jedes Modell wird ein
Algorithmus zur robusten Parameterschätzung konstruiert. Darüber hinaus wird ein neuer
Ansatz entwickelt, welcher die Unsicherheit von Small Area Schätzwerten in der Gegenwart
unbeobachteter Messfehler quantifiziert. Es wird zusätzlich gezeigt, dass diese Form der ro-
busten Schätzung die wünschenswerte Eigenschaft der statistischen Konsistenz aufweist.

Das zweite Problem ist Small Area Estimation anhand von Datensätzen, welche Hilfsvariablen
mit unterschiedlicher Auflösung enthalten. Regressionsmodelle für Small Area Estimation
werden normalerweise entweder für personenbezogene Beobachtungen (Unit-Level), oder für
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aggregatsbezogene Beobachtungen (Area-Level) spezifiziert. Doch vor dem Hintergrund der
stetig wachsenden Datenverfügbarkeit gibt es immer häufiger Situationen, in welchen Daten
auf beiden Ebenen vorliegen. Dies beinhaltet ein großes Potenzial für Small Area Estimation,
da somit neue Multi-Level Modelle mit großem Erklärungsgehalt konstruiert werden kön-
nen. Allerdings ist die Verbindung der Ebenen aus methodischer Sicht kompliziert. Zentrale
Schritte des Inferenzschlusses, wie etwa Variablenselektion und Parameterschätzung, müssen
auf beiden Levels gleichzeitig durchgeführt werden. Hierfür existieren in der Fachliteratur
kaum allgemein anwendbare Methoden. In der Dissertation wird gezeigt, dass die Verwen-
dung ebenenspezifischer Regularisierungsterme in der Modellierung diese Probleme löst. Es
wird ein neuer Algorithmus für stochastischen Gradientenabstieg zur Parameterschätzung en-
twickelt, welcher die Informationen von allen Ebenen effizient unter adaptiver Regularisierung
nutzt. Darüber hinaus werden parametrische Verfahren zur Abschätzung der Unsicherheit für
Schätzwerte vorgestellt, welche durch dieses Verfahren erzeugt wurden. Daran anknüpfend
wird bewiesen, dass der entwickelte Ansatz bei adäquatem Regularisierungsterm sowohl in
der Schätzung als auch in der Variablenselektion konsistent ist.

Das dritte Problem ist Small Area Estimation von Anteilswerten unter starken verteilungsbezo-
genen Abhängigkeiten innerhalb der Kovariaten. Solche Abhängigkeiten liegen vor, wenn eine
exogene Variable durch eine lineare Transformation einer anderen exogenen Variablen darstell-
bar ist (Multikollinearität). In der Fachliteratur werden hierunter aber auch Situationen ver-
standen, in welchen mehrere Kovariate stark korreliert sind (Quasi-Multikollinearität). Wird
auf einer solchen Datenbasis ein Regressionsmodell spezifiziert, dann können die individuellen
Beiträge der exogenen Variablen zur funktionalen Beschreibung der endogenen Variablen nicht
identifiziert werden. Die Parameterschätzung ist demnach mit großer Unsicherheit verbunden
und resultierende Small Area Schätzwerte sind ungenau. Der Effekt ist besonders stark, wenn
die zu modellierende Größe nicht-linear ist, wie etwa ein Anteilswert. Dies rührt daher, dass
die zugrundeliegende Likelihood-Funktion nicht mehr geschlossen darstellbar ist und approx-
imiert werden muss. Im Rahmen der Dissertation wird gezeigt, dass die Verwendung einer
`2-Regularisierung den Schätzprozess in diesem Kontext signifikant stabilisiert. Am Beispiel
von zwei nicht-linearen Small Area Modellen wird ein neuer Algorithmus entwickelt, welche
den bereits bekannten Quasi-Likelihood Ansatz (basierend auf der Laplace-Approximation)
durch Regularisierung erweitert und verbessert. Zusätzlich werden parametrische Verfahren
zur Unsicherheitsmessung für auf diese Weise erhaltene Schätzwerte beschrieben.

Vor dem Hintergrund der theoretischen und numerischen Ergebnisse wird in der Dissertation
demonstriert, dass Regularisierungsmethoden eine wertvolle Ergänzung der Fachliteratur für
Small Area Estimation darstellen. Die hier entwickelten Verfahren sind robust und vielseitig
einsetzbar, was sie zu hilfreichen Werkzeugen der empirischen Datenanalyse macht.
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Chapter 1

Introduction

1.1 Motivation and Background

Over the last decades, the demand for detailed statistics on essential population character-
istics like income or disease frequencies has increased considerably. Policy-makers and re-
searchers have realized the importance of monitoring corresponding feature distributions on
small scales, such as geographic regions and administrative domains. This information is key
to a sound understanding of multifaceted societal problems and the provision of comprehen-
sive solutions. However, such aggregate-specific indicators are rarely collected in registers due
to confidentiality restrictions. Instead, empirical studies are conducted to provide estimates
of them. For simplicity, we use area as a synonym for region or domain. Further, we refer to
aggregate-specific indicators as area statistics. In order to obtain area statistic estimates, exhaus-
tive survey data with great local detail is usually required. Nevertheless, as a result of limited
resources, the majority of survey samples contain only few observations per area. Area statistic
estimates are classically obtained from so-called direct estimators. This term refers to estimation
methods that only consider survey data from one area at a time. Thus, if the respective sample
lacks area-specific observations, direct estimators suffer from unacceptably high uncertainty
due to large sampling variances. In this case, area statistic estimates are unreliable and might
subsequently be published without the level of detail required.

Small area estimation (SAE) was developed in the 1970s and 1980s to solve these problems. The
term represents a class of statistical methods that allow for efficient estimation of area statistics
even when the number of sample observations per area is small. See Rao and Molina (2015) for
a comprehensive overview. Because of this ability, SAE methods are applied in a broad range
of empirical research fields, such as poverty mapping (see e.g. Hobza, Morales, and Santa-
maría, 2018), public health measurement (see e.g. Münnich, Burgard, and Krause, 2019), and
environmental statistics (see e.g. Wagner et al., 2017). SAE methods can be divided into two
groups: design-based and model-based techniques. See Pfeffermann (2013) for further details.
Hereafter, the focus is exclusively on model-based SAE. Thus, we omit the term model-based and
just refer to it as SAE. Pioneering contributions to this field were provided by Fay and Herriot
(1979), who introduced the basic area-level model, as well as Battese, Harter, and Fuller (1988),
who proposed the basic unit-level model. These authors paved the way for efficient data us-
age in the presence of small area-specific samples by increasing the effective sample size (Rao,
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2004; Burgard, Münnich, and Zimmermann, 2014). This is achieved through a combination of
data from multiple areas in suitable regression models, which is often referred to as borrowing
strength (Pfefferman, 2002; Schmid et al., 2016). A gain in estimation efficiency relative to direct
estimators is achieved when the corresponding regression model has sufficient explanatory
power, that is, if the regional variation of the area statistic can be accurately modelled based on
the auxiliary data (Molina, Rao, and Datta, 2015).

Despite many powerful methods that have been developed in SAE, there is need for further
methodological research. SAE is typically applied to standard survey and census data (Mün-
nich et al., 2014). Meanwhile, the availability of non-standard data sources has increased con-
siderably in recent years. These data sources are characterized by diverse formats and con-
stantly increasing in volume, similar to big data. The new abundance of data unlocks many
opportunities to enhance regression analysis in many scientific fields (Davalos, 2017; Yamada,
Takayasu, and Takayasu, 2018). Given the relation between estimation efficiency and explana-
tory power in SAE, this potential should be exploited in order to obtain better results. However,
the utilization of non-standard data sources in SAE also raises new methodological questions
that need to be answered first. Naturally, these issues are as manifold as the data sources they
are associated with. Therefore, we focus on three selected methodological challenges in this
thesis that are briefly sketched hereafter.

The first challenge is robust SAE in the presence of unknown covariate measurement errors.
Auxiliary data observations from different data sources can be subject to multiple kinds of
contamination. Published values of economic indicators are often uncertain because they have
been estimated from survey data (Alfons, Templ, and Filzmoser, 2013). Biological measures
can be noisy due to errors in specimen collection and storage (White, 2011). Recall that SAE
relies on functional relations between area statistics and auxiliary data in terms of regression
models. These relations get disturbed in the presence of measurement errors. Resulting area
statistic estimates may suffer from inefficiency or are severely biased (Schoch, 2012). As a result,
SAE methods must be robustified against contaminated data to produce reliable estimates.
In the literature, robustification is often achieved by assuming specific distributions for the
measurement error (Ybarra and Lohr, 2008; Torabi, Datta, and Rao, 2009). However, in the
light of diverse data sources, such assumptions are hard to justify and the measurement error
cannot be controlled. Thus, less restrictive approaches to robustification for SAE are required.

The second challenge is performing SAE from multiple data sources. In general, the abundance
of data mentioned before allows for the consideration of multiple data sets on the same research
questions. A case of special interest is when the considered data sets contain covariate observa-
tions on different levels of aggregation. Constructing a suitable regression model for such data
is accompanied by an increased number of parameters to be estimated. Since SAE is applied
in the presence of small samples, model parameter estimation quickly becomes an ill-posed
problem due to a lack of degrees of freedom. Further, if the measurement procedure differs
between data sets, for instance, as a result of different aggregation methods, observations may
have set-specific distribution characteristics. In this case, corresponding heterogeneity must
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be anticipated in terms of model specification and estimation procedure to obtain efficient re-
sults. Existing approaches are often too context-specific to provide coherent solutions to these
problems (Ghosh and Steorts, 2013; Kim, Park, and Kim, 2015). Accordingly, a more inclusive
framework for multi-source SAE is required.

The third challenge is SAE of nonlinear area statistics in the presence of (quasi-)multicollinearity.
A case of special interest is when the nonlinear statistic is a proportion with respect to some
characteristic. The majority of regression models for SAE are linear. They are used to estimate
linear area statistics, such as means and totals (Pfeffermann, 2013). Corresponding models
should not be applied to proportions, as estimates higher than one or smaller than zero may
occur (Burgard, 2015; p. 17). Therefore, nonlinear area statistics are typically estimated by more
general regression methods. See Jiang (2007) for a comprehensive overview. If these methods
are applied to data sets with many covariates, multicollinearity is often a problem. This term
originally refers to situations where multiple covariates are linearly dependent on each other.
However, it is also used in the literature for settings where covariates are strongly correlated
(quasi-multicollinearity). In both cases, model parameter estimates are inefficient or severely
biased. This is because the individual contributions of the covariates to the functional descrip-
tion of the proportion cannot be distinguished. As a consequence, new approaches must be
developed that allow for reliable area proportion estimates in these settings.

In the presented thesis, it is demonstrated that these methodological challenges can be solved
within a common statistical framework. We study the inclusion of regularized model param-
eter estimation in regression models for SAE. In recent years, regularization methods have
emerged as very popular tools for regression analysis (Friedman et al., 2010; Huttenhower and
Jurisica, 2011). Their general idea is to expand the loss function of a given regression model
by additional penalty terms. These terms typically contain the model parameters to be esti-
mated and may be viewed as additional restrictions in the estimation process. Corresponding
modifications change the properties of a given estimation problem considerably. Depending on
the formulation of the penalty terms, model parameter estimates with diverse properties can
be obtained. This is a very attractive feature, because researchers can influence the estimation
process in the light of context-specific data settings. Despite their popularity, regularization
methods are not well-established in SAE theory. To the best of our knowledge, it has only been
introduced for variable selection on some occasions, for example by Lee (2017).

In dealing with the three challenges outlined above, this thesis shows that the combination of
SAE with regularization methods is a powerful means to obtain efficient estimates when obser-
vations within areas are limited. For this reason, this combination has important implications
for both theory and practice in SAE.

1.2 Outline

This thesis studies regularization methods for statistical modelling in SAE on the basis of the
example of the three methodological challenges introduced in Section 1.1. The chapters are
organized as follows.
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Chapter 2: Fundamentals of Small Area Estimation
In this chapter, some methodological foundations of SAE theory are introduced. We provide
the statistical framework in which the proposed methodological innovations are developed.
First, essential aspects of linear mixed model (LMM) theory are addressed. This includes in-
sights into model formulation, prediction techniques, mean squared error (MSE) analysis, as
well as model parameter estimation. Next, two well-known small area models that represent
special cases of LMMs are described. We elaborate on the basic unit-level model (Battese, Har-
ter, and Fuller, 1988) and the basic area-level model (Fay and Herriot, 1979). For each of them,
the model formulation and the statistical properties of corresponding estimators are discussed.
Afterwards, we introduce generalized linear mixed models (GLMMs) as an extension to LMMs
along the same structure as before. These models are used for the estimation of area propor-
tions with respect to a categorical response variable later in the thesis.

Chapter 3: Fundamentals of Regularized Regression Analysis
In this chapter, we elaborate on essential aspects of regularized regression analysis. The tech-
niques presented here provide the basis upon which the standard SAE methods of the previous
chapter are extended. Three regularized regression methods are considered: ridge regression
(Hoerl and Kennard, 1970), the least absolute shrinkage and selection operator (LASSO; Tib-
shirani, 1996), as well as the elastic net (Zou and Hastie, 2005). We discuss the formulation of
underlying optimization problems and explain statistical properties of estimates derived from
them. Further, a special emphasis is put on how corresponding techniques affect model pa-
rameter estimation relative to unregularized approaches. This is done because we seek to take
advantage of these effects in order to solve the three methodological challenges stated before.

Chapter 4: Robustness against Unknown Covariate Measurement Errors
In this chapter, we study regularization methods as a robustification against unknown covari-
ate measurement errors. The equivalence of regularized model parameter estimation and ro-
bust loss minimization under design matrix perturbations is established. An attractive feature
of this equivalence is that it holds without distribution assumptions on the measurement error.
Using this result, the basic unit-level model and the basic area-level model are extended to ob-
tain robust area statistic estimates from contaminated auxiliary data observations. We present
robust best predictors under both models and derive error bounds for corresponding results.
From there, a novel Jackknife algorithm that performs MSE estimation in the presence of co-
variate measurement errors is introduced. We further derive conditions under which the robust
estimation method allows for consistency in model parameter estimation. The methodology is
tested in a Monte Carlo simulation study under multiple measurement error scenarios.

Chapter 5: Combination of Unit- and Area-Level Covariate Data
In this chapter, we demonstrate how regularization can be used to combine multiple auxil-
iary data sources for SAE. A combined multi-level LMM for the joint usage of unit- and area-
level covariate data is proposed. We construct a novel algorithm that implements level-specific
regularization for model parameter estimation. Level-specific regularization refers to penalty
terms that account for distributional characteristics of the covariates on each level. This ap-
proach solves several challenges that occur under multi-level modelling, such as ill-posedness
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and adaptive variable selection. An empirical best predictor under multi-level data is derived.
We further discuss a parametric bootstrap for MSE estimation. In addition to that, we prove
consistency in model parameter estimation and study consistency in variable selection. The
proposed methodology is tested in a Monte Carlo simulation study under several multi-level
data constellations to demonstrate its effectiveness.

Chapter 6: Proportion Estimation under Quasi-Multicollinearity
In this chapter, we elaborate on SAE of proportions with respect to a categorical response
variable under strong covariate correlation. This occurs when two or more auxiliary vari-
ables are either linearly dependent (multicollinearity) or at least closely related contextually
(quasi-multicollinearity). In such a setting, the model parameter estimates of SAE models can
be highly inefficient and heavily biased. To solve this issue, we use insights into binomial
logit mixed models by Hobza and Morales (2016) to derive two nonlinear SAE models under
squared `2-regularization. A unit-level model and an area-level model are presented. We state
empirical best predictors under both of them. Further, a regularized version of the Laplace ap-
proximate likelihood algorithm is proposed to obtain stable model parameter estimates despite
covariate dependency problems. A parametric bootstrap for MSE estimation is discussed. The
methods are tested in a Monte Carlo simulation study under different correlation scenarios.

Chapter 7: Conclusion and Outlook
This chapter summarizes the findings of the thesis and provides an outlook on future research.

Hereafter, some further comments on the mode of analysis in the thesis are made. As previ-
ously mentioned, the theoretical developments are presented along three methodological chal-
lenges. Although unified under a common statistical framework, every challenge has its own
scientific background and context-specific problems. Therefore, the relevant chapters contain
individual literature overviews and reviews of past research. Further, note that the theoreti-
cal developments are built upon multiple mathematical concepts, for example from analysis,
optimization theory, and probability theory. These concepts themselves are not of particular in-
terest given the research objectives of this thesis. Therefore, corresponding required mathemat-
ical definitions are located Appendix A. Corresponding cross-references are provided wherever
necessary. On that note, all equations in the text are numbered to allow for cross-referencing
and a better understanding of the theoretical developments. The calculations within proofs of
theorems, propositions and lemmas are only numbered when necessary.
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Chapter 2

Fundamentals of Small Area Estimation

In this chapter, some key concepts of SAE theory are presented. They are essential for the
sound understanding of the new statistical methods developed in this thesis. In Section 2.1, an
overview on LMM theory is provided. This includes insights into model formulation, predic-
tion, as well as MSE and model parameter estimation. In Section 2.2, two small area models
that represent special cases of LMMs are introduced. We elaborate on the basic unit-level model
by Battese, Harter, and Fuller (1988), as well as the basic area-level model by Fay and Herriot
(1979). The general formulation and characteristic features of each model are discussed. We
also briefly address MSE estimation and statistical properties of the small area estimators aris-
ing from them. Section 2.3 is concerned with GLMMs as extensions of LMMs. This model type
allows for the modelling of nonlinear relations between response and auxiliary variables.

2.1 Linear Mixed Models

LMMs are powerful tools of regression analysis. They extend the classical linear model (LM)
by allowing for the inclusion of both fixed and random effects in the modelling of a response
variable. This so-called mixed effect approach enables the researcher to analyze sample data
with stochastically dependent observations. LMMs are therefore often applied in the context
of grouped (Pinheiro and Bates, 2000) or longitudinal data (Verbeke and Molenberghs, 2000),
where correlation between observations occurs as a result of group affiliation or repeated mea-
sures. On that note, we typically have spatially grouped data in SAE. Naturally, many small
area models are special cases of LMMs. Important contributions to LMM theory were provided
by various scientists over time. However, from a subjective historical perspective, the results of
Fisher (1918), Henderson et al. (1959), as well as Laird and Ware (1982) should be pointed out in
particular. In the following, we give an overview of some essential aspects of LMM theory that
are used throughout this thesis. Note that the focus in this section is exclusively on Gaussian
LMMs, where the response realizations follow normal distributions.

2.1.1 Notation and Formulation

First, the theoretical framework in which all subsequent argumentations are placed is speci-
fied. We apply methods of model-based inference in a finite population environment. Briefly
speaking, we assume that the observable (real-world) finite population is a random realization
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of an infinite super population with fixed covariate matrix. The super population responses
are characterized by a probability distribution ξ stemming from a statistical model. We exploit
the properties of the model in order to estimate quantities of interest within the finite popu-
lation. At this point, an extended elaboration on the fundamentals of this setting is omitted.
We refer to Royall (1970) and Little (2004) for deeper insights. Regarding notation, we primar-
ily draw from Pinheiro and Bates (2000), as well as Pfeffermann (2013). Nevertheless, several
descriptions are altered to ensure notational consistency throughout the thesis.

In what follows, we provide essential descriptions of the statistical setting and subsequently
derive the LMM. Let U denote a finite population of size |U | = N containing individuals
indexed by i = 1, ..., N. Let the population be segmented into m areas Uj of size |Uj| = Nj

indexed by j = 1, ..., m. Assume that U =
⋃m

j=1 Uj with Uj,Uk pairwise disjoint for j 6= k and

∑m
j=1 Nj = N. Let S ⊂ U be a random sample of size |S| = n that is drawn from U without

replacement. Assume that the sampling process is such that there are area-specific subsamples
Sj ⊂ Uj with S =

⋃m
j=1 Sj and |Sj| = nj > 0 for all j = 1, ..., m. We also require that the sampling

process is non-informative with respect to the model introduced hereafter. See Pfeffermann
and Sverchkov (2009) for further insights on that regard. For now, assume that n is larger than
the number of model parameters. By introducing this assumption, we initially avoid small
sample problems, such as ill-posedness or situations where |Sj| = 0 for some j. These issues
are discussed in Section 2.2 and Chapter 3. The objective is to analyze the sample data S to
obtain insights into U . Let (Ω,F , Pr) be a probability space, where Ω is a sample space, F is
the sigma-algebra (Definition A.1, Appendix A) over Ω, and Pr marks a probability measure
(Definition 2, Appendix A). Let Y : Ω → R be a real-valued response variable from which a
given area statistic of interest is calculated. The realization of Y for some individual i ∈ Uj is
denoted by the scalar yij ∈ R. Let X : Ω → Rp be a real-valued vector of p < n auxiliary
variables statistically related to Y. The corresponding individual realization of X is denoted by
the vector xij ∈ R1×p. Assume that the pair (yij, xij) is observed for all sampled individuals in
S . We specify a LMM over the sample data with the following relation between Y and X:

yj = Xjβ + Zjbj + ej ∀ j = 1, ..., m, (2.1)

where yj ∈ Rnj×1 denotes the vector of sample observations of the response variable in Sj.
Xj ∈ Rnj×p is the corresponding matrix of auxiliary variable observations. With respect to
the mixed effect structure, Xj is sometimes referred to as fixed effect design matrix. β ∈ Rp×1

is a vector of fixed effect coefficients that describe the statistical relation between X and Y.
Zj ∈ Rnj×q is the random effect design matrix of row vectors zij ∈ R1×q describing the random

effect structure. bj
iid∼ MVN(0q, Ψ) is a vector of independent and identically distributed (iid)

random effect coefficients with b ∈ Rq×1. Its expectation and variance are given by E(bj) =

0q and Var(bj) = Ψ, where 0q is a q-vector of zeroes. The variance of the random effect is
characterized by some general positive-definite matrix Ψ ∈ R

q×q
≥0 that is parametrized by a

vector ψ ∈ Rq∗×1. For instance, parametrization can be achieved by a Cholesky decomposition
(Pourahmadi, 2007). ej ∈ Rnj×1 is a vector of random errors eij

iid∼ N(0, σ2), where σ2 ∈ R≥0 is
the model variance parameter. Assume that b1, ..., bm, e1, ..., em are stochastically independent.
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Note that with σ2 being fixed over all areas, we require homoscedasticity for the random errors.
This is chosen for simplicity and illustrative purposes. We consider heteroscedastic random
errors in Section 2.2.2. Further, note that β is fixed over all areas, while bj varies between
them. The random effects are often designed such that they represent random deviations of the
fixed effects on the area-level. This feature allows for the inclusion of regional heterogeneity
in the model. Under the model assumptions, the marginal response distribution is given by
(Schelldorfer, Bühlmann, and van de Geer, 2011)

yj ∼ MVN
(
Xjβ, Vj(σ

2, ψ)
)
∀ j = 1, ..., m, (2.2)

where Vj(σ
2, ψ) = ZjΨZ′j + σ2Inj with Inj as (nj × nj)-identity matrix. The conditional distri-

bution given the random effects is stated as (Zimmermann, 2018; p. 29)

yj|bj ∼ MVN
(

Xjβ + Zjbj, σ2Inj

)
∀ j = 1, ..., m. (2.3)

With this formulation, the individual response realizations yij are assumed to be independent
conditionally on the random effects. Reformulating (2.1) over all m areas, we obtain

y = Xβ + Zb + e, (2.4)

with y = (y′1, ..., y′m)′, b = (b′1, ..., b′m)′, and e = (e′1, ..., e′m)′ as stacked vectors. Further, X =

(X′1, ..., X′m)′ and Z = diag(Z1, ..., Zm) are stacked matrices. The unconditional and conditional
expectations of y under (2.4) are subsequently given by (Zimmermann, 2018; p. 27)

Eξ(y) = Xβ, Eξ(y|b) = Xβ + Zb, (2.5)

where Eξ(·) marks the expectation under the model (Appendix A, Definition A.3). Here, ξ

denotes the underlying joint probability distribution of y1, ..., yn with respect to the model.
However, for notational convenience, we suppress the notation of ξ.

2.1.2 Prediction

In order to estimate an area statistic of interest based on the sample S , we need to generate
response predictions for the non-sampled individuals under the model (Royall, 1992). In the
following, mixed effect prediction is addressed. For this, we closely follow Searle, Casella,
and McCulloch (1992), Section 7.2, as well as Zimmermann (2018), Section 3.1. In general,
prediction can either be with respect to the random effects b, or – given our main interest – the
response values of non-sampled individuals. The latter has the basic form

ŷij = x′ijβ + z′ijbj ∀ i ∈ Uj \ Sj, ∀ j = 1, ..., m. (2.6)

However, note that in order to obtain an accurate prediction of yij, predictions for the random
effects are also required, since bj is random and cannot be observed (Jiang and Lahiri, 2006b).
Denote θ := (β′, ψ′, σ2)′ as the full parameter vector. For now, assume that θ is known. In
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this setting, common LMM prediction techniques are the best predictor (BP) and the best linear
unbiased predictor (BLUP). We elaborate on these concepts hereafter.

Best Predictor
We start with the BP. It minimizes the MSE of prediction with respect to the quantity to be pre-
dicted. In the following, we focus on random effect prediction first, and then turn to response
prediction. In general, the BP of an unknown quantity is defined as the conditional expectation
of corresponding quantity given the observed data under the model. In case of the random
effects vector b, we obtain (Zimmermann, 2018; p. 28)

b̂BP = E(b|y) =
∫

b f (b|y) db, (2.7)

where f (b|y) is the conditional distribution of b given y. Under the model (2.4) and by the
law of iterated expectations (Appendix A, Definition A.4), the BP is unbiased to the extent that
(Searle, Casella, and McCulloch, 1992; p. 262)

E(b̂BP) = E [E (b| y)] = E(b). (2.8)

Note that the model-unbiasedness displayed above is different from the classical conception
(Appendix A, Definition A.5), which is with respect to a fixed quantity. This conceptual differ-
ence will be picked up in Section 2.2. For now, we seek to derive a closed-form solution for b̂BP.
From (2.2) and the assumptions introduced in Section 2.1.1, we can conclude that the marginal
response distribution is given by

y ∼ MVN(Xβ, V), V = V(σ2, ψ) = diag
(
V1(σ

2, ψ), ..., Vm(σ
2, ψ)

)
. (2.9)

The joint distribution of b and y can be stated as (Zimmermann, 2018; p. 28)(
b
y

)
∼ MVN

((
0q

Xβ

)
,

(
G GZ′

ZG V

))
, (2.10)

where G = diag(Ψ1, ..., Ψm) is a block diagonal (mq × mq)-matrix. In our setting, we have
Ψ1 = ... = Ψm. Due to the homoscedastic error terms, we can define Ṽ := (ZGZ′ + In) and
alternatively write Var(y) = σ2Ṽ. This result will be used in Section 2.1.4. The conditional
distributions of y, b are given by (Searle, Casella, and McCulloch, 1992, Appendix S.3)

b|y ∼ MVN
(
GZ′V−1 (y− Xβ) , G−GZ′V−1ZG

)
,

y|b ∼ MVN (Xβ + Zb, R) ,
(2.11)

where R = diag(σ2In1 , ..., σ2Inm) is a block diagonal (n× n)-matrix. From (2.7), we know that
b̂BP = E(b|y). Hence, we can quantify the BP by looking at the expectation of the conditional
distribution b|y displayed in (2.11). This finally yields

b̂BP = E(b|y) = GZ′V−1 (y− Xβ) . (2.12)
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We now consider the desired response value prediction in (2.6). The BP of yij for some i ∈
Uj \ Sj is defined as its conditional expectation under the model. Since bj is unknown, we have
to replace it by the BP for random coefficient vector b̂BP

j defined in (2.12). Since θ is assumed
to be known, the BP of yij can subsequently be stated as

ŷBP
ij = E(yij|y) = x′ijβ + z′ijGZ′V−1 (y− Xβ) . (2.13)

Note that under normality, the BP is linear (Appendix A, Definition A.6) in y. In this case, it is
identical to the best linear predictor (BLP). For deeper insights into BP and BLP theory, refer to
Searle, Casella, and McCulloch (1992), Chapter 7.

Best Linear Unbiased Predictor
We continue with the BLUP for the response values yij. It is identical to the BP except for
one feature. The BP in (2.13) uses the true fixed effect coefficient vector β, whereas the BLUP
replaces it by its best linear unbiased estimator (BLUE). The latter is calculated from

β̃ =
(

X′V−1X
)−1

X′V−1y. (2.14)

Recall that the BP minimizes the MSE of prediction. The BLUP minimizes the MSE of prediction
subject to two constraints. For illustrative purposes, we temporarily state the BLUP as ŷBLUP

ij :=
a′y + c, where y denotes the vector of sample response values. Further, a ∈ Rn is some vector
and c marks a constant. The BLUP is obtained from choosing a under the following conditions:

linear in y : a′y + c for a 6= 0,

unbiased: E
(

a′y + c− x′ijβ− z′ijbj

)
= 0.

(2.15)

The second condition implies that a′X = x′ij with c = 0, since the expectation is a linear operator
and E(b) = 0q (Zimmermann, 2018; p. 30). Since the MSE can be decomposed into variance
and squared bias, minimizing the MSE subject to (2.15) is equivalent to minimizing the variance
of the prediction error, as the bias component is zero. For the variance, we have

Var
(

a′y + c− x′ijβ− z′ijbj

)
= a′Va− 2a′ZGzij + z′ijGzij. (2.16)

We now use the Lagrange method to solve the underlying constrained optimization problem.
The Lagrangian is given by

L(a, λ) = a′Va− 2a′ZGzij + z′ijGzij − 2λ
(

a′X− x′ij
)

, (2.17)

which is then minimized by choosing a, λ. For this, we have to calculate the first partial deriva-
tives of L with respect to a, λ and set them to zero. This is often referred to as determining the
optimality conditions. In our case, they are stated as

∂L
∂a

= 2Va− 2ZGzij + 2Xλ = 0,
∂L
∂λ

= 2a′X− 2x′ij = 0. (2.18)
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We first solve for λ, which yields (Zimmermann, 2018; p. 30)

λ = −
(

X′V−1X
)−1

xij +
(

X′V−1X
)−1

X′V−1ZGzij. (2.19)

This can be used to determine a according to

a = V−1X
(

X′V−1X
)−1

xij +

[
In −V−1X

(
X′V−1X

)−1
X′
]

V−1ZGzij. (2.20)

Finally, from (2.14), we obtain the BLUP of yij according to

ŷBLUP
ij = x′ij

(
X′V−1X

)−1
X′V−1y + z′ijGZ′V−1

[
y− X

(
X′V−1X

)−1
X′V−1y

]
= x′ijβ + z′ijGZ′V−1 (y− Xβ̃

)
.

(2.21)

2.1.3 Mean Squared Error of Prediction

After elaborating on predictions, an important remaining task is to quantify the uncertainty
that is associated with corresponding predictions. Hereafter, we look at the MSE of the two
response predictors introduced in the previous section. For this, we draw from Searle, Casella,
and McCulloch (1992), Section 7.2, as well as Zimmermann (2018), Section 3.1. In general,
quantifying the MSE requires the consideration of all sources of uncertainty in the prediction
process. Therefore, we temporarily vary the notation of the predictors to explicitly display
their dependencies on the model components. We start with the BP. It depends on the response
observations, the variance components, as well as the true fixed effect coefficients. Thus, we
have ŷBP

ij = ŷBP
ij (y, β, σ2, ψ). With respect to LMM response predictions, the main sources

of uncertainty are the unknown model parameters and the unknown random effects. Recall
that in our preliminary setting, we have assumed knowledge of all model parameters in (2.4).
Accordingly, the only remaining uncertainty stems from predicting the random effects. Since
the BP in (2.13) is an unbiased predictor of yij = x′ijβ+ z′ijbj + eij, the MSE of the BP is equivalent
to the variance of its prediction error. This yields (Searle, Casella, and McCulloch, 1992; p. 265)

MSE
[
ŷBP

ij (y, β, σ2, ψ)
]
= z′ij

(
Ψ−ΨZ′jV

−1
j ZjΨ

)
. (2.22)

Regarding the BLUP, recall that β is replaced by the BLUE defined in (2.14). Hence, ŷBLUP
ij =

ŷBLUP
ij (y, β̃, σ2, ψ). This substitution adds additional uncertainty to the prediction process. It

can be shown that (Zimmermann, 2018; p. 31)

MSE
[
ŷBLUP

ij (y, β̃, σ2, ψ)
]
= MSE

[
ŷBP

ij (y, σ2, ψ, β)
]
+ Var

[
d′ij
(

β̃− β
)]

= z′ij
(

Ψ−ΨZ′jV
−1
j ZjΨ

)
+ d′ij

(
X′V−1X

)−1
dij,

(2.23)

where d′ij = xij − z′ijΨZ′jV
−1
j Xj. We see that the first component of the MSE stems from the

uncertainty of the random effect prediction, which is the same as for the BP. The second com-
ponent is the variability of the fixed effect estimation (Rao and Molina, 2015; Section 6.2).
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In practice, the model parameters are unknown, which makes the utilization of the BP and
the BLUP infeasible. The typical approach is to substitute the unknown model parameters
in corresponding equations (2.13) and (2.21) by consistent estimators (Appendix A, Definition
A.9). If corresponding estimates are plugged into (2.13), we obtain the empirical best predictor
(EBP). If they are plugged into (2.21), the empirical best linear unbiased predictor (EBLUP)
arises. The accurate quantification of the MSE for empirical predictors is a very difficult task
due to the nonlinearity of the applied estimation techniques. At this point, we omit an extended
elaboration on how to derive the MSE in empirical cases and only provide an exemplary sketch
for the EBLUP. For this, we replace the variance components σ2, ψ by consistent estimates σ̂2, ψ̂.
Note that we demonstrate how to obtain corresponding estimates in Section 2.1.4. The variance
component estimates are then plugged into (2.14) to obtain the empirical BLUE of the fixed
effect coefficients, that is β̂ = β̃(σ̂2, ψ̂). Thus, with respect to the EBLUP’s dependencies, we
have ŷEBLUP

ij = ŷEBLUP
ij (y, β̂, σ̂2, ψ̂).

The inclusion of the variance component estimates introduces further uncertainty to the pre-
diction process in several aspects. On the one hand, the estimation of the variance components
itself causes additional uncertainty. But on the other hand, it also affects fixed effect estima-
tion. The variance components determine the covariance matrices of the model errors e and
the random effects b. Thus, they also influence the covariance matrix V, which is required for
the BLUE in (2.13). This has to be anticipated in the quantification of the MSE. The MSE of the
EBLUP for some unknown response value yij is generally characterized by

MSE
[
ŷEBLUP

ij (y, β̂, σ̂2, ψ̂)
]
= E

[(
ŷEBLUP

ij (y, β̂, σ̂2, ψ̂)− yij

)2
]

. (2.24)

Typically, it has no closed-form. Kackar and Harville (1984) proved that if σ̂2, ψ̂ are translation-
invariant (Appendix A, Definition A.11) and normality holds, then

MSE
[
ŷEBLUP

ij (y, β̂, σ̂2, ψ̂)
]
= MSE

[
ŷBLUP

ij (y, β̃, σ2, ψ)
]

+ E
[(

ŷEBLUP
ij (y, β̂, σ̂2, ψ̂)− ŷBLUP

ij (y, β̃, σ2, ψ)
)2
]

.
(2.25)

The second term is the one that has no closed-form solution. Prasad and Rao (1990) derived
approximations for it considering three special cases with block-diagonal covariance matrices,
which we will discuss in Section 2.2. For further insights into MSE quantification with respect
to the EBLUP, see Das, Jiang, and Rao (2004).

2.1.4 Model Parameter Estimation

We now elaborate on model parameter estimation. The descriptions are based on Gumedze
and Dunne (2011), unless stated otherwise. It is distinguished between the estimation of fixed
and random effects on the one hand, as well as the estimation of variance components on
the other hand. These estimation steps are usually performed conditionally on each other.
Hence, we obtain estimates β̂, b̂ given estimates σ̂2, ψ̂, and vice versa. This typically requires an
iterative estimation procedure in which the estimation steps are constantly repeated. However,
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for illustrative purposes, we discuss each estimation step individually. It should be noted that
the random effects are technically not model parameters. They are random variables whose
distribution characteristics are estimated parametrically. Thus, the realizations of b are not
estimated, but rather predicted. However, as fixed effect estimates are usually derived from
the joint distribution with the random effects, they are included here nevertheless.

Step 1: Fixed and Random Effects
We start with fixed effect estimation and random effect prediction. Recall the joint distribution
of the samples responses y and the random effects b in (2.10), as well as their conditional dis-
tributions in (2.11). The log-joint distribution of them is given by

log f (y, b) = log f (y|b) + log f (b)

=− 1
2

[
(n + q) log

(
σ2)+ log (In) + log (G) + (y− Xβ)′ I−1

n (y− Xβ) /σ2
]

− 1
2σ2

[
b′
(

ZI−1
n Z′ + G−1

)
b− 2 (y− Xβ)′ I−1

n Zb
]

.

(2.26)

From there, it can be shown that estimates of β and predictions for b are obtained by solving
the system of equations (Henderson et al., 1959)[

X′R−1X X′R−1Z
Z′R−1X ZR−1Z + G−1

] [
β̂

b̂

]
=

[
X′R−1y
Z′G−1y

]
. (2.27)

For known variance components, fixed effect coefficients estimates are determined via general-
ized least squares, which obtains the BLUE in (2.14). If the variance components are unknown
and replaced by consistent estimates, then β is estimated by the empirical BLUE

β̂ = β̃(σ̂2, ψ̂) =
(

X′V̂−1X
)−1

X′V̂−1y, (2.28)

where V̂ = diag(V1(σ̂
2, ψ̂), ..., Vm(σ̂2, ψ̂)). Furthermore, observe that the upper solution is

only unique and unbiased when the design matrix X has full rank. Throughout this thesis, we
look at several situations where this is not the case. For random effect predictions, β, V in (2.12)
are simply substituted by β̂, V̂ to obtain the EBP depending on β̂, σ̂2, and ψ̂:

b̂EBP = GZV̂−1
(

y− Xβ̂
)

. (2.29)

Step 2a: Variance Components - Maximum Likelihood
Next, variance component estimation is addressed. There are two methods commonly used for
this purpose: maximum likelihood (ML; Hartley and Rao, 1967) and restricted maximum likeli-
hood (REML; Patterson and Thompson, 1971). We start with ML. The basic idea of this method
is to estimate the variance parameters by maximizing the marginal log-likelihood function of
the model. Recall the marginal response distribution in (2.2). The marginal log-likelihood is

LML
(
y, β, σ2, ψ

)
= −1

2

[
n log(σ2) + log(|Ṽ|) + (y− Xβ)′ Ṽ−1 (y− Xβ)

σ2

]
, (2.30)
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where |Ṽ| is the determinant of Ṽ. For known β, we obtain estimates of σ2 and ψ according to

(
σ̂2

ML, ψ̂ML
)
= argmax

(σ2,ψ)∈R1+q∗
LML

(
y, β, σ2, ψ

)
. (2.31)

As for response prediction via the BLUP in Section 2.1.2, optimization requires the derivation
of the optimality conditions. That is, the first partial derivatives are calculated and set to zero.
Let ψl be arbitrary element of ψ with l = 1, ..., q∗. Then, we have

∂LML

∂σ2 = − n
2σ2 +

(y− Xβ)′ Ṽ−1 (y− Xβ)

2σ4 ,

∂LML

∂ψl
= −1

2
tr
(

Ṽ−1 ˙̃Vl

)
+

(y− Xβ)′ Ṽ−1 ˙̃VjṼ−1 (y− Xβ)

2σ2 ,

(2.32)

where ˙̃Vl = ∂Ṽ/∂ψl and tr(·) is the trace operator. Setting the derivatives to zero yields

nσ2 =
(

y− Xβ̂
)′

Ṽ−1 (y− Xβ) ,

tr
(

Ṽ−1 ˙̃Vl

)
=

1
σ2 (y− Xβ)′ Ṽ−1 ˙̃VjṼ−1 (y− Xβ) .

(2.33)

The ML estimate of σ2 is then given by

σ̂2
ML =

1
n
(y− Xβ)′ Ṽ−1 (y− Xβ) . (2.34)

As can be seen, in the case of unknown fixed effects, σ̂2
ML = σ̂2

ML(β̂, ψ̂) directly depends on the
corresponding estimates. It further depends on estimates of ψ through Ṽ. Solutions of (2.33) for
ψl depend on the random effect covariance structure and have to be determined iteratively. But
naturally, estimates ψ̂l = ψ̂l(β̂, σ̂2) depend on the fixed effect and model variance parameter
estimates if they are unknown. Further, note that ML estimates of LMM variance components
are biased downwards. The bias is due to the fact that they do not consider the degrees of
freedom lost in the fixed effect estimation. The effect is particulary evident in the presence of
small samples, which makes an application in the context of SAE problematic. See Swallow
and Monahan (1984), as well as Li and Lahiri (2010) for further details.

Step 2b: Variance Components - Restricted Maximum Likelihood
We now consider REML. This technique is constructed such that the downward bias of ML does
not occur. The general idea is to maximize the likelihood function with respect to independent
contrasts of linear combinations of the sample data y. These linear combinations, let’s say K′y,
are chosen such that K′y is of maximum rank and orthogonal to the fixed effect design matrix X.
With this, they do not depend on the fixed effects β directly. Instead, the linear combinations
are obtained from the residuals after fitting the fixed effects. Therefore, REML is sometimes
also referred to as residual maximum likelihood. It follows that E(K′y) = 0n, which only holds if
K′X = 0n. Accordingly, REML corresponds to ML with K′y instead of y. From the conditional
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distribution (2.11) and K′X = 0n, we obtain

K′y ∼ MVN
(

0n, σ2K′ṼK
)

. (2.35)

The corresponding log-likelihood function is

LREML
(
K′y, σ2, ψ

)
=− 1

2

[
(n− p) log

(
σ2)+ log

(
|K′Ṽ−1K|

)
+

1
σ2 y′K

(
K′Ṽ−1K

)−1
K′y

]
.

(2.36)

By choosing K ∈ R(n−p)×n such that KK′ = In−X (X′X)−1 X′ and K′K = In, the upper function
can be restated according to (Patterson and Thompson, 1971)

LREML
(
K′y, σ2, ψ

)
= −1

2

[
(n− p) log

(
σ2)+ log

(
|Ṽ|
)
+ log

(
|X′ṼX|

)
+

y′Py
σ2

]
, (2.37)

where P = Ṽ−1 − Ṽ−1X
(

X′Ṽ−1X
)−1

X′Ṽ−1. For known β, estimates of σ2, ψ are obtained
from the optimization problem

(
σ̂2

REML, ψ̂REML
)
= argmax

(σ2,ψ)∈Rq∗+1

LREML
(
K′y, ψ, σ2) . (2.38)

Deriving the optimality conditions, we have

∂LREML

∂σ2 = −n− p
2σ2 +

y′Py
2σ4 ,

∂LREML

∂ψl
= −1

2

[
tr
(

P ˙̃Vl

)
− 1

σ2 y′P ˙̃VlPy
]

.
(2.39)

Setting the first equation to zero and solving for the model variance parameter obtains

σ̂2
REML =

y′Py
n− p

. (2.40)

The estimate σ̂2
REML = σ̂2

REML(ψ̂) depends on the random effect covariance estimates through
P. Thus, similar to ML estimation, estimates for ψ must be found iteratively. Further details on
REML estimation can be found in Harville (1977).

2.2 Basic Small Area Models

In the 1970s and 1980s, LMM theory was used to derive a class of model-based area statis-
tic estimators that are particularly useful in the presence of small samples. These estimators
are commonly summarized under the generic term SAE. Important contributions to the de-
velopment of SAE methods were provided by Fay and Herriot (1979), Dempster, Rubin, and
Tsutakawa (1981), as well as Battese, Harter, and Fuller (1988), amongst many others. The basic
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idea of SAE is to compensate for the lack of area-specific observations by considering infor-
mation from multiple areas at once. For a given area statistic estimate, SAE methods borrow
strength from other areas by exploiting the statistical relation between the statistic and covari-
ates within a LMM. While the fixed effects describe the general statistical relation, the random
effects account for heterogeneity between areas. Area statistic estimation is then performed
in a two-step procedure. First, the model parameters are estimated from all observations in
the sample S . Afterwards, the area statistic of interest is estimated via model prediction using
auxiliary information with respect to the area population Uj. This often referred to as indirect
estimation and allows for an increase in the effective sample size in Sj (Burgard, Münnich, and
Zimmermann, 2014). In the following, two models that are commonly used for SAE are in-
troduced. We describe their characteristic formulation and show how they are used for area
statistic estimation. We further address the statistical properties of corresponding estimates
and briefly elaborate on MSE estimation. However, note that model parameter estimation is
not discussed in detail since it has already been addressed in Section 2.1.

2.2.1 Basic Unit-Level Model

We start with the basic unit-level model proposed by Battese, Harter, and Fuller (1988). It is
called BHF model hereafter and marks a special case of the LMM in (2.4). The descriptions
are based on Rao and Molina (2015), Section 4.3, unless listed differently. Recall the model
derivation in Section 2.1.1 and the assumptions with respect to population, sampling, as well
as variable definitions. Define the area statistic of interest as the area-specific mean of Y:

Ȳj = f (y1j, ..., yNj j) :=
1
Nj

∑
i∈Uj

yij ∀ j = 1, ..., m. (2.41)

Assume that the area size Nj is known, while the response yij is unknown for all non-sampled
individuals i ∈ U \ S . The objective is to estimate Ȳj for all j = 1, ..., m based on S .

Formulation and Prediction
The BHF model is specified as linear regression for the individual sample observations on the
unit-level with a random intercept on the area-level. We have

yij = x′ijβ + vj + eij ∀ i = 1, ..., nj and ∀ j = 1, ..., m, (2.42)

where vj
iid∼ N(0, ψ2) is the iid random intercept on the area-level. With respect to the LMM in

(2.1), this corresponds to zij = 1 and ψ = ψ2. The term eij
iid∼ N(0, σ2) is an iid homoscedastic

random error on the unit-level. As in Section 2.1.1, vj and eij are assumed to be independent.
A characteristic feature of the BHF model is that the random components can be restated in
terms of a nested error structure by defining uij := vj + eij. The covariance of uij can be stated
as (Battese, Harter, and Fuller, 1988)

E(uijulk) = ψ2 + σ2, i = l, j = k,
= ψ2, i 6= l, j = k,
= 0, i 6= l, j 6= k.

(2.43)
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This is why the BHF model is often also called nested error regression model. In the light of LMM
predictions introduced in Section 2.1.2, we next present the BP as well as the BLUP under the
model. The BP for Ȳj is given by the mean of the sample observations and the best predictions
for the unobserved response values of i ∈ Uj \ Sj under the model (Zimmermann, 2018; p. 34)

̂̄YBP
j =

1
Nj

∑
i∈Sj

yij + ∑
i∈Uj\Sj

ŷBP
ij

 ∀ j = 1, ..., m, (2.44)

where ŷBP
ij is obtained according to

ŷBP
ij = x′ijβ + γj

(
ȳj − x̄′jβ

)
, ȳj =

1
nj

∑
i∈Sj

yij, x̄j =
1
nj

∑
i∈Sj

xij. (2.45)

Here, x̄j, ȳj denote the area-specific sample means of Y, X in the j-th area, and

γj =
ψ2

ψ2 + σ2/nj
(2.46)

is an area-specific shrinkage factor that depends on the variance components. Since the model
parameters in (2.45) are unknown, they have to be replaced by corresponding sample estimates
to obtain predictions for the non-sampled individuals in (2.44). If β is substituted by the empir-
ical BLUE β̂ in (2.14), and the variance components are estimated via ML or REML (which both
obtain consistent estimates), the EBP under the model can be calculated. The BLUP is given by

̂̄YBLUP
j =

1
Nj

∑
i∈Sj

yij + ∑
i∈Uj\Sj

ŷBLUP
ij

 ∀ j = 1, ..., m, (2.47)

where ŷBLUP
ij is obtained according to

ŷBLUP
ij = x′ijβ + γj

(
ȳj − x̄′j β̃

)
. (2.48)

The EBLUP is obtained from replacing the unknown variance components by ML or REML
estimates and substituting the BLUE β̃ by the empirical BLUE β̂. Note that under the BHF
model (2.41), the EBP and the EBLUP are equivalent. However, by Section 2.1.2, the EBLUP
does not require the normality assumption. Hereafter, we refer to both EBP and EBLUP under
the BHF model as the BHF estimator. Observe that (2.44) requires knowledge of xij for all i ∈
Uj \ Sj. This may be unrealistic, depending on the application. Yet, as pointed out by Royall
(1970) for our setting, the estimation of a finite population mean from a sample is equivalent
to predicting the mean of the non-sampled responses. Accordingly, the BHF estimator can be
formulated as a function of means, since the response predictions enter the equation linearly.
Define the covariate population mean vector X̄j := N−1

j ∑i∈Uj
xij. We obtain

̂̄YBHF
j =

nj

Nj
ȳj +

(
1−

nj

Nj

)[(
NjX̄j − njx̄j

Nj − nj

)′
β̂ + γ̂j

(
ȳj − x̄′j β̂

)]
. (2.49)
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The estimated shrinkage factor γ̂j corresponds to (2.46) while replacing the variance compo-
nents by their consistent estimates. Hence, the sample observations of Y, X and the population
vector X̄j are sufficient for estimating Ȳj. However, note that under the BHF model, we have

Ȳj =
1
Nj

∑
i∈Uj

yij = X̄′jβ + vj + ēj, ēj =
1
Nj

∑
i∈Uj

eij ∀ j = 1, ..., m. (2.50)

In the presence of small samples (nj/Nj ≈ 0), (2.50) can be approximated according to

Ȳj ≈ µj = E(Ȳj|vj) = X̄′jβ + vj ∀ j = 1, ..., m, (2.51)

due to the expected mean of eij tending to zero (Pfeffermann, 2013). Here, µj is a (theoretical)
super population quantity under the BHF model. Observe that it is not finite population-based,
as we assumed a fixed covariate setting with respect to the super population. Throughout the
thesis, we will use this small sample approximation repeatedly. This implies that µj will be
the main tool for inference with respect to Ȳj. Under this premise, the BHF estimator can be
restated as

µ̂BHF
j = X̄′j β̂ + v̂EBP

j

= X̄′j β̂ + γ̂j

(
ȳj − x̄′j β̂

)
= γ̂j

[
ȳj +

(
X̄j − x̄j

)′
β̂
]
+ (1− γ̂j)X̄′j β̂,

(2.52)

which is a convex linear combination of the survey regression estimator (Särndal, Swensson,
and Wretman, 1992; Section 6.4) and the synthetic regression estimator. An attractive property
of (2.52) is that γ̂j gets closer to 1 as nj increases. It implies that if more sample observations for
Uj are available, more weight is put on the survey-component relative to the synthetic compo-
nent. This is plausible, as we expect the survey-component to be more accurate in the presence
of more sample information. Another desirable feature is that the random effect prediction
is shrunken towards the mean. Thereby, the shrinkage depends on variance components and
sample size. It is reduced if more sample observations are drawn (Zimmermann, 2018; pp. 35).

Statistical Properties
We now elaborate on the statistical properties of the BHF estimator. This discussion is impor-
tant from both theoretical and practical perspectives. Regarding the theoretical perspective,
these features characterize the estimator’s behavior and offer opportunities to compare it with
others. In practice, statistical properties may be viewed as quality guarantees regarding ob-
tained estimates for a given application. Yet, this has to be seen critically as most commonly
discussed properties are based on asymptotic theory. Accordingly, they refer to settings where
the sample size n approaches infinity. As pointed out by Scott and Wu (1981), asymptotic re-
sults for finite populations are somewhat ‘’artificial”, because there is only one population in
reality rather than an infinite sequence of them. Further, in the context of SAE, we typically
have small samples. Thus, it could be argued that the evaluation of a small area estimator in
terms of large sample properties may be misleading (Pfeffermann, 2013).
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Yet, studying the BHF estimator’s statistical properties reveals important insights into its be-
havior. Therefore, we subsequently look at unbiasedness and consistency. From the BP in (2.7)
and the insights into EB(LU)P theory in Section 2.1.2, we can conclude that the BHF estimator is
model-unbiased to the extent that E(µ̂BHF

j ) = E
(
µj
)
. However, it is biased when conditioning

on the area-specific random effect. As pointed out by Pfeffermann (2013), conditioning on vj

implies different fixed intercepts for different areas. On the contrary, the unbiasedness of the
BLUP is only achieved by assuming the intercepts are random with expectation zero. In or-
der to elaborate on the consistency of the BHF estimator, some further insights into asymptotic
theory are required. So far, we have only used a very general conception of consistency that
was provided in Definition A.9 (Appendix A). However, in the light of the SAE, a more distinct
characterization is necessary. In particular, we have to distinguish between model-consistency
on the one hand, and design-consistency on the other hand. In general, an estimator ẑ of some
unknown quantity z is called consistent, if (Schaich and Münnich, 2001; p. 197)

Pr (|ẑ− z| < ε)→ 1 ∀ ε > 0 as n→ ∞, (2.53)

which can also be stated as ẑ
p→ z. Given the upper expression, model- and design-consistency

are differentiated by the definition of the probability measure Pr(·). Remember that the expec-
tation of the response vector in (2.5) was with respect to a probability distribution ξ that arises
from the underlying statistical model (2.1). If the probability measure in (2.53) corresponds
to ξ, we obtain model-consistency (Skinner and Holt, 1989; p. 18). If it corresponds to the
probability distribution under a sampling design P : S→ [0, 1], where

S = {S : S ⊆ U} , ∑
S∈S

P(S) = 1, (2.54)

it follows design-consistency. Along these insights, it can be shown that the BHF estimator is
model-consistent by the EB(LU)P theory presented in Section 2.1.2. However, it is not design-
consistent for general sampling designs. This is because (2.49) does not consider inclusion
probabilities. An inclusion probability is defined as (Skinner and Holt, 1989; p. 16)

πi := Pr(i ∈ S) = ∑
S∈S

1(i∈S)P(S), (2.55)

where 1(·) is the indicator function. It displays the likelihood of an individual to be included in
the sample S . If this is not equal for all individuals within an area j, hence πi = c for all i ∈ Uj,
than the BHF estimator cannot account for the corresponding heterogeneity.

Mean Squared Error Estimation
We now briefly discuss MSE estimation and draw from the insights of Section 2.1.4. Prasad and
Rao (1990) showed that the MSE under normality can be decomposed according to

MSE
(

µ̂BHF
j

)
= g1j(σ

2, ψ2) + g2j(σ
2, ψ2) + g3j(σ

2, ψ2), (2.56)
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where g1j(σ
2, ψ2) = (1− γj)σ

2 is the uncertainty resulting from predicting the random effect,

g2j(σ
2, ψ2) =

(
X̄j − γjx̄j

)′ (X′V−1X
)−1 (

X̄j − γjx̄j
)

(2.57)

is the uncertainty resulting from the estimation of the fixed effects, and

g3j(σ
2, ψ2) = E

[(
µ̂BHF

j − µ̂BLUP
j

)2
]

(2.58)

is due to the estimation of the variance components depending on the estimation method. The
third component is usually not tractable except for special cases, as demonstrated by Kackar
and Harville (1984). Note that all three components depend on the unknown variance compo-
nents and thus cannot be computed in practice. However, Prasad and Rao (1990) showed that
if the variance components are replaced by consistent estimates, then g2j(σ̂

2, ψ̂2) and g3j(σ̂
2, ψ̂2)

are approximately unbiased estimators for g3j(σ
2, ψ2) and g2j(σ

2, ψ2). They further found that

E
[
g1j(σ̂

2, ψ̂2)
]
− g1j(σ

2, ψ2) = −g3j(σ
2, ψ2) + o(µ−1

j ), (2.59)

which implies that
E
[
g1j(σ̂

2, ψ̂2) + g3j(σ̂
2, ψ̂2)

]
≈ g1j(σ

2, ψ2). (2.60)

This result can be used to derive a second-order approximation for the MSE

M̂SE
(

µ̂BHF
j

)
≈ g1j(σ̂

2, ψ̂2) + g2j(σ̂
2, ψ̂2) + 2g3j(σ̂

2, ψ̂2). (2.61)

If the variance components are estimated via ML or REML, Datta and Lahiri (2000) proved that

g3j(σ̂
2, ψ̂2) =

n−2
j

(njψ̂2 + σ̂2)3

(
ψ̂4 Iee + σ̂4 Ivv − 2ψ̂2σ̂2 Ive

)
, (2.62)

where
Iee = 2â−1 ∑m

j=1 n2
j η̂−2

j , Ivv = 2â−1 ∑m
j=1

[
(nj − 1)σ̂−4 + η̂−2

j

]
,

Ive = −2â−1 ∑m
j=1 njη̂

−2
j , η̂j = njψ̂

2 + σ̂2,
(2.63)

and

â =

(
m

∑
j=1

n2
j η̂−2

j

)(
m

∑
j=1

[
(nj − 1)σ̂−4 + η̂−2

j

])
−
(

m

∑
j=1

njη̂
−2
j

)2

. (2.64)

See Datta and Lahiri (2000) for further insights into MSE estimation in the BHF model.

2.2.2 Basic Area-Level Model

We continue with the basic area-level model proposed by Fay and Herriot (1979). It is called FH
model hereafter and is a special case of the LMM in (2.4). The technical descriptions are based
on Rao and Molina (2015), Section 6.1, unless noted differently. The area statistic of interest is
the area-specific mean of Y as given in (2.41). However, note that for the FH model, we have
Ȳj = µj for all j = 1, ..., m. Thus, the area statistic directly comes from the model.
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Formulation and Prediction
Unlike the BHF model, the FH model does not consider unit-level information. Instead, only

area-level information is used. Let ̂̄YDir
j be a design-unbiased direct estimator of Ȳj. Recall that

design-unbiasedness implies (Särndal, Swensson, and Wretman, 1992; p. 40)

EP

(̂̄YDir
j

)
= ∑
S∈S

[
P(S) · ̂̄YDir

j (S)
]
= Ȳj, (2.65)

where the expectation is with respect to the probability distribution under a general sampling

design P(S). Assume that ̂̄YDir
j is available for all areas Uj ∈ U . Let the covariate population

means X̄j be known for all j = 1, ..., m. The FH model consists of two stages:

Stage 1: ̂̄YDir
j = µj + ej, ej

ind∼ N(0, σ2
j ) ∀ j = 1, ..., m,

Stage 2: µj = X̄′jβ + vj, vj
iid∼ N(0, ψ2) ∀ j = 1, ..., m.

(2.66)

Stage 1 is often referred to as the sampling model. It states the relation between µj and ̂̄YDir
j . Es-

sentially, the direct estimator is equal to the quantity plus a normal random error term ej, which
is called sampling error. Note that the variance of ej, denoted by σ2

j , may vary between areas.
Hence, Stage 1 assumes a heteroscedastic error structure, where the individual realizations are
assumed to be independent. For simplicity, we further require σ2

j to be known for every area.
In practice, it could be obtained for example from a generalized variance function (Burgard
et al., 2019). Stage 2 is commonly denoted as the linking model. It describes the linear relation
of µj and auxiliary information in terms of the population mean vector X̄j. The included vj is
an iid stochastic model error that follows a normal distribution with variance ψ2. Given the
insights of Section 2.1.1, the FH model can be stated as a LMM according to

̂̄YDir
j = X̄′jβ + vj + ej ∀ j = 1, ..., m, (2.67)

where vj corresponds to a random intercept on the area-level. Note that the endogenous vari-

able is not the quantity µj itself, but the direct estimator ̂̄YDir
j . This has implications with respect

to statistical properties, which we address later in this section. The BLUP under the FH model
is given by

µ̂BLUP
j = γj

̂̄YDir
j + (1− γj)X̄′j β̃, (2.68)

with

γj =
ψ2

σ2
j + ψ2

, β̃ =
(

X̄′V−1X̄
)−1

X̄′V−1 ̂̄YDir
. (2.69)

Here, X̄ = (X̄′1, ..., X̄′m)′, V = diag(σ2 + ψ2
1, ..., σ2 + ψ2

m), and ̂̄YDir
= (̂̄YDir

1 , ..., ̂̄YDir
m )′. Note that

β̃ is the BLUE for β given the variance components ψ2, σ2
j . We see that the BLUP is a linear

convex combination of the direct estimator ̂̄YDir
j and the regression-synthetic predictor X̄′j β̃.

These two components are weighted by the area-specific shrinkage factor γj. If the sampling
variance σ2

j in area j is small compared to the model variance ψ2, then a higher weight is put on
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the direct estimator. Vice versa, if ψ2 < σ2
j , then the regression-synthetic prediction dominates

the BLUP. From a practical perspective, this is desirable, as a small sampling variance implies

that the design-unbiased ̂̄YDir
j is reliable. On the other hand, if σ2

j is large (for example due
to a small sampling fraction in the j-th area), then additional predictive power is drawn from
the underlying regression model (Zimmermann, 2018; p. 38). Analogously to Section 2.2.1, the
EBLUP requires the substitution of the unknown model variance ψ2 by a consistent estimate
(for example via ML or REML). This estimate, let’s say ψ̂2, is plugged into both components of
(2.69). We then obtain the empirical shrinkage factor as well as the empirical BLUE of β:

γ̂j =
ψ̂2

ψ̂2 + σ2
j

, β̂ =
(

X̄′V̂−1X̄
)−1

X̄′V̂−1 ̂̄YDir
, (2.70)

where V̂ = diag(ψ̂2 + σ2
1 , ..., ψ̂2 + σ2

m). Inserting these results into (2.68), we finally get the
EBLUP under the FH model, which we call the FH estimator. It is given by

µ̂FH
j = γ̂j

̂̄YDir
j + (1− γ̂j)X̄′j β̂. (2.71)

Note that the EBP under normality is equivalent to the EBLUP within the FH model.

Statistical Properties
We now elaborate on the statistical properties of the FH estimator. We look at unbiasedness and
consistency. With respect to unbiasedness, the remarks from Section 2.2.1 also apply to the FH
estimator. It is model-unbiased to the extent that E(µ̂FH

j ) = E
(
µj
)
, but biased when condition-

ing on the random effect (Pfeffermann, 2013). However, an interesting observation is that (2.71)
is both design- and model-consistent. The model-consistency arises from the EB(LU)P theory
in Section 2.1.2 under the probability distribution ξ that corresponds to the model. On the

contrary, the design-consistency is due to the included direct estimator ̂̄YDir
j , which is demon-

strated hereafter. Recall that the direct estimator defined in (2.67) is design-unbiased for a

general sampling design P(S). From basic sampling theory, we know that the variance of ̂̄YDir

is characterized by (Särndal, Swensson, and Wretman, 1992; p. 40)

Var
(̂̄YDir

)
= ∑
S∈S

P(S)
[̂̄YDir

(S)− E
(̂̄YDir

)]2

. (2.72)

It negatively depends on the sampling fraction n/N. The variance decreases as n → N, and is
zero for n = N. In the considered finite population setting, we have |U | = N < ∞. Recall that

∑S∈S P(S) = 1. The cardinality of the sample space is given by

|S| =
(

N
n

)
. (2.73)

When n→ N, then P(S)→ 1 as |S| → 1. Thus, the variance of ̂̄YDir
approaches zero:

E
(̂̄YDir

)
→ ̂̄YDir

⇒ Var
(̂̄YDir

)
→ 0 as n→ N. (2.74)
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With respect to the FH model, we therefore conclude

Var
(̂̄YDir

j

)
= σ2

j with σ2
j → 0 as

nj

Nj
→ 1, (2.75)

since Nj is fixed and finite. From (2.70) and assuming that ψ̂2 > 0, it follows that γ̂j → 1
as nj → Nj. For the FH estimator, this implies that the regression-synthetic component X̄′j β̂
becomes irrelevant for the value of µ̂FH

j for sufficiently large sampling fractions. Finally, from

the design-unbiasedness of ̂̄YDir
j , we can subsequently establish design-consistency:

Pr
(∣∣∣µ̂FH

j − Ȳj

∣∣∣ < ε
)
→ 1 ∀ ε > 0 as nj → Nj. (2.76)

Along the same argumentation, one could make a case for the FH estimator being asymptoti-

cally design-unbiased. This is due to the fact that for nj → Nj, we have EP (µ̂FH
j )→ EP (̂̄YDir

j ) =

Ȳj. However, as pointed out by Pfeffermann (2013), such asymptotic results are problematic in
the context of finite population sampling, and especially in SAE, where we have small samples.

Mean Squared Error Estimation
We briefly discuss MSE estimation for the FH estimator. It can be decomposed according to

MSE
(

µ̂FH
j

)
= g1j(ψ

2) + g2j(ψ
2) + g3j(ψ

2). (2.77)

The difference to the BHF model is that σ2
j is assumed to be known for all areas and therefore

adds no additional uncertainty. Prasad and Rao (1990) showed that

g1j(ψ
2) = γjσ

2
j ,

g2j(ψ
2) = (1− γj)

2X̄′j
(

X̄′V−1X̄
)−1

X̄j,

g3j(ψ
2) = E

[(
µ̂FH

j − µ̂BLUP
j

)2
]

,

(2.78)

where the components correspond to the same uncertainty sources as in Section 2.2.1. As for
the BHF estimator, the third component is usually not tractable and depends on the estima-
tion procedure chosen for variance component estimation. Again, since the model parameters
are unknown, (2.77) cannot be computed and must be replaced by an empirically obtained
substitute. Prasad and Rao (1990) derived an approximation under normality of the variance
components. It is given by

M̂SE
(

µ̂FH
j

)
≈ g1j(ψ̂

2) + g2j(ψ̂
2) + 2g3j(ψ̂

2). (2.79)

Originally, this approximation was proposed for the case when the variance parameter is esti-
mated via a method of moments approach. See Prasad and Rao (1990) for further details. Nev-
ertheless, Rao and Molina (2015), Section 6.2, pointed out that it is also applicable for REML.
Replacing the unknown ψ2 by ψ̂2 and plugging it into the formulae for g1j and g2j then obtains
approximately unbiased estimators of the first two components. However, with respect to g3j,
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we omit a detailed presentation of possible expressions as this is beyond the scope of this the-
sis. Essentially, the derivation of a closed-form expression does not only depend on the chosen
estimation procedure, but also on the MSE conception the researcher wants to use. For deeper
insights on that regard, see Datta et al. (2011).

2.3 Generalized Linear Mixed Models

The LMM theory introduced in Section 2.1 is suitable for applications where Y is continuous
and follows a normal distribution (conditionally). However, researchers may also be interested
in the modelling of other responses, such as proportions or counts within a given area. In these
cases, the application of LMMs likely obtains nonsense results. For instance, if proportions
are modelled via LMMs, response predictions can be higher than one or smaller than zero.
These issues motivated authors in the 1980s and 1990s to extent LMMs such that they obtain
reasonable results under a broader range of settings. This gave rise to a new powerful class
of models, which are GLMMs. Following the innovative work on generalized linear models
(GLMs) by Nelder and Wedderburn (1972), GLMMs describe not the response variable itself,
but a link function applied to it as linear function of the auxiliary variables. This link function is
chosen depending on the response type, which therefore allows for the modelling of all kinds of
variables. Pioneering contributions to GLMM theory were provided by McCullagh and Nelder
(1989), Schall (1991), as well as Breslow and Clayton (1993), among many others. In this section,
we provide an introduction to GLMM theory along the structure of Section 2.1. These insights
mark the foundation from which nonlinear area statistics are estimated later in the thesis.

2.3.1 Formulation

The subsequent descriptions are based on Jiang (2007), Chapter 3, unless stated otherwise.
Assume the finite population environment, the sampling scheme, as well as the notation intro-
duced in Section 2.1.1. Recall the LMM (2.1) and the distribution assumptions (2.2), (2.3). The
essential features defining LMMs are the conditional response distributions and their condi-
tional independence given the random effects. In LMMs, the conditional response distribution
f (yij|bj) is required to be a univariate normal:

f (yij|bj) =
1√

2πσ2
exp

−
(

yij − x′ijβ− z′ijbj

)2

2σ2

 , (2.80)

where xij ∈ Rp, zij ∈ Rq are known vectors, and β, σ2, bj are the LMM model parameters as
defined in Section 2.1.1. GLMMs can be derived from a generalization of this feature. The
assumption on the conditional response distribution is relaxed by demanding membership of
f (yij|bj) to the exponential family. This is a generic term for a set of probability distributions
that share several mathematical properties. See Koopman (1936) and Pitman (1936) for early
theoretical studies. Prominent members of this family are the normal, the binomial, or the
Poisson distribution. See McCullagh and Nelder (1989), pp. 32, for an overview. For the
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conditional response distribution, the membership implies (Jiang, 2007; p. 143)

f (yij|bj) = exp
{(

aij

φ

) [
yijζij − b(ζij)

]
+ c

(
yij,

φ

aij

)}
, (2.81)

where b(·), c(·) are known functions associated with the exponential familiy. aij is a weight
depending on the population structure as well as the response observations. For grouped data
and the response is the average of some variable of interest, we have aij = nj. On that note,
a particularly relevant setting is when the variable of interest is binary. In that case, yij can
be interpreted as probability, which we will use in Chapter 6. φ is a dispersion parameter
that corresponds to the conditional variability of yij. ζij is a quantity associated with a linear
predictor that we specify later. By assuming that f (yij|bj) satisfies (2.81), we can apply the
mixed model approach to a broad range of responses. However, this requires a modification
of the model formulation relative to (2.1). In LMMs, the conditional expectation E(yij|bj) = ζij

is expressed in terms of a linear predictor. In GLMMs, not the conditional expectation itself,
but some predefined link function g(·) applied to it is associated with a linear predictor. From
(2.81), we obtain the characteristic GLMM formulation

g(ζij) = ηij = x′ijβ + z′ijbj ∀ i = 1, ..., nj and ∀ j = 1, ..., m, (2.82)

with bj ∼ MVN(0q, Ψ) as in Section 2.1.1. Note that ζij = h(ηij) with h = g−1. Further, observe
that for g(ζij) = E(yij|bj), the GLMM is equivalent to the LMM (2.1). If (2.82) is restated in
matrix notation over all individuals and areas, we obtain

η = Xβ + Zb, (2.83)

where η = (η′1, ..., η′m)
′ and ηj = (η1j, ..., ηnj j)

′, X, Z are stacked matrices as in Section 2.1.1, and
b = (b′1, ..., b′m)′ is the stacked vector of random effect coefficients.

2.3.2 Prediction

As previously discussed in Section 2.1.2, researchers may be interested in predicting the re-
sponse value yij for some non-sampled individual i ∈ Uj \ Sj. In LMM theory, we studied two
general prediction approaches under the preliminary assumption of known model parameters:
the BP and the BLUP. Recall that while the BP minimized the MSE of prediction, the BLUP min-
imized the MSE of prediction subject to linearity and unbiasedness constraints. However, the
latter concept does not translate naturally into GLMM theory due to the nonlinearity of the
statistical relation between Y and X. Therefore, GLMM predictions are commonly performed
via the BP. We thus restrict the subsequent analysis to this case. For some interesting insights
into BLUP derivation in GLMM theory, see McGilchrist (1994).

The following derivations are based on Jiang (2007), Section 3.6, unless noted differently. Since
the relation between yij and ηij depends on the link function g(·), we phrase the problem of
response prediction more generically to allow for more generality. Let us assume the objective
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is to predict an unknown mixed effect quantity

κ = κ(β, b) (2.84)

that depends on the fixed effect coefficients β and the random effect coefficients b in a poten-
tially nonlinear way. Under the GLMM (2.83), the BP is defined as the quantity that minimizes
the MSE. As in LMM theory, it is given by the conditional expectation of the quantity to pre-
dicted given the response observations. That is,

κ̂BP = E(κ|y). (2.85)

The basic form of the conditional expectation depends on the relation between the quantity
and the response observations. This in turn depends on the assumed conditional distribution
f (yij|bj) and subsequently the link function g(·). It can be shown that for any member of the
exponential familiy, the conditional expectation is characterized by (Jiang, 2007; p. 143)

E(κ|y) := u(y, φ) =

∫
κ(β, b) f (y|b) f (b) db∫

f (y|b) f (b) db

=

∫
κ(β, b) exp

[
φ−1 ∑m

j=1 sj(β, bj)
]

∏m
j=1 f (bj) dbj

∏m
j=1
∫

exp
[
φ−1sj(β, bj)

]
f (bj) dbj

,

(2.86)

where

sj(β, bj) =
nj

∑
i=1

aij

{
yijh(x′ijβ + z′ijbj)− b

[
h(x′ijβ + z′ijbj)

]}
, (2.87)

and h(·) denotes the inverse of the link function g(·). Observe that both the denominator and
enumerator of (2.86) contain high-dimensional integrals. The dimensionality of the denomina-
tor integral corresponds to this of the random effect vector in the j-th area, hence dim(bj) = q.
The dimensionality of the enumerator integral depends on both the random effects and the
number of areas, thus m · q. Typically, these integrals cannot be solved analytically except for
the case that the conditional distribution f (yij|bj) satisfies (2.80). But due to the considerably
increase in computational power in recent years, Monte Carlo integration is by now commonly
used to find approximations for them. See Caflisch (1998) for a comprehensive analysis of
Monte Carlo integration. The basic idea of this method is to evaluate the function to be in-
tegrated along a (sufficiently large) sequence of random locations within its support. After
evaluation, the function values calculated at the locations are averaged to obtain a reasonably
close approximation of the integral. Hereafter, we demonstrate this for |S| = n = nj, which
implies m = 1. The best predictor of κ is then given by (Jiang, 2007; p. 144)

κ̂BP =

∫
κ(β, bj) exp

[
φ−1sj(β, bj)

]
f (bj) dbj∫

exp
[
φ−1sj(β, bj)

]
f (bj) dbj

. (2.88)
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Assume that Monte Carlo integration is applied along a sequence of R locations with r =

1, ..., R. The corresponding approximation is calculated according to

κ̂BP ≈
∑R

r=1 κ(β, b̃(r)
j ) exp

[
φ−1sj(β, b̃(r)

j )
]

∑R
r=1 exp

[
φ−1sj(β, b̃(r)

j )
] , (2.89)

where the random effect vector b̃r
j at each location r is independently drawn according to

b̃r
j ∼ MVN(0q, Ψ). Recall from Section 2.1.1 that the covariance matrix Ψ is parametrized by

some vector ψ ∈ Rq∗. If f (yij|bj) is a binomial or Poisson, then the dispersion parameter φ is
generally known. In that case, we could state the BP according to κ̂BP = u(y, θ), where u is
given by (2.86) and θ := (β′, ψ′)′. In practice, θ is unknown. However, as in LMM theory, if θ

is replaced by a consistent estimator θ̂, we obtain the EBP of κ, which is κ̂EBP = u(y, θ̂). For
further insights into GLMM prediction, we refer to Jiang (2007), Section 3.6.

2.3.3 Mean Squared Error of Prediction

As mentioned in Section 2.1.3, an important task is to assess the accuracy of the obtained pre-
dictions. For this, we study the MSE of the EBP of the mixed effect quantity κ. Note that due to
the generic formulation of GLMMs and the potentially nonlinear dependencies of their compo-
nents, it is hard to provide detailed results on MSE quantification that apply to a broad range of
specifications. Therefore, we need to introduce several assumptions to the subsequent analysis
in order to display some MSE properties for illustrative purposes. However, even under the
additional assumptions, we are not able to find a closed-form expression for the MSE. Instead,
we derive a second-order approximation of it hereafter. For this, we primarily draw from Jiang
(2007), Section 3.7. For simplicity, assume that the dispersion parameter φ is known. The MSE
of κ̂EBP is generally characterized by

MSE
(
κ̂EBP

)
= MSE

(
κ̂BP

)
+ E

(
κ̂EBP − κ̂BP

)2
, (2.90)

where
MSE

(
κ̂BP

)
= E

(
κ2)− E

(
κ̂BP

)2
= E

[
κ(β, b)2]− E [u(y, θ)]2 . (2.91)

We use a Taylor expansion (Appendix A, Definition A.12) to approximate κ̂EBP − κ̂BP. As-
sume that the estimator θ̂ of the unknown parameter vector θ satisfies ‖θ̂− θ‖= Op(m−1/2)

(Appendix A, Definition A.7). Then, we asymptotically have (Jiang, 2007; p. 156)

κ̂EBP − κ̂BP = u(y, θ̂)− u(y, θ)

=

(
∂u
∂θ

(y, θ)

)(
θ̂− θ

)
+ o(m−1/2).

(2.92)

This subsequently yields

E
(
κ̂EBP − κ̂BP

)2
=

1
m

E
[(

∂u
∂θ

(y, θ)

)√
m
(

θ̂− θ
)]2

+ o(m−1). (2.93)
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We now introduce an artificial setting that allows us to phrase the upper expression in a more
precise manner. Assume that θ̂ has not been obtained from all sampled individuals i ∈ S ,
which would be the case in practice. Instead, let it be calculated from all non-sampled individ-
uals i ∈ U \ S , which we indicate by θ̂U\S . Although clearly unrealistic, this allows us to restate
the first term of (2.93) more explicitly, since θ̂U\S and y are now independent. We subsequently
have (Jiang, 2007; p. 156)

E
[(

∂u
∂θ

(y, θ)

)√
m
(

θ̂− θ
)]2

= E

{
E

[((
∂u
∂θ

)√
m
(

θ̂U\S − θ
))2

∣∣∣∣∣ y = w

]∣∣∣∣∣w = y

}

= E
[(

∂u
∂θ

(y, θ)

)
VU\S (θ)

(
∂u
∂θ

(y, θ)

)]
= KU\S (θ),

(2.94)

where
VU\S (θ) = mE

(
θ̂U\S − θ

) (
θ̂U\S − θ

)′
. (2.95)

Define κ̌ := u(y, θ̂U\S ). From (2.90), (2.91), and (2.94), it can be concluded that

MSE (κ̌) = MSE
(
κ̂BP

)
+

1
m

KU\S (θ) + o(m−1). (2.96)

We now show how the artificial data setting can be used to approximate the actual MSE of the
EBP. Assume that θ̂U\S satisfies ‖θ̂U\S − θ‖= Op(m−1/2) and |θ̂− θ̂U\S | = op(m−1/2). Observe
that E(κ̌− κ̂EBP)(κ̂EBP− κ̌) = E(κ̂EBP− κ̌)(κ̌− κ̂EBP). Applying Taylor expansion again, we
obtain a second-order approximation to the MSE of the EBP according to

MSE
(
κ̂EBP

)
= E

(
κ̂EBP − κ̌

)2
+ 2E

(
κ̂EBP − κ̌

) (
κ̌ − κ̂EBP

)
+ E

(
κ̌ − κ̂EBP

)2

= MSE (κ̌) + o(m−1)

= MSE
(
κ̂BP

)
+

1
m

e(θ) + o(m−1)

(2.97)

where
K(θ) = E

{(
∂u
∂θ

(y, θ)

) [
mE
(

θ̂− θ
) (

θ̂− θ
)′] (∂u

∂θ
(y, θ)

)}
. (2.98)

For further details on MSE quantification in GLMMs, see Jiang (2007), Section 3.7.

2.3.4 Model Parameter Estimation

We now elaborate on model parameter estimation in GLMMs. The subsequent descriptions are
based on Burgard (2015), Section 2.4, if not stated otherwise. The estimation is performed via
approximated ML. The likelihood function of a GLMM is generally given by

L(θ|y) =
∫

L(θ|y, b) f (b) db, (2.99)
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where f (b) is the probability density function of the random effects, and θ denotes the full
parameter vector as in Section 2.3.3. Since f (yij|bj) satisfies (2.81), we have

L(θ|y, b) =
m

∏
j=1

nj

∏
i=1

exp
{(

aij

φ

) [
yijζij − b(ζij)

]
+ c

(
yij,

φ

aij

)}
. (2.100)

However, as the function c(·) does not depend on θ, we can define a simpler function

L(θ|y, b) :=
m

∑
j=1

nj

∑
i=1

(
aij

φ

) [
yijζij − b(ζij)

]
, (2.101)

for which L(θ|y, b) ∝ log[L(θ|y, b)] holds. Accordingly, it can be concluded that

L(θ|y) ∝
∫

exp [L(θ|y, b)] f (b) db. (2.102)

Theoretically, (2.102) can be maximized to obtain a ML estimate of θ. However, this may be
infeasible since the contained high-dimensional integral cannot be solved analytically expect
for special cases. As pointed out in Section 2.3.2, if the dimensionality of the corresponding
function is not too high (that is, if the model is simple), than Monte Carlo integration can be
applied to find reasonable approximations. For more sophisticated models, approximations
via Monte Carlo methods quickly become cumbersome due to heavy computational burden.
This motivated Breslow and Clayton (1993) to develop another approach to model parameter
estimation that can be applied to a broad range of GLMMs. The authors derived penalized
quasi-likelihood estimation, which relies on an approximation of L(θ|y) via the Laplace method.
Note that the term penalized is not to be confused with penalization in the context of regularized
regression analysis, which will be addressed in Chapter 3. The estimation procedure consists of
three steps. Step 1 is the Laplace approximation, Step 2 is the derivation of the penalized quasi-
likelihood function, and Step 3 is the maximization of the corresponding function for model
parameter estimation and random effect prediction. We demonstrate these steps hereafter.

Step 1: Laplace Approximation
We look at the Laplace approximation for integrals of multivariate functions. Let f : Rk → R be
a twice continuously differentiable function with a global maximum at point x∗. This implies
that for the gradient and the Hessian

∇ f (x∗) =
d f
d

∣∣∣∣
x=x∗

= 0k, H f (x∗) =
d2 f
dx2

∣∣∣∣∣
x=x∗

< 0 (2.103)

holds, whereas H f < 0 indicates that the Hessian is negative definite. Applying the Taylor
expansion to f (x) around the global maximum x∗ obtains

f (x) = f (x∗) +
[
∇ f (x∗)(x− x∗)

]′
+

1
2
(x− x∗)′H f (x∗)(x− x∗) + o(‖x− x∗‖2

2)

≈ f (x∗) +
1
2
(x− x∗)′H f (x∗)(x− x∗).

(2.104)
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Now, assume that the integral of interest is given by
∫

exp [ f (x)] dx. The Laplace approxima-
tion of the integral is (Hobza, Morales, and Santamaría, 2018)

∫
exp [ f (x)] dx ≈

∫
exp [ f (x∗)] exp

[
−1

2
(x− x∗)′

(
−H f (x∗)

)
(x− x∗)

]
dx

= (2π)k/2 ∣∣−H f (x∗)
∣∣−1/2 exp [ f (x∗)] .

(2.105)

Step 2: Penalized Quasi-Likelihood Function
It is now demonstrated how the multivariate Laplace approximation can be used to derive a
quasi-likelihood function. Afterwards, yet another approximation is introduced to obtain the
penalized quasi-likelihood function proposed by Green (1987). The latter is then maximized
to yield model parameter estimates for the GLMM (2.83). By using the independence of re-
sponse realizations given the random effects and the assumption bj ∼ MVN(0q, Ψ), Breslow
and Clayton (1993) derived the quasi-likelihood function (Burgard, 2015; p. 23)

LQ(θ) ∝ |G|−1/2
∫

exp

(
−1

2

m

∑
j=1

ni

∑
i=1

kij −
1
2

b′G−1b

)
db, (2.106)

where G = diag(Ψ, ..., Ψ). Further,

kij = −2
∫ ζij

yij

yij − bj

aijV(bj)
dbj (2.107)

denotes the deviance measure with Var(yij|b) = φaijV(b) and variance function V(·). Note
that if f (yij|bj) is part of the exponential family, then (2.106) is the true likelihood function of
(2.83). We now take the natural logarithm of (2.106) and apply the Laplace method to obtain
the approximated quasi-log-likelihood function

LQ(θ) = c− 1
2

log (|G|)− 1
2

log

(∣∣∣∣∣d2h
db2 (b

∗)

∣∣∣∣∣
)
− l(b∗), (2.108)

where c is a constant not depending on the model parameters, and

l(b) =
1
2

(
m

∑
j=1

nj

∑
i=1

kij + b′G−1b

)
. (2.109)

The vector b∗ is the minimizer of l(·), which implies it is the solution to the system

dl
db

= G−1b−
m

∑
j=1

nj

∑
i=1

(yij − ζij)zij

φaijV(ζij)(dg/dζij)
= 0q, (2.110)

where g(·) is the link function. It can be shown that (Burgard, 2015; p. 24)

d2l
db2 = G−1 +

m

∑
j=1

nj

∑
i=1

zijz′ij
φaijV(ζij)(d

2g/dζ2
ij)

2
+ R, (2.111)
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where R is a remainder term with expectation zero. Define the unit-level quantity

wij :=
1

φaijV(ζij)(d
2g/dζ2

ij)
2

(2.112)

and assume that R is in probability of lower order than the leading terms. Then, (2.111) can by
approximated by (Jiang, 2007; p. 129)

d2l
db2 ≈ Z′WZ + G−1, (2.113)

with W = diag(w11, ..., wnmm). Combining (2.106) and (2.113) in (2.108), we obtain the approx-
imated quasi-likelihood function according to (Burgard, 2015; p. 24)

LQ(θ) ≈ c− 1
2

[
log
(
In + Z′WZG

)
+

m

∑
j=1

nj

∑
i=1

k̃ij + (b∗)′G−1b∗
]

, (2.114)

where

k̃ij = −2
∫ ζij

yij

yij − b∗j
aijV(b∗j )

db∗j . (2.115)

The unit-level quantity wij in W is a GLM iterated weight obtained according to McCullagh and
Nelder (1989), §2.5. Breslow and Clayton (1993) assumed these weights to be slowly varying
over the sample observations. If this is the case, the first term in (2.114) depends on β only
through W. With this, a simpler expression may be yielded by ignoring the respective term. As
a result, we finally obtain the penalized quasi-likelihood function

LPQ(θ) = c− 1
2

(
m

∑
j=1

nj

∑
i=1

k̃ij + (b∗)′G−1b∗
)

(2.116)

that was originally derived by Green (1987) for semi-parametric regression models.

Step 3a: Fixed and Random Effects
As in LMM theory, we need to distinguish between fixed and random effect estimation on
the one hand, as well as variance component estimation on the other hand. We start with the
fixed and random effects. Recall from Section 2.1.4 that for this estimation step, the variance
components ψ are held fixed. As a result, the previously obtained penalized likelihood function
is only maximized with respect to β, b. In practice, this can be done by solving the following
system of nonlinear equations (Burgard, 2015; p. 24):

∂LPQ

∂β
=

m

∑
j=1

nj

∑
i=1

(yij − ζij)xij

φaijV(ζij)(dg/dζij)
= 0p

∂LPQ

∂b
=

m

∑
j=1

nj

∑
i=1

(yij − ζij)xij

φaijV(ζij)(dg/dζij)
−G−1b = 0q.

(2.117)

The solution can be determined by applying Fisher scoring, as suggested by Green (1987).
However, a more common approach was proposed by Breslow and Clayton (1993). They used
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an iterative procedure in which a working variable ζ̃ij = ηij + (yij − ζij)(dg/dζij) is defined,
where ηij = x′ijβ + z′ijbj. Let ζ̃ = (ζ̃11, ..., ζ̃nmm)′. The introduction of this working variable
allows us to formulate the GLMM estimation steps similar as for LMMs. In every iteration,
ζij and ηij are defined at the locations of the current estimates β̂, b̂. With this, the solution of
(2.117) may be expressed as the solution to the system of equations[

X′W−1X X′W−1Z
Z′W−1X ZW−1Z + G−1

] [
β̂

b̂

]
=

[
X′W−1ζ̃

Z′W−1ζ̃

]
, (2.118)

which corresponds to Henderson’s mixed model equations in (2.27). Observe that the matrix
W depends on both β, b and must be subsequently updated after every estimation step in the
iterative procedure. The solution is then obtained from

β̂ =
(

X′V−1X
)−1

X′V−1ζ̃, b̂ = GZ′V−1 (ζ̃ − Xβ
)

, (2.119)

where V = W−1 + ZGZ′.

Step 3b: Variance Components
We now briefly sketch variance component estimation. Following Breslow and Clayton (1993),
the maximizer of the penalized quasi-likelihood function (2.116), let’s say β̃, b̃, are plugged into
(2.114). Thereby, note that both depend on ψ, hence β̃ = β̃(ψ), b̃ = b̃(ψ). Further, observe that
V = V(ψ) since G = diag(Ψ, ..., Ψ) and Ψ is parametrized by ψ. Ignoring the constant c, we
now have a quasi-profile-likelihood function

LQP(β̃(ψ), ψ) ≈ −1
2

log (|V(ψ)|)− 1
2
[
ζ̃ − Xβ̃(ψ)

]′ V−1(ψ)
[
ζ̃ − Xβ̃(ψ)

]
. (2.120)

Observe that this approximation leads to a similar form as the LMM likelihood function in
(2.30). Breslow and Clayton (1993) continued by making some further approximations that
lead to a REML version of (2.120), that is

LREML
QP (β̃(ψ), ψ) ≈− 1

2
log (|V(ψ)|)− 1

2
log
[
|X′V−1(ψ)X|

]
− 1

2
[
ζ̃ − Xβ̃(ψ)

]′ V−1(ψ)
[
ζ̃ − Xβ̃(ψ)

]
.

(2.121)

The function is then maximized with respect to ψ. Following the arguments of Harville (1977),
the estimator for ψ is the solution to the system

∂LREML
QP

∂ψl
= −1

2

[(
ζ̃ − Xβ̃(ψ)

)′ V−1(ψ)
∂V
∂ψl

V−1(ψ)
(
ζ̃ − Xβ̃(ψ)

)
tr
(

P
∂V
∂ψl

)]
= 0 ∀ l = 1, ..., q∗,

(2.122)

where ψl ∈ ψ, and P = V−1(ψ)−V−1(ψ)X
[
X′V−1(ψ)

]−1 X′V−1(ψ). As in Section 2.1.4, the
solutions must be found iteratively. For further insights, see Breslow and Clayton (1993).
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2.3.5 Statistical Properties

We now elaborate on the statistical properties of κ̂EBP under the GLMM (2.82). It will be clari-
fied that the corresponding properties heavily depend on the method chosen for model param-
eter estimation. For now, assume that θ̂ is a consistent estimator of θ in the sense of Definition
A.9 (Appendix A). This requires the model parameter estimates to depend on the sample size,
hence θ̂ = θ̂n. In this case, it can be shown that κ̂EBP(θ̂n) is asymptotically model-unbiased.
The property implies that, given the model is true, we have E[κ̂EBP(θ̂n)] = κ as n→ ∞. In this
setting, it also can be concluded that the EBP is model-consistent.

However, if the model parameter estimates are inconsistent, then asymptotic unbiasedness and
consistency do not hold (Hobza, Morales, and Santamaría, 2018). Recall that we have assumed
model parameter estimation has been performed via penalized quasi-likelihood, as demon-
strated in Section 2.3.4. As a result, the calculation of κ̂EBP(θ̂) requires several approximation
steps. The likelihood function of the model has been approximated via the Laplace method
(Section 2.3.4) to obtain the quasi-likelihood function LQ. The second derivative of LQ with
respect to the random effects has been approximated by assuming the weights wij are (rela-
tively) persistent over all sample observations. This allowed us to derive the penalized quasi-
likelihood function LPQ. Finally, the EBP itself has been approximated via Monte Carlo inte-
gration (Section 2.3.2). Lin and Breslow (1996) showed that these approximation steps induce
bias in model parameter estimation. As a result, they proposed to perform Taylor expansion of
a higher order in the Laplace approximation to reduce the bias resulting from it. Nevertheless,
this does not eliminate the bias asymptotically (Jiang, 2007; p. 131).

Further, model parameter estimation based on penalized quasi-likelihood obtains inconsistent
estimates, which was demonstrated by Jiang (1998). Therefore, calculating the EBP as described
yields biased and inconsistent results. However, penalized quasi-likelihood estimation is by
now established for GLMM applications in practice. One reason is that they are computation-
ally easy to implement relative to more complex methods. Another reason is that the resulting
bias is often negligible, especially if the variance components are close to zero (Jiang, 2007; p.
132). From a theoretical perspective, if statistical properties are essential for the analysis, al-
ternative approaches for model parameter estimation can be applied. Jiang (1998) proposed
a method of simulated moments approach for model parameter estimation in GLMMs. This
technique allows for consistent model parameter estimates, but is computationally more de-
manding than the penalized quasi-likelihood approach. Further, Jiang and Lahiri (2006a) de-
rived a model-assisted version of the EBP that is design-consistent. For further information on
statistical properties of the EBP under GLMMs, see Jiang (2007), Chapter 3.
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Chapter 3

Fundamentals of Regularized
Regression Analysis

In this chapter, we elaborate on some fundamentals of regularized regression analysis. Regu-
larization implies that the loss function of a given regression model is expanded by additional
penalty terms. These terms contain the model parameters to be estimated and can be viewed
as additional restrictions in the estimation process. Regularizations may alter the solution to a
given estimation problem considerably. Depending on the penalty term, model parameter es-
timates with diverse properties can be obtained. This is an attractive feature, as the researcher
can design the estimation process in the light of context-specific data settings. Hereafter, we
provide an overview of three regularized regression techniques. In Section 3.1, ridge regres-
sion by Hoerl and Kennard (1970) is discussed. Section 3.2 addresses the LASSO by Tibshirani
(1996). In Section 3.3, the elastic net proposed by Zou and Hastie (2005) is presented. A special
emphasis is put on the effects of regularization on model parameter estimates, as we seek to
take advantage of them for SAE. We also elaborate on statistical properties of the methods.

3.1 Ridge Regression

Regularized regression was originally developed for LMs rather than for LMMs. Thus, we
study it for LMs first, and extend the techniques to LMMs in later chapters for the application
to SAE. The first regularized regression approach is ridge regression proposed by Hoerl and
Kennard (1970). Hereafter, we can relax some of the assumptions on the sampling procedure
in Chapter 2, as basic LM theory does not consider grouping structures. Let U be a finite
population of size |U | = N with indexation as before. Let S ⊂ U denote a random sample of
size |S| = n that is drawn via simple random sampling. The definitions for Y and X are the
same as in Section 2.1.1. We seek to quantify the statistical relation between Y and X.

3.1.1 Formulation and Model Parameter Estimation

The subsequent descriptions are based on Hoerl and Kennard (1970), unless stated otherwise.
The basic LM is given by

y = Xβ + e, (3.1)
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with y ∈ Rn×1 and X ∈ Rn×p containing the sample observations of Y and X. Without loss of
generality, assume that y and X are standardized to have unit length and zero mean:

n

∑
i=1

yi = 0,
n

∑
i=1

xil = 0,
n

∑
i=1

x2
il = 1 ∀ l = 1, ..., p. (3.2)

Here, β ∈ Rp×1 is a vector of unknown regression coefficients, and e ∈ Rn×1 is a vector of
random errors with ei

iid∼ N(0, σ2). For regression coefficient estimation, β̂ is typically chosen
such that the squared `2-norm of the model residuals is minimal. This marks an unconstrained
convex optimization problem (Appendix A, Definition A.16), which can be stated as

β̂
OLS

= argmin
β∈Rp

1
n
‖y− Xβ‖2

2 . (3.3)

We obtain the well-known ordinary least squares (OLS) solution that has the BLUE property:

β̂
OLS

=
(
X′X

)−1 X′y with E
(

β̂
OLS)

= β. (3.4)

Ridge regression is defined from a variation of (3.3). The ridge loss includes an additional
restriction on the squared `2-norm (Definition A.24, Appendix A) of the coefficients. We obtain
a constrained convex optimization problem, which is given by (Tibshirani, 1996)

β̂
`2
= argmin

β∈Rp

1
n
‖y− Xβ‖2

2 s.t. ‖β‖2
2 ≤ t, (3.5)

where t > 0 is a predefined hyper parameter. Note that the constraint marks the regularization
in this case. The upper problem is commonly restated in the Lagrangian form according to

β̂
`2
= argmin

β∈Rp

1
n
‖y− Xβ‖2

2 + λ ‖β‖2
2 , (3.6)

with λ > 0 as regularization parameter. The coefficient estimates are then obtained from

β̂
`2
=
(
X′X + λIp

)−1 X′y. (3.7)

By introducing a regularization of this form, the elements β̂`2
1 , ..., β̂`2

p are shrunken towards zero
relative to the OLS solution. This is why ridge regression and related techniques are also called
shrinkage estimators. However, this kind of shrinkage has to be distinguished from the shrinkage
between estimation components of composite estimators discussed in Section 2.2.

3.1.2 Effects on Model Parameter Estimates

The inclusion of the `2-regularization in the loss function changes the estimates for β relative
to OLS in multiple aspects. This is discussed hereafter. For illustrative purposes, the basic
principle of ridge regression is sketched in Figure 3.1 for the case of p = 2 covariates. On
the left hand side, the geometry of the `2-regularization and its effects on model parameter
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estimates are depicted. The elliptical contours of the loss function ‖y − Xβ‖2
2 (iso-loss lines)

are represented in blue. They are centered at the original OLS solution (3.4), which consists of
(β̂1, β̂2) in this setting. The region constrained by the `2-regularization is given by the red circle.
On the right hand side, we see the shrinkage of the model parameter estimates as a function of
λ, which is often referred to as ridge trace. For increasing λ, the estimates are shrunken towards
zero. However, note that they never become exactly zero. By looking at the left hand side
again, the iso-loss lines cannot reach zero coordinates due to the geometry of the restricted
area. Further, we see that depending on the value of λ, the individual vector elements are
not only shrunken towards zero, but also towards each other. In our current setting, we have
β̂2 → β̂1 as λ → ∞. Thus, the `2-regularization has a smoothing effect on model parameter
estimation by aligning the estimated values. Likewise, ridge regression penalizes non-smooth
solutions to the extent that estimates where β̂1, β̂2 have similar values yield smaller losses.

FIGURE 3.1: Visualization of Ridge Regression for p = 2

Another characteristic feature of ridge regression is its effectiveness in the presence of mul-
ticollinearity and high-dimensional settings. Multicollinearity occurs when two or more co-
variates in X are linearly dependent. High-dimensionality is the case when the number of
covariates p surpasses the number of sample observations n. In both situations, the subspace
spanned by the covariates (onto which y is projected) is rank deficient. As a result, it is prac-
tically impossible to separate the contributions of the individual covariates to the variation of
the response (Wieringen, 2019). If the moment matrix X′X is ill-conditioned as a result of strong
covariate correlation, the OLS estimates of the regression coefficients suffer from high uncer-
tainty due to excessive standard errors. When the underlying optimization problem for model
parameter estimation is ill-posed as a result of p > n, the OLS solution does not exist at all.
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This is because the Moore-Penrose inverse in (3.4) does not exist since the rank of X′X is less
than p, which implies singularity. Accordingly, (3.4) cannot be evaluated numerically.

Ridge regression solves these problems via the inclusion of the squared `2-norm. The singular-
ity of X′X is resolved by substituting the original moment matrix with X′X + λIp. For strictly
positive λ, the ridge solution (3.7) is well-defined despite multicollinearity or p > n (Wierin-
gen, 2019). Further, the ability to obtain descent estimates in the presence of strong covariate
correlation makes ridge regression a popular choice for non-orthogonal regression problems
(Duzan and Sharif, 2015). From a practical perspective, the previously described smoothing
effect is desirable in corresponding settings, as we expect the response variable to have similar
relations to similar covariates. Ridge regression can be also viewed as a method for singular
value shrinkage. This property is relevant in the light of measurement error robustification
discussed in Chapter 4. Consider the singular value decomposition of the design matrix

X = UXDXV′X, (3.8)

where DX = diag(d1
X, ..., dn

X) is the diagonal matrix of singular values, UX is a unitary matrix
of dimension (n× n), and V′X is the conjugate transpose of the unitary (p× n)-matrix VX. The
columns UX and VX are orthogonal: U′XUX = In = V′XVX. Thus, (3.4) can be restated as

β̂
OLS

=
(
VXD′XU′XUXDXV′X

)−1 VXD′XU′Xy

=
(
VXD′XDXV′X

)−1 VXD′XU′Xy

= VX
(
D′XDX

)−1 D′XU′Xy.

(3.9)

Likewise, the ridge solution (3.7) can be reformulated according to (Wieringen, 2019)

β̂
`2
=
(
VXD′XU′XUXDXV′X + λVXV′X

)−1 VXD′XU′Xy

= V−1
X
(
D′XDX + λIp

)−1 V−1
X VXD′XU′Xy

= VX
(
D′XDX + λIp

)−1 D′XU′Xy.

(3.10)

From these results, by looking at the main diagonal of DX, the singular value shrinkage effect
of ridge regression becomes evident. We have

1
(di

X)
2
≥ 1

(di
X)

2 + λ
∀ i = 1, ..., n. (3.11)

3.1.3 Statistical Properties

Next, we discuss the statistical properties of ridge regression. Note that we only consider
model-based properties, since this chapter does not enclose any design-based components. In-
stead, we have to distinguish between low-dimensional and high-dimensional settings. Low-
dimensional settings refer to situations where p ≤ n, while high-dimensional settings are char-
acterized by p > n. This distinction is necessary from a theoretical perspective, since stablish-
ing statistical properties in high-dimensional settings often requires additional assumptions on
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covariate distributions. This may limit the applicability of corresponding results. Hereafter, we
look at the following properties:

• Bias in model parameter estimation

• Consistency in model parameter estimation

• MSE optimality of model parameter estimation

We start with the bias. Due to the inclusion of the squared `2-norm, (3.6) obtains biased esti-

mates of β for λ > 0. That is, E(β̂
`2
) 6= β. This is briefly demonstrated for a low-dimensional

setting hereafter. Recall the OLS solution (3.4) and the ridge solution (3.7). By manipulating
the ridge solution, we have the following relation between them (Kasrada and Shih, 1977):

β̂
`2
=
[(

X′X
)
+ λIp

]−1 (X′X) [(X′X)−1 X′y
]

=
[(

X′X
) (

Ip + λ
(
X′X

)−1
)]−1 (

X′X
) [(

X′X
)−1 X′y

]
=
[
Ip + λ

(
X′X

)−1
]−1

β̂
OLS

.

(3.12)

Recall that β̂
OLS

is the BLUE, hence E(β̂
OLS

) = β. Thus, it can be concluded that

E
(

β̂
`2
)
= E

[[
Ip + λ

(
X′X

)−1
]−1

β̂
OLS
]

=
[
Ip + λ

(
X′X

)−1
]−1

β

6= β.

(3.13)

With respect to high-dimensional settings, Bühlmann (2013) showed that if the main diagonal
of the ridge estimator’s covariance matrix Σ̂ has no zero element, then

max
j∈{1,...,p}

{
|E(β̂`2

j )− β j|
}
≤ λ‖β‖2λmin 6=0

(
Σ̂
)−1

, (3.14)

where λmin 6=0 is the smallest strictly positive element of a λ-sequence. The property basically
implies that the bias is smaller than the standard error for λ sufficiently close to zero. How-
ever, the MSE-optimal λ in the high-dimensional setting is larger than for the low-dimensional
setting. Thus, the bias is unlikely to vanish completely in empirical applications.

We now look at consistency in model parameter estimation. It can be shown that ridge regres-
sion is in fact strongly consistent (Definition A.10, Appendix A) in low-dimensional settings
under mild conditions. Note that the consistency results in Section 2.2 were with respect to
Definition A.9 (Appendix A). While consistency is usually based on convergence in probability
(Definition A.7, Appendix A), strong consistency requires almost sure convergence (Defini-
tion A.8, Appendix A). Since almost sure convergence implies convergence in probability but
not vice versa, strong consistency is a stronger property than consistency. Silva (2014) proved

that β̂
`2 a.s.→ β when X′X is non-singular, the error terms e1, ..., en are iid with finite moments
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E(|ei|r) < ∞ for 0 < r ≤ 2, and some regularity conditions on the design matrix hold. Re-
garding the high-dimensional settings, it can be shown that ridge regression is consistent to the
extent that (Shao and Deng, 2012)

E(l′ β̂
`2 − l′β)2 = O(λn) +O(λ2

nn−2(a1−a2)) as n→ ∞ (3.15)

uniformly over the p-dimensional deterministic vector l with ‖l‖2= 1. Here, λn is the regu-
larization parameter that depends on the sample size n. The terms a1, a2 arise from assuming
τ−1

n = O(n−a1) as well as ‖β‖2= O(na2), where τn is the smallest eigenvalue of X′X. The
property states that the MSE of model parameter estimation converges to zero uniformly in l if
λnn−(a1−a2) → 0. For further details, see Shao and Deng (2012).

Another interesting property is that ridge regression is MSE-superior compared to OLS with

respect to model parameter estimation. For suitable λ > 0, we have MSE(β̂
`2
) < MSE(β̂

OLS
).

This is briefly demonstrated for a low-dimensional setting. Define M :=
(
X′X + λIp

)−1 X′X. It
can be shown that the MSE of the ridge solution (3.7) is given by

MSE
(

β̂
`2
)
= E

[(
Mβ̂

OLS − β
)′ (

Mβ̂
OLS − β

)]
= Var

(
Mβ̂

OLS)
+ Bias

(
Mβ̂

OLS)2

= σ2tr
[
M
(
X′X

)−1 M′
]
+ β′

(
M− Ip

)′ (M− Ip
)

β.

(3.16)

Theobald (1974) used the second-order moment matrix of the ridge estimator to proof that there

always exists an λ > 0, such that MSE(β̂
`2
) < MSE(β̂

OLS
). This is because ridge regression has

a balancing effect on bias and variance. For small λ, the bias of (3.7) is close to zero and the
MSE is small since ridge estimates have smaller variance than OLS estimates. For large λ, the

bias increases and dominates the MSE, which ultimately leads to MSE(β̂
`2
) > MSE(β̂

OLS
).

3.2 LASSO Regression

The second regularized regression approach is the LASSO proposed by Tibshirani (1996). We
study it in the same framework as ridge regression in Section 3.1. This includes the standard-
ization of y and X in particular since it is essential for subsequent descriptions.

3.2.1 Formulation and Model Parameter Estimation

The following descriptions are based on Efron et al. (2004), unless stated otherwise. Recall
the LM (3.1) and the OLS problem (3.3). Similar to ridge regression, the LASSO is defined
from a variation of the latter by including a restriction on the regression coefficients. However,
the LASSO restricts the `1-norm rather than the squared `2-norm, which obtains the convex
optimization problem

β̂
`1
= argmin

β∈Rp

1
n
‖y− Xβ‖2

2 s.t. ‖β‖1 ≤ t. (3.17)
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As for ridge regression, this is usually restated in the Lagrangian form according to

β̂
`1
= argmin

β∈Rp

1
n
‖y− Xβ‖2

2 + λ ‖β‖1 . (3.18)

Unlike the ridge problem (3.6), the upper optimization problem cannot be solved in terms of a
closed-form solution for the majority of cases. This is due to the fact that the objective function
to be minimized in (3.18) is not continuously differentiable at the origin as a consequence of
the included `1-norm. However, there are some special cases in which closed-form solutions
can be obtained. Examples are when p = 1, or when the columns of X are orthonormal. The
latter implies that n−1X′X = Ip and x′ixk = 0 for every i 6= k. We briefly study the orthonormal
setting as it reveals an important connection between the LASSO and the soft-thresholding

operator. Recall that β̂
`1 is the minimizer of the objective function in (3.18). Then, from the

KKT stationarity condition (Appendix A, Definition A.20), we get (Gauraha, 2018)

− 2
n

X′
(

y− Xβ̂
`1
)
+ λ sgn

(
β̂
`1
)
= 0p, (3.19)

where sgn(·) is the sign function for real numbers. Rearranging delivers

1
n

X′
(

y− Xβ̂
`1
)
=

λ

2
sgn

(
β̂
`1
)

. (3.20)

Since n−1X′X = Ip, we have

β̂
`1
=

1
n

X′y− λ

2
sgn

(
β̂
`1
)
=

(
S
(

β̂OLS
1 ,

λ

2

)
, ..., S

(
β̂OLS

p ,
λ

2

))
, (3.21)

where

S(z, λ) =


z− λ, if z > λ

0, if |z| ≤ λ

z + λ, if z ≤ −λ

(3.22)

is the soft-thresholding operator. This relation is often exploited when solving more general
regularized estimation problems via gradient descent (Friedman et al., 2007), which we will
do in later chapters of the thesis. For now, we have learned hat (3.18) can only be solved in
closed-form for some exceptions. In other settings, it must be obtained iteratively. Again, this
is nowadays done via gradient descent, since this approach is applicable to a broad range of
settings from which the LASSO is only a special case. We present a corresponding procedure
in the next section. Hereafter, we consider another very influential method that was originally
proposed for solving the LASSO problem. It is called least angle regression and shrinkage (LARS)
and was developed by Efron et al. (2004). It marks a numerical procedure that efficiently com-
putes a full piecewise linear solution path for every βl ∈ β given a chosen λ-sequence. At this
point, a detailed discussion on why LARS is a sound approach to LASSO estimation problems
is omitted. We refer to Efron et al. (2004) for deeper insights and only briefly sketch the method

hereafter. Let t = 1, 2, ... be the index of iterations and define r(t) := y − Xβ̂
(t)

as the model
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residuals in the t-th iteration. Let Corr(·) denote the empirical correlation of two vectors and
recall that y, X have been standardized. The LARS algorithm is given as follows.

Algorithm 3.1 Least Angle Regression and Shrinkage

1: define initial estimates β̂
(0)
l = 0 for all l = 1, ..., p, such that r(0) = y

2: find β̂
(0)
l that corresponds to xl = argmax

xl∈X

{∣∣∣Corr(r(0), xl)
∣∣∣}

3: while @xk ∈ X with
∣∣∣Corr(r(t), xk)

∣∣∣ = ∣∣∣Corr(r(t), xl)
∣∣∣ and k 6= l do

4: set β̂
(t+1)
l = β̂

(t)
l + sgn

[
Corr(r(t), xl)

]
· δ(t)l for some δ

(t)
l > 0

5: define β̂
(t+1)

as vector of p− 1 zeroes and β̂
(t+1)
l as l-th element

6: set r(t+1) = y− Xβ̂
(t+1)

and evaluate loop criterion

7: while @xm ∈ X with
∣∣∣Corr(r(t), xm)

∣∣∣ = ∣∣∣Corr(r(t), xl)
∣∣∣ with m 6= k 6= l do

8: increase (β̂
(t)
l , β̂

(t)
k ) in their joint least squares direction→ (β̂

(t+1)
l , β̂

(t+1)
k )

9: define β̂
(t+1)

as vector of p− 2 zeroes and β̂
(t+1)
l , β̂

(t+1)
k as l-th, k-th elements

10: set r(t+1) = y− Xβ̂
(t+1)

and evaluate loop criterion

11: continue for other predictors until Corr(r(t), xl) = 0 for all l = 1, ..., p

3.2.2 Effects on Model Parameter Estimates

The inclusion of the `1-regularization has a considerable impact on the estimates for β. This is
discussed hereafter. The most characteristic feature of the LASSO is that it performs variable
selection and model parameter estimation simultaneously. This aspect, in combination with
the shrinkage effect mentioned in Section 3.1, gave rise to the method’s name (least absolute
shrinkage and selection operator). The variable selection property becomes evident when re-
producing Figure 3.1 for the current setting. Figure 3.2 visualizes the basic principle of the
LASSO. The red and blue lines are the same as before, with the difference that the red circle
has been replaced by a red square due to the `1-norm. On the left hand side, we see that the
iso-loss lines touch the restricted area at the corner, obtaining a coefficient estimate of β̂1 = 0.
Further, by looking at the LASSO trace on the right hand side, it is evident that every β̂l ∈ β̂

becomes exactly zero as λ→ ∞. If λ is chosen such that some prediction error measure is min-

imized, β̂
`1 can usually be separated into a set of active and inactive predictors. The inactive

predictors are then characterized by zeroes at their respective coordinates in the estimated vec-
tor. A corresponding solution is commonly referred to as sparse. Likewise, the application of
the LASSO to a given estimation problem is accompanied by a sparsity assumption on the true
underlying structure of the model parameters. On that note, when λ is increased, the sparsity
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of the solution increases as well. From Algorithm 3.1, the λ-value for which a given β̂`1
l ∈ β̂

`1

becomes zero is determined by the correlation of Xl and Y. The stronger the correlation, the
higher λ needs to be. This is desirable from a practical perspective, as the researcher would
expect covariates strongly correlated to Y to be relevant for its functional description in terms

of the model. Thus, corresponding coordinates in β̂
`1 should not become zero.

FIGURE 3.2: Visualization of the LASSO for p = 2

Similar to ridge regression, the LASSO also allows for high-dimensional inference. The inclu-
sion of the `1-norm in (3.18) results in the optimization problem being well-posed even if p > n.
Unfortunately, as the LASSO estimator cannot be displayed in closed-form, this property can-
not be easily shown for illustrative purposes. Thus, we omit a corresponding demonstration
and refer to Bühlmann and van de Geer (2011), Chapter 2, for further details. Instead, we focus
on a related important aspect, namely the underlying sparsity assumption regarding the true
model parameter vector β. For a high-dimensional setting, the LASSO can select at most n
covariates before it saturates. This implies that after the minimization of the loss function, the

LASSO solution β̂
`1 can only contain a maximum of n non-zero elements. Accordingly, the true

underlying model has to be either exactly sparse in terms of the `0-norm

‖β‖0≤ s = o(n), (3.23)

or approximately sparse, which we have when the values of the regression coefficients (when
sorted in numerically decreasing order) obey (Chernozhukov, Hansen, and Spindler, 2016)

|βl | ≤ l−c with c >
1
2

and ∀ l = 1, ..., p. (3.24)

Exact sparsity means that the inactive predictors are exactly zero. Approximate sparsity implies
that the variance of y is dominated by a small number of predictors while the remaining are
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‘’sufficiently small”. In the latter case, the model can then be sufficiently well approximated
by an exactly sparse model with sparsity index s ∝ n1/2c. See Chernozhukov, Hansen, and
Spindler (2016) for further details.

Further, the LASSO implicitly requires the absence of strong grouping structures in β. Group-
ing with respect to regression coefficients means that two or more covariates are strongly cor-
related to each other. If there are strong grouping structures, the LASSO is known to provide
unstable solution paths and leads to inaccurate estimates (Zou and Hastie, 2005). This is vi-
sualized in Figure 3.3. Here, an exemplary basic linear regression model is estimated via the
LASSO. Both graphs display the estimated coefficient values dependent on the respective `1-

norm of the estimates ‖β̂`1‖1, which corresponds to the hyper parameter t in (3.17). The number
of considered predictors is p = 7, while only s = 3 of them correspond to the true model. The
solution paths of the relevant coefficients (in terms of the true model) are plotted in blue, those
of the irrelevant are red. On the left, the three relevant predictors have weak correlation to
the irrelevant. On the right, they have strong correlation to the irrelevant. We see that on the
left, the relevant predictors in blue are accurately identified. The irrelevant predictors in red
are zero for the majority of `1-norm values. Further, their solution paths are strictly monotone
and increasing. On the right, we see that all predictors are active at some point, including the
irrelevant ones. The solution paths are not monotone by displaying sign changes in their slope.
This indicates an inconsistent shrinkage behavior.

FIGURE 3.3: LASSO Solution Paths under Scenarios
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3.2.3 Statistical Properties

We now discuss the statistical properties of the LASSO. Due to its ability to perform high-
dimensional estimation and variable selection, theoretical studies are usually conducted for
p > n. Investigations in low-dimensional settings are not as common in the literature. Thus,
unlike in Section 3.1.3, the subsequent descriptions focus on high-dimensional properties. How-
ever, note that high-dimensional properties typically also hold for low-dimensional settings,
although under less restrictive assumptions. Since the regression coefficient estimates in (3.18)
have no closed-form solution, the establishment of statistical properties is generally more so-
phisticated than for other cases. The analysis usually relies on multiple assumptions. Naturally,
the LASSO can be studied under different premises, and there are various results on a given
property. At this point, a comparison of theoretical results under varying settings is beyond the
scope of the thesis. We refer to Bühlmann and van de Geer (2011), as well as van de Geer (2016)
for further details. Hereafter, we present exemplary results on the following three properties:

• Bias in model parameter estimation

• Consistency in model parameter estimation

• Consistency in variable selection

We start with the bias in model parameter estimation. Due to the lack of closed-form solutions,
an exact formula of the LASSO’s bias cannot be derived. But generally, it is well-known that it
increases with λ, and is directed towards smaller values of ‖β‖1. Denote Σ as the covariance
matrix of X in the population, and let Σ̂ be a sample-based estimator of it. Define the `1-
operator norm |||Σ||| := maxl{∑

p
k=1 |Σk,l |}. It can be shown that (van de Geer, 2016, p. 45)∥∥∥E

(
β̂
`1 − β

)∥∥∥
∞
≤
∣∣∣∣∣∣∣∣∣Σ−1

∣∣∣∣∣∣∣∣∣ [E (∥∥∥Σ̂− Σ
∥∥∥

∞

∥∥∥β̂
`1 − β

∥∥∥
1

)
+ λ

]
, (3.25)

where ‖·‖∞ is the maximum norm (Definition A.25, Appendix A). If we assume that the regu-
larization parameter is asymptotic with respect to the sample size in the sense that λ = λn �√

log(p)/n, and that the covariance estimate satisfies E(‖Σ̂− Σ‖2
∞) = O(

√
log(p)/n), the up-

per result yields (van de Geer, 2016, p. 46)∥∥∥E
(

β̂
`1 − β

)∥∥∥
∞
≤ λn

∣∣∣∣∣∣∣∣∣Σ−1
∣∣∣∣∣∣∣∣∣(1 + o(1)) �

√
log(p)/n

∣∣∣∣∣∣∣∣∣Σ−1
∣∣∣∣∣∣∣∣∣. (3.26)

If
∣∣∣∣∣∣Σ−1∣∣∣∣∣∣ = O(1), which implies that there is no perfect correlation between Xl , Xk for arbi-

trary l 6= k, the bias of β̂
`1 isO(

√
log(p)/n) uniformly for its components. Thus, in asymptotic

settings, the componentwise bias approaches zero provided that n grows faster than log(p).
We now look at consistency in model parameter estimation. It can be shown that the LASSO
is consistent for a suitable choice of the regularization parameter and a decent estimate of the
model variance parameter σ2. For some c > 0 and a variance parameter estimate σ̂2 = n−1y′y,
we choose the regularization parameter according to

λn = 4σ̂

√
c2 + 2 log(p)

n
. (3.27)
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Then, it can be shown that with probability at least 1− ε, where

ε := 2 exp
(
−c2

2

)
+ Pr(σ̂ ≤ σ), (3.28)

the LASSO solution is characterized by (Bühlmann and van de Geer, 2011, p.104)

2
∥∥∥X
(

β̂
`1 − β

)∥∥∥2

2
n

≤ 3λn ‖β‖1 . (3.29)

Hence, if the `1-norm of β is of smaller order than
√

n/ log(p), and if λn is chosen according
to (3.27), then consistency in model parameter estimation follows. In other words, the LASSO
obtains consistent estimates if the numerical magnitude of the regression coefficients within
the true underlying model is not too large. This may be seen as a sparsity assumption.

We finally discuss consistency in variable selection. Note that consistency in model parameter
estimation does not imply consistency in variable selection, and neither vice versa. While the

first means that ‖β̂`1 − β‖2
p→ 0 as n→ ∞, the latter is characterized by (Zhao and Yu, 2006)

lim
n→∞

Pr
({

l : β̂l 6= 0
}
= {l : βl 6= 0}

)
→ 1 ∀ l = 1, ..., s, (3.30)

where s is the number of non-zero elements in β. The property states that the non-zero ele-

ments of β are correctly identified in β̂
`1 with probability tending to one as n → ∞. This is

sometimes called oracle property. On that note, we further have to distinguish between strong
sign-consistency and general sign-consistency. The LASSO is strongly sign-consistent if for a
given λn not depending on y, X, we have

lim
n→∞

Pr
[
sgn

(
β̂`1

l (λn)
)
= sgn (βl)

]
= 1 ∀ l = 1, ..., s. (3.31)

General sign-consistency is the case when

lim
n→∞

Pr
[
∃λn > 0 : sgn

(
β̂`1

l (λn)
)
= sgn (βl)

]
= 1 ∀ l = 1, ..., s. (3.32)

Thus, strong sign-consistency implies that a predefined λn can be used to achieve consistent
model parameter estimation via the LASSO. General sign-consistency states that for some ran-
dom realization of Y, X, there exists a correct amount of regularization that selects the true
model. If a variable selection method is strongly sign-consistent, it is also generally sign-
consistent, but not vice versa. Given these concepts, a crucial assumption on the design matrix
was established by Zhao and Yu (2006). It is typically called the irrepresentability condition (Ap-
pendix A, Definition A.21). The condition basically demands that there cannot be too strong
linear dependence within smaller sub-matrices of X. Accordingly, the pairwise correlation of
the covariates cannot exceed a critical level. It is distinguished between the more restrictive
strong irrepresentability, and the milder weak irrepresentability. If strong irrepresentability
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holds, then, under some minor regularity conditions, we have

Pr
[
sgn

(
β̂`1

l (λn)
)
= sgn (βl)

]
= 1− o(exp(−nc)) with 0 ≤ c < 1, (3.33)

implying the LASSO is strongly sign-consistent. If weak irrepresentability holds, then, under
the same regularity conditions as before, the LASSO is generally sign-consistent. Zhao and Yu
(2006) showed that if either of the irrepresentability conditions are met, the LASSO is consistent
in variable selection. However, Zou (2006) correctly pointed out that the irrepresentability
condition cannot be relaxed. Thus, there are scenarios in which the LASSO fails to be consistent.

3.3 Elastic Net Regression

The final regularized regression approach is the elastic net proposed by Zou and Hastie (2005).
We study it in the same framework as ridge regression and the LASSO.

3.3.1 Formulation and Model Parameter Estimation

The following descriptions are based on Zou and Hastie (2005), unless noted differently. Recall
the LM (3.1) and the OLS problem (3.4). The elastic net is defined as a compromise between
ridge regression and the LASSO. It is a linear convex combination of the squared `2-norm and
the `1-norm. The underlying convex optimization problem is given by

β̂
EN

= argmin
β∈Rp

1
n
‖y− Xβ‖2

2 s.t. α ‖β‖2
2 + (1− α) ‖β‖1 ≤ t, (3.34)

where α ∈ [0, 1] is a predefined hyper parameter controlling the weight of the respective term
in the regularization. For α = 0, the elastic net is equivalent to the LASSO, while for α = 1,
we obtain ridge regression. The upper problem is stated in the Lagrangian form by setting
α = λ2/(λ1 + λ2) with λ1 + λ2 = λ, which obtains

β̂
EN

= argmin
β∈Rp

1
n
‖y− Xβ‖2

2 + λ2 ‖β‖2
2 + λ1 ‖β‖1 . (3.35)

Note that the elastic net generally cannot be solved in terms of a closed-form solution due to
the `1-norm. But similar to the LASSO, there are some special cases in which a corresponding
solution can be obtained. This includes the orthonormal setting that was discussed in Section
3.2. We briefly look at the solution in this context, as it demonstrates the elastic net’s relation to
the LASSO. Zou and Hastie (2005) showed that in the orthonormal setting, we have

β̂EN
l =

(∣∣∣β̂OLS
l

∣∣∣− λ1
2

)+
1 + λ2

sgn
(

β̂OLS
l

)
∀ l = 1, ..., p, (3.36)

where (z)+ = z if z > 0, and 0 else (positive parts). The LASSO solution can be stated as

β̂`1
l =

(∣∣∣β̂OLS
l

∣∣∣− λ1

2

)+

sgn
(

β̂OLS
l

)
∀ l = 1, ..., p. (3.37)
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Accordingly, the elastic net essentially takes the LASSO solution and induces further shrinkage
to account for the ridge component. This has implications for its effects on model parameter
estimates, which we discuss later. As for the LASSO, model parameter estimation in a general
setting has to be performed numerically. The most established method on that regard is the
pathwise coordinate descent algorithm by Friedman et al. (2007), as well as Friedman et al.
(2010). For its application, we restate (3.35) according to

β̂
EN

= argmin
β∈Rp

1
n
‖y− Xβ‖2

2 + λ
[
α ‖β‖2

2 + (1− α) ‖β‖1

]
, (3.38)

as this form allows for an intuitive weighting of the penalty components. The term pathwise
implies that the procedure computes entire solution paths for the regression coefficients along
a sequence of λ-values. Hence, for {λk}K

k=1 with λk > λk+1, we obtain K different estimates
of β. The solution for λk is used as initial estimate for λk+1. The term coordinate descent means
that the optimization problem is solved sequentially. In a given iteration t of the algorithm, the

estimate β̂
(t)
l for some βl ∈ β is updated while the remaining coefficient estimates β̂

(t)
−l are held

fixed. Afterwards, the next estimate β̂
(t)
l+1 is updated in the same manner. This is repeated for

all regression coefficient vector elements until convergence. Meanwhile, a so-called active set
strategy is applied. In t + 1, we only calculate β̂

(t+1)
l when β̂

(t)
l 6= 0 to reduce computational

burden. Recall the soft-thresholding operator S(·) defined in (3.22). The algorithm for model
parameter estimation is stated as follows.

Algorithm 3.2 Pathwise Coordinate Descent

1: choose β̂
(0)
1 , ..., β̂

(0)
p , λ1 > λ2 > ... > λK, α

2: for k = 1, ...., K do

3: for l = 1, ..., p do

β̂
(1)
l (λk) =

S
[
n−1 ∑n

i=1 xil

(
yi −∑j 6=l xij β̂

(0)
l

)
, λkα

]
1 + λk(1− α)

4: while KKT conditions (see Friedman et al., 2007) are violated do

5: while not converged do

6: define the active set A :=
{

l ∈ {1, ..., p} : β̂
(t)
l 6= 0

}
7: for every l ∈ A do

β̂
(t+1)
l (λk) =

S
[
n−1 ∑n

i=1 xil

(
yi −∑j 6=l xij β̂

(t)
l (λk)

)
, λkα

]
1 + λ(1− α)

8: if any β̂
(t+1)
l violates KKT condition do

9: add l to A and repeat steps 7 to 9

10: end replace β̂
(0)
1 , ..., β̂

(0)
p by β̂1(λk), ..., β̂p(λk)

11: end
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3.3.2 Effects on Model Parameter Estimates

The inclusion of the elastic net regularization has a considerable impact on the regression co-
efficient estimation. This is discussed hereafter. Since the elastic net is defined as a mixture of
ridge regression and the LASSO, which both allow for high-dimensional inference, the elastic
net naturally also allows for model parameter estimation when p > n. However, due to the
lack of closed-form solutions, this is hard to demonstrate for illustrative purposes. We therefore
omit a corresponding discussion and refer to Zou and Hastie (2005) for further details.

Another interesting feature is the elastic net’s variable selection properties. Due to its close
relation to the LASSO, the elastic net is capable of variable selection and model parameter esti-
mation simultaneously. As for the LASSO, this effect can be visualized by reproducing Figure
3.1 for the current setting. In Figure 3.4, the basic principle of the elastic net is displayed. The
blue lines are again iso-loss curves. The red line on the left-hand side marks the restricted area
by the elastic net regularization, while the red line on the right-hand side shows the estimate
β̂1 for given λ-values (elastic net trace). Recalling the underlying optimization problem (3.38),
note that there are additional dashed and dotted black lines. While the dashed black line corre-
sponds to ridge regression in Figure 3.1, the dotted black line represents the LASSO in Figure
3.2. The elastic net solution path lies within the boundaries of these two special cases, depend-
ing on the specification of α. The closer α is to zero, the more spiked the restricted area gets.
This corresponds to an increased tendency of obtaining β̂l = 0 for some βl ∈ β. On the other
hand, when α is close to one, the restricted area becomes rounder. Accordingly, regression coef-
ficient estimates are smoother and only become zero for large λ. However, as long as α ∈ [0, 1),
β̂l = 0 eventually for all βl ∈ β when λ→ ∞.

FIGURE 3.4: Visualization of the Elastic Net for p = 2
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A direct comparison of the variable selection properties of the elastic net and the LASSO reveals
several important aspects. Similar to the LASSO, if λ is chosen such that some prediction error
measure is minimized, β̂

EN
can typically be separated into active and inactive predictors. Here,

the λ-value for which a given β̂l becomes zero is determined by the correlation of Xl and Y.
Thus, the elastic net may also induce a sparse solution to a given estimation problem. However,
note that the underlying sparsity assumption is different as for the LASSO. Recall that in a high-
dimensional setting p > n, the LASSO can select a maximum of n active predictors before it
saturates. Given (3.23) and (3.24), the LASSO requires exact sparsity or approximate sparsity
with respect to the true model to obtain genuine results. This is not the case for the elastic net,
which is demonstrated hereafter. For this, we define

X̃ := (1 + λ2)
−1/2

[
X√
λ2Ip

]
, ỹ :=

[
y
0p

]
. (3.39)

Let λ̃ = λ1/
√

1 + λ2 and β̃ =
√

1 + λ2β. This allows us to restate (3.35) in terms of a LASSO
problem on augmented data according to (Zou and Hastie, 2005)

̂̃β = argmin
β̃∈Rp

1
n
∥∥ỹ− X̃β̃

∥∥2
2 + λ̃

∥∥β̃
∥∥

1 . (3.40)

With respect to the original elastic net solution, we then have β̂
EN

= 1/
√

1 + λ2
̂̃β. Observe that

the (pseudo-) design matrix X̃ has not n observations, but rather n + p. This implies, provided
that α ∈ (0, 1], that the rank of X̃ is p. Accordingly, the elastic net is capable of selecting up to p
active predictors rather than only n for p > n.

In addition to that, recall that the LASSO demands the absence of strong grouping structures
within the set of covariates. By revisiting Figure 3.3, we see that the LASSO obtains instable
solution paths when the correlation between predictors surpasses a certain threshold. Gener-
ally, due to the included `2-norm, the elastic net allows for stable solutions in the presence of
grouping structures. Recall that in Section 3.1 we stated that a researcher would expect simi-
lar coefficient estimates for strongly correlated predictors as the response variable has similar
relations to them. The capability of the elastic net to account for grouping structures can be
demonstrated along these lines, which we visualize in Figure 3.5.

Here, a similar setting as for Figure 3.3 is provided. We have an exemplary regression prob-
lem in which the response variable is initially regression on p = 7 predictors. However, only
s = 3 correspond to the true model. The solution paths of the relevant predictors (in terms
of the true model) are plotted in blue, those of the irrelevant are red. In the current setting,
the first relevant predictor has strong correlation with one other irrelevant predictor. The other
two relevant predictors have strong correlation with two other irrelevant predictors each. The
left-hand side shows the corresponding solution paths for the LASSO, where the abscissa cor-
responds to the hyper parameter t defined in (3.17). The right-hand side displays the solution
paths for the elastic net, where the abscissa measures t as defined in (3.34). We see that the
LASSO’s performance is instable, as the solution paths are not monotone and partially have
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sign changes in their slopes. Further, the grouping structure of the covariates is not visible at
all. The solution paths of the relevant predictors should be similar to the respective irrelevant
ones of the correlated covariates. This is not the case on the left-hand side. On the right-hand
side, the elastic net displays monotone and increasing solution paths. It correctly identifies the
grouping structures, as every relevant blue path is accompanied by the corresponding irrele-
vant red paths. The elastic net further shows consistent shrinkage behavior with respect to all
predictors. In the light of variable selection, the method does not choose a single predictor from
a group. Instead, it selects the entire group and smoothly distributes the contribution to the
functional response description over all covariates within the group. This makes it suitable for
both variable selection and prediction problems in the presence of grouping structures. How-
ever, note that the stability depends on the choice for α. It should be close to one under strong
covariate correlation. Otherwise, the stability of the shrinkage behavior may be disturbed as
the LASSO’s properties dominate the underlying optimization problem.

FIGURE 3.5: LASSO and Elastic Net Solution Paths under Grouping

3.3.3 Statistical Properties

We now elaborate on the statistical properties. Analyzing corresponding properties for the
elastic net is complex since it includes both the `1-norm and the squared `2-norm. From a
mathematical perspective, the behavior of these two penalties is very different. While the `1-
norm requires sparsity with respect to the true underlying model (Section 3.2.2), the squared
`2-norm demands a dense and smooth structure of the regression coefficients (Section 3.1.2).
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In the light of assumptions that are usually introduced to show a given property, these two
standpoints may be hard to link as they are to some degree incompatible. Subsequently, the
elastic net is not as well-studied in the literature relative to the LASSO. Nevertheless, some
theoretical work has been done which we discuss hereafter.

Due to the same reasons as for the LASSO in Section 3.2.3, we focus in the analysis on high-
dimensional settings p > n. The following properties are studied within exemplary settings:

• Bias in model parameter estimation

• Consistency in model parameter estimation

• Consistency in variable selection

We start with the bias in model parameter estimation. Due to the lack of a closed-form solution,
an exact formula of the elastic net’s bias cannot be derived. But generally, it is well-known that
it obtains biased regression coefficient estimates. An important effect on that regard is the so-
called double shrinkage induced by the two norms in the regularization (Zou and Hastie, 2005).
It becomes visible when recalling the elastic net’s solution (3.36) for the orthonormal setting.
We see that the original LASSO solution for βl , which already includes some shrinkage through
λ1, is shrunken even further by λ2. From Section 3.1.3, we know that shrinkage introduces bias
to the estimates. Accordingly, the double shrinkage can induce excessive bias to the estimation
process. For the orthonormal case, accounting for the double shrinkage is simple since

√
1 + λ2

can be used as adjustment factor to the original coefficient estimates. For other cases, the values
of λ1, λ2 must be chosen such that over shrinkage is avoided. To the best of our knowledge,
further results for the elastic net’s bias are only available with respect to asymptotic settings.
Yang and Yang (2019) provided several theorems under some sparsity conditions as well as iid
random errors with zero mean and finite first two moments. They showed the bias of the elastic
net in this setting is bounded by a sophisticated term depending on the dimensionality of the
underlying optimization problem, the sparsity of the true β, as well as the regularization pa-
rameters. This term approaches zero for n → ∞ when λ1, λ2 are chosen adequately. However,
the rate of convergence largely depends on the assumed rates with which n and p increase. See
Yang and Yang (2019) for further details.

We continue with consistency in model parameter estimation. Liu and Jia (2012) showed that
the elastic net is consistent to the extent that ‖β̂EN − β‖2

p→ 0 as n → ∞. However, the con-
vergence rate depends on the degree of sparsity in the underlying true model. Under exact
sparsity, a restricted eigenvalue condition with respect to the design matrix X, and some regu-
larity conditions, it can be shown that

‖β̂EN − β‖2≤
16σ

c

√
s log(p)

n
, (3.41)

with probability at least 1− c1 exp(−c2nλ2
1) for some constants c1, c2 > 0. Here,

λ1 = 8σ

√
log(p)

n
and 16

∥∥∥∥ λ2

1 + λ2

(
Ip −

1
n

X′X
)

β

∥∥∥∥
∞
≤ λ1, (3.42)
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with c > 0 denoting a constant resulting from the restricted eigenvalue condition. The term s
marks the number of non-zero coefficients, as in Section 3.2.2. The displayed result implies that
the elastic net has the same convergence rate as the LASSO under exact sparsity. This makes
sense, as the the `1-regularization is embedded in the elastic net penalty and was originally
designed for situations where s ≤ n. However, another picture arises when the underlying
model is not exactly sparse. Liu and Jia (2012) continued to show that under approximate
sparsity and the condition

‖Xβ‖2√
n
≥
√

c1‖β‖2−
√

c2 log(p)
n

‖β‖1 ∀ β ∈ Rp, (3.43)

where c1, c2 > 0 are constants, the elastic has a faster convergence rate than the LASSO. Note
that the upper condition is not strong, as it is for example fulfilled if the individual covariates
follow a normal distribution. Liu and Jia (2012) further commented that the elastic net achieves
consistency under less restrictive assumptions than the LASSO.

We now turn to consistency in variable selection. For this, recall the corresponding definition
in (3.30). Further, remember that the LASSO required the irrepresentability condition to hold
in order to perform consistent variable selection. Jia and Yu (2010) derived the so-called elastic
irrepresentability condition, which is less restrictive than the original, that guarantees variable
selection consistency for the elastic net. We briefly sketch this aspect hereafter. Assume that the
covariance matrix of X

Σ =
1
n

X′X =

(
Σ11 Σ12

Σ21 Σ22

)
(3.44)

has a blockwise form, where Σ11 and Σ22 correspond to the relevant and irrelevant covariates
in X. The original irrepresentability condition by Zhao and Yu (2006) implies that there exists
a constant c > 0 such that ‖Σ21Σ−1

11 (sgn(β1)) ‖∞≤ 1− c. Here, β1 is the non-zero fraction of β.
On the other hand, elastic irrepresentability holds when there exists a constant with∥∥∥∥∥Σ21

(
Σ11

λ2

n
Is

)−1 (
sgn(β1) +

2λ2

λ1
β1

)∥∥∥∥∥
∞

≤ 1− c. (3.45)

Note that when λ2 = 0 and Σ11 is invertible, then (3.44) and (3.45) are equivalent. However,
(3.45) does not require Σ11 to be invertible. Thus, if (3.44) holds, (3.45) is true as well, but not
vice versa. Jia and Yu (2010) also derived a theorem that states in which situations the elastic
net achieves consistent variable selection while the LASSO does not. Thus, for deeper insights
into this topic, we refer to their article.
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Chapter 4

Robustness against Unknown Covariate
Measurement Errors

This chapter is concerned with the first methodological challenge of Section 1.1. Hereafter, we
elaborate on how regularized model parameter estimation allows for robust SAE in the pres-
ence of measurement errors. Robustness refers to the efficient estimation of area statistics de-
spite an unobserved contamination of the covariate data. We introduce some novel theoretical
developments that establish a general equivalence of regularization and robust loss minimiza-
tion. Upon these results, robust versions of the small area models presented in Section 2.2.1 and
Section 2.2.2 are proposed. We extent the analysis by deriving error bounds for area statistic
estimates obtained from erroneous covariate observations. Further, we study conditions under
which regularized model parameter estimation on contaminated data is consistent. The chap-
ter is organized as follows. In Section 4.1, a motivation and an overview on previous research
regarding robust SAE is provided. In Section 4.2, the equivalence of regularization and robus-
tification is shown. We use this connection to construct robust unit- and area-level models.
Section 4.3 addresses MSE estimation under measurement errors. We present an estimation
strategy that approximates the prediction error without distribution assumptions on the con-
tamination of the underlying data. In Section 4.4, bias and consistency in model parameter
estimation are discussed. Section 4.5 contains a Monte Carlo simulation study for the numeri-
cal evaluation of the proposed methods. Section 4.6 closes with some conclusive remarks.

4.1 Motivation and Background

SAE is commonly used to obtain reliable area statistic estimates from small samples. Recall
from Section 2.2, that SAE methods rely on regression models that combine data from multiple
areas. The objective is to increase estimation efficiency relative to direct estimators that only use
information from one area at a time. In Section 2.2, it was demonstrated that the efficiency gain
of small area estimators stems from exploiting the functional relation between area statistics
and auxiliary information. However, even if the functional relation is correctly specified on
the sample data, the estimated regression models may lack sufficient explanatory power, or
may give false implications with respect to the area statistics. This is the case if the considered
sample data is subject to measurement errors. At this point, the term measurement error must
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be clarified. We adapt the perspective of Blackwell, Honaker, and King (2017) by defining
measurement errors as deviation between observation and reality. Suppose that the true value
xil ∈ R of an exemplary variable Xl ∈ X for some i ∈ S shall be observed. A measurement
error occurs when the observation is characterized by

x̃il = xil + dil , (4.1)

where x̃il ∈ R denotes the contaminated value, and dil ∈ R is some measurement error term.
Throughout this chapter, we look at situations where (4.1) potentially applies to all covariate
observations in the sample. Thus, we assume that the observed design matrix is characterized
by X̃ = X + D, where X̃ ∈ Rn×p denotes the erroneous design matrix, X ∈ Rn×p is the correct
design matrix, and D ∈ Rn×p is some measurement error matrix. Note that an empirical re-
searcher only observes X̃, while the individual components X and D remain unknown. Given
this definition, an important question is how the small area models in Section 2.2 perform in
a corresponding situation. The BHF model assumes that both the response variable and the
covariates are measured without error. It does not account for measurement errors at all. In
the FH model, a direct estimator of the area statistic is regressed. Thus, the approach implicitly
allows for measurement errors on the response variable. However, the covariates are assumed
to be observed correctly. A violation of these assumptions leads to considerably diminished
area statistic estimates in both models. This is because the BHF estimator and the FH estimator
contain predictions from their respective regression-synthetic components. Accordingly, if the
sample data is corrupted by measurement errors in the sense of (4.1), adjustments are required
in order to obtain reliable results. We refer to these adjustments as robustification.

Several methods have been proposed in the past to robustify SAE methods against contami-
nated observations. They can be broadly categorized into two main approaches: M-estimation
(Huber, 1973; Chambers, 1986) and measurement error models (Fuller, 1987). The general idea
of M-estimation is to reduce the effects of potentially erroneous observations on the estimates
by applying sophisticated weighting schemes. These schemes are obtained from using influ-
ence functions that quantify the dependence of an estimator on a given sample observation.
This approach was used in the context of SAE by for example Sinha and Rao (2009), as well as
Schoch (2012). However, M-estimation is primarily suitable for treating distribution outliers
of the response variable, but not for covariate contamination. Measurement error models, on
the other hand, explicitly account for erroneous covariate observations. The basic principle of
these methods is to assume a distribution of the error term dil . Under this premise, efficient
solutions for model parameter and area statistic estimation are derived. With respect to SAE,
Torabi, Datta, and Rao (2009) developed a robust empirical Bayes estimator for the BHF model.
The method obtains efficient results when the covariates are contaminated by an iid random
error with zero mean and homoscedastic variance. A similar approach was proposed for the
FH model by Ybarra and Lohr (2008) or Burgard et al. (2019). Here, the corrupted covariate
values are treated as estimators of the real covariate values. Area statistic estimates are then
produced while accounting for additional uncertainty from the design matrix.
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Despite their undisputed importance, measurement error models often lack practical applica-
bility by relying on restrictive assumptions. For the robust BHF model, Torabi, Datta, and Rao
(2009) require the measurement error to follow a normal distribution and to be independent
between covariates as well as observations. Depending on the application field, this may be
hard to justify. Recall that in SAE, we typically have survey data with geographical segmenta-
tion. The observations within a given area are usually dependent, which is why LMM theory
is required to model corresponding response observations (Section 2.1.1). Naturally, assuming
that measurement errors do not share this geographical dependency is implausible. With re-
spect to the robust FH model, Ybarra and Lohr (2008) allow for correlation between covariate
measurement errors in their approach. The major drawback of the method is that the covari-
ance matrix of the errors have to be known for every area. This assumption is unrealistic since
in practice, we do not even know whether the observed covariate values are contaminated at
all, let alone how the regional distribution of the error may be characterized.

Given these shortcomings, a more general approach to area statistic estimation under measure-
ment errors is required. Hereafter, we demonstrate how regularized model parameter estima-
tion can be used to derive robust SAE methods for unknown covariate contamination.

4.2 Robust Small Area Models

In this section, we develop new theory for using regularization in SAE. First, the equivalence of
regularization and robustification in regression analysis is shown. Then, we apply these results
to derive robust versions of the BHF model and the FH model. For each model, area statistic
prediction, model parameter estimation, and regularization parameter tuning is demonstrated.

4.2.1 Regularization and Robustification

We start by elaborating on the concept of robustness that is used throughout this chapter. For
this, we draw from Burgard, Krause, and Kreber (2019), unless stated otherwise.

Min-Max Robustification
In the previous section, two approaches that are often used for robust SAE were introduced: M-
estimation and measurement error models. According to Bertsimas, Copenhaver, and Mazumder
(2017), both of these approaches are special cases of a general setting

min
β∈Rp

min
∆∈U

g(y− (X̃ + ∆)β), (4.2)

where g : Rn → R+ is a loss function with R+ = [0, ∞), ∆ ∈ Rn×p is a perturbation matrix,
and U ⊆ Rn×p is some set. The authors call (4.2) the min-min setting. It is characterized by the
introduction of perturbations ∆ to the underlying optimization problem for model parameter
estimation. This is done to account for a potential contamination of X̃. Note that the pertur-
bations are chosen minimal with respect to the set U. Bertsimas, Copenhaver, and Mazumder
(2017) refer to this approach as “optimistic”, since it allows the researcher to choose which
observations to discard for model parameter estimation. As a result, oftentimes distribution
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information about the measurement errors is required. To avoid corresponding assumptions,
robustification has to be achieved in a different way. Bertsimas, Copenhaver, and Mazumder
(2017) discuss another general setting that can be stated as

min
β∈Rp

max
∆∈U

g(y− (X̃ + ∆)β). (4.3)

The authors call (4.3) the min-max setting. Observe that the design matrix X̃ is again perturbed
to account for some measurement errors. However, in contrast to (4.2), the perturbations are
chosen maximal with respect to U. This idea mainly stems from robust optimization, which
aims at finding solutions that are still feasible under some uncertainty. Instead of introducing
distribution assumptions regarding ∆, deterministic assumptions about the set U are made.
The set U is then called uncertainty set. Typically, it is chosen in accordance with how the re-
searcher believes the error might be structured. Bertsimas, Copenhaver, and Mazumder (2017)
characterize this method as “pessimistic”, since the design matrix perturbations are treated un-
der a worst-case scenario. Examples for this approach can be found in Ben-Tal, El Ghaoui, and
Nemirovski (2009), as well as Ghaoui and Lebret (1997).

With respect to SAE applications, there is usually no distribution information available regard-
ing potential measurement errors in the sample observations. At most, the researcher might
only be able to guess the severance of the noise. Accordingly, it makes sense to regard the
disturbance of X̃ pessimistically. Under this premise, we obtain conservative, yet valid results.
Thus, in the light of the two general robustification settings, the min-max method can be used
to introduce robustness to an estimate in the absence of distribution information. Thereafter,
we refer to this approach as min-max robustification. As of now, min-max robustification has not
been applied to SAE except for the working paper by Burgard, Krause, and Kreber (2019).

It is not obvious how to efficiently solve a corresponding min-max problem (Bertsimas, Brown,
and Caramanis, 2011). Although, recent results from robust optimization show that it is related
to regularized estimation problems of the form

min
β∈Rp

g(y− X̃β) + λh(β), (4.4)

where λ > 0 and h : Rp → R+ is a regularization. Note that (4.4) corresponds to the regularized
model parameter estimation problems we encountered in (3.6), (3.18) and (3.35). As pointed
out in Chapter 3, this class of problems has been studied extensively over the last decades and
there are multiple algorithms to obtain corresponding solutions. Nevertheless, it is uncommon
to regard (4.4) as robustification. Recall the insights into model parameter estimation effects
from Chapter 3. Here, it was stated that regression models incorporate regularizations to allow
for high-dimensional inference, perform variable selection, or to account for multicollinearity.
In addition to these features, Bertsimas and Copenhaver (2018) provided novel insights by
showing that (4.3) and (4.4) are equivalent if g is a seminorm (Definition A.23, Appendix A)
and h is a norm (Definition A.22, Appendix A). This is summarized in Proposition 4.1.
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Proposition 4.1 (Bertsimas and Copenhaver, 2018) If g : Rn → R+ is a seminorm which is not
identically zero and h : Rp → R+ is a norm, then for any z ∈ Rn, β ∈ Rp and λ > 0, it holds that

max
∆∈U

g(z + ∆β) = g(z) + λh(β),

where
U =

{
∆ ∈ Rn×p : max

γ∈Rp

g(∆γ)

h(γ)
≤ λ

}
.

With respect to the application in SAE, observe that Proposition 4.1 directly implies that

min
β∈Rp

max
∆∈U

g(y− (X̃ + ∆)β) = min
β∈Rp

g(X̃β− y) + λh(β), (4.5)

provided that g, h and U are as defined in the proposition. This suggests that for a given re-
gression model under measurement errors that satisfies these conditions, regularized model
parameter estimation is equivalent to a min-max robust minimization of the loss function. It
can be concluded that regularization allows for valid estimates despite erroneous covariate ob-
servations. Observe that Proposition 4.1 holds without any distribution assumptions on the
measurement error. The only requirement is that the perturbation matrix ∆ is element of some
uncertainty set U. However, this marks only a minor restriction, as the uncertainty set is almost
completely general. The main characteristic is the regularization parameter λ, that restricts the
maximum noise that can be added to the design matrix. Thus, the only assumption with re-
spect to the perturbations is that they are somehow bounded by λ > 0. For a given λ-value, β

is chosen such that the loss is minimal. The effect can be imagined as a two player game, where
one player tries to minimize the loss by controlling β, while the other player tries to maximize
the deviation by controlling the noise that is added to X̃. Note that under this premise, ∆ has
no random component. The basic idea of min-max robustification is not to robustify against
measurement errors of a certain distribution, but against measurement errors of a certain mag-
nitude. For a given λ > 0, the magnitude of the design matrix perturbations is fixed. Since we
assume maximum errors with max∆∈U, only the upper bound of ∆ is considered. This bound
is a constant, which we will exploit for further theoretical developments in this chapter.

Despite the innovativeness of this result, Proposition 4.1 cannot be applied in our context. Re-
call that Bertsimas and Copenhaver (2018) demanded the loss function g to be a seminorm and
the regularization h to be a norm. For the majority of regression models (including the BHF
model and the FH model), g is not a seminorm, but a function of a (semi)norm. The most com-
mon choice for LMs is g = `2

2, which is the square of the `2-norm. The square of a norm is
neither a norm, nor a seminorm. Further, many regularizations which are used in regularized
regression are no norms, but functions of norms. For instance, we have

g`2 = `2
2, h`2 = `2

2 and gEN = `2
2, hEN = α`2

2 + (1− α)`1 (4.6)

for ridge regression and the elastic net. Accordingly, the connection characterized in Proposi-
tion 4.1 must be generalized such that it applies to a broader range of settings.
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Generalized Equivalence
Using the theoretical framework developed by Bertsimas and Copenhaver (2018), we can state
the subsequent theorem as generalization of Proposition 4.1.

Theorem 4.1 Let λ1, . . . , λd be positive real numbers and denote g : Rn → R+ as a seminorm which
is not identically zero. Let h1, h2, . . . hd : Rp → R+ be norms and f , f1, f2, . . . , fd : R+ → R+ be
increasing, convex functions. Then, there exist ϕ1, . . . , ϕd > 0 such that

argmin
β∈Rp

max
∆∈U

g(y− (X̃ + ∆)β) = argmin
β∈Rp

f (g(y− X̃β)) +
d

∑
l=1

λl fl(hl(β)),

where

U =

{
∆ ∈ Rn×p : g(∆γ) ≤

d

∑
l=1

ϕlhl(γ) ∀ γ ∈ Rp

}
.

Proof. The proof consists of two parts. First, we introduce a lemma that allows us to restate reg-
ularized loss minimization as a constrained optimization problem in accordance with Chapter
3. Then, the lemma is used in combination with Proposition 4.1 to show that the generalized
equivalence to robust loss minimization holds. We start with the lemma.

Lemma 4.1 Let g : Rn → R and h1, h2, . . . , hd : Rn → R+ be convex functions. If

ẑ = argmin
z∈Rn

g(z) +
d

∑
l=1

λlhl(z) (4.7)

for the parameters λ1, . . . , λd > 0, then there exist c1, . . . , cd > 0 such that

ẑ = argmin
z∈Rn

g(z)

s.t. hl(z) ≤ cl for all 1 ≤ l ≤ d.
(4.8)

Vice versa, if there is a z such that hl(z) < cl for all 1 ≤ l ≤ d, then for given c1, . . . , cd > 0, there
exist λ1, . . . , λd > 0 such that ẑ is an optimal solution for both problems.

Proof Part I. Assume that (4.7) holds. We then define cl = hl(ẑ) for all 1 ≤ l ≤ d. Assume that ẑ
is not an optimal solution of (4.8). Instead, z∗ provides a better objective value in the sense that
g(ẑ) > g(z∗), while satisfying hl(z∗) ≤ cl for all 1 ≤ l ≤ d. This would imply that

g(z∗) +
d

∑
l=1

λlhl(z∗) < g(ẑ) +
d

∑
l=1

λlhl(z∗) ≤ g(ẑ) +
d

∑
l=1

λlhl(ẑ),

in contradiction to z being an optimal solution of (4.7). Therefore, (4.8) must hold. Now, assume
that ẑ is an optimal solution of the constrained optimization problem, which implies that (4.8)
holds. We use Lagrange duality (Definition A.17, Appendix A) to prove that (4.7) holds as well.
Note that the Slater conditions (Definition A.19, Appendix A) are satisfied, since g, h1, . . . , hd are
convex, and there is a z such that hl(z) < cl for all 1 ≤ l ≤ d. As a result, strong duality holds
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(Definition A.18, Appendix A). It follows that

max
λ1≥0,...,λd≥0

min
z∈Rn

g(z) +
d

∑
l=1

λl(hl(z)− cl) (4.9)

is equivalent to (4.8) in the sense that the objective values of (4.8) and (4.9) are identical. Let
λ̂1, ..., λ̂d be an optimal solution of (4.9). Then, due to complementary slackness (see for example
Boyd and Vandenberghe, 2009, p. 242), it follows that

g(ẑ) = max
λ1≥0,...,λd≥0

min
z∈Rn

g(z) +
d

∑
l=1

λl(hl(z)− cl) = min
z∈Rn

{
g(z) +

d

∑
l=1

λ̂lhl(z)
}
−

d

∑
l=1

λ̂lcl

= g(ẑ) +
d

∑
l=1

λ̂lhl(ẑ)−
d

∑
l=1

λ̂lcl ,

which implies that the solution ẑ of (4.8) is also solution of (4.7) for λ1 = λ̂1, . . . , λd = λ̂d. This
proves the lemma. �

Proof Part II. We continue with the proof of Theorem 4.1. We first look at the right-hand side of
the minimization problem

β̂ := argmin
β∈Rp

f (g(y− Xβ)) +
d

∑
l=1

λl fl(hl(β)).

Lemma 4.1 yields that there exist c1, . . . , cd > 0 such that

β̂ = argmin
β∈Rp

f (g(y− Xβ))

s.t. fl(hl(β)) ≤ cl for all 1 ≤ l ≤ d.

Since f , f1, . . . , fd are convex and increasing, it follows that

β̂ = argmin
β∈Rp

g(y− Xβ)

s.t. hl(β) ≤ f−1
l (cl) for all 1 ≤ l ≤ d.

We again apply Lemma 4.1 to show that there are ϕ1, . . . , ϕd > 0 such that

β̂ = argmin
β∈Rp

g(y− Xβ) +
d

∑
l=1

ϕlhl(β).

Observe that ∑d
l=1 ϕlhl is a norm. Thus, by Proposition 4.1, it follows that

β̂ = argmin
β∈Rp

max
∆∈U

g(y− (X + ∆)β),

with U =
{

∆ ∈ Rn×p : g(∆γ) ≤ ∑d
l=1 ϕlhl(γ) for all γ ∈ Rp

}
. This completes the proof. �

Observe the differences between Theorem 4.1 and Proposition 4.1. In the original statement,
regularization and robustification are equivalent when the loss function is a seminorm and the
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regularization is a norm. In the generalization, the equivalence also holds when loss function
and regularization are increasing convex functions of seminorms and norms. This covers a
broader range of settings, including all regularized regression techniques of Chapter 3. This
is demonstrated hereafter. Recall ridge regression and the optimization problem (3.6). Given
Theorem 4.1, we have g(z) = ‖z‖2, h1(z) = ‖z‖2, f (z) = z2 and f1(z) = z2. With respect to
robust estimation under measurement errors in the sense of Section 4.1, this yields

β̂
`2
= argmin

β∈Rp
max

∆∈U`2

∥∥y−
(
X̃ + ∆

)
β
∥∥

2 = argmin
β∈Rp

∥∥y− X̃β
∥∥2

2 + λ ‖β‖2
2 , (4.10)

with
U`2 = {∆ ∈ Rn×p : ‖∆γ‖2 ≤ ϕ ‖γ‖2 ∀ γ ∈ Rp} (4.11)

for some ϕ > 0. Likewise, recall the LASSO and its optimization problem (3.18). From Theorem
4.1 with g(z) = ‖z‖2, h1(z) = ‖z‖1, f (z) = z2 and f1(z) = z, we obtain

β̂
`1
= argmin

β∈Rp
max

∆∈U`1

∥∥y−
(
X̃ + ∆

)
β
∥∥

2 = argmin
β∈Rp

∥∥y− X̃β
∥∥2

2 + λ‖β‖1, (4.12)

with
U`1 =

{
∆ ∈ Rn×p : ‖∆γ‖2 ≤ ϕ ‖γ‖1 ∀ γ ∈ Rp} . (4.13)

And finally, recall the elastic net and the optimization problem (3.35). By Theorem 4.1, where
g(z) = ‖z‖2, h1(z) = ‖z‖1, h2(z) = ‖z‖2, f (z) = z2, f1(z) = z and f2(z) = z2, we have

β̂
EN

= argmin
β∈Rp

max
∆∈UEN

∥∥y−
(
X̃ + ∆

)
β
∥∥

2 = argmin
β∈Rp

∥∥y− X̃β
∥∥2

2 + λ1 ‖β‖1 + λ2 ‖β‖2
2 , (4.14)

with
UEN = {∆ ∈ Rn×p : ‖∆γ‖2 ≤ ϕ1 ‖γ‖1 + ϕ2 ‖γ‖2 ∀ γ ∈ Rp}. (4.15)

We see that the theorem can be broadly applied and establishes the robustification effect for a
variety of methods. However, the manner in which robustification is achieved depends on the
regularization. By looking at the definition of U in Theorem 4.1, we see that the effects of mea-
surement errors with respect to the loss function are bounded by a generic term ∑d

l=1 ϕlhl(·) for
some ϕ1, ..., ϕd > 0. The exact form of this term depends on the regularization the researcher
wishes to apply. Accordingly, in the light of the three regularized regression approaches con-
sidered before, the robustification effect manifests itself differently given the penalty. On that
note, Bertsimas and Copenhaver (2018) provided another result that allows for an interpreta-
tion of the robustification effects. It is summarized within the subsequent proposition.

Proposition 4.2 (Bertsimas and Copenhaver, 2018) Let be p ∈ [1, ∞], let ‖β‖0 be the number of
non-zero entries of β and let ∆i be the i-th column of ∆. If

U′ = {∆ : ‖∆β‖2 ≤ ϕ ‖β‖0 ∀ ‖β‖p ≤ 1} and U′′ = {∆ : ‖∆i‖2 ≤ ϕ ∀ i},

then U`1 = U′ = U′′.
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Applying this result to our generalization, we see that for U`2 (ridge regression), the maximum
singular value of ∆ is bounded by ϕ. With respect to U`1 (LASSO), the columnwise `2-norm of
∆ is restricted through ϕ. Thus, while ridge regression induces an upper bound on the entire
noise matrix, the LASSO provides a componentwise bound. With respect to the elastic net, the
error bound is a linear combination of the componentwise LASSO bound and the general ridge
bound. Unfortunately, it is less apparent how to interpret the corresponding robustification
effect. We will study its behavior via simulation in Section 4.5.2.

4.2.2 Robust Unit-Level Model

Hereafter, we use Theorem 4.1 to derive a (min-max) robust version of the BHF model intro-
duced in Section 2.2.1. Note that for this, we have to rely on LMM theory again. Accordingly,
we assume the grouping structure in the population U , the stratified sampling scheme in S , as
well as the variable definitions from Section 2.1.1. Without loss of generality, assume that X̃, D
are stacked such that they share the grouping structure of X = (X′1, ..., X′m)′ and y = (y′1, ..., y′m)′

in the original LMM defined in (2.4). In particular, we have D = (D′1, ..., D′m)′ with Dj ∈ Rnj×p

as area-specific measurement error matrix for all j = 1, ..., m. Assume that y and X̃ have been
standardized as in (3.2). The objective is to estimate the area-specific mean of Y given in (2.41).

Formulation and Prediction
Recall the formulation of the BHF model (2.42) and its nested error structure defined (2.43).
We assume that the observed response values yij are constituted by these two equations. This
implies that yij = x′ijβ + vj + eij is generated without measurement errors. However, given the
covariate contamination introduced in (4.1), we pretend it has been generated by an alternative
formulation to obtain a robust version of the BHF model that accounts for the uncertainty of
the auxiliary variable observations:

yij = (xij + dij)
′β + vj + eij ∀ i = 1, ..., nj and ∀ j = 1, ..., m, (4.16)

where dij ∈ Rp is the i-th row of the measurement error matrix Dj. We refer to (4.16) as the

robust unit-level model. Like in the original BHF model, vj
iid∼ N(0, ψ2) denotes an area-specific

random intercept and eij
iid∼ N(0, σ2) is a random model error. We again assume that the random

intercepts and model errors are independent. Observe that under the min-max setting, the error
vector dij is a fixed quantity. Restating (4.16) over the sample observations i ∈ Sj yields

yj =
(
Xj + Dj

)
β + vj1nj + ej ∀ j = 1, ..., m, (4.17)

where ej = (e1j, ..., enj j)
′. Under the model, the response vector yj is characterized by

yj|vj ∼ MVN
(
(Xj + Dj)β + vj1nj , σ2Inj

)
, yj ∼ MVN

(
(Xj + Dj)β, Vj

)
, (4.18)

where Vj = 1nj ψ
21′nj

+ σ2Inj with 1nj denoting a (nj × 1)-vector of ones. In order to derive the
EBP for the area-specific mean Ȳj from the robust unit-level model, we first derive the BPs of vj

and Ȳj. They are given by the subsequent proposition.
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Proposition 4.3 Under model (4.16), the BPs of vj and Ȳj are given by

v̂BP
j = γj

(
ȳj − (x̄j + d̄j)

′β
)

,

̂̄YBP
j =

1
Nj

∑
i∈Sj

yij + ∑
i∈Uj\Sj

((
xij + dij

)′
β + γj

(
ȳj − (x̄j + d̄j)

′β
)) ,

where

γj =
ψ2

ψ2 + σ2/nj
, ȳ =

1
n ∑

i∈Sj

yij, x̄j =
1
n ∑

i∈Sj

xij, d̄j =
1
n ∑

i∈Sj

dij.

Proof. For the conditional distribution of vj, it holds that f (vj|yj) ∝ f (vj) f (yj|vj), where

f (vj) =
1√

2πψ2
exp

(
−

v2
j

2ψ2

)
,

f (yj|vj) =
1

(2π)nj/2
∣∣∣σ2Inj

∣∣∣1/2 exp
[
− 1

2σ2

(
yj − X̃jβ− vj1nj

)′ (
yj − X̃jβ− vj1nj

)]
.

This implies that

f (vj|yj) ∝ exp

(
v2

j

2ψ2

)
exp

[
− 1

2σ2

(
yj − X̃jβ− vj1nj

)′ (
yj − X̃jβ− vj1nj

)]
∝ exp

[
−1

2

(
1

ψ2 +
nj

σ2

)
v2

j +
nj

σ2

(
ȳj − (x̄j + d̄j)

′β
)

vj

]
,

where
ȳ =

1
n ∑

i∈Sj

yij, x̄j =
1
n ∑

i∈Sj

xij, d̄j =
1
n ∑

i∈Sj

dij.

Since

γj =
ψ2

ψ2 + σ2/nj
=

njψ
2

njψ2 + σ2 ,
1

ψ2 +
nj

σ2 =
σ2 + njψ

2

njψ2

nj

σ2 =
nj

γjσ2 ,

we subsequently have

f (vj|yj) ∝ exp

[
−1

2

v2
j

γjσ2/nj
+

1
γjσ2/nj

(
ȳj − (x̄j + d̄j)

′β
)

vj

]
.

Accordingly, f (vj|yj) is a univariate normal distribution with parameters

Var(vj|yj) =
γjσ

2

nj
=

ψ2σ2/nj

ψ2 + σ2/nj
, E(vj|yj) = γj

(
ȳj − (x̄j + dj)

′β
)

.

The BP of vj, denoted by v̂BP
j , is therefore given by v̂BP

j = γj
(
ȳj − (x̄j + dj)

′β
)
. The BP of yij for

some i ∈ Uj \ Sj is obtained from

ŷBP
ij =

(
xij + dij

)′
β + E

(
vj|yj

)
=
(
xij + dij

)′
β + γj

(
ȳj − (x̄j + d̄j)

′β
)

.
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The BP of Ȳj = N−1
j ∑i∈Uj

yij is subsequently calculated according to

̂̄YBP
j = E(Ȳj|yj) =

1
N j

∑
i∈Sj

yij + ∑
i∈Uj\Sj

E(yij|yj)


=

1
Nj

∑
i∈Sj

yij + ∑
i∈Uj\Sj

((
xij + dij

)′
β + γj

(
ȳj − (x̄j + d̄j)

′β
)) . �

We see that the BP of Ȳj is a linear combination of the sample observations for i ∈ Sj and the
BPs for the response values of the non-sampled individuals i ∈ Uj \ Sj. Note that the term dij

may be a vector of zeroes for an arbitrary non-sampled individual, depending on whether we
suspect measurement errors for the out-of-sample covariate observations. An empirical version

of ̂̄YBP
j under the robust unit-level model can then be obtained by substituting the unknown

model parameters β, σ2, ψ2 in Proposition 4.3 by corresponding estimates. We refer to this as
robust best predictor (RBP). However, since in this form covariate observations for all i ∈ Uj are
required, we instead consider an alternative expression that corresponds to the mean-based
formulation of the original BHF estimator in (2.49). In the current model, this yields

̂̄YRBP
j =

nj

Nj
ȳj +

(
1−

nj

Nj

)[(
Nj(X̄j + D̄j)− nj(x̄j + d̄j)

Nj − nj

)′
β̂ + γ̂j

(
ȳj − (x̄j + dj)

′ β̂
)]

, (4.19)

where D̄j = N−1
j ∑i∈Uj

dij is the theoretical vector of mean measurement errors per covariate in
area Uj, and γ̂j = ψ̂2/(ψ̂2 + σ̂2/nj). Again, the inclusion of this term depends on whether we
assume measurement errors not only for the sample observations, but also for out-of-sample
observations. Recall the small sample approximation that has been applied for the BHF model
in (2.51). Its application here yields Ȳj ≈ µj = (X̄j + D̄j)

′β + vj. It allows for a more compact
version of the RBP that is used in the remainder of this chapter:

µ̂RBP
j =

(
X̄j + D̄j

)′
β̂ + v̂j

=
(
X̄j + D̄j

)′
β̂ + γ̂j

(
ȳj − (x̄j + d̄j)

′ β̂
)

.
(4.20)

Model Parameter Estimation
For model parameter estimation, we restate (4.16) in matrix notation according to

y = (X + D)β + v + e, (4.21)

where v = (v′1, ..., v′m)′, and e = (e′1, ..., e′m)′. We further define the block diagonal covari-
ance matrix V = diag(V1, ..., Vm). Since the robust unit-level model is a special case of the
LMM from Section 2.1.1, model parameter estimation is performed according to a similar
two-step procedure. Let t = 1, 2, ... be the index of iterations. For variance parameter esti-

mates σ̂2(t), ψ̂2(t), the fixed effects β̂
(t+1)

are determined conditionally on σ̂2(t), ψ̂2(t). Likewise,
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σ̂2(t+1), ψ̂2(t+1) are estimated conditionally on β̂
(t+1)

. This requires a combined estimation strat-
egy that is demonstrated at the end of this section. For now, we consider each estimation
step individually. We start with regression coefficient estimation. Recall that an empirical re-
searcher only observes the erroneous matrix X̃ rather than its individual components X, D. We
artificially introduce perturbations ∆ ∈ U with U ⊆ Rn×p in order to reflect the uncertainty in
X̃. For fixed σ̂2, ψ̂2 (and thus V̂), min-max robustification obtains an optimal estimate β̂ given
the level of uncertainty. From Theorem 4.1, the optimization problem can be stated as

β̂ = argmin
β∈Rp

max
∆∈U

∥∥∥V̂−1/2 [y− (X̃ + ∆
)

β
]∥∥∥2

2

= argmin
β∈Rp

∥∥∥V̂−1/2 (y− X̃β
)∥∥∥2

2
+ λ

[
α‖β‖1+(1− α)‖β‖2

2
]

︸ ︷︷ ︸
QRUnit

β

, (4.22)

where U = UEN as defined in (4.15). We demonstrate regression coefficient estimation under
the elastic net regularization since it covers both the LASSO and ridge regression as special
cases for α = 1 and α = 0, respectively. Note that α has to be defined a priori for all estimation
steps. We solve (4.22) via a coordinate descent algorithm. It is similar to the pathwise coordi-
nate descent approach in Algorithm 3.2 that was proposed by Friedman et al. (2010). The only
difference is that we do not solve the problem along a sequence of candidate values for λ, but
determine an optimal value a priori. This is demonstrated at the end of this section. Regarding
(4.22), the first partial derivatives ofQRunit

β with respect to all βl ∈ β have to be calculated. Note
that for any α > 0, a corresponding partial derivative only exists if βl 6= 0 due to the included
`1-norm in the regularization term. Provided that βl > 0, we have

∂QRunit
β

∂βl
= −2

(
V̂−1/2X̃l

)′ [
V̂−1/2 (y− X̃β

)]
+ αλ + 2λ(1− α)βl , (4.23)

where X̃l denotes the l-th column of X̃. Since the expression for βl < 0 is very similar, we omit
it at this point. Using the insights into Wavelet shrinkage by Donoho and Johnstone (1994), we
can conclude that the updating equation for βl is as follows:

β̂
(t+1)
l =

S
(

2
[
V̂−1/2X̃l

]′ [
V̂−1/2

(
y− ŷ(t)

(l)

)]
, λα

)
1 + λ(1− α)

, (4.24)

where S(·) is the soft-thresholding operator defined in (3.22), and y− ŷ(t)
(l) is the partial residual

resulting from regularized weighted least squares in iteration t excluding the contribution of
the l-th covariate Xl ∈ X. We continue with the estimation of the variance parameters σ2, ψ2.
For this, we hold β̂ fixed and apply the ML estimation as demonstrated in Section 2.1.4 using
a Newton-Raphson approach (Lindstrom and Bates, 1988). The log-likelihood function of the
robust unit-level model is given by (Burgard, 2015; p. 7)

LRunit
ML (κ) = −1

2

[
log(2π) + log (|V|) +

(
y− X̃β

)′ V−1 (y− X̃β
)]

, (4.25)
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where κ = (σ2, ψ2)′. The parameters are then estimated by κ̂ = argmaxκ∈R2
+

LRunit
ML (κ). For

minimization, the gradient and the Hessian of (4.25) are required. The elements l = 1, 2 of the
gradient are given by (Burgard, 2015; p. 10)

∂LRUnit
ML
∂κl

= ∇RUnit
(l) (κ) = −1

2

[
tr
(

V−1V(l)

)
+
(
y− X̃β

)′ V−1V(l)V
−1 (y− X̃β

)]
. (4.26)

The elements of the Hessian are given by (Burgard, 2015; p. 11)

∂LRUnit
ML

∂κl∂κk
= HRUnit

(l,k) (κ) =
1
2

(
V−1V(l)V

−1V(k)

)
. (4.27)

The updating equation for variance parameter estimation is then given by

κ̂(t+1) = κ̂(t) −
(
HRUnit(κ̂(t))

)−1
∇RUnit(κ̂(t)). (4.28)

From there, the combined estimation procedure of β, κ can be stated as follows.

Algorithm 4.1 Robust Unit-Level Model Parameter Estimation

1: choose β̂
(0)
1 , ..., β̂

(0)
p , κ̂(0) = (σ̂(0), ψ̂(0)), α, λ > 0

2: set V̂(0) = diag(V̂(0)
1 , ..., V̂(0)

m ) with V̂(0)
j = 1nj ψ̂

2(0)1′nj
+ σ̂2(0)Inj

3: for l = 1, ..., p do

4: obtain β̂
(1)
l with V̂(0) according to (4.24)

5: calculate ∇RUnit(κ̂(0)),HRUnit(κ̂(0)) according to (4.26) and (4.27)

6: obtain κ̂(1) with ∇RUnit(κ̂(0)),HRUnit(κ̂(0)) according to (4.28)

7: set V̂(1) = diag(V̂(1)
1 , ..., V̂(1)

m ) with V̂(1)
j = 1nj ψ̂

2(1)1′nj
+ σ̂2(1)Inj

8: while KKT conditions are violated do

9: while not converged do

10: define the active set A :=
{

l ∈ {1, ..., p} : β̂
(t)
l 6= 0

}
11: for every l ∈ A do

12: obtain β̂
(t+1)
l with V̂(t) according to (4.24)

13: if any β̂
(t+1)
l violates KKT condition do

14: add l to A and repeat steps 10 to 12

15: calculate ∇RUnit(κ̂(t)),HRUnit(κ̂(t)) according to (4.26) and (4.27)

16: obtain κ̂(t+1) with ∇RUnit(κ̂(t)),HRUnit(κ̂(t)) according to (4.28)

17: set V̂(t+1) = diag(V̂(t+1)
1 , ..., V̂(t+1)

m ) with V̂(t+1)
j = 1nj ψ̂

2(t+1)1′nj
+ σ̂2(t+1)Inj

18: end
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Choosing the Regularization Parameter
Until now, we have treated the regularization parameter λ > 0 as a predefined value. In
practice, it has to be chosen carefully by the researcher since it determines the influence of the
penalty, and thus the regularization effects on model parameter estimation (see Chapter 3). A
typical approach to do so is conducting a grid search along an ordered sequence of candidate
values {λk}K

k=1 with λk > λk+1. For every λk, model parameter estimation is performed and
a goodness-of-fit measure is subsequently calculated. Exemplary choices are the Bayesian in-
formation criterion (Schelldorfer, Bühlmann, and van de Geer, 2011), or the generalized cross-
validation criterion (Eliot et al., 2011). If the goodness-of-fit measure is calculated with respect
to prediction, the strategy is often augmented by some form of cross-validation. This implies
that the sample data is repeatedly divided into training data and prediction data. Model pa-
rameter estimation is performed on the training data and the obtained estimates are then used
to produce predictions on the prediction data. In past research, this data separation has shown
to be effective in preventing an overfitting of the model parameter estimates to the sample data.

In our setting, the choice of λ is even more crucial since further aspects have to be considered.
In Proposition 4.1, the value of the regularization parameter directly constraints the maximum
noise that can be added to the covariates. Although the direct one-to-one relation of U and λ is
lost in Theorem 4.1, there is still a positive connection between them (which we proof in Section
4.3.2). Thus, we have to ensure that λ is chosen sufficiently large such that the magnitude of
the perturbations ∆ accounts for the measurement errors D. Here, we encounter the obvious
problem that D is unknown. To the best of our knowledge, there is no method to determine
the magnitude of the measurement error without introducing additional assumptions on its
distribution. Thus, we have to rely on a goodness-of-fit measure to determine an optimal λ.

Nevertheless, we explicitly avoid the separation of the sample into training data and predic-
tion data. We do so as a result of the nature of the robustification effect under the min-max
setting. Observe that the error bound g(∆γ) ≤ ∑d

l=1 ϕlhl(γ) in Theorem 4.1 is with respect to
all observations in X̃. In the light of robustification, a (multiple) separation and the subsequent
averaging of results requires the assumption of a uniform or at least symmetric distribution of
the measurement error over the observations. Given our objective to achieve robust estimates
without distribution assumptions, this not suitable. Naturally, regularization parameter tuning
has to be performed over the entire sample S . Another problem is that the relation between
λ and the goodness-of-fit measure is also influenced by σ̂2, ψ̂2. Due to the unknown variance
parameters, the combined optimization problem (including both β and σ2, ψ2) is non-convex
(Schelldorfer, Bühlmann, and van de Geer, 2011). As a result, the relation between λ and the
goodness-of-fit measure may be characterized by many local minima (or maxima) and is ulti-
mately unstable. Given the importance of setting λ sufficiently high, a value that is only locally
optimal must be avoided. To account for this, we apply cubic spline smoothing (Definition
A.26, Appendix A) as demonstrated by Green and Silverman (1994), pp. 11, to smooth the re-
lation and increase stability. Define the set F = { f : f is twice differentiable}, which represents
the class of twice differentiable functions.

Given all aspects, we propose the following procedure for regularization parameter tuning.



Chapter 4. Robustness against Unknown Covariate Measurement Errors 67

Algorithm 4.2 Robust Unit-Level Regularization Parameter Tuning

1: choose a sequence {λk}K
k=1 with λk > λk+1 and δ > 0

2: for k = 1, ..., K do

3: obtain model parameter estimates β̂(λk), σ̂2(λk), ψ̂2(λk) from Algorithm 4.1

4: calculate µ̂j(λk) = ¯̃x′j β̂(λk) + γ̂j(λk)[ȳj − ¯̃x′j β̂(λk)] for all j = 1, ..., m

5: calculate MSE(µ̂, λk) =
1
m ∑m

j=1

(
µ̂j(λk)− 1

nj
∑i∈Sj

yij

)2

6: apply cubic spline smoothing to determine f̂MSE according to

f̂MSE = argmin
f∈F

K

∑
k=1

[MSE(µ̂, λk)− f (µ̂, λk)]
2 + δ

∫
f ′′(µ̂, λ)2 dλ

7: calculate λopt = argminλ∈{λk}K
k=1

f̂MSE(λ)

8: end

4.2.3 Robust Area-Level Model

Along the same lines as in Section 4.2.2, we use Theorem 4.1 to derive a robust version of the
original FH model introduced in Section 2.2.2.

Formulation and Prediction
Recall the original model formulation (2.67) and the hierarchical structure of the model compo-
nents. Assume that ȲDir and X̃ have been standardized as in (3.2). The objective is to estimate
the area-specific mean of Y given in (2.41). We assume that in reality, the super population
quantity µj is generated according to the original linking model µj = X̄′jβ + vj. However, due
to the covariate contamination in (4.1), we pretend it has been generated by an alternative ex-
pression to account for the uncertainty in the design matrix:

̂̄YDir
j =

(
X̄j + D̄j

)′
β + vj + ej ∀ j = 1, ..., m (4.29)

where ̂̄YDir
j is an design-unbiased direct estimator of Ȳj, ej

ind∼ N(0, σ2
j ) is a heteroscedastic

sampling error with known variance parameters σ2
1 , ..., σ2

m, and vj
iid∼ N(0, ψ2) is an area-specific

random effect. We refer to (4.29) as robust area-level model. Recall that D̄j is a fixed unknown

quantity in this setting. The distribution of ̂̄YDir
j is subsequently characterized by

̂̄Ydir
j |vj ∼ N

(
(X̄j + D̄j)

′β + vj, σ2
j

)
, ̂̄Ydir

j ∼ N
(
(X̄j + D̄j)

′β, σ2
j + ψ2

)
. (4.30)

In order to derive the EBP from the robust area-level model, we first have to obtain the BPs for
the random effect vj and the area statistic µj. They are given by the following proposition.
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Proposition 4.4 Under model (4.29), the BPs of vj and µj are given by

v̂BP
j =

ψ2
(̂̄YDir

j −
(
X̄j + D̄j

)′
β

)
σ2

j + ψ2
,

µ̂BP
j = γj

̂̄YDir
j + (1− γj)

(
X̄j + D̄j

)′
β,

where γj = ψ2/(σ2
j + ψ2).

Proof. For the conditional distribution of vj, we have f (vj|̂̄YDir
j ) ∝ f (vj) f (̂̄YDir

j |vj), where

f (vj) =
1√

2πψ2
exp

(
−

v2
j

2ψ2

)
, f (̂̄YDir

j |vj) =
1√

2πσ2
j

exp


(̂̄YDir

j −
(
X̄j + D̄j

)′
β− vj

)2

2σ2
j

 .

This implies that

f (vj|̂̄YDir
j ) ∝ exp

(
−

v2
j

2ψ2

)
exp


(̂̄YDir

j −
(
X̄j + D̄j

)′
β− vj

)2

2σ2
j


= exp

−1
2

(
1
σ2

j
+

1
ψ2

)
v2

j +
̂̄YDir

j −
(
X̄j + D̄j

)′
β

σ2
j

vj



= exp

−1
2

v2
j

σ2
j ψ2

σ2
j +ψ2

+
1

σ2
j ψ2

σ2
j +ψ2

ψ2
(̂̄YDir

j −
(
X̄j + Dj

)′
β

)
σ2

j + ψ2
vj

 .

Accordingly, f (vj|̂̄YDir
j ) is a univariate normal distribution with parameters

Var(vj|̂̄YDir
j ) =

σ2
j ψ2

σ2
j + ψ2

, E(vj|̂̄YDir
j ) = v̂BP

j =

ψ2
(̂̄YDir

j −
(
X̄j + Dj

)′
β

)
σ2

j + ψ2
.

Next, we derive the BP of µj. For γj = ψ2/(σ2
j + ψ2), it is given by

µ̂BP
j =

(
X̄j + D̄j

)′
β +

ψ2
(̂̄YDir

j −
(
X̄j + Dj

)′
β

)
σ2

j + ψ2

= γj
̂̄YDir

j + (1− γj)
(
X̄j + D̄j

)′
β. �

From there, we can state the RBP under the model by substituting the unknown model param-
eters β, ψ2 by empirical estimates β̂, ψ̂2. For γ̂j = ψ̂2/(ψ̂2 + σ̂2

j ), we have

µ̂RBP
j = γ̂j

̂̄Ydir
j + (1− γ̂j)

(
X̄j + D̄j

)′
β. (4.31)
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Model Parameter Estimation
For model parameter estimation, we restate the model (4.29) over all areas to obtain

̂̄YDir
= (X̄ + D̄)β + v + e, (4.32)

where X̄, ̂̄YDir
are defined as in Section 2.2.2, v = (v1, ..., vm)′, and e = (e1, ..., em)′. Further,

D̄ = (D̄′1, ..., D̄′m)′. Recall the covariance matrix V = diag(ψ2 + σ2
1 , ..., ψ2 + σ2

m) of the FH
model. Model parameter estimation is again performed in a two-step procedure. For some

variance parameter estimate ψ̂2(t), the fixed effects β̂
(t+1)

are determined conditionally on ψ̂2(t).

Likewise, ψ̂2(t+1) is then estimated conditionally on β̂
(t+1)

. Again, this requires a combined esti-
mation strategy that is demonstrated later. As for the robust unit-level model, we first consider
each estimation step individually for illustrative purposes. For a fixed ψ̂2 (and thus V̂), min-
max robustification obtains an optimal parameter estimate β̂ given the artificial perturbations
∆ ∈ U with U ⊆ Rm×p. From Theorem 4.1, the optimization problem is stated as

β̂ = argmin
β∈Rp

max
∆∈U

∥∥∥∥V̂−1/2
[̂̄YDir

−
(

¯̃X + ∆
)

β

]∥∥∥∥2

2

= argmin
β∈Rp

∥∥∥∥V̂−1/2
(̂̄YDir

− ¯̃Xβ

)∥∥∥∥2

2
+ λ

[
α‖β‖1+(1− α)‖β‖2

2
]

︸ ︷︷ ︸
QRArea

β

,
(4.33)

with U = UEN as defined in (4.15), and ¯̃X = ( ¯̃X1, ..., ¯̃Xm)′ where ¯̃Xj is the contaminated obser-
vation of X̄j. We solve (4.33) by applying a coordinate descent algorithm, as demonstrated in
Section 4.2.2. This requires the calculation of the partial derivatives of QRArea

β with respect to
all βl ∈ β. Recall that for any α > 0, a corresponding derivative only exists if βl 6= 0 due to the
included `1-norm in the regularization term. Provided that βl > 0, we have

∂QRArea
β

∂βl
= −2

(
V̂−1/2 ¯̃Xl

)′ [
V̂−1/2

(̂̄YDir
− ¯̃Xβ

)]
+ αλ + 2λ(1− α)βl . (4.34)

Since the corresponding expression for βl < 0 is very similar, we omit it. Again, using Donoho
and Johnstone (1994), we can conclude that the updating equation for βl is given by

β̂
(t+1)
l =

S
(

2
[
V̂−1/2 ¯̃Xl

]′ [
V̂−1/2

(̂̄YDir
− ̂̄Ydir(t)

(l)

)]
, λα

)
1 + λ(1− α)

, (4.35)

where S(·) is the soft-thresholding operator defined in (3.22), ¯̃Xl denotes the l-th column of ¯̃X,

and ̂̄YDir
− ̂̄Ydir(t)

(l) is the partial residual resulting from regularized weighted least squares in
iteration t excluding the contribution of the l-th covariate Xl ∈ X. Next, we hold β̂ fixed and
use a ML approach for variance parameter estimation. Recall that σ2

1 , ..., σ2
m are known. From

Section 2.1.4, the log-likelihood of the robust area-level model is subsequently given by

LRArea
ML (ψ2) = −1

2

[
log(2π) + log (|V|) +

(̂̄YDir
− ¯̃Xβ

)′
V−1

(̂̄YDir
− ¯̃Xβ

)]
. (4.36)
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For maximization, we need to calculate the first and second derivative of LRArea
ML with respect to

the unknown variance parameter. For the first derivative, we have (Burgard, 2015; p. 37)

∇RArea(ψ2) =
1

ψ2 −
1
2

[
tr
(

V−1
)
−
(̂̄YDir

− ¯̃Xβ

)′
V−2

(̂̄YDir
− ¯̃Xβ

)]
. (4.37)

The second derivative can be calculated from (Burgard, 2015; p. 37)

HRArea(ψ2) = − 1
ψ4 +

1
2

tr
(
V−2) . (4.38)

Since β̂ is fixed and σ2
1 , ..., σ2

m are known, we can maximize (4.36) via a Newton-Raphson ap-
proach (Lindstrom and Bates, 1988) while only choosing one parameter. For some iteration
t = 1, 2, ... of the algorithm, the updating equation is given by

ψ̂2(t+1) = ψ̂2(t) − ∇
RArea(ψ̂2(t))

HRArea(ψ̂2(t))
. (4.39)

The combined algorithm for model parameter estimation is characterized as follows.

Algorithm 4.3 Robust Area-Level Model Parameter Estimation

1: choose β̂
(0)
1 , ..., β̂

(0)
p , ψ̂(0), λ, α

2: set V̂(0) = diag(ψ̂2(0) + σ2
1 , ..., ψ̂2(0) + σ2

m)

3: for l = 1, ..., p do

4: obtain β̂
2(1)
l with V̂(0) according to (4.35)

5: calculate ∇RArea(ψ̂2(0)),HRArea(ψ̂2(0)) according to (4.37) and (4.38)

6: obtain ψ̂2(1) with ∇RArea(ψ̂2(0)),HRArea(ψ̂2(0)) according to (4.39)

7: set V̂(1) = diag(ψ̂2(1) + σ2
1 , ..., ψ̂2(1) + σ2

m)

8: while KKT conditions are violated do

9: while not converged do

10: define the active set A :=
{

j ∈ {1, ..., p} : β̂
(t)
j 6= 0

}
11: for every l ∈ A do

12: obtain β̂
(t+1)
l with V̂(t) according to (4.35)

13: if any β̂
(t+1)
j violates KKT condition do

14: add j to A and repeat steps 9 and 10

15: calculate ∇RArea(ψ̂2(t)),HRArea(ψ̂2(t)) according to (4.37) and (4.38)

16: obtain ψ̂2(t+1) with ∇RArea(ψ̂2(t)),HRArea(ψ̂2(t)) according to (4.39)

17: set V̂(t+1) = diag(ψ̂2(t+1) + σ2
1 , ..., ψ̂2(t+1) + σ2

m)

18: end
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Choosing the Regularization Parameter
The regularization parameter is chosen along the same argumentation as for the robust unit-
level model. Recall that F denotes the class of all twice differentiable functions. The proposed
procedure is summarized in Algorithm 4.4. Observe that the procedure favors regularization

parameter values that obtain predictions close to the direct estimates ̂̄YDir
j . Under measurement

errors, this is desirable since the regression-synthetic component ¯̃X′j β̂ is less reliable.

Algorithm 4.4 Robust Area-Level Regularization Parameter Tuning

1: choose a sequence {λk}K
k=1 with λk > λk+1 and δ > 0

2: for k = 1, ..., K do

3: obtain model parameter estimates β̂(λk), σ̂2(λk) from Algorithm 4.3

4: generate predictions µ̂j = γ̂j
̂̄YDir

j + (1− γ̂j)
¯̃X′j β̂ for all j = 1, ..., m

5: calculate MSE(µ̂, λk) =
1
m ∑m

j=1

(
µ̂j(λk)− ̂̄YDir

j

)2

6: apply cubic spline smoothing to determine f̂MSE according to

f̂MSE = argmin
f∈F

K

∑
k=1

[MSE(µ̂, λk)− f (µ̂, λk)]
2 + δ

∫
f ′′(µ̂, λ)2 dλ

7: calculate λopt = argminλ∈{λk}K
k=1

f̂MSE(λ)

8: end

4.3 Mean Squared Error Estimation

In this section, it is demonstrated how the MSE of the RBPs under the robust small area models
can be estimated. We present a method that exploits the min-max setting to allow for con-
servative MSE estimates from contaminated data without distribution assumptions regarding
the measurement error. First, the estimation strategy is described. Next, the conditional MSEs
(CMSEs) under the assumption of known parameters are characterized. Thereafter, we derive
error bounds for the CMSEs in the presence of design matrix perturbations. Finally, we use a
Jackknife to account for additional uncertainty resulting from model parameter estimation.

4.3.1 Estimation Strategy

The MSE of a RBP µ̂j is generally characterized by MSE(µ̂j) = E[(µ̂j − Ȳj)
2]. Recall that we

have assumed the true Ȳj to be generated without measurement errors. By the small sample
approximation in the BHF model, this implies Ȳj ≈ µj = X̄′jβ + vj. However, the MSE cannot
be quantified directly since the true value µj is unknown. Therefore, it has to be estimated
from the sample data. In general, this marks a difficult task since some prediction components
are nonlinear. See Prasad and Rao (1990) for a comprehensive study. Yet in our setting, MSE
estimation is even more difficult as we have to account for additional uncertainty resulting
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from unobserved measurement errors. The crucial point is that no distribution assumptions re-
garding the contamination have been introduced. This makes the quantification of the errors’
impact hard, since we cannot exploit distribution-related properties. The min-max robustifi-
cation provides a natural solution to these issues. In Section 4.2, we proposed perturbations
∆ to account for the uncertainty resulting from measurement errors. For a suitable choice of
the regularization parameters λ1, ..., λd, the magnitude of the perturbations reflects the magni-
tude of these errors. Given λ1, ..., λd, the feasible noise that can be added to model parameter
estimation is bounded by the uncertainty set. For a robust solution β̂ given a regularization,
this bound can be recovered. Thus, for λ1, ..., λd chosen sufficiently high, we are able to derive
upper MSE bounds for the RBPs under the robust small area models introduced before.

We first derive the CMSE of prediction under the preliminary setting of known model parame-
ters. Next, the mentioned error bound recovery under min-max robustification is performed to
find upper bounds for the CMSE. Then, following the argumentation of Jiang, Lahiri, and Wan
(2002), we use a Delete-1-Jackknife (D1-Jackknife) algorithm to quantify the additional uncer-
tainty stemming from model parameter estimation based on the sample data S . Afterwards,
the CMSE bounds and the Jackknife results are combined. With this, we obtain conservative
estimates of the unconditional MSE.

4.3.2 Conditional Mean Squared Error Bounds

Hereafter, we state the CMSEs of both RBPs and derive error bounds for them.

Conditional Mean Squared Error
To ensure notational separability, we denote the RBP of µj under the robust unit-level model as
as µ̂RUnit

j . Likewise, the RBP under the robust area-level model is denoted by µ̂RArea
j . Regarding

the RBP under the robust unit-level model, we rely on the small sample approximation as
previously demonstrated in the BHF model. The CMSE of µ̂RUnit

j is characterized by

CMSE
(

µ̂RUnit
j

)
= E

[(
µ̂RUnit

j − µj

)2
∣∣∣∣ β, κ

]
= E

[((
X̄j + D̄j

)′
β + γj

(
ȳj − (x̄j + d̄j)

′β
)
− X̄′jβ− vj

)2
]

= E
[(

D̄′jβ + γj
(
ȳj − (x̄j + d̄j)

′β− vj
)
− (1− γj)vj

)2
]

= E
[(

D̄′jβ + γj ēj − (1− γj)vj

)2
]

,

(4.40)

where ēj =
1
nj

∑i∈Sj
eij with eij ∼ N(0, σ2), and γj = ψ2/(ψ2 + σ2/nj). Recall that vj and ej are

assumed to be independent. Since D̄j is fixed under the min-max setting, it follows that

CMSE
(

µ̂RUnit
j

)
= E

[(
D̄′jβ

)2
]
+ γ2

j E
(

ē2
j

)
+ (1− γj)

2E
(

v2
j

)
=
(

D̄′jβ
)2

+ γj
σ2

nj
.

(4.41)
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For the RBP under the robust area-level model, similar calculations obtain

CMSE
(

µ̂RArea
j

)
= E

[(
µ̂RArea

j − µj

)2
∣∣∣∣ β, σ

]
= E

[(
γj
̂̄YDir

j + (1− γj)
(
X̄j + D̄j

)′
β− X̄′jβ− vj

)2
]

= E

[(
γj

(̂̄YDir
j −

(
X̄j + D̄j

)′
β− vj

)
+ D̄′jβ− (1− γj)vj

)2
]

= E
[(

γjej + D′jβ− (1− γj)vj

)2
]

,

(4.42)

where ej ∼ N(0, σ2
j ), and γj = ψ2/(ψ2 + σ2

j ). As before, since vj and ej are assumed to be
independent and D̄j is fixed, this yields

CMSE
(

µ̂RFH
j

)
= E

[(
D̄′jβ

)2
]
+ γ2

j E
(

e2
j

)
+ (1− γj)E

(
v2

j

)
=
(

D̄′jβ
)2

+ γjσ
2
j .

(4.43)

Observe that both equations (4.41) and (4.43) contain the term (D̄′jβ)2. Since the measurement
error is unobserved, this term cannot be quantified. Therefore, even in the preliminary setting
of known model parameters, the CMSEs cannot be evaluated numerically.

Error Bound Derivation
For min-max robustification, artificial perturbations ∆ are introduced in order to account for
the uncertainty resulting from a contamination of the covariates. From the previous argumen-
tation, we can replace the term (D̄′jβ)2 by a corresponding expression (∆′jβ)

2, provided that
λ1, ..., λd are chosen sufficiently high. Here, ∆j is the j-th row of ∆. Recall that the pertur-
bations are element of an underlying uncertainty set U which depends on the regularization
term ∑d

l=1 λl fl(hl(β)). If ∆ ∈ U, the uncertainty set induces an upper bound ∑d
l=1 ϕlhl(β) on

the total impact of the perturbations on model parameter estimation. Provided that the loss
function g is the squared `2-norm, the total impact is measured by ‖∆β‖2 in accordance with
Theorem 4.1. With respect to the term (D̄′jβ)2 contained in both CMSEs from above, we then
have (

∆′jβ
)2
≤ ‖∆β‖2

2 ≤
(

d

∑
l=1

ϕlhl(β)

)2

for ∆j ∈ ∆ with ∆ ∈ U. (4.44)

We refer to this relation as error bound. Substituting (D̄′jβ)2 by (∑d
l=1 ϕlhl(β))2 in (4.41) and

(4.43) subsequently yields upper limits for the CMSEs. However, by Theorem 4.1, the error
bound (4.44) depends on the chosen regularization. Naturally, it has to be determined for each
uncertainty set individually. Here, we encounter the problem that the uncertainty set param-
eters ϕ1, ..., ϕd are unknown. The one-to-one relation between the regularization parameters
and the uncertainty set parameters in Proposition 4.1 is lost through the generalization in The-
orem 4.1. Hence, the values of the uncertainty set parameters have to be recovered first before
corresponding error bounds can be used for the CMSEs.
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In order to recover the uncertainty set parameters, we apply the following basic procedure.
Assume that we have computed an optimal solution β̂ of a regularized regression problem

min
β∈Rp

f
(

g
(
y− X̃β

))
+

d

∑
l=1

λl fl(hl(β)) (4.45)

in accordance with Proposition 4.1. By Proposition 4.1, β̂ is also an optimal solution of

min
β∈Rp

max
∆∈U

g
(
y− (X̃ + ∆)β

)
(4.46)

for appropriate ϕ1, . . . , ϕd forming the uncertainty set U. Thus, by Proposition 4.1, we know
that β̂ is an optimal solution of

min
β∈Rp

g(y− X̃β) +
d

∑
l=1

ϕlhl(β). (4.47)

Following this argumentation, we recover the relation by choosing ϕ1, . . . , ϕd in such a way
that β̂ is an optimal solution of (4.47). This is demonstrated for ridge regression, the LASSO,
and the elastic net hereafter. The obtained results are subsequently used to find upper bounds
for the CMSEs stated in (4.41) and (4.43). For this, let W := V−1/2X̃ and denote the columns of
W by W1, . . . , W p. Further, define v := V−1/2y.

Error Bound and Conditional Mean Squared Error for Ridge Regression
For ridge regression, we have a single uncertainty set parameter ϕ. It can be recovered from

the optimal solution β̂
`2 by the subsequent proposition.

Proposition 4.5 Let β̂
`2 6= 0p be an optimal solution to the optimization problem (4.10). Then, the

related uncertainty set, as described in Theorem 4.1, is given by

U`2 = {∆ ∈ Rn×p : ‖∆γ‖2 ≤ ϕ ‖γ‖2 for all γ ∈ Rp}

with

ϕ =

∥∥∥β̂
`2
∥∥∥

2∥∥∥W β̂
`2 − v

∥∥∥
2

λ.

Proof. Consider the optimization problem (4.47). We determine its optimality conditions for the
case that g = `2 and h = `2, which yields the ridge regression problem (4.10). Let us denote

fϕ(β) := g(W β− v) + ϕh(β) = ‖W β− v‖2 + ϕ ‖β‖2 .

We want to compute the gradient ∇ fϕ(β̂
`2
) and subsequently determine ϕ such that

∇ fϕ(β̂
`2
) = 0p.



Chapter 4. Robustness against Unknown Covariate Measurement Errors 75

It follows that

∇ fϕ(β̂
`2
) = ∇

(∥∥∥W β̂
`2 − v

∥∥∥
2
+ ϕ

∥∥∥β̂
`2
∥∥∥

2

)
= ∇

(√(
β̂
`2
)′

W ′W β̂
`2 − 2v′W β̂

`2
+ v′v + ϕ

√(
β̂
`2
)′

β̂
`2

)
.

This is equivalent to

∇ fϕ(β̂
`2
) =

1
2

∥∥∥W β̂
`2 − v

∥∥∥−1

2

(
2W ′W β̂

`2 − 2W ′v
)
+ ϕ

1
2

∥∥∥β̂
`2
∥∥∥−1

2
2β̂

`2

=
W ′W β̂

`2 −W ′v∥∥∥W β̂
`2 − v

∥∥∥
2

+ ϕ
β̂
`2∥∥∥β̂
`2
∥∥∥

2

.

Since W ′W β̂
`2 −W ′v = −λβ̂

`2 holds, due to β̂
`2 being an optimal solution to (4.10) as well as

(4.22) for α = 0, we have

W ′W β̂
`2 −W ′v∥∥∥W β̂
`2 − v

∥∥∥
2

+ ϕ
β̂
`2∥∥∥β̂
`2
∥∥∥

2

=− λ
β̂
`2∥∥∥W β̂

`2 − v
∥∥∥

2

+ ϕ
β̂
`2∥∥∥β̂
`2
∥∥∥

2

=

 ϕ∥∥∥β̂
`2
∥∥∥

2

− λ∥∥∥W β̂
`2 − v

∥∥∥
2

 β̂
`2 .

Hence, in order for ∇ fϕ(β̂
`2
) = 0p to hold, which implies that β̂ is also an optimal solution of

(4.47), the equality
ϕ∥∥∥β̂
`2
∥∥∥

2

=
λ∥∥∥W β̂
`2 − v

∥∥∥
2

must be satisfied. Thus, the proposition follows. �

Observe that the uncertainty set parameter ϕ has a closed-form solution when ∆ ∈ U`2 . We use
the expression to substitute ϕ in the error bound (4.44). This allows us to state upper bounds
for the CMSEs (4.41) and (4.43) when min-max robustification is achieved via ridge regression.
We obtain

CMSE
(

µ̂RUnit
j (`2)

)
≤




∥∥∥β̂
`2
∥∥∥

2∥∥∥W β̂
`2 − v

∥∥∥
2

λ

 ‖β̂`2‖2


2

+ γj
σ2

nj
, (4.48)

where γj = ψ2/(ψ2 + σ2/nj), and

CMSE
(

µ̂RArea
j (`2)

)
≤




∥∥∥β̂
`2
∥∥∥

2∥∥∥W β̂
`2 − v

∥∥∥
2

λ

 ‖β̂`2‖2


2

+ γjσ
2
j , (4.49)

where γj = ψ2/(ψ2 + σ2
j ).
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Error Bound and Conditional Mean Squared Error for the LASSO
For the LASSO, we also have a single uncertainty set parameter ϕ. It can be recovered from the

optimal solution β̂
`1 as follows.

Proposition 4.6 Let β̂
`1 6= 0p be an optimal solution to the optimization problem (4.12). Then, the

related uncertainty set, as described in Theorem 4.1, is given by

U`1 = {∆ ∈ Rn×p : ‖∆γ‖2 ≤ ϕ ‖γ‖1 for all γ ∈ Rp}

with
ϕ =

λ∥∥∥W β̂
`1 − v

∥∥∥
2

.

Proof. The proof consists of three parts. First, some technicalities required for the objective
function to be differentiable are presented. Next, we recover the uncertainty set parameter for
cases where β̂`1

l 6= 0 for all l = 1, ..., p. And finally, we cover the case when some elements of

β̂
`1 are zero as a result of sparsity-inducement. Consider the optimization problem (4.47). We

determine its optimality conditions for the case that g = `2 and h = `1. This yields the LASSO
problem defined in (4.12) as well as (4.22) for α = 1. Recall from Section 3.2, that the `1-norm
causes differentiability problems with respect to the objective function. Therefore, we split β

into positive and negative parts as demonstrated hereafter. For some z ∈ R, the positive and
negative parts are

z+ =

{
z if z ≥ 0,
0 if z < 0,

, z− =

{
0 if z > 0,
−z if z ≤ 0.

It holds that z = z+ − z−, |z| = z+ + z− and

dz+

dz
=

{
1 if z ≥ 0,
0 if z < 0,

,
dz−

dz
=

{
0 if z > 0,
−1 if z ≤ 0,

where the derivatives at z = 0 are calculated from the right and the left, respectively. Thus, for
β ∈ Rp×1, the positive and negative parts are given by

β+ = β+(β) = (β+
1 , ..., β+

p )
′, β− = β−(β) = (β−1 , ..., β−p )

′.

It holds that

β = β+ − β−, (|β1|, ..., |βp|)′ = β+ + β−, ‖β‖1=
p

∑
l=1
|βl | =

p

∑
l=1

(β+
l + β−l ).

Let us assume that there exist p1 ∈ {1, . . . , p} such that βl ≥ 0 if 1 ≤ l ≤ p1, and βl ≤ 0 if
p1 + 1 ≤ l ≤ p. Define p2 := p − p1. Without loss of generality, let us also assume that the
positive and negative parts of β are ordered in the sense that

β+ :=

[
β(1)

0p2

]
, β− :=

[
0p1

−β(2)

]
.
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The derivatives of β+ and β− with respect to β are

β̇
+

=
∂β+

∂β
=

(
∂β+

k
∂βl

)
k,l=1,...,p

=

[
Ip1 0
0 0p2×p2

]
,

β̇
−

=
∂β−

∂β
=

(
∂β−k
∂βl

)
k,l=1,...,p

=

[
0p1×p1 0

0 −Ip2

]
.

Let us decompose the design matrix X̃ ∈ Rn×p in blocks X̃(1) ∈ Rn×p1 , X̃(2) ∈ Rn×p2 , such
that X̃ =

(
X̃(1) X̃(2)

)
. Similarly, we can decompose the matrix M = W ′W ∈ Rp×p, where

W = V−1/2X̃, in blocks M11 ∈ Rp1×p1 , M12 ∈ Rp1×p2 , M21 ∈ Rp2×p1 and M22 ∈ Rp2×p2 , such
that

M =

[
M11 M12

M21 M22

]
=

[
X̃′(1)V

−1X̃(1) X̃′(1)V
−1X̃(2)

X̃′(2)V
−1X̃(1) X̃′(2)V

−1X̃(2)

]
.

Then, we have

β̇
+Mβ+ =

[
Ip1 0
0 0p2×p2

] [
M11 M12

M21 M22

] [
β(1)

0p2

]
=

[
M11 M12

0 0

] [
β(1)

0p2

]
=

[
M11β(1)

0p2

]
,

β̇
+Mβ− =

[
Ip1 0
0 0p2×p2

] [
M11 M12

M21 M22

] [
0p1

−β(2)

]
=

[
M11 M12

0 0

] [
0p1

−β(2)

]
=

[
−M12β(2)

0p2

]
,

and

β̇
−Mβ− =

[
0p1×p1 0

0 −Ip2

] [
M11 M12

M21 M22

] [
0p1

−β(2)

]

=

[
0 0

−M21 −M22

] [
0p1

−β(2)

]
=

[
0p1

M22β(2)

]
,

β̇
−Mβ+ =

[
0p1×p1 0

0 −Ip2

] [
M11 M12

M21 M22

] [
β(1)

0p2

]

=

[
0 0

−M21 −M22

] [
β(1)

0p2

]
=

[
0p1

−M21β(1)

]
.

As v = V−1/2y, it holds that

β̇
+X̃′V−1/2v = β̇

+

[
X̃′(1)
X̃′(2)

]
V−1/2v =

[
Ip1 0
0 0p2×p2

] [
X̃′(1)V

−1/2v

X̃′(2)V
−1/2v

]

=

[
X̃′(1)V

−1/2v

0p2

]
=

[
X̃′(1)V

−1y

0p2

]
,

and

β̇
−X̃′V−1/2v =

[
0p1×p1 0

0 −Ip2

] [
X̃′(1)V

−1/2v

X̃′(2)V
−1/2v

]
=

[
0p1

−X̃′(2)V
−1/2v

]
=

[
0p1

−X̃′(2)V
−1y

]
.
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Let us now consider the recovery of ϕ. We restate (4.47) equivalently as the problem

min
β∈Rp

∥∥W
(

β+ − β−
)
− v

∥∥
2 + ϕ

p

∑
l=1

(
β+

l + β−l
)

, (4.50)

where we split β̂
`1 into positive and negative parts, which are denoted by β̂

+ ∈ R
p
+ and β̂

− ∈
R

p
+ with β̂

`1
= β̂

+ − β̂
−

. As pointed out earlier, we start by considering the case where there
exist p1, p2 ∈ {1, . . . , p} such that p1 + p2 = p, β̂`1

l > 0 if 1 ≤ l ≤ p1, and β̂`1
l < 0 if p1 + 1 ≤ l ≤

p. The objective function in the upper problem is

Lϕ(β) :=
∥∥W

(
β+ − β−

)
− v

∥∥
2 + ϕ

p

∑
l=1

(
β+

l + β−l
)

.

Since β̂
`1 is an optimal solution of (4.50), there is a ϕ > 0 such that the optimality condition

∇Lϕ(β̂
`1
) = 0p,

is fulfilled. We want to calculate ∇Lϕ(β̂
`1
) and subsequently determine ϕ. The gradient of

D :=
∥∥W

(
β+ − β−

)
− v

∥∥
2 =

((
β̂
+)′W ′W β̂

+ − 2
(

β̂
+)′W ′W β̂

− − 2
(

β̂
+)′W ′v

+ 2
(

β̂
−)′W ′v +

(
β̂
−)′W ′W β̂

−
+ v′v

) 1
2

is given by

∇D =
1
2

D−1
{

2 ˙̂β
+

Mβ̂
+ − 2 ˙̂

β
+

Mβ̂
− − 2 ˙̂β

−
Mβ̂

+ − 2 ˙̂
β
+

W ′v + 2 ˙̂β
−

W ′v + 2 ˙̂
β
−

Mβ̂
−}

= D−1
{[

M11β̂(1)

0p2

]
+

[
M12β̂(2)

0p2

]
+

[
0p1

M22β̂(2)

]
+

[
0p1

M21β̂(1)

]

−
[

X̃′(1)V
−1/2v

0p2

]
−
[

0p1

X̃′(2)V
−1/2v

]}
= D−1

[
M11β̂(1) + M12β̂(2) − X̃′(1)V

−1/2v

M22β̂(2) + M21β̂(1) − X̃′(2)V
−1/2v

]
.

= D−1

[
X̃′(1)V

−1X̃(1) β̂(1) + X̃′(1)V
−1X̃(2) β̂(2) − X̃′(1)V

−1y

X̃′(2)V
−1X̃(2) β̂(2) + X̃′(2)V

−1X̃(1) β̂(1) − X̃′(2)V
−1y

]
.

Hence, it follows that

∇Lϕ(β̂
`1
) = D−1

[
X̃′(1)V

−1X̃(1) β̂(1) + X̃′(1)V
−1X̃(2) β̂(2) − X̃′(1)V

−1y

X̃′(2)V
−1X̃(2) β̂(2) + X̃′(2)V

−1X̃(1) β̂(1) − X̃′(2)V
−1y

]
+ ϕ

[
1p1

−1p2

]
= 0p, (4.51)

where
D =

∥∥∥V−1/2(X̃β̂
`1 − y

)∥∥∥
2

.
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From (4.23) with α = 1, it holds that

X̃′V−1X̃β̂
`1 − X̃′V−1y + λ

[
1p1

−1p2

]
= 0p,

which implies that

X̃′(1)V
−1X̃(1) β̂1 + X̃′(1)V

−1X̃(2) β̂2 − X̃′(1)V
−1y = −λ1p1 ,

X̃′(2)V
−1X̃(1) β̂1 + X̃′(2)V

−1X̃(2) β̂2 − X̃′(2)V
−1y = λ1p2 .

By substituting in the top and the bottom parts of (4.51), we get

D−1λ1p1 = ϕ1p1 , D−1λ1p2 = ϕ1p2 .

It can be concluded that

ϕ = D−1λ =
λ∥∥∥V−1/2

(
X̃β̂

`1 − y
)∥∥∥

2

=
λ∥∥∥W̃ β̂
`1 − v

∥∥∥
2

.

We finally consider the case where there exist p1, p2, p3 ∈ {1, . . . , p} such that p1 + p2 + p3 = p,
β̂`1

l > 0 if 1 ≤ l ≤ p1, β̂`1
l < 0 if p1 + 1 ≤ l ≤ p1 + p2, and β̂`1

l = 0 if p1 + p2 + 1 ≤ l ≤ p. Since

β̂
`1 minimizes Lϕ(β) in Rp = R

p
6= ∪ (Rp −R

p
6=), where

R
p
6= =

{
β ∈ Rp : |βl | > 0, l = 1, . . . , p

}
,

and β̂
`1 ∈ Rp −R

p
6=, then β̂

`1 is a solution of the optimization problem on the nested reduced
model with p1 + p2 explanatory variables. By repeating the same steps on the reduced model

as for the first case with β̂
`1 ∈ R

p
6=, the proof is completed. �

We see that uncertainty set parameter has a closed-form solution when ∆ ∈ U`1 . We use the
expression to substitute ϕ in the error bound (4.44). This allows us to state upper bounds for the
CMSEs (4.41) and (4.43) when min-max robustification is achieved via the LASSO. We obtain

CMSE
(

µ̂RUnit
j (`1)

)
≤


 λ∥∥∥W β̂

`1 − v
∥∥∥

2

 ‖β̂`1‖1


2

+ γj
σ2

nj
, (4.52)

where γj = ψ2/(ψ2 + σ2/nj), as well as

CMSE
(

µ̂RArea
j (`1)

)
≤


 λ∥∥∥W β̂

`1 − v
∥∥∥

2

 ‖β̂`1‖1


2

+ γjσ
2
j , (4.53)

with γj = ψ2/(ψ2 + σ2
j ).
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Error Bound and CMSE for Elastic Net Regression
For the elastic net, we have two uncertainty set parameters ϕ1, ϕ2. They are recovered from the
optimal solution β̂

EN
as demonstrated hereafter.

Proposition 4.7 Let β̂
EN 6= 0p be an optimal solution to the optimization problem (4.14). Then, the

related uncertainty set, as described in Theorem 4.1, is given by

UEN = {∆ ∈ Rp×n : ‖∆γ‖2 ≤ ϕ1 ‖γ‖1 + ϕ2 ‖γ‖2 for all γ ∈ Rp}

with ϕ1, ϕ2 being a solution of the system∥∥∥W β̂
EN − v

∥∥∥−1

2

(
λ11p + λ2β̂

EN)
= ϕ11p + ϕ2

∥∥∥β̂
EN
∥∥∥−1

2
β̂

EN
.

Proof. We proceed as for the proof of Proposition 4.6. Thus, we first consider the case where
β̂

EN
= (β̂EN

1 , ..., β̂EN
p )′ with β̂EN

l 6= 0 for all l = 1, ..., p. Afterwards, we cover the setting where
the optimal solution is sparse. Consider the optimization problem (4.47). We determine its
optimality conditions for the case that g = `2, h1 = `1, and h2 = `2. This yields the elastic net
problem given in (4.14) as well as (4.22) for α ∈ (0, 1). The problem (4.47) is restated as

min
β+,β−∈R

p
+

∥∥W
(

β+ − β−
)
− v

∥∥
2 + ϕ1

p

∑
i=1

(
β+

l + β−l
)
+ ϕ2

∥∥β+ − β−
∥∥

2 , (4.54)

with β+ and β− representing the negative and positive parts of β. The objective function of the
upper problem is given by

Lϕ1,ϕ2(β) :=
∥∥W

(
β+ − β−

)
− v

∥∥
2 + ϕ1

p

∑
i=1

(
β+

l + β−l
)
+ ϕ2

∥∥β+ − β−
∥∥

2 .

Given that β̂
EN

is an optimal solution of (4.54), there are ϕ1, ϕ2 > 0 such that

∇Lϕ1,ϕ2(β̂) = 0p.

We want to determine ϕ1 and ϕ2 by solving the aforementioned equation system. In the proof
of Proposition 4.6, we showed that the gradient of D =

∥∥W
(

β+ − β−
)
− v

∥∥
2 is given by

∇D = D−1

[
X̃′(1)V

−1X̃(1) β̂(1) + X̃′(1)V
−1X̃(2) β̂(2) − X̃′(1)V

−1y

X̃′(2)V
−1X̃(2) β̂(2) + X̃′(2)V

−1X̃(1) β̂(1) − X̃′(2)V
−1y

]
.

For the current setting, this implies that with D = ‖V−1/2(X̃β̂
EN − y)‖2, we have

∇Lϕ1,ϕ2(β̂
EN

) =D−1

[
X̃′(1)V

−1X̃(1) β̂(1) + X̃′(1)V
−1X̃(2) β̂(2) − X̃′(1)V

−1y

X̃′(2)V
−1X̃(2) β̂(2) + X̃′(2)V

−1X̃(1) β̂(1) − X̃′(2)V
−1y

]

+ ϕ1

[
1p1

−1p2

]
+ ϕ2

∥∥∥β̂
+ − β̂

−∥∥∥−1

2

[
β̂(1)

−β̂(2)

]
= 0p.

(4.55)
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From (4.23) with α = λ1/(λ1 + λ2), λ1 + λ2 = λ, and λ1, λ2 > 0 , it holds that

X̃′V−1X̃β̂− X̃′V−1y + λ1

[
1p1

−1p2

]
+ λ2

[
β̂(1)

−β̂(2)

]
= 0p.

This implies that

X̃′(1)V
−1X̃(1) β̂1 + X̃′(1)V

−1X̃(2) β̂2 − X̃′(1)V
−1y = −λ11p1 − λ2β̂(1),

X̃′(2)V
−1X̃(1) β̂1 + X̃′(2)V

−1X̃(2) β̂2 − X̃′(2)V
−1y = λ11p2 + λ2β̂(2).

By substituting in the top and the bottom parts of (4.55), we get

D−1(λ11p1 + λ2β̂(1)) = ϕ11p1 + ϕ2‖β̂‖2β̂(1), D−1(λ11p2 + λ2β̂(2)) = ϕ11p2 + ϕ2‖β̂‖2β̂(2).

Accordingly, the uncertainty set parameters ϕ1, ϕ2 are the solution to the system

D−1(λ11p + λ2β̂
EN

) = ϕ11p + ϕ2‖β̂
EN‖−1

2 β̂
EN

.

We finally consider the case where there exist p1, p2, p3 ∈ {1, . . . , p} such that p1 + p2 + p3 = p,
β̂EN

l > 0 if 1 ≤ l ≤ p1, β̂EN
l < 0 if p1 + 1 ≤ l ≤ p1 + p2, and β̂EN

l = 0 if p1 + p2 + 1 ≤ l ≤ p.

Since β̂
EN

minimizes Lϕ(β) in Rp = R
p
6= ∪ (Rp −R

p
6=), where

R
p
6= =

{
β ∈ Rp : |βl | > 0, l = 1, . . . , p

}
,

and β̂
EN ∈ Rp −R

p
6=, then β̂

EN
is a solution of the optimization problem on the nested reduced

model with p1 + p2 explanatory variables. By repeating the same steps on the reduced model
as for the first case with β̂

EN ∈ R
p
6=, the proof is completed. �

We see that the uncertainty set parameters ϕ1, ϕ2 do not have a closed-form solution. They can
be quantified numerically, for instance by applying the Moore-Penrose inverse. For a given
robust estimation problem with optimal solution β̂

EN
, let ϕ∗1 , ϕ∗2 be the solutions for the uncer-

tainty set parameters. Plugging them into the CMSE equations (4.41) and (4.43), we obtain the
following results when min-max robustification is achieved via the elastic net:

CMSE
(

µ̂RUnit
j (EN)

)
≤
(

ϕ∗1

∥∥∥β̂
EN
∥∥∥

1

)2
+ 2ϕ∗1 ϕ∗2

∥∥∥β̂
EN
∥∥∥

1

∥∥∥β̂
EN
∥∥∥

2

+
(

ϕ∗2

∥∥∥β̂
EN
∥∥∥

2

)2
+ γj

σ2

nj
,

(4.56)

where γj = ψ2/(ψ2 + σ2/nj), and

CMSE
(

µ̂RArea
j (EN)

)
≤
(

ϕ∗1

∥∥∥β̂
EN
∥∥∥

1

)2
+ 2ϕ∗1 ϕ∗2

∥∥∥β̂
EN
∥∥∥

1

∥∥∥β̂
EN
∥∥∥

2

+
(

ϕ∗2

∥∥∥β̂
EN
∥∥∥

2

)2
+ γjσ

2
j ,

(4.57)

with γj = ψ2/(ψ2 + σ2
j ).
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4.3.3 Conservative Jackknife Estimator

We present a conservative Jackknife estimator that allows for uncertainty measurement under
both robust small area models. The term conservative stems from the fact that we do not use the
actual CMSEs in corresponding algorithms, but their upper bounds as given in the previous
section. With this, we do not obtain estimates of MSE(µ̂j) = E[(µ̂j − µj)

2] in the classical sense.
Instead, an upper bound for the unconditional MSE is estimated in accordance with Theorem
4.1. We refer to it as pseudo mean squared error (PMSE). For this, we rely on Jackknife theory
for MSE estimation developed by Jiang, Lahiri, and Wan (2002). Similar to the more general
bootstrap methods (Efron, 1979), Jackknife-based MSE estimators approximate the distribution
of (µ̂j − µj)

2 under the model by drawing resamples from S . However, the resampling is not
random, but has a sequential nature. In a given iteration of the D1-Jackknife algorithm we
apply, the sample observations Sj that correspond to area Uj are temporarily deleted from S .
Based on the remaining observations, model parameter estimation is performed. The obtained
results are then used for area statistic estimation for all areas of the population. In the next
iteration, the sample observations of Sj are included again, while those of Sk with k 6= j are
temporarily deleted. This procedure is repeated until all sample observations have been re-
moved once. Afterwards, the deviations of the resampling-based estimates are compared to
the original estimates that have been obtained from all sample observations.

Denote BRUnit(ϕ1, ..., ϕd, β̂, σ̂2, ψ̂2) as the upper CMSE bound under the robust unit-level model
where the known model parameters have been replaced by empirical estimates β̂, σ̂2, ψ̂2. Like-
wise, denote BRArea(ϕ1, ..., ϕd, β̂, ψ̂2) as the corresponding bound under the robust area-level
model. Recall that in the latter, σ2

1 , ..., σ2
m are assumed to be known. We write β̂−j, σ̂2

−j, ψ̂2
−j for

estimates of β, σ2, ψ2 in the robust unit-level model that are obtained via Algorithm 4.1 exclud-
ing the sample observations Sj. Similar, we write β̂−j, ψ̂2

−j for estimates of β, ψ2 in the robust
area-level model that are obtained via Algorithm 4.3 without the information from the j-th area.
Area statistic predictions for some µk from both models based on β̂−j, (σ̂

2
−j), ψ̂2

−j on are denoted
by µ̂k,−j. The D1-Jackknife algorithm for the robust unit-level is performed as follows.

Algorithm 4.5 D1-Jackknife for Robust Unit-Level Model Predictions

1: obtain model parameter estimates β̂, σ̂2, ψ̂2 via Algorithm 4.1

2: generate predictions µ̂RUnit
1 , ..., µ̂RUnit

m according to (4.20)

3: calculate BRUnit(ϕ1, ..., ϕd, β̂, σ̂2, ψ̂2)

4: for j = 1, ..., m do

5: obtain model parameter estimates β̂−j, σ̂2
−j, ψ̂2

−j via Algorithm 4.1

6: generate predictions µ̂RUnit
1,−j , ..., µ̂RUnit

m,−j according to (4.20) using β̂−j, σ̂2
−j, ψ̂2

−j

7: calculate BRUnit(ϕ1, ..., ϕd, β̂−j, σ̂2
−j, ψ̂2

−j)

8: end
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After the algorithm is completed, the D1-Jackknife estimator of the PMSE for µ̂RUnit
k is given by

P̂MSE
(

µ̂RUnit
k

)
= BRUnit(ϕ1, ..., ϕd, β̂, σ̂2, ψ̂2) +

m− 1
m

m

∑
j=1

(
µ̂RUnit

k,−j − µ̂RUnit
k

)2

− m− 1
m

m

∑
j=1

(
BRUnit(ϕ1, ..., ϕd, β̂, σ̂2, ψ̂2)− BRUnit(ϕ1, ..., ϕd, β̂−j, σ̂2

−j, ψ̂2
−j)
)

.

(4.58)

The D1-Jackknife algorithm for the robust area-level is performed as follows.

Algorithm 4.6 D1-Jackknife for Robust Area-Level Model Predictions

1: obtain model parameter estimates β̂, ψ̂2 via Algorithm 4.3

2: generate predictions µ̂RArea
1 , ..., µ̂RArea

m according to (4.31)

3: calculate BRArea(ϕ1, ..., ϕd, β̂, ψ̂2)

4: for j = 1, ..., m do

5: obtain model parameter estimates β̂−j, ψ̂2
−j via Algorithm 4.3

6: generate predictions µ̂RArea
1,−j , ..., µ̂RArea

m,−j according to (4.31) using β̂−j, ψ̂2
−j

7: calculate BRArea(ϕ1, ..., ϕd, β̂−j, ψ̂2
−j)

8: end

After the algorithm is completed, the D1-Jackknife estimator of the PMSE for µ̂RArea
k is given by

P̂MSE
(

µ̂RArea
k

)
= BRArea(ϕ1, ..., ϕd, β̂, ψ̂2) +

m− 1
m

m

∑
j=1

(
µ̂RArea

k,−j − µ̂RArea
k

)2

− m− 1
m

m

∑
j=1

(
BRArea(ϕ1, ..., ϕd, β̂, ψ̂2)− BRArea(ϕ1, ..., ϕd, β̂−j, ψ̂2

−j)
)

.
(4.59)

4.4 Statistical Properties

In this section, we study the statistical properties of the proposed robust estimation methods in
the presence of measurement errors. We elaborate on bias and consistency in model parameter
estimation. For simplicity, the theoretical developments are with respect to a robust version of
the LMM described in (2.4). It contains the robust unit-level model and the robust area-level
model as special cases. Thus, the subsequent characterizations hold for these model as well.
The robust LMM is stated as

y = (X + D)β + Zb + e, (4.60)

where y, X, β, Z, b, e are defined as in Section 2.1.1. The term D is a matrix of measurement
errors as in Section 4.1. The log-likelihood function of model (4.60) is given by

L(β, κ) = −1
2

[
n log(2π) + log (|V(κ)|) +

(
y− X̃β

)′ V−1(κ)
(
y− X̃β

)]
, (4.61)
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where X̃ = X + D and κ := (σ2, ψ′)′ is the vector of variance components, from which the
covariance matrix V(κ) = diag(V1, ..., Vm) with Vj = ZΨZ′ + σ2Inj is constructed. Here, Ψ is
the random effect covariance matrix that is parametrized by ψ ∈ (0, ∞)q∗. Further, we have
σ2 ∈ (0, ∞). Observe that L(·) is convex in β and non-convex in κ. In order to conduct an
asymptotic analysis in the presented context, let us state the optimization problem for model
parameter estimation according to

θ̂ = argmin
θ∈Θ

−L(β, κ) + n
d

∑
l=1

λl
n

d

∑
k=1

hl
k(βk)︸ ︷︷ ︸

Qθ

, (4.62)

with Θ ⊆ Rp × (0, ∞)1+q∗ as parameter space, Qθ : Θ → R as objective function, and θ =

(β′, κ′)′ as the full parameter vector. The term n ∑d
l=1 λl

n ∑d
k=1 hl

k(βk) is a componentwise non-
concave regularization with parameters λ1

n, ..., λd
n depending on the sample size. For each pa-

rameter λl
n, we have a family of increasing, convex and non-concave functions hl

1, ..., hl
p with

hl
k(βk) : R→ R+. This componentwise notation is required to establish consistency for robust

estimator β̂ that is potentially sparse. Further, following Fan and Li (2001) as well as Ghosh
and Thoresen (2018), we let the regularization term directly depend on the sample size by mul-
tiplying with n. Note that this does not affect min-max robustification as presented in Theorem
4.1. For a given regularized regression problem, we can subsitute a predefined regularization
parameter value λl

n with an equivalent term nλ̃l by choosing λ̃l = λl/n.

4.4.1 Bias in Model Parameter Estimation

From Chapter 3, we know that all considered regularizations induce biased model parameter
estimates if λl

n > 0 for any l = 1, ..., d. In the presence of unknown measurement errors D, this
does not change. However, the level of bias additionally depends on D rather than only on
λ1

n, ..., λd
n. This is demonstrated on the example of the squared `2-regularization, since it allows

for a closed-form solution of the underlying optimization problem. As our primary concern in
this section are the regression coefficients, assume that the variance components κ are known.
Under this premise, we can restate the regularized ML problem (4.62) according to

β̂
`2
= argmin

β∈Rp

∥∥∥V−1/2[y− (X + D)β)]
∥∥∥2

2
+ nλn ‖β‖2

2

= argmin
β∈Rp

[y− (X + D) β]′ V−1 [y− (X + D) β] + nλnβ′β,
(4.63)

where X, D ∈ Rn×p are fixed quantities as in Section 4.1. Rearranging yields

β̂
`2
= argmin

β∈Rp
y′V−1y− 2y′V−1 (X + D) β + [(X + D) β]′ V−1 [(X + D) β] + nλnβ′β︸ ︷︷ ︸

:=Qβ

. (4.64)

For optimality, we need to compute the gradient ∇Qβ. It can be shown that

∇Qβ = −2y′V−1 (X + D) + 2β′ (X + D)′ V−1 (X + D) + 2nλnβ′. (4.65)
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By setting to zero, the equation

y′V−1 (X + D) = β′
[
(X + D)′ V−1 (X + D) + nλnIp

]
(4.66)

is obtained. Subsequently, by solving for β, the robust estimate

β̂
`2
=
[
(X + D)′ V−1 (X + D) + nλnIp

]−1
(X + D)′ V−1y (4.67)

is derived. Unbiasedness requires E(β̂) = β for some estimate β̂ of the unknown fixed quantity
β. Recall that the expectation depends on the probability distribution ξ under the model. In

order to study the bias of β̂
`2 , we need to calculate its expectation under the model:

E(β̂
`2
) = E

{[
(X + D)′ V−1 (X + D) + nλnIp

]−1
(X + D)′ V−1y

}
=
[
(X + D)′ V−1 (X + D) + nλnIp

]−1
(X + D)′ V−1E(y).

(4.68)

It is important to note how the unconditional expectation of the response vector E(y) is defined.
Recall that for the robust SAE models, we temporarily pretended that E(y) = (X+D)β to allow
for robustification via the artificial design matrix perturbations ∆. In reality, however, under
the model, the response is generated without measurement errors. Thus, we have E(y) = Xβ.
In this case, the expectation of the robust estimate is given by

E(β̂
`2
) =

[
(X + D)′ V−1 (X + D) + nλnIp

]−1
(X + D)′ V−1Xβ. (4.69)

In order to obtain E(β̂
`2
) = β, it would be required that[

(X + D)′ V−1 (X + D) + nλnIp

]−1
(X + D)′ V−1X = Ip. (4.70)

This is only the case when λn = 0 and D = 0n×p. Otherwise, β̂
`2 is biased. Recall from the

expectation of the ridge estimator in (3.13) that in the absence of measurement errors, the bias
only depends on λn. In our current setting, it further depends on D. Although, from Theorem
4.1, D = 0n×p implies λn = 0 when regularization is introduced for the sake of robustification.
In general, the bias increases with λn, which is accompanied by a larger feasible D. This holds
for the `1-regularization and the elastic net in similar fashion. However, for these penalties, the
bias cannot be stated explicitly, since they do not allow for a closed-form solution.

4.4.2 Consistency in Model Parameter Estimation

Hereafter, we study consistency in model parameter estimation. For this, we consider the so-
lution to the regularized ML problem (4.62), where both the regression coefficients β and the
variance parameters κ are estimated. It will be shown that in order to establish consistency,
additional assumptions on the regularization term and the measurement errors are required.
Although min-max robustification has been proposed as an estimation method that does not
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rely on measurement error assumptions, this step is necessary in order to control the asymptotic
behavior of D. For illustrative purposes, we temporarily denote the true value of the full pa-
rameter vector with θ∗. This is done because a neighborhood of the point in the parameter space
Θ is of special interest in the subsequent developments. Consistency is studied with respect
to the asymptotic behavior of ‖θ̂− θ∗‖2 for n → ∞, where θ∗ = (β∗′, κ∗′)′ ∈ Rp × (0, ∞)q∗+1.
We consider a deterministic model matrix X with a fixed covariate number p = p̄ < n. Thus,
the high-dimensional setting p > n is excluded. To the best of our knowledge, establishing
consistency in that case requires the covariance matrix of D to be known (Loh and Wainwright,
2012). This is avoided, since i) we want to limit measurement error assumptions to a minimum,
and ii) considering infinite numbers of covariates is not meaningful in SAE.

Asymptotic Perturbation Behavior
We start by elaborating on the role of the perturbations in the asymptotic behavior of the esti-
mator. It is necessary that ‖θ̂− θ∗‖2

p→ 0 as n → ∞. As mentioned ealier, this requires the reg-
ularization parameter to depend on the sample size. A necessary condition for consistency in
model parameter estimation is that λl

n → 0 as n → ∞ for all l = 1, ..., d. In the classical context
of regularized regression analysis, this is a reasonable assumption. Increasing sample sizes im-
prove the identifiability of a given model and solve problems like ill-posedness. However, from
the new perspective that regularization is a robustification, λl

n → 0 for all l = 1, ..., d further im-
plies that the error bound ∑d

l=1 ϕl ∑d
k=1 hl

k(βk) induced by the uncertainty set approaches zero
as well. Recall that this bound provides the maximum feasible noise that can be added to the
estimation problem. According to Theorem 4.1, robustness holds if g(∆γ) ≤ ∑d

l=1 ϕl ∑d
k=1 hl

k(γ)

for some γ ∈ Rp and ∆ ∈ Rn×p. Observe that the error bound is with respect to the total impact
of the perturbations on model parameter estimation. If g = `2, the total impact is measured by
‖∆γ‖2. This term does not depend on the sample size and does not become zero when drawing
new observations, provided that γ 6= 0p. For some new perturbation matrix ∆new ∈ Rnnew×p,
we have ‖(∆′, ∆new ′)′γ‖2≥ ‖∆γ‖2.

Fortunately, a simple reformulation of the uncertainty set U solves this problem. For the case
that g = `2, we redefine the uncertainty set to depend on the sample size according to

Un =

{
∆ ∈ Rn×p :

1
n
‖∆γ‖2 ≤

1
n

d

∑
l=1

ϕl
d

∑
k=1

hl
k(γ) for all γ ∈ Rp

}
. (4.71)

By the definition of the regularization term in (4.62), the connection between robustification
and regularized model parameter estimation is retained as U = Un. Further, by recalling the
original regularized regression problems (3.6), (3.17), and (3.34), we see that the dependency
on the sample size is natural. Still, the interpretation of the uncertainty set changes slightly.
While U provides an upper bound on the total impact of the perturbations, Un provides an
upper bound on the mean impact per observation. Despite this adjustment, it is not guaranteed
that the perturbations’ impact approaches zero as n → ∞. Consider the perturbation matrix
∆new ∈ Rnnew×p that corresponds to nnew > 0 observation pairs (ynew

ij , x̃new
ij ). Here, x̃new

ij ∈ R1×p

is a vector of potentially contaminated new covariate observations. These observations are
added to the initial sample (yinit

ij , x̃init
ij ) of size ninit > 0 with perturbation matrix ∆init ∈ Rninit×p.
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Without loss of generality, we study the asymptotic behavior of the perturbations starting with
a first draw k = 1 that yields the initial sample of size ninit

k > 0. Next, we draw nnew
k >

0 additional observations and pool them with the initial ones. In the next draw k = 2, the
previously pooled observations are the initial ones, and we draw yet another new observation
set. This is repeated for k→ ∞, leading to nk = (ninit

k + nnew
k )→ ∞. For arbitrary perturbations

∆new
k , the limit

lim
k→∞

1
ninit

k + nnew
k

∥∥∥∥(∆init
k
′
, ∆new

k
′
)′

γ

∥∥∥∥
2

with ∆init
k ∈ Rninit

k ×p, ∆new
k ∈ Rnnew

k ×p (4.72)

is not necessarily zero, provided that γ 6= 0p. At this point, we can conclude that the estimator
defined in (4.62) is not consistent in model parameter estimation for arbitrary perturbations.
Accordingly, given the uncertainty set (4.71), we need the assumption that limn→∞n−1‖∆γ‖2=

0. Hereafter, we demonstrate how the perturbations of newly drawn observations have to be
characterized in order to achieve this behavior. This is summarized in the subsequent lemma.

Lemma 4.2 Let ∆init
k ∈ Rninit

k ×p be an initial perturbation matrix in the k-th draw. Assume that a new
set of observations is drawn with perturbation matrix ∆new

k ∈ Rnnew
k ×p. If

lim
k→∞

1
ninit

k
‖∆init

k γ‖2 = 0

holds and for repeated draws k = 1, 2, ..., every new perturbation matrix satisfies

‖∆new
k γ‖2<

√
nnew

k (2ninit
k + nnew

k )

ninit
k

‖∆init
k γ‖2,

then
lim
k→∞

1
ninit

k + nnew
k

∥∥∥∥(∆init
k
′
, ∆new

k
′
)′

γ

∥∥∥∥
2
= 0.

Proof. We want to determine ∆new
k such that

1
ninit

k + nnew
k

∥∥∥∥(∆init
k
′
, ∆new

k
′
)′

γ

∥∥∥∥
2
<

1
ninit

k
‖∆init

k γ‖2.

This expression is equivalent to

1
ninit

k + nnew
k

√√√√ninit
k

∑
i=1

p

∑
l=1

(
∆init

kij γl

)2
+

nnew
k

∑
i=1

p

∑
l=1

(∆new
kil γl)

2 <
1

ninit
k

√√√√ninit
k

∑
i=1

p

∑
l=1

(
∆init

kil γl

)2
,

where ∆kil is the i-th element in the l-th column of ∆k, and γl is the l-th element of γ. This yields

1
(ninit

k + nnew
k )2

ninit
k

∑
i=1

p

∑
l=1

(
∆init

kij γl

)2
+

nnew
k

∑
i=1

p

∑
l=1

(∆new
kil γl)

2

 <
1

(ninit
k )2

ninit
k

∑
i=1

p

∑
l=1

(
∆init

kil γl

)2
,
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which can be rearranged to

1
(ninit

k + nnew
k )2

nnew
k

∑
i=1

p

∑
l=1

(
∆new

kij γl

)2
<

2nnew
k (ninit

k )−1 + (nnew
k )2(ninit

k )−2

(ninit
k + nnew

k )2

ninit
k

∑
i=1

p

∑
l=1

(
∆init

kil γl

)2
.

This is equivalent to

nnew
k

∑
i=1

p

∑
l=1

(
∆new

kij γl

)2
<

2nnew
k ninit

k + (nnew
k )2

(ninit
k )2

ninit
k

∑
i=1

p

∑
l=1

(
∆init

kil γl

)2
,

which directly implies

‖∆new
k γ‖2<

√
nnew

k (2ninit
k + nnew

k )

ninit
k

‖∆init
k γ‖2.

Since ∆new
k satisfies the upper expression for any k = 1, 2, ..., it follows that

lim
k→∞

1
ninit

k + nnew
k

∥∥∥∥(∆init
k
′
, ∆new

k
′
)′

γ

∥∥∥∥
2
= 0. �

Lemma 4.2 provides the condition under which drawing new observations will decrease the
mean impact of the perturbations on model parameter estimation. This is required for λn → 0
as n → ∞, while simultaneously obtaining robust estimates. With respect to practice, the
condition could be viewed that the number of contaminated observations increases at a smaller
rate than the uncontaminated. It may alternatively be interpreted that with increasing sample
size, the measurements become more accurate. For nnew

k = 1, we have

‖∆new
k γ‖2<

√
2nk + 1

nk
‖∆init

k γ‖2, (4.73)

where ∆new
k ∈ R1×p is the perturbation vector corresponding to the n + 1-th observation. In

that case, the mean impact on model parameter estimation converges to zero with order
√

n.

System of Assumptions
Some notation and several assumptions are introduced that are required in order to establish
consistency. For simplicity, assume that the area-specific response vectors yj ∈ y are iid. Note
that this can be seen as a natural consequence arising from the standardization of sample ob-
servations demonstrated in (3.2). Thus, we can state the negative log-likelihood

− L(β, κ) = Ln(β, κ) =
m

∑
j=1

log
[

f (yj; β, κ)
]

. (4.74)
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Note that Ln(β, κ) is convex in β and non-convex in κ. Assume λ1, ..., λd → 0 as n→ ∞. Define

An := max
k=1,...,p

{
d

∑
l=1

λl
n

∂hl
k(|β∗k |)
∂βk

: β∗k 6= 0

}
,

Bn := max
k=1,...,p

{
d

∑
l=1

λl
n

∂2hl
k(|β∗k |)
∂β2

k
: β∗k 6= 0

} (4.75)

as the maximum values of the first- and second-order derivatives with respect to all non-zero
elements of the regression coefficient vector at the true point β∗.

Assumption 1
The model is identifiable and the support of f (y; β, κ) is independent of the parameter θ =

(β′, κ′)′. The probability density f (y; β, κ) has first- and second-order derivatives with

E
(

∂ log( f )
∂(β, κ)

)
= 0p+q∗+1 (4.76)

and

I(β, κ) = E

[(
∂ log( f )
∂(β, κ)

)′ (∂ log( f )
∂(β, κ)

)]
= E

[(
∂2 log( f )
∂(β, κ)2

)]
. (4.77)

Assumption 2
The Fisher information matrix I(β, κ) is finite and positive definite at (β∗, κ∗).

Assumption 3
There exists an open subset of Θ containing (β∗, κ∗), on which f (y; β, κ) admits all its third-
order partial derivatives for almost all y that are uniformly bounded by some function with
finite expectation under the true value of the full parameter vector.

Assumption 4
Regarding the regularization term, Bn → 0 as n→ ∞.

Assumption 5
With respect to the perturbations, n−1‖∆β‖≤ n−1 ∑d

l=1 ϕl ∑
p
k=1 hl

k(βk) for any θ ∈ Θ with θ =

(β′, η′)′, and limn→∞‖∆β‖2= 0 hold.

Assumptions 1 to 3 are basic regularity conditions on ML estimation problems and satisfied by
the majority of common statistical models. See Lehmann and Casella (1998) for an overview.
Assumption 4 is a requirement for non-concave regularizations to ensure that the objective
value difference between a local minimizer and the true parameter value approaches zero
asymptotically. Since we have assumed that λ → 0 as n → ∞, this holds for all considered
regularizations. Assumption 5 is a technical requirement that can be viewed as the number of
contaminated observations rising at a slower rate than the correctly measured observations.

Theorem and Proof
Based on the presented system of assumptions, the following theorem can be stated.
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Theorem 4.2 Consider the model parameter estimation problem (4.62) under the Assumptions 1 - 3. If
λl

n → 0 for n→ ∞ and l = 1, ..., d, ∑d
l=1 λl

n ∑
p
k=1 hl

k(βk) satisfies Assumption 4, and the perturbations
obey Assumption 5, then there exists a local minimizer θ̂ = (β̂, κ̂) of Qθ, for which∥∥∥β̂− β∗

∥∥∥
2
= Op(n−1/2 + An), ‖κ̂− κ∗‖2= Op(n−1/2)

holds.

Proof. The proof is mainly based on Fan and Li (2001), as well as Ghosh and Thoresen (2018).
Define Ãn := n−1/2 + An. Choose any ε > 0. We have to show there exists a constant c > 0
such that

Pr
[

inf
θ̃∈Θ̃
Qθ

(
β∗ + Ãn β̃, κ∗ + n−1/2κ̃

)
> Qθ (β∗, κ∗)

]
≥ 1− ε, (4.78)

where θ̃ = (β̃
′, κ̃′)′ and Θ̃ is a sphere characterized by

Θ̃ =
{

θ̃ : ‖θ̃‖2= c for all θ̃ ∈ Rp × (0, ∞)q∗+1
}

.

If this is the case, then with probability at least 1− ε, there exists a local minimizer of Qθ(β, κ)

within the neighborhood of θ∗, which is defined by the ball

B =
{

β∗ + Ãn β̃, κ∗ + n−1/2κ̃ :
∥∥(β̃, κ̃

)∥∥
2 ≤ c

}
.

By Assumption 5, the ball has an equal radius for all ∆ ∈ Un with

Un =

{
∆ ∈ Rn×p :

1
n
‖∆γ‖2 ≤

1
n

d

∑
l=1

ϕl
p

∑
k=1

hl
k(γk) for all γ ∈ Rp

}
.

The location of the local minimizer within this neighborhood implies that it satisfies∥∥∥β̂− β∗
∥∥∥

2
= Op(n−1/2 + An), ‖κ̂− κ∗‖2= Op(n−1/2),

which subsequently establishes consistency.

Let us now prove (4.78). Define the objective function value difference

Dθ := Qθ

(
β∗ + Ãn β̃, κ∗ + n−1/2κ̃

)
−Qθ (β∗, κ∗) .

Assume that β∗k 6= 0, k = 1, . . . , s and β∗k = 0, k = s + 1, . . . , p. Since hl
k(βk) = 0 for βk = 0, it

follows that

Dθ =Ln

(
β∗ + Ãn β̃, κ∗ + n−1/2κ̃

)
− Ln (β∗, κ∗) + n

d

∑
l=1

λl
n

p

∑
k=1

[
hl

k(|β∗k + An β̃k|)− hl
k(|β∗k |)

]
≥Ln

(
β∗ + Ãn β̃, κ∗ + n−1/2κ̃

)
− Ln (β∗, κ∗) + n

d

∑
l=1

λl
n

s

∑
k=1

[
hl

k(|β∗k + An β̃k|)− hl
k(|β∗k |)

]
.
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Let ∇Ln(β, κ) be the gradient of Ln at point θ. Denote ∇βLn(β, κ) and ∇κLn(β, κ) as the com-
ponents corresponding to the fixed effect coefficients and the variance parameters, respectively.
Denote the Fisher information matrix in a segmented manner such that

I(β, κ) =

(
I11(β, κ) I12(β, κ)

I21(β, κ) I22(β, κ)

)
.

Here, I11(β, κ) is the component of dimension p× p that corresponds to the fixed effect coeffi-
cients. Likewise, I22(β, κ) is the component of dimension (q∗ + 1)× (q∗ + 1) that corresponds
to the variance components. From a Taylor series expansion of the right-hand side of Dθ, we
then obtain

Dθ ≥ Dθ,1 +Dθ,2 +Dθ,3 +Dθ,4,

where

Dθ,1 =Ãn∇βLn(β∗, κ∗)′ β̃ +
1
2

β′I11(β∗, κ∗)β̃nÃ2
n
(
1 + op(1)

)
,

Dθ,2 =n−1/2∇κLn(β∗, κ∗)′κ̃ +
1
2

κ̃′I22(β∗, κ∗)κ̃
(
1 + op(1)

)
,

Dθ,3 =β̃
′I12(β∗, κ∗)κ̃Ãnn−1/2 (1 + op(1)

)
,

Dθ,4 =n
d

∑
l=1

λl
n

s

∑
k=1

(
Ãn

∂hl
k(|β∗k |)
∂βk

sgn(β∗k)β̃k + Ã2
n

∂2hl
k(|β∗k |)
∂β2

k
β̃2

k(1 + op(1))

)
.

We now investigate the boundaries for the components of Dθ. Regarding Dθ,1, we have

n−1/2∇β(β∗, κ∗) = Op(1),

which implies that
Ãn∇βLn(β∗, κ∗)′ β̃ = Op(n1/2Ãn) = Op(nÃ2

n).

Accordingly, the first term of Dθ,1 is uniformly dominated by the second term of Dθ,1 within
‖β̃‖2= c1 for some suitably large chosen c1 > 0. For Dθ,2, we have

n−1/2∇κLn(β∗, κ∗) = Op(1),

which implies that
n−1/2∇κLn(β∗, κ∗)′κ̃ = Op(1).

Thus, the first term of Dθ,2 is uniformly dominated by the second term of Dθ,2 within ‖κ̃‖2= c2

for some suitably large chosen c2 > 0. Finally, Dθ,3 +Dθ,4 are bounded by

√
pÃnnAn

∥∥β̃
∥∥

2 + Ã2
nnBn

∥∥β̃
∥∥2

2 ,

which is again uniformly bounded by

d

∑
l=1

λl
n

s

∑
k=1

Ã2
n

∂2hl
k(|β∗k |)
∂β2

k
β̃2

k(1 + op(1))
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within ‖β̃‖2= c1 for some suitably large chosen c1 > 0. From Assumption 2 and 4, we can
conclude that (4.78) holds for c > c1 + c2 > 0. This completes the proof. �

It is important to understand the demonstrated theorem correctly. It shows that the proposed
robust estimation methods can always provide an estimator θ̂ that has the desired property.
However, in the light of the non-convexity of the underlying estimation problem, it does not
guarantee that this estimator is found in the process of model parameter estimation. Further,
the convergence rate of the fixed effect coefficient estimates depends on the rate with which
λl

n and subsequently n−1‖∆β‖2 approach zero. For instance, if regularization is achieved via
the LASSO, λl

n = O(n−1/2) for all l = 1, ..., d is required in order to achieve
√

n-consistency.
Based on Lemma 4.2, this requires the perturbations to obey (4.73). Whether this assumption is
suitable depends on the context of the application.

4.5 Simulation Study

In this section, the proposed robust estimation methods are evaluated numerically in a Monte
Carlo simulation study. We test both the robust unit-level and the robust area-level approach
to demonstrate their effectiveness in the presence of measurement errors.

4.5.1 Simulation Setup

For both models, we perform a Monte Carlo simulation with R = 500 iterations indexed by
r = 1, ..., R. Since the proposed methods rely on model-based inference, a model-based simu-
lation environment is implemented. This implies that the population U is viewed as a random
realization of a super population model characterized by the probability distribution ξ (see Sec-
tion 2.1.1). In terms of the simulation, this is achieved by drawing U from statistical models
that we specify later in this section. We use a deterministic design matrix setup. Hence, the
realizations of X are generated for the entire population once, and are subsequently held fixed
for all Monte Carlo iterations. However, the realizations of Y are generated individually in
each iteration, since they are influenced by the random components of the respective models
(random intercepts and error terms). Regarding the measurement errors, we proceed as for the
covariate realizations. The measurement error realizations are generated once and held fixed
afterwards. Nevertheless, the contamination is performed within different scenarios to test the
estimators under heterogeneous measurement error settings. All regularized regression tech-
niques from Section 4.2.1 are considered. Hereafter, we specify the simulation details for both
models individually, since they assume different data generating processes. The simulation is
performed via the statistics software R-Studio (RStudio Team, 2019).

Unit-Level Setup
Let XU = (X′U1, ..., X′Um[sc]

)′ denote the stacked matrix containing all population realizations of

X with XU j ∈ RNj×p for all j = 1, ..., m. The subscript [sc] indicates that m varies between
scenarios. The sample realization objects y ∈ Rn[sc]×1, X ∈ Rn[sc]×p are denoted as before. Here,
n[sc] varies between scenarios since n[sc] = ∑

m[sc]
j=1 nj. Let D[sc] ∈ Rn[sc]×p be the measurement

error matrix as described in Section 4.1. Note that it varies between scenarios due to size, but
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also in terms of distribution. The objective is to estimate the area-specific means of Y defined by
Ȳj = N−1

j ∑i∈Uj
yij for all j = 1, ..., m[sc]. We study the performance of the RBP under the robust

unit-level model in a setting where the sample data is contaminated, hence X̃[sc] = X + D[sc],
but the prediction data X̄U j = N−1

j ∑i∈Uj
xij is measured correctly for all j = 1, ..., m[sc]. The

sample S ⊂ U is drawn in accordance with Section 2.1.1. To simulate the randomization under
the proposed methods, the set of sample elements {i ∈ {1, ..., Nj} : i ∈ S} is determined once
and held fixed afterwards. The entire Monte Carlo simulation can be sketched as follows:

1. choose m[sc], nj = 2, Nj = 500, β = (2, 2, 2)′, µX = (2, 2, 2), ψ2 = 1, σ2 = 1

2. draw XU ∼ MVN(µX, I3) and D[sc] ∼ F(0p, ΣD[sc]), where F(·) is a distribution function

3. draw Sj ⊂ Uj with |Sj| = nj for all j = 1, ..., m[sc]

4. perform sample data contamination according to X̃[sc] = X + D[sc]

5. for r = 1, ..., R do

(a) draw v(r)j ∼ N(0, ψ2), e(r)ij ∼ N(0, σ2) for all i = 1, ..., Nj and j = 1, ..., m[sc]

(b) generate y(r)ij = x′ijβ + v(r)j + e(r)ij for all i = 1, ..., Nj and j = 1, ..., m[sc]

(c) calculate Ȳ(r)
j = N−1

j ∑i∈Uj
y(r)ij for all j = 1, ..., m[sc]

(d) perform Algorithm 4.1 on y(r) = (y(r)11 , ...., y(r)njm[sc]
)′ and X̃[sc] to obtain θ̂

(r)
Unit

(e) calculate the RBP µ̂
(r)
j using θ̂

(r)
Unit, X̄U j according to (4.20) for all j = 1, ..., m[sc]

(f) perform MSE estimation according to Algorithm 4.5

6. calculate performance measures based on r = 1, ..., R

Here, θ̂Unit = (β̂
′
, ψ̂2, σ̂2)′. The performance measures are defined at the end of this section.

The described simulation procedure is performed for the scenarios displayed in Table 4.1.

Sc m N j N nj n Measurement Error
A.1 50 500 25 000 2 100 D = 0n×3
A.2 100 500 50 000 2 200 D = 0n×3
B.1 50 500 25 000 2 100 D ∼ MVN(03, ΣDB)
B.2 100 500 50 000 2 200 D ∼ MVN(03, ΣDB)
C.1 50 500 25 000 2 100 D ∼ MVN(03, ΣDC)
C.2 100 500 50 000 2 200 D ∼ MVN(03, ΣDC)
D.1 50 500 25 000 2 100 D ∼ F(03, I3)
D.2 100 500 50 000 2 200 D ∼ F(03, I3)

TABLE 4.1: Overview of Simulation Scenarios, Robust Unit-Level Model

In the A-scenarios, there are no covariate measurement errors in the sample data. Thus, A.1
and A.2 are used as reference to study the impact of measurement errors on the estimation per-
formance in the other scenarios. In the B- and C-scenarios, the measurement error realizations
are symmetric and zero on expectation for each covariate. They are drawn from multivariate
normal distributions with covariance matrices as follows:
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ΣDB =

0.500 0.104 0.096
0.104 0.500 0.092
0.096 0.092 0.500

 , ΣDC =

0.500 0.261 0.257
0.261 0.500 0.214
0.257 0.214 0.500

 .

Observe that the C-scenarios contain a higher degree of error correlation between covariates.
Since the columns of XU are (approximately) orthogonal, this allows us to study the effect of
falsely induced correlation between covariates. For the D-scenarios, we implement asymmetric
measurement error distributions with expectation zero by defining

dijl = 2zijl − z̄ with zijl ∼ χ2(1.2) and z̄ =
1

3n

m[sc]

∑
j=1

∑
i∈Sj

3

∑
l=1

2zijl .

We evaluate the performance of the following methods:

• BHF: EBP under the BHF model (Section 2.2.1), via lme4 (Bates et al., 2019)

• L2: RBP under the unit-level model (Section 4.2.2) with uncertainty set (4.11)

• L1: RBP under the unit-level model (Section 4.2.2) with uncertainty set (4.13)

• EN: RBP under the unit-level model (Section 4.2.2) with uncertainty set (4.15), α = 0.5

Area-Level Setup
Unlike for the unit-level model, there is no distinction between sample data and population
data with respect to the covariates. We have one matrix X̄ = (X̄′1, ..., X̄′m[sc]

)′ of area-specific
covariate means with X̄j ∈ R1×p. Note that m[sc] varies between scenarios. This matrix is subject
to measurement errors in the sense that only ˜̄X[sc] = X̄+ D̄[sc] is observed. Here, D̄[sc] ∈ Rm[sc]×p

is a measurement error matrix (Section 4.2.3) that varies between scenarios. The objective is to
estimate the area-specific means of Y, which are generated by µj = X̄′jβ+ vj for all j = 1, ..., m[sc]

in accordance with Section 4.2.3. We obtain a set of unbiased estimators ̂̄YDir
= (̂̄YDir

1 , ..., ̂̄YDir
m[sc]

)′

by adding a sample error with area-specific variance parameter σ2
j to the original values in each

iteration. The variance parameters are drawn from a uniform distribution. The entire Monte
Carlo simulation can be sketched as follows:

1. choose m[sc], β = (2, 2, 2)′, µX = (2, 2, 2), ψ2 = 1

2. draw X̄ ∼ MVN(µX, I3) and D̄[sc] ∼ F(0p, ΣD[sc]), where F(·) is a distribution function

3. draw σ2
j ∼ Unif(30, 40) for all j = 1, ..., m[sc]

4. perform population data contamination according to ˜̄X[sc] = X̄ + D̄[sc]

5. for r = 1, ..., R do

(a) draw v(r)j ∼ N(0, ψ2), e(r)j ∼ N(0, σ2
j ) for all j = 1, ..., m[sc]

(b) generate µ
(r)
j = X̄′jβ + v(r)j for all j = 1, ..., m[sc]

(c) generate ̂̄YDir(r)
j = µ

(r)
j + e(r)j for all j = 1, ..., m[sc]

(d) perform Algorithm 4.3 on ̂̄YDir(r)
= (̂̄YDir(r)

1 , ..., ̂̄YDir(r)
m[sc]

)′ and ˜̄X[sc] to obtain θ̂
(r)
Area
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(e) calculate the RBP µ̂
(r)
j using θ̂

(r)
Area, ˜̄X[sc] according to (4.31) for all j = 1, ..., m[sc]

(f) perform MSE estimation according to Algorithm 4.6

6. calculate performance measures based on r = 1, ..., R

Here, θ̂Area = (β̂
′
, ψ̂2)′.The performance measures are defined at the end of this section. The

described simulation procedure is performed for the scenarios displayed in Table 4.2.

Sc m Measurement Errors
A.1 50 D = 0n×3
A.2 100 D = 0n×3
B.1 50 D ∼ MVN(03, ΣDB)
B.2 100 D ∼ MVN(03, ΣDB)
C.1 50 D ∼ MVN(03, ΣDC)
C.2 100 D ∼ MVN(03, ΣDC)
D.1 50 D ∼ F(03, I3)
D.2 100 D ∼ F(03, I3)

TABLE 4.2: Overview of Simulation Scenarios, Robust Area-Level Model

The scenarios are constructed in correspondence with the scenarios of the unit-level. For the
A-scenarios, there are no covariate measurement errors implemented to have a reference re-
garding the impact of measurement errors on the estimation performance in the other scenar-
ios. In the B- and C-scenarios, the measurement error realizations are symmetric and zero on
expectation for each covariate with the covariance matrices

ΣDB =

0.500 0.104 0.096
0.104 0.500 0.092
0.096 0.092 0.500

 , ΣDC =

0.500 0.261 0.257
0.261 0.500 0.214
0.257 0.214 0.500

 .

Again, the C-scenarios contain a higher degree of error correlation between the covariates to
study the effect of falsely induced correlation between covariates. For the D-scenarios, we
implement asymmetric measurement error distributions with expectation zero according to

djl = 2zjl − z̄ with zjl ∼ χ2(1.2) and z̄ =
1

3m[sc]

m[sc]

∑
j=1

3

∑
l=1

2zjl .

We evaluate the performance of the following methods:

• FH: EBP under the FH model (Section 2.2.2), via sae (Molina and Marhuenda, 2018)

• L2: RBP under the area-level model (Section 4.2.3) with uncertainty set (4.11)

• L1: RBP under the area-level model (Section 4.2.3) with uncertainty set (4.13)

• EN: RBP under the area-level model (Section 4.2.3) with uncertainty set (4.15), α = 0.5

Performance Measures
We define the performance measures that are used to evaluate the simulation results of both
models. Note that under the area-level setup, we have Ȳj = µj. The subsequent performance
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measures with respect to area statistic estimation are considered:

Bias (µ̂) =
1

m[sc]R
∑

m[sc]
j=1 ∑R

r=1

(
µ̂
(r)
j − Ȳ(r)

j

)
, MSE (µ̂) =

1
m[sc]R

∑
m[sc]
j=1 ∑R

r=1

(
µ̂
(r)
j − Ȳ(r)

j

)2
,

RBias (µ̂) =
1

m[sc]R
∑

m[sc]
j=1 ∑R

r=1

µ̂
(r)
j − Ȳ(r)

j

R−1 ∑R
r=1 Ȳ(r)

j

, RRMSE (µ̂) =
1

m[sc]R
∑

m[sc]
j=1 ∑R

r=1

√(
µ̂
(r)
j − Ȳ(r)

j

)2

R−1 ∑R
r=1 Ȳ(r)

j

.

(4.79)
Here, µ̄j = R−1 ∑R

r=1 Ȳ(r)
j . For model parameter estimation, let l = 1, ..., p + q∗ + 1 be the index

of all model parameters. For each θ̂l ∈ θ̂, we consider the following performance measures:

Bias
(

θ̂l

)
=

1
R

R

∑
r=1

(
θ̂
(r)
l − θ

(r)
l

)
, MSE

(
θ̂l

)
=

1
R

R

∑
r=1

(
θ̂
(r)
l − θ

(r)
l

)2
. (4.80)

Note that we do not consider relative measures for the model parameters, since they are con-
stant over all Monte Carlo iterations. Regarding MSE estimation, we look at

Mean
(

P̂MSE(µ̂)
)

=
1

m[sc]R
∑

m[sc]
j=1 ∑R

r=1 P̂MSE(µ̂(r)
j ),

RBias
(

P̂MSE(µ̂)
)

=
1

m[sc]R
∑

m[sc]
j=1 ∑R

r=1

P̂MSE(µ̂(r)
j )−MSE (µ̂)

MSE (µ̂)
.

(4.81)

4.5.2 Simulation Results

We analyze the simulation results of every model type and estimation problem individually.
We start with the unit-level results and then continue with the area-level results.

Unit-Level Results - Area Statistic Estimation
Table 4.3 and Table 4.4 display the results of area statistic estimation in terms of the performance
measures defined in (4.79). We see that the BHF estimator performs best in the A-scenarios with
respect to MSE and RRMSE. This implies that in the absence of measurement errors, unregu-
larized estimation obtains slightly better area statistic estimates than regularized estimation.
Yet, with approximately 4%, the efficiency advantage in terms of MSE is not very large. An
interesting observation is that bias and relative bias of the regularized methods are very small
in these cases. This seems counter-intuitive, as regularization commonly leads to biased esti-
mates. However, in the absence of measurement errors, the optimal λ-value determined by
regularization parameter tuning is very small. Therefore, the bias is negligible.
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Sc MSE.BHF MSE.L2 MSE.L1 MSE.EN Bias.BHF Bias.L2 Bias.L1 Bias.EN

A.1 0.3492 0.3643 0.3645 0.3644 0.0054 0.0018 0.0007 0.0013
A.2 0.3373 0.3499 0.3501 0.3501 -0.0019 -0.0163 -0.0168 -0.0165
B.1 1.6299 1.4897 1.4668 1.4783 -0.5589 -0.8059 -0.7913 -0.7986
B.2 1.9113 1.0565 1.0477 1.0521 -0.1222 -0.4823 -0.4729 -0.4776
C.1 1.9723 1.8275 1.7791 1.8031 -0.8188 -0.9634 -0.9408 -0.9502
C.2 1.3118 1.0231 1.0034 1.0132 -0.1138 -0.4019 -0.3761 -0.3891
D.1 44.0697 30.6866 31.7908 31.2651 -6.5409 -5.4531 -5.5536 -5.5060
D.2 23.4653 18.2867 19.4651 18.9053 -4.6544 -4.1642 -4.3037 -4.2379

TABLE 4.3: MSE and Bias of Area Statistic Estimation, Unit-Level Simulation

Sc RRMSE.BHF RRMSE.L2 RRMSE.L1 RRMSE.EN RBias.BHF RBias.L2 RBias.L1 RBias.EN

A.1 0.0392 0.0400 0.0400 0.0400 0.0004 0.0001 0.0001 0.0001
A.2 0.0387 0.0394 0.0394 0.0394 -0.0002 -0.0014 -0.0014 -0.0014
B.1 0.0853 0.0830 0.0823 0.0826 -0.0465 -0.0670 -0.0658 -0.0664
B.2 0.0897 0.0687 0.0684 0.0685 -0.0102 -0.0402 -0.0394 -0.0398
C.1 0.0933 0.0920 0.0906 0.0913 -0.0681 -0.0842 -0.0824 -0.0832
C.2 0.0761 0.0674 0.0667 0.0671 -0.0095 -0.0335 -0.0313 -0.0324
D.1 0.5438 0.4533 0.4617 0.4577 -0.5438 -0.4533 -0.4617 -0.4577
D.2 0.3879 0.3470 0.3587 0.3532 -0.3879 -0.3470 -0.3587 -0.3532

TABLE 4.4: RRMSE and RBias of Area Statistic Estimation, Unit-Level Simulation

In the remaining scenarios, the results are very different. First of all, we see that the presence
of measurement errors affects the general estimation accuracy considerably. The performance
of all estimators is impaired in terms of all considered measures. However, by studying MSE
and RRMSE, it becomes evident that the regularized methods have major efficiency advan-
tages over the unregularized BHF estimator. This is especially the case for the scenarios with
m[sc] = 100. Here, the MSE advantage of the regularized methods relative to the BHF estima-
tor ranges from approximately 17% to 45%. If we look at the difference in the relative bias for
unregularized and regularized estimation, we see that it changes between the scenarios with
m[sc] = 50 and m[sc] = 100. Overall, regularized estimation obtains more biased estimates.
Given the previous comments regarding the effects of regularization, this was expected. How-
ever, the difference in bias and relative bias between unregularized and regularized estimation
is much more significant for m[sc] = 100. At the same time, these are the scenarios where the
regularized approaches have the biggest MSE advantage relative to the BHF estimator. This
implies that the optimal regularization parameter value is higher than for the scenarios with
m[sc] = 50 in corresponding cases, which leads to a higher degree of robustness. The results
obtained under asymmetric errors in the D-scenarios are the worst for all estimators. Although,
the regularized methods perform considerably better than the BHF estimator. An interesting
observation is that in this case, bias and relative bias under regularization is smaller than with-
out regularization. Thus, if the error does not follow a normal distribution, regularization
actually achieves less biased results.

The numerical findings are visualized in Figure 4.1. Here, the densities of the relative de-
viations (µ̂

(r)
j − Ȳ(r)

j )/Ȳ(r)
j per scenario are plotted for the BHF estimator and the RBP with
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`1-regularization. The vertical lines display the corresponding means. We see that for sce-
nario A.2, the densities are very similar. However, for the other scenarios, the results of the
`1-regularized RBP are more efficient. Observe that for the BHF estimator, the expectations of
the relative deviations are closer to zero for the B- and C-scenarios. However, their variance is
much higher than for the `1-regularized predictor. This ultimately leads to the efficiency ad-
vantage of the regularized approach. In the D-scenarios, both expectation and variance of the
BHF estimator are worse than for the `1-regularized RBP.
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FIGURE 4.1: Density Plots of Area Statistic Estimation, Unit-Level Simulation

Unit-Level Results - Model Parameter Estimation
Table 4.5 and Table 4.6 contain the results of model parameter estimation in terms of the per-
formance measures defined in (4.80). Note that the results are averaged in the sense that

β̂l ≈ ̂̄β =
1

3R

R

∑
r=1

3

∑
l=1

β̂
(r)
l , κ̂l ≈ ̂̄κ =

1
2R

R

∑
r=1

2

∑
l=1

κ̂
(r)
l , (4.82)

since the true value of every element βl ∈ β is the same, while the true value of every κl ∈ κ is
equal as well. For the A-scenarios, the MSE of the β-estimates is very similar for all methods.
The regularized methods are slightly more biased, implying that they have a slightly smaller
variance. With respect to the κ-estimation, the BHF has a major MSE advantage in the A-
scenarios. However, in the presence of measurement errors, this changes considerably. The
regularized estimates of β are more efficient than the unregularized approach. Nevertheless,
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the MSE advantage in the B- and C-scenarios is with approximately 1% to 7% less than what
may have been expected from the area statistic estimation performance. In the D-scenarios, the
MSE advantage is much larger, which underlines the robustification effect.

Sc MSE.BHF MSE.L2 MSE.L1 MSE.EN Bias.BHF Bias.L2 Bias.L1 Bias.EN

A.1 0.0121 0.0119 0.0121 0.0120 0.0010 -0.0017 -0.0023 -0.0020
A.2 0.0055 0.0054 0.0056 0.0055 0.0000 -0.0069 -0.0072 -0.0071
B.1 0.1030 0.0956 0.0993 0.0983 -0.1417 -0.1475 -0.1447 -0.1461
B.2 0.0265 0.0259 0.0263 0.0261 -0.1048 -0.0963 -0.0945 -0.0954
C.1 0.1052 0.1020 0.1037 0.1029 -0.1938 -0.2041 -0.2001 -0.2021
C.2 0.0429 0.0402 0.0424 0.0415 -0.0694 -0.0817 -0.0769 -0.0793
D.1 2.7469 1.2511 1.2524 1.2517 -1.6563 -1.1109 -1.1113 -1.1111
D.2 1.9214 0.7716 0.7705 0.7711 -1.3809 -0.8521 -0.8508 -0.8515

TABLE 4.5: MSE and Bias of β-Estimation, Unit-Level Simulation

Sc MSE.BHF MSE.L2 MSE.L1 MSE.EN Bias.BHF Bias.L2 Bias.L1 Bias.EN

A.1 0.0682 0.1187 0.1188 0.1188 0.0075 0.0225 0.0226 0.0225
A.2 0.0348 0.0630 0.0631 0.0631 -0.0160 -0.0025 -0.0024 -0.0025
B.1 35.4262 19.8401 19.8408 19.8397 4.1078 2.8776 2.8777 2.8776
B.2 21.2481 14.9615 14.9776 14.9693 3.6804 2.4686 2.4701 2.4693
C.1 68.7378 37.5450 37.6474 37.5929 5.7274 4.0648 4.0707 4.0676
C.2 62.3203 34.7138 34.7781 34.7439 5.4075 3.9030 3.9069 3.9048
D.1 4843.4584 906.1534 955.6733 930.1044 54.9696 21.0647 21.6175 21.3333
D.2 2536.3616 702.7282 735.5817 720.7951 42.5193 18.5075 18.9251 18.7376

TABLE 4.6: MSE and Bias of κ-Estimation, Unit-Level Simulation

A very interesting finding is that regularization stabilizes the variance component estimation
considerably in the presence of measurement errors. The results of the κ-estimation are much
better for the regularized methods than for the unregularized approach in terms of MSE and
bias. This is surprising, as the considered regularization terms contain the regression coeffi-
cients only. Especially in the D-scenarios, the MSE advantage ranges from 71% to 81%. By
looking at the bias, the variance components are significantly less overestimated. This has ma-
jor implications with respect to the shrinkage behavior of the corresponding predictors. For a
given Monte Carlo iteration r, the area-specific shrinkage factor of the unit-level predictors is
defined as γ̂

(r)
j = ψ̂2(r)/(ψ̂2(r) + σ̂2(r)/nj). Within the simulation, we average it over the areas

according to γ̄(r) = m−1
[sc] ∑

m[sc]
j=1 γ̂

(r)
j . In Figure 4.2, we see box plots of the distribution of γ̄(r) per

scenario over iterations r = 1, ..., R for BHF and L1. Recall from the unit-level simulation setup
that the measurement errors only affect the sample data X̃, but not the prediction data X̄U .
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FIGURE 4.2: Box Plots of Shrinkage Factors, Unit-Level Simulation

In the upper figure, we see that the tendencies with respect to γ̄(r) over scenarios are similar
for BHF and L1. In scenario A.2, the sample data is not contaminated, leading to a reasonable
amount of weight on the sample component within the predictors (2.52) and (4.20). In the
presence of measurement errors structured as in B.2 and C.2, the model variance parameter σ2

is overestimated. This draws the shrinkage factor towards zero. As a result, a higher weight
is set on the non-contaminated component X̄′Uβ, which is desirable in this context. However,
in the D.2-scenario, the unregularized approach overestimates the random effect variance ψ2

rather than the model variance σ2. Accordingly, the shrinkage factor is drawn towards one and
the predictions are dominated by the contaminated sample data. For the `1-regularized RBP,
the latter effect is not as strong as for the BHF estimator. This explains the MSE advantage of
the regularized methods in terms of area statistic estimation for these cases. Further, observe
that the variation of the shrinkage factor over Monte Carlo iterations within the scenarios B.2,
C.2, and D.2 is much smaller for L1 than for BHF. This further underlines the stabilizing effect
of regularization in this context and explains the MSE advantage of corresponding methods.

Unit-Level Results - MSE Estimation
Table 4.7 shows the results of the D1-Jackknife approach in Algorithm 4.5 applied within the
unit-level simulation setup. Recall that the proposed procedure does not provide estimates of
MSE(µ̂) in the sense of (4.79). Instead, it quantifies a PMSE as estimated upper MSE bound
under a given level of uncertainty. This has implications with respect to the interpretation of
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the subsequent results. In general, we see that the D1-Jackknife is sensitive towards the mag-
nitude of the measurement errors within each scenario. By looking back at Table 4.3, we see
that the MSE of area statistic estimation grows monotonously for a given m[sc] from the A-
scenarios to the D-scenarios. This loss in accuracy is reflected by the results of MSE estimation
as well. However, the overall numerical level of the MSE estimates are much higher than the
actual Monte Carlo MSE defined in (4.79). This holds in particular for the B-scenarios and C-
scenarios, where the measurement error is symmetric. Here, the overestimation ranges from
598% to approximately 1788%. This is due to the fact that the error bound (4.44) induced by
min-max robustification does not account for any distribution properties of the perturbations.
The error bound considers a worst-case scenario in the sense that the total impact of the pertur-
bations on model parameter estimation stems from a single area. With this, the symmetry of
the measurement error distribution over sample elements within our setting is ignored. In the
D-scenarios, where the measurement error is asymmetrically distributed, the MSE estimates
are relatively accurate compared to the previous results. Still, a tendency to overestimation is
visible, especially for D.2. This may indicate that with increasing sample size, the asymmetry
of the error over the observations does affect area statistic estimation as much as for smaller
samples. Thus, the worst-case bound is too conservative again in this setting.

Sc Mean.L2 Mean.L1 Mean.EN RBias.L2 RBias.L1 RBias.EN

A.1 1.5615 1.5601 1.5435 3.2863 3.1984 3.2418
A.2 1.0435 1.0462 1.0447 1.9626 1.9559 1.9589
B.1 13.9928 14.2037 14.0962 8.5604 8.2719 8.4137
B.2 7.3367 7.3328 7.3352 6.0299 5.9783 6.0045
C.1 19.2111 19.5739 19.3895 8.1884 7.8116 7.9974
C.2 18.8055 19.0087 18.9061 17.8810 17.3006 17.5885
D.1 30.6314 30.9158 33.1137 -0.0018 0.0075 0.0602
D.2 30.1524 31.4484 34.9924 0.5489 0.7197 0.8508

TABLE 4.7: Mean and RBias of MSE Estimation, Unit-Level Simulation

Area-Level Results - Area Statistic Estimation
Table 4.8 and Table 4.9 display the results of area statistic estimation for the area-level setup in
terms of the performance measures defined in (4.79). Unlike in the unit-level setup, the unreg-
ularized approach does not perform best in the A-scenarios in terms of MSE and RRMSE. All
regularized predictors achieve better results for these cases. A possible explanation for this is
that the area-level model has a sampling error on the response variable by regressing a design-
unbiased estimator on the covariates. Thus, even if there is no auxiliary data contamination,
the regularization serves as robustification due to intrinsic noise within the model. Another
difference to the unit-level results is that we see a clear performance hierarchy with respect to
the RBPs. While in Table 4.3 all regularized approaches performed similarly, the current setup
is dominated by the squared `2-regularization. With a MSE advantage of up to 17% relative
to the unregularized FH estimator, it obtains the best results for all considered scenarios. Re-
call from Section 3.1.2 that ridge regression shrinks the regression coefficient estimates towards
each other. This behavior is advantageous in the current setup as the individual elements of β

have the same values. The fact that L2 did not dominate the unit-level setup might be because
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the prediction performance was driven by the variance components.

Sc MSE.FH MSE.L2 MSE.L1 MSE.EN Bias.FH Bias.L2 Bias.L1 Bias.EN

A.1 3.5460 2.9050 3.3126 3.0555 -0.0069 -0.5186 -0.2263 -0.4770
A.2 2.2482 1.9847 2.2212 2.0369 -0.0185 -0.4267 -0.2464 -0.3666
B.1 9.9506 8.8538 9.4396 9.0122 -0.4671 -0.9970 -0.8452 -0.9732
B.2 6.7280 6.3555 6.5580 6.4071 -0.3493 -0.6875 -0.6039 -0.6674
C.1 9.5221 8.4930 9.0304 8.6246 -0.4212 -0.9255 -0.7962 -0.9099
C.2 10.6527 10.2221 10.4668 10.2817 -0.7060 -1.0710 -1.0041 -1.0607
D.1 23.4651 23.3191 23.4058 23.3581 -1.7070 -1.9422 -1.9259 -1.9365
D.2 23.4007 23.2951 23.3214 23.3040 -1.6647 -1.7850 -1.7842 -1.7865

TABLE 4.8: MSE and Bias of Area Statistic Estimation, Area-Level Simulation

Sc RRMSE.FH RRMSE.L2 RRMSE.L1 RRMSE.EN RBias.FH RBias.L2 RBias.L1 RBias.EN

A.1 0.1240 0.1139 0.1206 0.1165 -0.0006 -0.0437 -0.0191 -0.0402
A.2 0.1003 0.0955 0.1002 0.0965 -0.0016 -0.0365 -0.0211 -0.0314
B.1 0.2116 0.1984 0.2050 0.2002 -0.0394 -0.0841 -0.0713 -0.0821
B.2 0.1771 0.1719 0.1747 0.1726 -0.0299 -0.0588 -0.0517 -0.0571
C.1 0.2097 0.1983 0.2045 0.1998 -0.0355 -0.0780 -0.0671 -0.0767
C.2 0.2235 0.2189 0.2218 0.2196 -0.0604 -0.0917 -0.0859 -0.0908
D.1 0.3288 0.3286 0.3292 0.3289 -0.1439 -0.1638 -0.1624 -0.1633
D.2 0.3324 0.3320 0.3323 0.3321 -0.1425 -0.1528 -0.1527 -0.1529

TABLE 4.9: RRMSE and RBias of Area Statistic Estimation, Area-Level Simulation

An interesting observation is that while L2 produces the smallest MSE and RRMSE, it also
shows the largest bias and relative bias. This indicates the optimal λ-value obtained from reg-
ularization parameter tuning is particularly high for L2 relative to the other approaches. Since
a higher λ-value induces a stronger shrinkage of the regression coefficient estimates towards
each other, this makes sense as the true underlying structure of β is smooth. However, when
looking at the D-scenarios, the overall performance differences between all considered meth-
ods are not as strong anymore. This is due to the fact that in the case of asymmetric errors, the
estimated statistical models lacks explanatory power and the prediction is dominated by the
design-unbiased direct estimator. The findings are visualized in Figure 4.3. Here, the relative
deviations (µ̂

(r)
j − µ

(r)
j )/µ

(r)
j per scenario are plotted for the FH estimator and the RBP with

`2-regularization. We see that the `2-regularized RBP is always more efficient than the FH esti-
mator. The corresponding probability mass is always more concentrated around zero. Another
interesting observation is that due to the design-unbiased estimator as response variable, the
bias of area statistic estimation is relatively similar for both methods. Since the results in D.1
are dominated by the direct estimator, the bias induced by the asymmetric measurement errors
is not as severe as in the unit-level setup.
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FIGURE 4.3: Density Plots of Area Statistic Estimation, Area-Level Simulation

Area-Level Results - Model Parameter Estimation
Table 4.10 and Table 4.11 contain the results of model parameter estimation in terms of the per-
formance measures defined in (4.80). Note that the results of the β-estimation are averaged
according to (4.82). With respect to the variance components, averaging over vector elements
is not necessary since κ = ψ2 within the area-level model. Unlike for the unit-level setup, the
MSE of the β-estimates are smaller for the RBPs than for the FH estimator in the A-scenarios.
Observe that the MSE advantages vary strongly between regularizations. While L2 is 52% more
efficient in A.2, L1 shows an advantage of only about 0.3%, which is negligible. EN lies between
these ranges, which was expected since we have defined an equal weighting between the com-
ponents with α = 0.5. In the B- and C-scenarios, the MSE advantage of the `1-regularization
becomes slightly larger. However, significant efficiency gains are only achieved by the squared
`2-regularization and the elastic net. An interesting observation is that in the D-scenarios, the
MSE of β-estimation is larger for the regularized approaches than for unreguarlized estimation.
With the sampling error on the response variable and the asymmetric error on the covariates,
the overall error magnitude is too high. As a result, the statistical relation between µ and X
is almost not identifiable, which draws the unregularized regression coefficient estimates to-
wards zero. If in that case additional shrinkage is induced by means of regularization, the
results with respect to β-estimation are further impaired. Although, by recalling the results of
area statistic estimation in Table 4.8, we see that the prediction performance is still superior.
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Sc MSE.FH MSE.L2 MSE.L1 MSE.EN Bias.FH Bias.L2 Bias.L1 Bias.EN

A.1 0.4149 0.2206 0.4140 0.2806 -0.0008 -0.0934 -0.0400 -0.0859
A.2 0.2946 0.1422 0.2938 0.1892 -0.0015 -0.0789 -0.0455 -0.0678
B.1 0.3784 0.2154 0.3762 0.2634 -0.1528 -0.2467 -0.2173 -0.2420
B.2 0.2846 0.1680 0.2739 0.1978 -0.1420 -0.2111 -0.1899 -0.2057
C.1 0.4560 0.2535 0.4535 0.3121 -0.1085 -0.1998 -0.1740 -0.1964
C.2 0.2918 0.1592 0.2803 0.1922 -0.1277 -0.2018 -0.1803 -0.1968
D.1 0.7431 0.8033 0.8060 0.8060 -0.7856 -0.8424 -0.8348 -0.8398
D.2 0.8646 0.8806 0.9021 0.8911 -0.7864 -0.8251 -0.8223 -0.8248

TABLE 4.10: MSE and Bias of β-Estimation, Area-Level Simulation

Sc MSE.FH MSE.L2 MSE.L1 MSE.EN Bias.FH Bias.L2 Bias.L1 Bias.EN

A.1 30.1133 19.2641 16.9827 18.7795 2.4995 1.5418 1.3207 1.4873
A.2 14.1008 10.7848 9.9633 10.4392 1.4906 1.0490 0.9198 0.9881
B.1 135.1269 98.8710 93.1163 97.2018 8.5500 6.8837 6.5553 6.7893
B.2 57.8033 46.4456 44.7824 45.8796 5.4925 4.6653 4.5148 4.6156
C.1 117.0781 82.8646 78.5165 81.6470 7.8309 6.1658 5.8793 6.0825
C.2 143.7830 122.1389 118.3715 121.0158 10.2644 9.3000 9.1069 9.2406
D.1 3843.3890 3198.2395 3183.9327 3191.8031 60.1770 54.7883 54.6631 54.7320
D.2 4314.3290 3959.9301 3953.4411 3957.5313 64.9179 62.1745 62.1235 62.1557

TABLE 4.11: MSE and Bias of ψ2-Estimation, Area-Level Simulation

For variance component estimation, the regularized approaches obtain better results overall.
Both the variation of parameter estimates and the overestimation tendency with respect to
ψ2 is smaller than for unregularized estimation. Here, the best performance is achieved by
L1. Its MSE advantage relative to FH ranges from 8% to 44%. The efficiency gains of the
other RBPs are similar in tendency, but overall slightly smaller. Recall that for a given Monte
Carlo iteration r, the area-specific shrinkage factor of the area-level predictors is defined as
γ̂
(r)
j = ψ̂2(r)/(ψ̂2(r) + σ2

j ). Within the simulation, we average it over the areas as demonstrated
in the unit-level setup. The results of variance component estimation obtain an interesting pic-
ture with respect to the shrinkage behavior. This is depicted in Figure 4.4. We see that the
overall shrinkage trend is similar for both L1 and FH. In the absence of measurement errors,
the shrinkage factor is close to zero in both cases. The result was expected, since the statis-
tical model has good explanatory power and the direct estimators have large variance. After
covariate contamination, the shrinkage factor increases and more weight is put on the design-
based component. However, the increase in weight is larger for FH than for L1. While the
mean shrinkage factor over Monte Carlo iterations for the `1-regularized RBP is at 0.1564 and
0.14475 for B.1 and C.1, it is 0.1911 and 0.1793 for the FH estimator. Accordingly, the L1 relies
more on the model-based component as a result of robustification. In scenario D.1, the mean
shrinkage factor for L1 and FH is 0.6035 and 0.6262, respectively. In this case, the predictions of
both methods are considerably influenced by the design-component. Although, compared to
the unit-level results, the effect is not so strong. The shrinkage factor of BHF was close to one
in the D-scenarios. This is due to the fact that the response variable for the area-level model is
subject to sampling errors, while it is measured correctly in the unit-level model.



Chapter 4. Robustness against Unknown Covariate Measurement Errors 105

0.
0

0.
2

0.
4

0.
6

L1-RBP, Scenarios A.1 - D.1
0.

0
0.

2
0.

4
0.

6

FH-EBP, Scenarios A.1 - D.1

A.1 B.1 C.1 D.1

A.1 B.1 C.1 D.1

M
ea

n 
Sh

rin
ka

ge
 F

ac
to

r
M

ea
n 

Sh
rin

ka
ge

 F
ac

to
r

FIGURE 4.4: Box Plots of Shrinkage Factors, Area-Level Simulation

Area-Level Results - MSE Estimation
Table 4.12 shows the results of the D1-Jackknife approach in Algorithm 4.6 applied within the
area-level simulation setup. As for the unit-level, the proposed procedure does not provide es-
timates of MSE(µ̂) in the sense of (4.79), but quantifies a PMSE as estimated upper MSE bound.
We see that the D1-Jackknife is sensitive with respect to the magnitude of the measurement
errors of each scenario. This has already been observed for the D1-Jackknife on the unit-level
data. However, on the area-level the overall magnitude of the MSE is not as strongly overes-
timated as on the unit-level. The overestimation in terms of the relative bias ranges from ap-
proximately 1% to 228%. This is considerably less than for the unit-level setup. An explanation
for this is that the area-specific sampling variances of the direct estimators are known. Recall
that for increasing levels of covariate contamination, the shrinkage factor is such that more
and more weight on the design-component is placed. In these cases, a considerable share of
the RBP’s MSE is directly observable and does not have to be estimated. This argument is sup-
ported by the observation that the largest overestimations can be seen in the A-scenarios. Here,
the predictions are primarily determined by the model-based component. The corresponding
relative bias ranges from 94 to 228%. In the C-scenarios, the overestimation is only between
10% and 30%. Overall, the relative bias is smallest for the `1-regularized RBP, especially for the
scenarios with m[sc] = 50.
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Sc Mean.L2 Mean.L1 Mean.EN RBias.L2 RBias.L1 RBias.EN

A.1 6.4482 6.4079 6.4232 1.2347 0.9439 1.1081
A.2 6.4307 6.3847 6.4023 2.2778 1.8557 2.1093
B.1 10.1818 10.1258 10.1468 0.0560 0.0108 0.0355
B.2 9.3978 9.3399 9.3625 0.4122 0.3632 0.3910
C.1 10.3693 10.3219 10.3387 0.1411 0.1007 0.1233
C.2 13.4231 13.3537 13.3819 0.2649 0.2362 0.2521
D.1 28.4527 28.4363 28.4434 0.2083 0.2061 0.2072
D.2 30.4458 30.4104 30.4266 0.2978 0.2955 0.2966

TABLE 4.12: Mean and RBias of MSE Estimation, Area-Level Simulation

4.6 Conclusive Remarks

The contents of the chapter are summarized and discussed critically hereafter. We also provide
an outlook on future research regarding robust SAE in the presence of measurement errors.

With respect to the methodological challenges described in Section 1.1, the objective was to
develop a technique that allows for robust small area estimates from contaminated covariate
observations. Given existing literature on this topic, a special emphasis was placed on the
condition that the respective method would not rely on restrictive distribution assumptions re-
garding the measurement error. In the light of these requirements, min-max robustification was
proposed as solution to corresponding issues. We were able to show that regularized model
parameter estimation is equivalent to robust loss minimization under unobserved design ma-
trix perturbations. The result is widely applicable and holds for a broad range of regression
models. An important implication of this connection is that for a chosen regularization param-
eter value λ, the optimal solution to a given estimation problem is robust against measurement
errors of a certain magnitude – regardless of their distribution. This was subsequently used
to derive robust versions of basic small area models that usually do not account for covariate
contamination. Within the theoretical framework that arises from min-max robustification, we
could further derive a method for uncertainty measurement despite unobserved measurement
errors. In addition to that, we could establish consistency in model parameter estimation un-
der some assumptions on the asymptotic perturbation behavior. The effectiveness of the robust
estimation methods were subsequently demonstrated in a simulation study.

The theoretical and numerical findings of this chapter suggest that min-max robustification
marks a useful extension to the robust SAE literature. Nevertheless, there are some remain-
ing questions regarding the empirical applicability of these methods to real-world data. The
equivalence of regularized model parameter estimation and robust loss minimization arises
from optimization theory as well as algebraic reasoning. It is therefore of general nature and
can be applied to various data constellations. However, the demonstrated properties of the
RBPs have been obtained in a model-based inference environment. Likewise, the results of
the simulation study are with respect a reality that is generated by statistical models. Corre-
sponding settings represent only simplified and stylized reflections of real-world applications.
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Therefore, the performance of the RBPs has to be further evaluated under more realistic con-
ditions, such as real survey data. To the best of our knowledge, there are only a few studies
of regularized regression estimators on survey data, for instance by Park and Yang (2008). The
drawback of the current research in this field is that obtained results are limited to LMs. They
do not consider LMM structures, which limits their relevance for SAE theory.

Another remaining issue is the choice of the regularization term. In the light of Chapter 3, the
regularization is usually determined depending on the nature of the solution the researcher
desires. This accompanied by assumptions with respect to the true underlying model struc-
ture, such as sparsity or smoothness. From the simulation results within the area-level setup,
we learned that in specific models and error settings, some regularizations achieve better re-
sults than others. Naturally, this raises the question whether there is an optimal regularization
term for a given measurement error distribution. By now, there is no established methodol-
ogy that determines an efficient regularization conditional on covariate contamination. Beside
the standard cross-validation methods, there are only a few attempts with respect to finding a
data-driven uncertainty set under min-min robustification (Ning and You, 2017). For min-max
robustification, we are not aware of any legitimate contributions. The previous problem has
also implications regarding MSE estimation. In the unit-level results, we saw that the error
bound derived under min-max robustification may be far too conservative when the underly-
ing error distribution is symmetric. Depending on the level of overestimation, this can make
the proposed uncertainty measurement methodology redundant in real-world applications. As
consequence, further research must be conducted on how the D1-Jackknife can be modified to
provide more suitable results under specific measurement error assumptions.
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Chapter 5

Combination of Unit- and Area-Level
Covariate Data

This chapter is concerned with the second methodological challenge introduced in Section 1.1,
which is the combination of multiple auxiliary data sources for SAE. Hereafter, we derive a
novel formulation of a unit-level LMM that allows for the consideration of both unit- and area-
level covariates. We will refer to it as the combined multi-level linear mixed model (CMLMM).
Unlike the basic SAE models introduced in Section 2.2, the CMLMM borrows strength not only
from unit-level responses and auxiliary variables from different areas. It also borrows strength
from different levels by additionally including area-level auxiliary variables. The individual
covariate observations are regularized by level-specific penalty terms in the process of model
parameter estimation. It is demonstrated that this approach solves several problems that oc-
cur in the use of multi-level data for SAE. We further prove that the proposed methodology
allows for consistency in both model parameter estimation and variable selection. The chap-
ter is structured as follows. In Section 5.1, we provide a motivation of the proposed model
and explain why regularization through level-specific penalty terms is helpful for multi-level
data usage. In Section 5.2, the CMLMM is described. We elaborate on the model formulation
and prediction theory. Further, a novel algorithm to estimate the multi-level model parameters
under level-specific regularization is presented. Section 5.3 deals with mean squared error esti-
mation for area statistic estimates obtained from the CMLMM. In Section 5.4, we study several
statistical properties of the proposed estimation method. In Section 5.5, the methodology is
tested in a Monte Carlo simulation study to demonstrate its effectiveness. Section 5.6 closes
with some conclusive remarks.

5.1 Motivation and Background

The efficiency gain of small area estimators relative to direct estimators is determined by the
explanatory power of a statistical model the researcher assumes. In SAE, corresponding mod-
els are typically specified on either unit- or area-level auxiliary data. For some applications,
essential information relevant for the modelling of area statistics may be found on both levels.
Consider the estimation of area-specific prevalence with respect to some cardiovascular dis-
ease, such as diabetes mellitus or hypertension. Here, the researcher may use unit-level survey
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observations of health- and lifestyle-related characteristics as covariates (Husain, Ansari, and
Ferder, 2014). However, he could additionally consider area-level indicators of social depriva-
tion or economic activity (Leng et al., 2015). Such information may be found in a context-related
register. With this extended covariate data basis, the unit-level observations are augmented by
additional figures that are relevant for area-level prevalence estimation. This increases the ex-
planatory power of the statistical model and likely obtains more accurate results.

The joint usage of unit- and area-level auxiliary data is not as well-established in the SAE lit-
erature. Some small area models use unit-level data while accounting for heterogeneity in
the fixed effects on the area-level, as demonstrated by Moura and Holt (1999). This marks an
important generalization of the BHF model, which considers functional differences between
areas only via random intercepts. Still, the approach is not a real combination of unit- and
area-level data. The additional explanatory power simply stems from accounting for random
deviations of unit-level fixed effects on the area-level. Twigg, Moon, and Jones (2000) propose
a multi-level model to include both individual and ecological components for the prediction of
health-related behavior. However, their method is based on a sequential procedure that speci-
fies a model on one data set first, and then applies it in conjunction to another. This requires the
assumed model to be very basic and does not allow for complex specifications. A more sophis-
ticated approach was developed by Ghosh and Steorts (2013). The authors derive a two-stage
benchmarking method that combines unit- and area-level data within a uniform weighted least
squares loss function while calibrating weighted means at both levels against external margins.

In general, the consideration of both levels within a unified model is accompanied by several
technical issues. A major challenge is that model parameters have to be estimated on both
levels simultaneously. Since SAE settings are characterized by small samples, the increased
number of parameters reduces the degrees of freedom considerably. As a result, the variance
of model parameter estimation can increase beyond acceptable levels. In that case, the effi-
ciency advantage over direct estimators vanishes due to unstable model predictions. Further,
unit- and area-level data tends to have heterogeneous distributional characteristics. For ex-
ample, the correlation structure between two variables can vary when analyzed on different
levels (Clark and Avery, 1976). Thus, observations from respective levels should not be treated
equally in terms of variable selection or model parameter estimation. Further, unit- and area-
level auxiliary data is often subject to different types of measurement errors. While unit-level
data may be contaminated from the provision of incorrect information, area-level data can be
uncertain since its values have been estimated. As demonstrated in Chapter 4, ignoring corre-
sponding contamination can affect the estimation performance considerably. And finally, data
availability is usually different for unit- and area-level observations. Unit-level data is typically
subject to confidentiality restrictions and therefore hard to obtain. Area-level data is often less
sensitive and can be retrieved from public registers.

Accordingly, a combined unit- and area-level model should (i) be able to provide efficient
model parameter estimates with few degrees of freedom, (ii) allow for an adaptive considera-
tion of both levels, (iii) be robust against different kinds of measurement errors, and (iv) be able
to deal with different data availability settings. We propose a novel formulation of a unit-level
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LMM that allows for the consideration of both unit- and area-level covariates via level-specific
regularization to solve these problems. The term level-specific regularization refers to regularized
maximum likelihood estimation where the fixed effects on each level are regularized individ-
ually. For regularization, we consider level-specific versions of the squared `2-norm (Section
3.1), the `1-norm (Section 3.2), and the elastic net (Section 3.3). With respect to (i), level-specific
regularizations allow for high-dimensional inference and stabilize parameter estimates despite
a lack of degrees of freedom. Regarding (ii), level-specific regularizations mark a simple ap-
proach to treat unit- and area-level data differently for model parameter estimation. By using
sparsity inducing penalty terms, even level-specific variable selection can be conducted. Con-
sidering (iii), we can conclude from Theorem 4.1 that level-specific regularization is equivalent
to multi-level robustification. And regarding (iv), the regularization parameter on each level
can be defined depending on the number of covariates for each level. For a larger number of
covariates, the researcher may choose a larger λ-value. In what follows, the technical details of
this novel model formulation are described and analyzed.

5.2 Combined Multi-Level Linear Mixed Model

In this section, we introduce the CMLMM as a subclass of LMMs. First, we demonstrate the
model formulation and prediction. Next, model parameter estimation and the corresponding
algorithm are presented. Thereafter, we elaborate on regularization parameter tuning in the
multi-level context. The objective is to estimate the area-specific mean of Y defined in (2.41).

5.2.1 Formulation and Prediction

This section draws from Burgard, Krause, and Münnich (2019), unless noted differently. Recall
the LMM setting and the variable definitions from Section 2.1.1. We assume that two covari-
ate sources are available: a survey with unit-level data, and a register with area-level data.
Note that the observations contained in these sources are not required to correspond to a set
of common variables by any means. We simply have a set of unit-level covariates, and a set
of area-level covariates. Let XUnit

j ∈ Rnj×pUnit
be the fixed effect design matrix of unit-level

observations within Sj. Here, XUnit
j = ((xUnit

1j )′, ..., (xUnit
nj j

)′)′ with xij ∈ R1×pUnit
as covariate

vector for i ∈ Sj. Let XArea
j ∈ Rnj×pArea

be the fixed effect design matrix of area-level data for Uj.
Note that XArea

j = ((xArea
j )′, ..., (xArea

j )′)′ has nj identical rows resulting from an expansion of

the area-level vector xArea
j ∈ R1×pArea

. This blockwise definition of XArea
j is done for notational

convenience later in the model parameter estimation process. Assume that all observations
have been standardized as in (3.2). The CMLMM is stated as follows:

yj = XUnit
j βUnit + XArea

j βArea + Zjbj + ej ∀ j = 1..., m, (5.1)

where yj ∈ Rnj×1 is the vector of unit-level response observations with yj = (y1j, ..., ynj j)
′

obtained from the area-specific sample data in Sj. Further, βUnit ∈ RpUnit×1, βArea ∈ RpArea×1

are the fixed effect coefficient vectors for each level, and Zj ∈ Rnj×q is the random effect design
matrix containing unit-level vectors zij ∈ R1×q. Due to the multi-level nature of the model,
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we allow for a more general random effect structure relative to basic small area models. The
vector bj ∈ Rq×1 with bj

iid∼ MVN(0q, Ψ) contains random effect coefficients whose realizations
are characterized by some general positive definite covariance matrix Ψ ∈ Rq×q. Let Ψ be
parametrized by a vector ψ ∈ Rq∗×1. The vector ej ∈ Rnj×1 with ej ∼ MVN(0nj , σ2Inj) contains
iid random errors with model variance parameter σ2. We assume that b1, ..., bm, e1, ..., em are
independent. Under model (5.1), the response vector follows a normal distribution

yj ∼ MVN
(

XUnit
j βUnit + XArea

j βArea, Vj(σ
2, ψ)

)
∀ j = 1, ..., m, (5.2)

where Vj(σ
2, ψ) = ZjΨZ′j + σ2Inj . The conditional distribution yj|bj is stated as

yj|bj ∼ MVN
(

XUnit
j βUnit + XArea

j βArea + Zjbj, σ2Inj

)
∀ j = 1, ..., m. (5.3)

Note that we assume conditional independence of the responses given the random effects. In
order to derive the EBP for the area-specific mean Ȳj from the CMLMM, we first obtain the BPs
of bj and Ȳj. They are given by the subsequent proposition.

Proposition 5.1 Under model (5.1), the BPs of bj and Ȳj are given by

b̂BP
j =

(
Z′jZj + σ2Ψ−1

)−1
Z′j
(

yj − XUnit
j βUnit − XArea

j βArea
)

,

̂̄YBP
j =

1
Nj

∑
i∈Sj

yij + ∑
i∈Uj\Sj

(
(xUnit

ij )′βUnit + (xArea
j )′βArea + z′ijb̂

BP
j

) .

Proof. The BP of bj is the conditional expectation of the vector given the sample responses under
known model parameters. For its derivation, we use a maximum posterior approach (Jiang,
Jia, and Chen, 2001). Let f (bj|y1, ..., ym, βUnit, βArea, σ2, ψ) denote the posterior distribution of
bj under the model. From the distribution assumptions introduced above, we conclude that
it corresponds to a multivariate normal distribution. In that case, we can exploit the fact that
E(bj|y1, ..., ym) coincides with the maximizer of the posterior. Accordingly, we can derive b̂BP

j

by finding the value b∗j that maximizes f (bj|y1, ..., ym, βUnit, βArea, σ2, ψ). Formally, this implies

b̂BP
j = argmax

bj∈Rq
f (bj|y1, ..., ym, βUnit, βArea, σ2, ψ). (5.4)

Due to the conditional independence of y1, ..., ym given the random effects, we obtain

b̂BP
j = argmax

bj∈Rq
f (bj|yj, βUnit, βArea, σ2, ψ).

From the Bayes formula, we have

f (bj|yj, βUnit, βArea, σ2, ψ) =
f (yj|bj, βUnit, βArea, σ2) f (bj|ψ)

f (yj|βUnit, βArea, σ2, ψ)
.
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Following Jiang, Jia, and Chen (2001), we can restate the problem (5.4) according to

b̂BP
j = argmax

bj∈Rq

f (yj|bj, βUnit, βArea, σ2) f (bj|ψ)

f (yj|βUnit, βArea, σ2, ψ)

= argmin
bj∈Rq

1
σ2

∥∥∥yj − XUnit
j βUnit − XArea

j βArea − Zjbj

∥∥∥2

2
+ b′jΨ

−1bj

= argmin
bj∈Rq

(rj − Zjbj)
′(σ2)−1(rj − Zjbj) + b′jΨ

−1
j bj︸ ︷︷ ︸

Qb

,

with rj = yj − XUnit
j βUnit − XArea

j βArea denoting the vector of marginal residuals for i ∈ Sj. The
partial derivative of Qb with respect to bj is given by

∂Qb

∂bj
= −2Z′j(σ

2)−1(rj − Zjbj) + 2bjΨ
−1.

Setting to zero and rearranging yields

bjσ
2Ψ−1 = Z′j

(
yj − XUnit

j βUnit − XArea
j βArea

)
− Z′jZjbj.

Solving for bj then obtains

b̂BP
j =

(
Z′jZj + σ2Ψ−1

)−1
Z′j
(

yj − XUnit
j βUnit − XArea

j βArea
)

.

We now derive the BP for some yij ∈ Uj \ Sj. It is given by

ŷBP
ij = (xUnit

ij )′βUnit + (xArea
j )′βArea + z′ij

(
Z′jZj + σ2Ψ−1

)−1
Z′jrj

= (xUnit
ij )′βUnit + (xArea

j )′βArea + z′ijb̂
BP
j .

The BP of Ȳj = N−1
j ∑i∈Uj

yj is subsequently given by

̂̄YBP
j =

1
Nj

∑
i∈Sj

yij + ∑
i∈Uj\Sj

ŷBP
ij


=

1
Nj

∑
i∈Sj

yij + ∑
i∈Uj\Sj

(
(xUnit

ij )′βUnit + (xArea
j )′βArea + z′ijb̂

BP
j

) . �

We see that the BP of Ȳj is a linear combination of the sample observations for i ∈ Sj, and the
BPs for the response values of the non-sampled individuals i ∈ Uj \ Sj. Under the model, BPs
for the non-sampled response values are linear combinations of the unit- and area-level covari-
ates. The EBP for Ȳj is obtained by substituting the unknown model parameters βUnit, βArea, σ2, ψ

by consistent estimates. However, as for the BHF model (Section 2.2.1), we use the small sample
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approximation from equation (2.51). Applied to the CMLMM, it yields

Ȳj ≈ µj = (X̄Unit
j )′βUnit + (xArea

j )′βArea + z′jbj, (5.5)

where X̄Unit
j = N−1

j ∑i∈Uj
xUnit

ij and zj ∈ R1×q is the random effect design vector for area Uj.
Under this premise, the EBP in the CMLMM can be stated as

µ̂EBP
j = (X̄Unit

j )′ β̂
Unit

+ (xArea
j )′ β̂

Area
+ z′jb̂

EBP
j , (5.6)

where
b̂EBP

j =
(

Z′jZj + σ̂2Ψ̂
−1
)−1

Z′j
(

yj − XUnit
j β̂

Unit − XArea
j β̂

Area)
. (5.7)

5.2.2 Model Parameter Estimation

Hereafter, we demonstrate model parameter estimation in the CMLMM. For this, we restate
(5.1) over all areas according to

y = XUnitβUnit + XAreaβArea + Zb + e, (5.8)

where y = (y′1, ..., y′m)′, b = (b′1, ..., b′m)′, and e = (e′1, ..., e′m)′ are stacked vectors. Further,
XUnit = ((XUnit

1 )′, ..., (XUnit
m )′)′ and XArea = ((XArea

1 )′, ..., (XArea
m )′)′ are stacked matrices, while

Z = diag(Z1, ..., Zm). Define the full parameter vector θ := (β′, κ′)′, where β = ((βUnit)′, (βArea)′)′

and κ = (σ2, ψ′)′. The log-likelihood function of the model is given by

L(θ) = −1
2

[
n log(2π) + log (|V|) + r′V−1r

]
, (5.9)

where V = diag(V1, ..., Vm) and r = y − XUnitβUnit − XAreaβArea is the vector of marginal
residuals for all i ∈ S under model (5.1).

Level-Specific Regularization
Similar as for the least squares loss functions in Chapter 3 and Chapter 4, the log-likelihood
function is expanded by penalty terms for regularization. For the CMLMM, we propose the
following objective function:

QMulti
θ (θ) = −L(θ) + λUnithUnit(βUnit) + λAreahArea(βArea), (5.10)

where λUnit, λArea > 0 are level-specific regularization parameters, and hUnit, hArea are level-
specific penalty terms. Accordingly, in the light of the methodological issues described in Sec-
tion 5.1, we use fixed effect regularization adaptively on each level. The following multi-level
regularization schemes are considered:

• Multi-`1: hUnit(βUnit) = ‖βUnit‖1, hArea(βArea) = ‖βArea‖1

• Multi-`2
2: hUnit(βUnit) = ‖βUnit‖2

2, hArea(βArea) = ‖βArea‖2
2

• Multi-EN: hl(βl) = αl‖βl‖1+(1− αl)‖βl‖2
2 with l ∈ {Unit, Area}
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With Multi-`1 and Multi-`2
2, we are able to control the magnitude of the effects on model pa-

rameter estimation resulting from regularization on each level. Further, with Multi-EN, we are
able to not only control the magnitude, but also the nature of the regularization effect on each
level. For α close to 1, the sparsity inducing properties of the LASSO dominate the estimation
process. For α close to 0, the smoothing property of ridge regression is more evident. However,
this level of freedom comes at the cost of having to choose four hyper parameters, which may
result in prohibitively high computational burden. We address this aspect in Section 5.2.3. Note
that theoretically, it would also be possible to construct combinations of these regularizations
schemes. For instance, one may seek a sparse solution on the unit-level in combination with
a dense solution on the area-level. This could be achieved with hUnit(βUnit) = ‖βUnit‖1 and
hArea(βArea) = ‖βArea‖2

2. However, these cases are not considered in this theses.

Stochastic Gradient Descent - Computational Details
Model parameter estimation in the CMLMM is characterized by the problem

θ̂ = argmin
θ∈RpUnit+pArea+q∗+1

QMulti
θ (θ). (5.11)

In order to solve it, we propose a novel algorithm that allows for an easy implementation
of level-specific regularization. It is a modified stochastic gradient descent (SGD) algorithm
that is built upon the coordinate gradient descent (CGD) algorithm developed by Schelldorfer,
Bühlmann, and van de Geer (2011) for `1-regularized LMMs. The modifications with respect
to the original method are as follows:

• The monotonous cycling order is substituted by a random sequence in every iteration;

• The updating equations are altered to be applicable to all regularization schemes.

CGD generally implies that the minimization of the objective function is performed sequen-
tially for one element of the target vector at a time. Hence, for l ∈ {1, ..., pUnit + pArea +

1 + q∗} in a given iteration t = 1, 2, ... of the algorithm, θ̂
(t)
l ∈ θ̂

(t)
is updated such that

QMulti
θ (θ̂

(t+1)
l , θ̂

(t)
−l ) < QMulti

θ (θ̂
(t)
). Here, θ̂

(t)
−l denotes an estimate of the full parameter vec-

tor without the l-th element. Accordingly, only θ̂
(t)
l is updated while the remaining elements

θ̂
(t)
−l are held fixed. In the next step, θ̂

(t)
l+1 ∈ θ̂

(t)
is updated while keeping θ̂

(t)
−(l+1) fixed and so

on. Thus, a cyclic movement through the coordinates of θ is achieved until convergence.

However, although CGD has shown to be a powerful method for regularized regression prob-
lems, it is not guaranteed to reach a global optimum in our application. Due to the unknown
variance parameters κ, the optimization problem for model parameter estimation can be highly
non-convex. This favors the existence of local optima, which implies that CGD is sensitive with
respect to starting values (Schelldorfer, Bühlmann, and van de Geer, 2011). In order to reduce
the probability of "getting trapped" in a local optimum, we therefore substitute the monotonous
movement through the coordinates of θ by a random sequence (Bottou, 2012). Hence, in every
iteration t, a randomized cycling order K(t) = {lt, (l + 1)t, ...} is defined. The coordinate-
specific updating is subsequently performed according to this new sequence. Observe that this

sequential approach naturally allows for level-specific regularization. If θ̂
(t)
lt ∈ β̂

Unit(t)
, we use
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hUnit. Likewise, if θ̂
(t)
lt ∈ β̂

Area(t)
, we use hArea. Here, θ

(t)
lt denotes the value of the lt-th element

of the full parameter vector in iteration t. The model parameter that corresponds to the lt-th
element changes in every iteration. Despite the random cycling order, we nevertheless keep the
general estimation order for LMMs introduced in Section 2.1.4. We estimate the fixed effects
dependent on the variance parameters, and the variance parameters dependent on the fixed
effects. Only the order inside these groups is randomized.

In general, the update of an element θ̂
(t)
lt ∈ θ̂

(t)
has the form

θ̂
(t+1)
lt = θ̂

(t)
lt + a(t)lt r(t)lt , (5.12)

where a(t)lt is the stepsize with respect to the lt-th element in iteration t, and r(t)lt marks the step
direction. As in the Newton-Raphson (Lindstrom and Bates, 1988), a natural choice would be

r(t)lt := ∇Multi
(lt) (θ̂

(t)
) =

∂QMulti
θ

∂θ̂
(t)
lt

, (a(t)lt )−1 := HMulti
(lt,lt) (θ̂

(t)
) =

∂2QMulti
θ

∂(θ̂
(t)
lt )2

. (5.13)

Hence, the step direction is determined by the lt-th element of the gradient ∇Multi(θ̂
(t)
) =

∂QMulti
θ /∂θ̂

(t)
, while the step length is chosen according to the lt-th element from the main

diagonal of the corresponding Hessian HMulti(θ̂
(t)
) = ∂2QMulti

θ /∂θ̂
(t)

∂(θ̂
(t)
)′. However, if

θ̂
(t)
lt ∈ β̂

(t)
, where β̂

(t)
= ((β̂

Unit(t)
)′, (β̂

Area(t)
)′)′, these derivatives may not exist at the ori-

gin if the regularization scheme contains the `1-norm. As a consequence, r(t)lt and a(t)lt must be

chosen in a different way. Define∇Loglik
(lt)

(θ̂
(t)
) := ∂− L/∂θ̂

(t)
lt as the lt-th element of the gradient

∇Loglik(θ̂
(t)
) = ∂(−L)/∂θ̂

(t)
, where L(·) is the log-likelihood (5.9). Based on the results of Tseng

and Yun (2009) for non-smooth minimization, we choose the step direction according to

r(t)lt := argmin
r∈R

{
− L(θ̂

(t)
) +∇Loglik

(lt)
(θ̂

(t)
)r +

1
2

r2H̃Multi
(lt,lt) (θ̂

(t)
) +R(θ̂(t)lt + r)

}
, (5.14)

where H̃Multi
(lt,lt)

(θ̂
(t)
) > 0 is an approximation of HMulti

(lt,lt)
(θ̂

(t)
). We adapt the suggestion of Tseng

and Yun (2009) and define H̃Multi
(lt,lt)

(θ̂
(t)
) := min(max(I(θ̂(t))(lt,lt), cmin), cmax), where I(θ̂(t))(lt,lt)

denotes the lt-th element from the main diagonal of the Fisher information matrix (Das, Spall,
and Graham, 2010). Further, cmin := 10−6, cmax = 108 are predefined constants. The term
R(θ̂(t)lt + r) depends on the model parameter the element θ̂

(t)
lt corresponds to. We have

R(θ̂(t)lt + r) =


λUnithUnit(θ̂

(t)
lt + r), θ̂

(t)
lt ∈ β̂

Unit(t)

λAreahArea(θ̂
(t)
lt + r), θ̂

(t)
lt ∈ β̂

Area(t)

0, else


. (5.15)



Chapter 5. Combination of Unit- and Area-Level Covariate Data 116

Regarding (5.14), this obtains

r(t)lt =



median

(
λUnit−∇Loglik

(lt)
(θ̂

(t)
)

H̃Multi
(lt ,lt)

(θ̂
(t)
)

,−θ̂
(t)
lt ,

λUnit−∇Loglik
(lt)

(θ̂
(t)
)

H̃Multi
(lt ,lt)

(θ̂
(t)
)

)
, θ̂

(t)
lt ∈ β̂

Unit(t)

median

(
λArea−∇Loglik

(lt)
(θ̂

(t)
)

H̃Multi
(lt ,lt)

(θ̂
(t)
)

,−θ̂
(t)
lt ,

λArea−∇Loglik
(lt)

(θ̂
(t)
)

H̃Multi
(lt ,lt)

(θ̂
(t)
)

)
, θ̂

(t)
lt ∈ β̂

Area(t)

−∇Multi
(lt)

(θ̂
(t)
)
(
H̃Multi

(lt,lt)
(θ̂

(t)
)
)−1

, else


. (5.16)

The step size a(t)lt is chosen such that the objective value decreases. This is achieved by applying
the Armijo rule (Wolfe, 1969). First, an initial value (a(t)lt )init > 0 is chosen. Then, a sequence
{(a(t)lt ck

1)
k
init}k=0,1,2,... is defined, where c1 is some constant. Following Bertsekas (1999), we use

c1 := 0.1. The final step size a(t)lt is the largest element of this sequence that satisfies

QMulti
θ (θ̂

(t)
lt + a(t)lt r(t)lt , θ̂

(t)
) ≤ QMulti

θ (θ̂
(t)
) + a(t)lt c2A(t)(θ̂

(t)
lt ), (5.17)

where

A(t)(θ̂
(t)
lt ) = ∇Loglik

(lt)
(θ̂

(t)
)r(t)lt + c3(r

(t)
lt )2H̃Multi

(lt,lt) (θ̂
(t)
) +R(θ̂(t)lt + r(t)lt )−R(θ̂(t)lt ). (5.18)

Again, drawing from Bertsekas (1999), we define c2 := 0.001, c3 := 0, as well as (a(t)lt )init := 1.
Recall the objective function defined in (5.10). Observe that under fixed variance parameters κ,
the objective functionQMulti

θ is quadratic with respect to the fixed effects β = ((βUnit)′, (βArea)′)′.
We take advantage of this property and simplify the choice of r(t)lt and a(t)lt for situations where

H̃Multi
(lt,lt)

(θ̂
(t)
) is not truncated. In that case, the application of the Armijo rule as described leads

to the minimum ofQMulti
θ with respect to some θ̂

(t)
lt ∈ β̂

(t)
(Schelldorfer, Bühlmann, and van de

Geer, 2011). This allows us to provide an analytical update in the sense of (5.12). It depends on
the regularization that θ̂

(t)
lt is subject to. The updating equation is as follows:

θ̂
(t+1)
lt =



sgn
(
(y− ŷ(lt))

′V−1Xlt
) max

[(∣∣∣(y−ŷ(lt))
′V−1Xlt

∣∣∣−λ(·)
)

,0
]

(Xlt )′V−1Xlt , θ̂
(t)
lt s.t. `1

θ̂
(t)
lt −∇Multi

(lt)
(θ̂

(t)
)/H̃Multi

(lt,lt)
(θ̂

(t)
), θ̂

(t)
lt s.t. `2

2

sgn
(
(y− ŷ(lt))

′V−1Xlt
) max

[(∣∣∣(y−ŷ(lt))
′V−1Xlt

∣∣∣−λ(·)
)

,0
]

(Xlt )′V−1Xlt

1 + λ(·)(1− α(·))
, θ̂

(t)
lt s.t. EN


(5.19)

Here, ŷ(lt) denotes the vector partial marginal residuals that arises from a prediction from the
fixed efffects while excluding the contribution of the lt-th element of the target vector. Further,
Xlt

corresponds to the lt-th column of the combined design matrix X = (XUnit, XArea). By
looking at the upper expression, we see that if θ̂

(t)
lt is regularized by the `1-norm (regardless

on which level), we use the analytical update proposed by Schelldorfer, Bühlmann, and van
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de Geer (2011). If θ̂
(t)
lt is regularized by the squared `2-norm, we can use a normal Newton-

Raphson update since the first and second partial derivatives exist. And if θ̂
(t)
lt is subject to

elastic net regularization, we use the insights of Friedman et al. (2010) and shrink the analytical
LASSO update by an additional term to account for the `2-norm contribution with Multi-EN.
Similar to Algorithm 3.2, we further include an active set procedure in the SGD algorithm. This
implies that if some element of the target vector that corresponds to a fixed effect coefficient is
set to zero (as a result of sparsity inducement) in the estimation process, it remains zero until
the algorithm converges. This reduces the computational burden for the remaining iterations.

Stochastic Gradient Descent - Complete Algorithm
Based on the previous descriptions, the complete algorithm is stated as follows.

Algorithm 5.1 CMLMM Parameter Estimation

1: choose a regularization scheme

2: choose initial estimates θ̂
(0)

, hyper parameters αUnit, αArea, λUnit > 0, λArea > 0

3: while not converged do

4: define Aβ :=
{

l ∈ {1, ..., pUnit + pArea} : θ̂
(t)
l ∈ β̂

(t)
with θ̂

(t)
l 6= 0

}
5: define a random cycling order K(t)(Aβ) based on Aβ

6: for lt ∈ K(t)(Aβ) do

7: if H̃Multi
(lt,lt)

(θ̂
(t)
) is not truncated

8: obtain θ̂
(t+1)
lt according to (5.19)

9: else determine the step direction r(0)l according to (5.16)

10: determine the step size a(0)l according to the Armijo rule (5.17)

11: obtain θ̂
(t+1)
l according to (5.12)

12: define Aκ :=
{

l ∈ {pUnit + pArea + 1, ..., pUnit + pArea + 1 + q∗} : θ̂
(t)
l ∈ κ̂(t)

}
13: define a random cycling order K(t)(Aκ) based on Aκ

14: for lt ∈ K(t)(Aκ) do

15: if H̃Multi
(lt,lt)

(θ̂
(t)
) is not truncated

16: calculate θ̂
(t+1)
lt = θ̂

(t)
lt −∇Multi

(lt)
(θ̂

(t)
)/H̃Multi

(lt,lt)
(θ̂

(t)
)

17: else determine the step direction r(0)l according to (5.16)

18: determine the step size a(0)l according to the Armijo rule (5.17)

19: obtain θ̂
(t+1)
l according to (5.12)

20: end
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5.2.3 Multi-Dimensional Regularization Parameter Tuning

We now address regularization parameter tuning in the CMLMM. Since we have proposed
level-specific regularization for model parameter estimation, we have to choose two regular-
ization parameters λunit, λarea optimally. For this, note that the unit-level fixed effect estimates
depend on the area-level fixed effect estimates and vice versa. Since the CMLMM (5.1) quanti-
fies the conditional expectation E(yj|XUnit

j , XArea
j ), the two levels always have to be considered

together. In Chapter 4, we defined a sequence of candidate values {λk}K
k=1 with λk > λk+1

for the (uniform) regularization parameter λ. Along this sequence, we performed model pa-
rameter estimation and generated in-sample predictions to determine the optimal value λopt.
This procedure represents a so-called grid search (Chicco, 2017), and is common practice in the
context of regularized regression analysis. However, for the CMLMMM the grid search has to
be extended to a bivariate grid search, as we need to determine two optimal values λUnit

opt , λArea
opt .

Since unit- and area-level are dependent, we therefore cannot perform regularization param-
eter tuning for each level individually. Instead, we have to define level-specific sequences
{λUnit

k }L
l=1 and {λArea

k }K
k=1 to span a two-dimensional surface (λ-plane) upon which the regu-

larization parameters are chosen optimally.
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FIGURE 5.1: Uniform Regularization Parameter Tuning

Figure 5.1 shows regularization parameter tuning for the uniform case. Here, we defined a
sequence of candidate values {λk}201

k=1 = {3, 2.99, ..., 1} with 201 elements between 3 and 1.
The goodness-of-fit measure is a quadratic loss function that is marked by the blue line. The
regularization scheme is a uniform squared `2-norm. The optimal regularization parameter
value λopt is located at λk = 1.5. It is indicated by the dashed red line. Finding it required
201 applications of the SGD procedure demonstrated in Algorithm 5.1. Note that we further
used cubic spline smoothing in order to stabilize the curve, as described in Algorithm 4.2.
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Figure 5.2 shows regularization parameter tuning for the multi-level case. Unit- and area-level
have been treated separately. For the current graph, we defined a λ-plane by expanding a grid
from the two sequences {λUnit

l }201
l=1 = {λArea

k }201
k=1 = {3, 2.99, ..., 1} with 201 elements between

3 and 1 each. The goodness-of-fit measure is again a quadratic loss function that is marked
by the blue surface. The applied regularization scheme is Multi-`2

2, the squared `2-norm with
level-specific regularization parameters. The optimal regularization parameters are λUnit

opt =

1.45, λArea
opt = 1.16. This point is indicated by the red dot. Finding it required 40401 applications

of the SGD procedure demonstrated in Algorithm 5.1. Note that we applied two-dimensional
spline smoothing to obtain the displayed surface (Kitahara and Yamada, 2016). We see that
the optimal value combination does not necessarily lie at the 45 degree line on the λ-plane. If
this was the case, then λUnit

opt = λArea
opt and regularization parameter tuning could be performed

as for the uniform setting. However, due to the different distributional characteristics of the
covariates on the respective levels, this is rarely the case.
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FIGURE 5.2: Level-Specifc Regularization Parameter Tuning

As a consequence, every point of the λ-plane has to be evaluated individually in order to find
the optimal parameter combination. This comes at a very high computational cost, which is
often referred to as curse of dimensionality. Performing regularization parameter tuning by eval-
uating every point on a predefined plane is sometimes called exhaustive search. Recall the reg-
ularization scheme Multi-EN from Section 5.2.2. If we decide to choose αUnit, αArea optimally
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in addition to λUnit, λArea, exhaustive search has to be performed on a four-dimensional hyper-
plane spanned by the parameters. This is computationally infeasible due to the excessive num-
ber of points to be evaluated. For such applications, there are hyper parameter optimization
concepts stemming from the field of machine learning, which implement alternative searching
procedures. Examples are Bayesian optimization (Hutter, Hoos, and Leyton-Brown, 2011) or
evolutionary optimization (Bergestra et al., 2011). However, these techniques are still contro-
versially discussed and also beyond the scope of this thesis. For the CMLMM, we consider the
exhaustive search in Figure 5.2 and choose αUnit, αArea manually. The complete algorithm for
regularization parameter tuning is stated as follows.

Algorithm 5.2 Multi-Level Regularization Parameter Tuning

1: choose {λUnit
l }L

l=1, {λArea
k }K

k=1 with λl > λl+1, λk > λk+1, αUnit, αArea, δ > 0

2: for l = 1, ..., L do

3: for k = 1, ..., K do

4: obtain model parameter estimates θ̂(λUnit
l , λArea

k ) from Algorithm 5.1

5: calculate µ̂j(λ
Unit
l , λArea

k ) with θ̂(λUnit
l , λArea

k ) according to (5.6) for all j = 1, ..., m

6: calculate MSE(µ̂, λUnit
l , λArea

k ) = 1
m ∑m

j=1

(
µ̂j(λ

Unit
l , λArea

k )− 1
nj

∑i∈Sj
yij

)2

7: apply two-dimensional spline smoothing to determine f̂MSE(µ̂, λUnit, λArea) according to

f̂MSE = argmin
f∈F

{ L

∑
l=1

K

∑
k=1

[
MSE(µ̂, λUnit

l , λArea
k )− f (µ̂, λUnit

l , λArea
k )

]2

+ δ
∫ [(

∂2 f
∂(λUnit)2

)2

+

(
∂2 f

∂(λArea)2

)2

+ 2
(

∂2 f
∂λUnit∂λArea

)2
]

dλUnit dλArea
}

8: calculate
(λUnit

opt , λArea
opt ) = argmin

(λUnit,λArea)∈({λUnit
l }L

l=1×{λ
Area
k }K

k=1)

f̂MSE(λ
Unit, λArea)

9: end

5.3 Mean Squared Error Estimation

In this section, we address MSE estimation for the EBP under the CMLMM. For this, we present
a parametric bootstrap based on the theoretical randomization under the model that arises from
its respective distribution assumptions.

5.3.1 Preliminary Remarks

In Chapter 2, it was stated that MSE estimation is often performed via resampling methods
when no analytical solution is available. Resampling is usually conducted according to one
of two general approaches. The first approach is non-parametric resampling (Efron, 1979).
In this case, subsets of the sample observations in S are drawn repeatedly to approximate
the distribution of the EBP under varying samples from the population U . The D1-Jacknife
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algorithms described in Chapter 4 are special cases of this procedure. The second approach
is parametric resampling (Hinkley, 1988). Here, resampling is conducted by drawing new
observations from estimates of their theoretical distribution ξ under the model (see Section
2.1.1). Note that there are also mixtures of these two general approaches. However, we do not
consider them in this theses. Refer to Davison and Hinkley (1997) for further details.

There is a lack of theoretical studies on resampling-based MSE estimators with respect to reg-
ularized LMMs. To the best of our knowledge, there only few studies in the context of regular-
ized LMs, for example by Chatterjee and Lahiri (2010). Accordingly, it is initially unclear which
of the two general resampling conceptions is the most suitable for the CMLMM. In Chapter 4,
the D1-Jackknife was a natural choice for the robust small area models due to the consideration
of the CMSE. This allowed us to account for the measurement errors explicitly. However, the
current setting does not include measurement errors. Further, the application of level-specific
regularization likely has a negative impact on a corresponding Jackknife procedure for the
CMLMM. If a sparsity-inducing scheme is chosen, the resulting active sets on each level can
vary locally over subsets of the original sample. In that case, the MSE is overestimated con-
siderably because there is an excessive variation in the estimates for a given area statistic. This
variation stems from the fact that predictions are performed from varying sets of covariates.
Prior to the current study, we performed some simulation experiments on the application of
Jackknife procedures in the CMLMM. The obtained results supported this argumentation.

In what follows, we focus on the parametric approach and present a suitable bootstrap proce-
dure for MSE estimation in the CMLMM.

5.3.2 Parametric Bootstrap

We construct the parametric bootstrap procedure using insights from Thai et al. (2013). Let
b = 1, ...,B denote the index of bootstrap resamples. Parametric bootstrapping for LMM pre-
dictions can be conducted in different ways. The essential characteristic is the model compo-
nent that is subject to resampling. A possibility is to draw model residuals for a given area
Uj from their estimated distribution according to e(b)j ∼ MVN(0nj , σ̂2Inj). In that case, new
response observations are generated by combining the sampled residuals with model-based
predictions for an area-specific response vector: y(b)

j = ŷEBP
j + e(b)j , where ŷEBP

j is the EBP of
the observed sample response vector yj = (y1j, ..., ynj j)

′ under a given LMM. In the next step,

the full parameter vector θ is estimated based on the new observations y(b)
1 , ..., y(b)

m . The area
statistic of interest Ȳj is then predicted using the newly obtained estimate θ̂(y(b)

1 , ..., y(b)
m ). After

sufficient iterations, the variation of the bootstrap predictions is quantified as an approximation

to MSE(̂̄YEBP
j ). This procedure is sometimes referred to as (parametric) residual bootstrap.

In order to simulate the model-intrinsic randomization under the CMLMM properly, we use
an extension of this approach. Resampling is not restricted to the model residuals, but further
includes the area-specific random effect coefficients b1, ..., bm. Recall from Section 5.2.1 that for
a given area Uj, the random effects are theoretically distributed according to bj ∼ MVN(0q, Ψ).
Here, Ψ ∈ Rq×q is a positive definite covariance matrix that is parametrized by the vector
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ψ ∈ Rq∗×1. The SGD algorithm from Section 5.2.2 obtains an estimate of the full parameter
vector θ, which includes a random effect variance parameter estimate ψ̂. This estimate is used
to construct an empirical version Ψ̂ of the random effect covariance matrix. Afterwards, for all
areas U1, ...,Um, a vector of random coefficients is drawn according to b(b)

j ∼ MVN(0q, Ψ̂). In

combination with the sampled residuals e(b)1 , ..., e(b)m , new responses are generated by

y(b)
j = y(b)

j (θ̂, b(b)
j ) = XUnit

j β̂
Unit

+ XArea
j β̂

Area
+ Zjb

(b)
j + e(b)j ∀ j = 1, ..., m. (5.20)

In the next step, new area-statistic values are produced. Note that we use the small sample
approximation (5.5) by calculating

Ȳ(b)
j ≈ µ

(b)
j = µ

(b)
j (θ̂, b(b)

j ) = (X̄Unit
j )′ β̂

Unit
+ (xArea

j )′ β̂
Area

+ z′jb
(b) ∀ j = 1, ..., m. (5.21)

Based on the new observations in (5.20), we obtain a bootstrap full parameter estimate θ̂
(b)

=

θ̂
(b)
(y(b)

1 , ..., y(b)
m ) as well as new predictions b̂EBP(b)

1 , ..., b̂EBP(b)
m for the random effects. The new

(approximate) area statistic µ
(b)
j is subsequently estimated by

µ̂
EBP(b)
j = µ̂

EBP(b)
j (θ̂

(b)
, b̂EBP(b)

j ) = (X̄Unit
j )′ β̂

Unit(b)
+ (xArea

j )′ β̂
Area(b)

+ z′jb̂
EBP(b)
j . (5.22)

This procedure is repeated B times to approximate the randomization of µ̂EBP
j under the as-

sumed super population model. The complete algorithm can be stated as follows.

Algorithm 5.3 Parametric Bootstrap for Combined Multi-Level Predictions

1: obtain model parameter estimates θ̂(y1, ..., ym) via Algorithm 5.1

2: for b = 1, ...,B do

3: draw e(b)j ∼ MVN(0nj , σ̂2Inj) for S1, ...,Sm

4: draw b(b)
j ∼ MVN(0q, Ψ̂) for U1, ...,Um

5: generate new observations y(b)
1 (θ̂, b(b)

1 ), ..., y(b)
m (θ̂, b(b)

m ) according to (5.20)

6: generate new area statistics µ
(b)
1 (θ̂, b(b)

j ), ..., µ
(b)
m (θ̂, b(b)

j ) according to (5.21)

7: obtain model parameter estimates θ̂
(b)
(y(b)

1 , ..., y(b)
m ) via Algorithm 5.1

8: make predictions µ̂
EBP(b)
1 (θ̂

(b)
, b̂EBP(b)

1 ), ..., µ̂
EBP(b)
m (θ̂

(b)
, b̂EBP(b)

m ) via (5.22)

9: end

After the algorithm is completed, the parametric bootstrap estimator of the unconditional MSE
of the area statistic predictor µ̂EBP

j is given by

M̂SE
(

µ̂EBP
j

)
=

1
B
B
∑
b=1

(
µ̂

EBP(b)
j (θ̂

(b)
, b̂EBP(b)

j )− µ
(b)
j (θ̂, b(b)

j )
)2

. (5.23)
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Note that theoretical correctness of the proposed procedure depends on the validity of the
introduced model assumptions. By using the small sample approximation, inference is with
respect to the super population quantity µj = E(Ȳj|bj). This quantity is exclusively model-
intrinsic. Since the proposed EBP in (5.6) relies on the small sample approximation as well, this
is suitable. However, there are alternative parametric bootstrap methods for LMMs that do not
use this setting. González-Manteiga et al. (2008) propose a MSE estimation procedure where
inference is with respect to Ȳj directly. This methodology is not applied here, as it requires
the vector xUnit

ij to be observed for all i ∈ U . The procedure described in Algorithm 5.3 only
requires knowledge of the corresponding area means.

5.4 Statistical Properties

In this section, some statistical properties of the combined unit- and area-level approach are
studied. As in Chapter 4, we look at the bias in model parameter estimation and consistency in
model parameter estimation. Thereafter, we further analyze consistency in variable selection
for the sparsity-inducing regularization schemes Multi-`1 and Multi-EN. This is done given the
comments on multi-level variable selection in Section 5.1.

5.4.1 Bias in Model Parameter Estimation

We start with the bias in model parameter estimation. As already mentioned in Chapter 3,
regularized model parameter estimation obtains biased results. In the light of the level-specific
regularization that is proposed in this chapter, we demonstrate this using the Multi-`2

2 scheme.
It allows for a closed-form solution of the fixed effect coefficient estimates. Consider the multi-
level objective function (5.10) with hUnit(βUnit) = ‖βUnit‖2

2 and hArea(βArea) = ‖βArea‖2
2. For

simplicity, assume that the variance parameters σ2, ψ are known. We study the bias of(
(β̂

Unit
`2

)′, (β̂
Area
`2

)′
)
= argmin

(βUnit,βArea)∈RpUnit+pArea
QMulti

β (βUnit, βArea) (5.24)

where

QMulti
β (βUnit, βArea) = r′V−1r + λUnit

(
βUnit

)′
βUnit + λArea

(
βArea

)′
βArea. (5.25)

Here, V is defined as in Section 5.2.1, and r = y− XUnitβUnit − XAreaβArea. For optimality, we
require the gradient of the objective function with respect to (βUnit, βArea). It is given by

∇Multi
β =− 2yV−1

(
XUnit, XArea

)
+ 2

(
(βUnit)′, (βArea)′

) (
XUnit, XArea

)′
V−1

[(
XUnit, XArea

)]
+ 2β′λ,

(5.26)

where β′λ =
(

λUnit(βUnit)′, λArea(βArea)′
)

. From setting to zero, we obtain

y′V−1
(

XUnit, XArea
)
= β′λ

[(
XUnit, XArea

)′
V−1

(
XUnit, XArea

)
+ Λ

]
, (5.27)
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where Λ = diag(λUnit, ..., λUnit, λArea, ..., λArea) is a (pUnit + pArea) × (pUnit + pArea)-diagonal
matrix. Here, the first pUnit elements of the main diagonal area λUnit, and the remaining pArea

elements are λArea. We obtain the estimate

(
(β̂

Unit
`2

)′, (β̂
Area
`2

)′
)′

=

[(
XUnit, XArea

)′
V−1

(
XUnit, XArea

)
+ Λ

]−1 (
XUnit, XArea

)′
V−1y.

(5.28)
By defining M :=

(
XUnit, XArea)′ V−1 (XUnit, XArea) , this can be restated according to

(
(β̂

Unit
`2

)′, (β̂
Area
`2

)′
)′

= (M + Λ)−1 M
[
(M)−1

(
XUnit, XArea

)′
V−1y

]
= (M + Λ)−1 M

(
(β̂

Unit
)′, (β̂

Area
)′
)′

,
(5.29)

where β̂
Unit

, β̂
Area

are the BLUEs of βUnit, βArea. Unbiasedness requires

E
[(

(β̂
Unit
`2

)′, (β̂
Area
`2

)′
)]

=
(
(βUnit)′, (βArea)′

)
. (5.30)

The expectation of the regularized parameter estimates under the model is given by

E
[(

(β̂
Unit
`2

)′, (β̂
Area
`2

)′
)]

= (M + Λ)−1 M
(
(βUnit)′, (βArea)′

)′
, (5.31)

since E(β̂
Unit

) = βUnit and E(β̂
Area

) = βArea. As (M + Λ)−1 M = Ip if and only if Λ = 0p×p, it
follows that

E
[(

(β̂
Unit
`2

)′, (β̂
Area
`2

)′
)]
6=
(
(βUnit)′, (βArea)′

)
(5.32)

for any λUnit > 0, λArea > 0. Similar results hold for the other regularization schemes con-
sidered in Section 5.2.2. However, they do not allow for a closed-form solution, which makes
the property less intuitive to demonstrate. We see that level-specific regularization induces a
bias in model parameter estimation. However, in Chapter 3 we learned that it still allows for
MSE-optimality in terms of fixed effect coefficient estimates regardless of the bias. Thus, espe-
cially in the presence of small samples, we can use regularization in order to stabilize model
parameter estimates and subsequently predictions.

5.4.2 Consistency in Model Parameter Estimation

We continue with consistency in model parameter estimation. In order to conduct asymptotic
analysis in a setting where the true underlying structure of the fixed effect coefficients is poten-
tialy sparse, let us restate the optimization problem for estimation according to

θ̂ = argmin
θ∈Θ

Qθ(θ), Qθ(θ) = Ln(θ) + n
pUnit+pArea

∑
l=1

λl
nhl(βl) (5.33)

where
Ln(θ) =

1
2

[
n log(2π) + log (|V|) + r′V−1r

]
. (5.34)
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Here, θ = ((βUnit)′, (βArea)′, κ′)′ is the full parameter vector with κ = (σ2, ψ′)′. Further,
Qθ : Θ → R+ is a real-valued function of θ, where Θ ⊆ RpUnit+pArea × (0, ∞)q∗+1 denotes the
parameter space. The function hl(βl) : R → R≥0 is a generic non-concave term correspond-
ing to the level-specific regularization schemes from Section 5.2.2. For instance, if βl ∈ βUnit

and hUnit(βUnit) = ‖βUnit‖2
2, then λl

nhl(βl) = λUnit
n β2

l . Note that λl
n is assumed to depend on

the sample size n for all l = 1, ..., p. Further, as demonstrated in Section 4.4, we let the entire
regularization depend on the sample size by multiplying with n. Note that this is in line with
the regularization term developments up to this point. For a given regularization regression
problem, we can substitute a predefined regularization parameter value λl with an equivalent
term nλ̃l by choosing λ̃l = λl/n. For illustrative purposes, let θ∗ denote the true value of the
full parameter vector. This is defined because we are interested in a neighborhood of this point
to establish the desired property. As in Section 4.4.2, consistency is studied with respect to the
asymptotic behavior of ‖θ̂− θ∗‖2 for n → ∞. We consider a deterministic fixed effect design
matrix, and a low-dimensional covariate setting with p = p̄ = pUnit + pArea < n.

System of Assumptions
Similar to Section 4.4.2, some additional notation and assumptions are required in order to es-
tablish consistency. Recall from Section 5.2.1 that we assumed b1, ..., bm to be independent. For
simplicity, we further assume that the observed response vectors y1, ..., ym are iid. Note that
this can be seen as a natural consequence arising from the standardization of sample observa-
tions demonstrated in (3.2), which we have assumed at the beginning of Section 5.2. Thus, we
can restate the negative log-likelihood function (5.34) according to

Ln(βUnit, βArea, κ) = −
m

∑
j=1

log
[

f (yj; βUnit, βArea, κ)
]

. (5.35)

Observe that Ln(βUnit, βArea, κ) is convex in the fixed effect coefficients (βUnit, βArea), and non-
convex in the variance parameters κ. With respect to the asymptotic regularization parameter
behavior, we require that λl

n → 0 as n → ∞ for all l = 1, ..., p. In the absence of measurement
errors, this is a reasonable assumption since the issues for which regularization is typically
introduced vanish for n→ ∞ (see Section 4.4.2). Recall that β = ((βUnit)′, (βArea)′)′, and let

An := max
l=1,...,pUnit+pArea

{
λl

n
∂hl(|β∗l |)

∂βl
: β∗l 6= 0

}
,

Bn := max
l=1,...,pUnit+pArea

{
λl

n
∂2hl(|β∗l |)

∂β2
l

: β∗l 6= 0

}
.

(5.36)

Assumption 1
The model is identifiable and the support of f (y; βUnit, βArea, κ) is independent of (βUnit, βArea, κ).
The probability density f (y; βUnit, βArea, κ) has first- and second-order derivatives with

E

[
∂ log( f )

∂(βUnit, βArea, κ)

]
= 0pUnit+pArea (5.37)
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and

I(βUnit, βArea, κ) = E

[(
∂ log( f )

∂(βUnit, βArea, κ)

)′(
∂ log( f )

∂(βUnit, βArea, κ)

)]

= E

[
−
(

∂2 log( f )
∂(βUnit, βArea, κ)2

)]
.

(5.38)

Assumption 2
The Fisher information matrix I(βUnit, βArea, κ) is finite and positive definite at (βUnit∗, βArea∗, κ∗).

Assumption 3
There exists an open subset of Θ containing (βUnit∗, βArea∗, κ∗) on which f (y; βUnit, βArea, κ)

admits all its third-order partial derivatives for almost all y that are uniformly bounded by
some function with finite expectation under the true value of the full parameter vector.

Assumption 4
We assume that Bn → 0 as n→ ∞.

The first three assumptions are basic regularity conditions on ML estimation problems. They
are satisfied by the majority of common statistical models. See Lehmann and Casella (1998) for
a comprehensive overview. Assumption 4 is a requirement for non-concave regularizations to
ensure that the objective value difference between a local minimizer and the true parameter
value approaches zero asymptotically. Since we have assumed that λl

n → 0 for all j = 1, ..., p as
n→ ∞, this holds for all considered regularization schemes in Section 5.2.2.

Theorem and Proof
Based on the presented system of assumptions, the following theorem can be stated.

Theorem 5.1 Consider the model parameter estimation problem (5.33) under the Assumptions 1 - 3.
Assume that λl

n → 0 for all l = 1, ..., p as n → ∞. If ∑
p
l=1 λl

nhl(βl) satisfies Assumption 4, then there

exists a local minimizer θ̂ = ((β̂
Unit

)′, (β̂
Area

)′, κ̂′)′ of Qθ for which∥∥∥((β̂
Unit

)′, (β̂
Area

)′
)
−
(
(βUnit∗)′, (βArea∗)′

)∥∥∥
2
= Op(n−1/2 + An), ‖κ̂− κ∗‖2= Op(n−1/2)

holds.

Proof. The proof is a variation of the proof of Theorem 4.2. Likewise, it draws from Fan and Li
(2001) as well as Ghosh and Thoresen (2018). Define Ãn := n−1/2 + An and choose any ε > 0.
We have to show that there exists a constant c > 0 such that

Pr
[

inf
θ̃∈Θ̃
Qθ

(
βUnit∗ + Ãn β̃

Unit, βArea∗ +Ãn β̃
Area, κ∗ + n−1/2κ̃

)
> Qθ

(
βUnit∗, βArea∗, κ∗

) ]
≥ 1− ε,

(5.39)
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where θ̃ = ((β̃
Unit

)′, (β̃
Area

)′, κ̃′)′, and Θ̃ is a sphere characterized by

Θ̃ =
{

θ̃ : ‖θ̃‖2= c for all θ̃ ∈ RpUnit+pArea × (0, ∞)q∗+1
}

.

Then with probability at least 1− ε there exists a local minimizer of Qθ(βUnit, βArea, κ) within
the neighborhood of θ∗, which is defined by the ball

B =
{

βUnit∗ + Ãn β̃
Unit, βArea∗ + Ãn β̃

Area, κ∗ + n−1/2κ̃ :
∥∥∥((β̃

Unit
)′, (β̃

Area
)′, κ̃′

)∥∥∥
2
≤ c
}

.

The location within this neighborhood implies that the local minimizer satisfies∥∥∥((β̂
Unit

)′, (β̂
Area

)′
)
−
(
(βUnit∗)′, (βArea∗)′

)∥∥∥
2
= Op(n−1/2 + An), ‖κ̂− κ∗‖2= Op(n−1/2),

which subsequently establishes consistency.

Let us now prove (5.39). Define the objective function value difference

Dθ := Qθ

(
βUnit∗ + Ãn β̃

Unit, βArea∗ + Ãn β̃
Area, κ∗ + n−1/2κ̃

)
−Qθ

(
βUnit∗, βArea∗, κ∗

)
.

Assume that β∗l 6= 0, l = 1, ..., sUnit + sArea, and β∗l = 0, l = sUnit + sArea + 1, ..., pUnit + pArea.
Since hl(βl) = 0 if βl = 0 for all l = 1, ..., pUnit + pArea, it follows that

Dθ = Ln

(
βUnit∗ + Ãn β̃

Unit, βArea∗ + Ãn β̃
Area, κ∗ + n−1/2κ̃

)
− Ln

(
βUnit∗, βArea∗, κ∗

)
+ n

pUnit+pArea

∑
l=1

λl
n
[
hl
(
|β∗l + An β̃l |

)
− hl (|β∗l |)

]
≥ Ln

(
βUnit∗ + Ãn β̃

Unit, βArea∗ + Ãn β̃
Area, κ∗ + n−1/2κ̃

)
− Ln

(
βUnit∗, βArea∗, κ∗

)
+ n

sUnit+sArea

∑
l=1

λl
n

[
hl
(
|β∗l + An β̃l |

)
− hl (|β∗l |)

]
.

Let ∇Ln(βUnit, βArea, κ) be the gradient of Ln at point θ. Denote ∇βLn(βUnit, βArea, κ) and
∇κLn(βUnit, βArea, κ) as the components corresponding to the fixed effect coefficients and the
variance parameters, respectively. Denote the Fisher information matrix in a segmented man-
ner such that

I(βUnit, βArea, κ) =

(
I11(βUnit, βArea, κ) I12(βUnit, βArea, κ)

I21(βUnit, βArea, κ) I22(βUnit, βArea, κ)

)
.

Here, I11(βUnit, βArea, κ) is the component of dimension (pUnit + pArea) × (pUnit + pArea) that
corresponds to the fixed effect coefficients. Likewise, I22(βUnit, βArea, κ) is the component of
dimension (q∗ + 1) × (q∗ + 1) that corresponds to the variance components. From a Taylor
series expansion of the right-hand side of Dθ, we then obtain

Dθ ≥ Dθ,1 +Dθ,2 +Dθ,3 +Dθ,4,
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where

Dθ,1 =Ãn∇βLn(βUnit∗, βArea∗, κ∗)′
(
(β̃

Unit
)′, (β̃

Area
)′
)

+
1
2

(
(βUnit)′, (βArea)′

)
I11(βUnit∗, βArea∗, κ∗)

(
(β̃

Unit
)′, (β̃

Area
)′
)′

nÃ2
n
(
1 + op(1)

)
,

Dθ,2 =n−1/2∇κLn(βUnit∗, βArea∗, κ∗)′κ̃ +
1
2

κ̃′I22(βUnit∗, βArea∗, κ∗)κ̃
(
1 + op(1)

)
,

Dθ,3 =
(
(β̃

Unit
)′, (β̃

Area
)′
)
I12(βUnit∗, βArea∗, κ∗)κ̃Ãnn−1/2 (1 + op(1)

)
,

Dθ,4 =n
sUnit+sArea

∑
l=1

λl
n

(
Ãn

∂hl(|βl∗|)
∂βl

sgn(β∗l )β̃l + Ã2
n

∂2hl(|β∗l |)
∂β2

l
β̃2

l
(
1 + op(1)

))
.

We now investigate the boundaries for the components of Dθ. Regarding Dθ,1, we have

n−1/2∇β(βUnit∗, βArea∗, κ∗) = Op(1),

which implies that

Ãn∇βLn(βUnit∗, βArea∗, κ∗)′
(
(β̃

Unit
)′, (β̃

Area
)′
)
= Op(n1/2Ãn) = Op(nÃ2

n).

Accordingly, the first term of Dθ,1 is uniformly dominated by the second term of Dθ,1 within
‖((β̃

Unit
)′, (β̃

Area
)′)‖2= c1 for some suitably large chosen c1 > 0. For Dθ,2, we have

n−1/2∇κLn(βUnit∗, βArea∗, κ∗) = Op(1),

which implies that
n−1/2∇κLn(βUnit∗, βArea∗, κ∗)′κ̃ = Op(1).

Thus, the first term of Dθ,2 is uniformly dominated by the second term of Dθ,2 within ‖κ̃‖2= c2

for some suitably large chosen c2 > 0. Finally, Dθ,3 +Dθ,4 are bounded by√
pUnit + pArea ÃnnAn

∥∥∥((β̃
Unit

)′, (β̃
Area

)′
)∥∥∥

2
+ Ã2

nnBn

∥∥∥((β̃
Unit

)′, (β̃
Area

)′
)∥∥∥2

2
,

which is again uniformly bounded by

sUnit+sArea

∑
l=1

λl
n Ã2

n
∂2hl(|β∗l |)

∂β2
l

β̃2
l
(
1 + op(1)

)
within ‖((β̃

Unit
)′, (β̃

Area
)′)‖2= c1 for some suitably large chosen c1 > 0. From Assumption 2

and 4, we can conclude that (5.39) holds for c > c1 + c2 > 0. This completes the proof. �

As for Theorem 4.2, it is important to note that we only proved that the proposed multi-level
estimation method can provide a consistent estimator. However, given the non-convexity of
the underlying estimation problem, it is not guaranteed that the corresponding estimator will
be found by Algorithm 5.1. Further, the applicability of asymptotic results in the context of
small samples has to be evaluated carefully.
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5.4.3 Consistency in Variable Selection

In this section, we study consistency in variable selection for those regularization schemes of
Section 5.2.2 that induce sparsity on both levels. These are Multi-`1 and Multi-EN. A cor-
responding discussion is relevant since level-specific regularization has been proposed as a
method to conduct multi-level variable selection.

Assumptions and Illustration of the Proof
Let us assume that the true underlying structure of model (5.1) is sparse to the extent that∥∥∥((βUnit∗)′, (βArea∗)′

)∥∥∥
0
= sUnit + sArea < pUnit + pArea. (5.40)

However, unlike the previous sparsity definition in (3.23), we do not consider a setting where
the number of non-zero covariates increases with the same order as the sample size. Instead,
we adapt the fixed covariate number setting of the previous section and let n→ ∞ independent
from pUnit + pArea. In the light of this assumption, denote the fixed effect coefficients as

βUnit =
(
(βUnit

1 )′, (βUnit
2 )′

)′
, βArea =

(
(βArea

1 )′, (βArea
2 )′

)′
, (5.41)

where β1 and β2 correspond to non-zero and zero elements. Under this premise, consistency
in variable selection is established by showing that the local minimizer described in Theorem
5.1 has the oracle property. Recall from Section 3.2, that this demands the non-zero elements
of βUnit∗, βArea∗ are identified with probability tending to one for n→ ∞. In order to do so, we
have to add another assumption to the system presented in Section 5.4.2.

Assumption 5
lim infn→∞ lim infβl→0+ (λl

n)
−1[∂λl

nhl(βl)/∂βl ] > 0 for all l = 1, ..., pUnit + pArea

This is a regularity condition for the asymptotic behavior of the regularization term that is satis-
fied for the majority of non-concave regularizations under a suitable choice of the λ-sequence.
See Fan and Lv (2011) for further details. Establishing the oracle property in this setting is
straightforward. As variable selection is only conducted for the regression coefficients, we can
hold κ = κ̄ fixed without loss of generality. Then, we have to ensure that the elements of a
√

n-consistent estimator θ̂κ̄ that correspond to βUnit
2 and βArea

2 converge to zero in probability
as n → ∞. This can be verified by investigating the shape of the objective function Qθκ̄ in
terms of the first partial derivatives with respect to βUnit

2 and βArea
2 inside a ball. If the partial

derivatives are such that a fitting algorithm for model parameter estimation is asymptotically
directed towards zero for every βl ∈ (βUnit

2 , βArea
2 ), then the property follows. Accordingly, we

have to investigate the signs of corresponding derivatives within the ball. This is done by a
Taylor series expansion. We find that ∂Qθκ̄ /∂βl < 0 for βl < 0 and ∂Qθκ̄ /∂βl > 0 for βl > 0,
which establishes the desired shape of the objective function.

Theorem and Proof
The oracle property is stated within the subsequent theorem.
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Theorem 5.2 Consider the model parameter estimation problem (5.33) under the Assumptions 1 - 5.
Assume that the true underlying structure of the model is sparse in sense of (5.40). If λl

n → 0 and
√

nλl
n → ∞ for all l = 1, ..., pUnit + pArea as n→ ∞, then the local minimizer

θ̂ =
(
(β̂

Unit
1 )′, (β̂

Unit
2 )′, (β̂

Area
1 )′, (β̂

Area
2 )′, κ̂′

)′
described in Theorem 5.1 satisfies that β̂

Unit
2 and β̂

Area
2 converge in probability to 0pUnit and 0pArea .

Proof. The proof is mainly built upon Fan and Li (2001). As variable selection is only with
respect to the fixed effect coefficients, we are allowed to choose κ̂ = κ̄ as a constant vector and
subsequently focus on the fixed effects only. We need to show that under Assumption 1 - 5, for
any estimate ((β̂

Unit
1 )′, (β̂

Area
)′) that satisfies∥∥∥((β̂

Unit
1 )′, (β̂

Area
2 )′

)
−
(
(βUnit∗

1 )′, (βArea∗
2 )′

)∥∥∥
2
= Op(n−1/2), (5.42)

with some constant c > 0, it holds that

Qθ

(
β̂

Unit
1 , 0pUnit , β̂

Area
1 , 0pArea , κ̄

)
= min

((βUnit
2 )′,(βArea

2 )′)∈B

Qθ

(
βUnit

1 , βUnit
2 , βArea

1 , βArea
2 , κ̄

)
(5.43)

with probability tending to one, where

B =
{

βUnit
2 , βArea

2 :
∥∥∥((βUnit

2 )′, (βArea
2 )′

)∥∥∥
2
≤ cn−1/2 for all

(
(βUnit

2 )′, (βArea
2 )′

)
∈ Rp−s

}
.

Denote p = pUnit + pArea and s = sUnit + sArea. SinceQθ is convex in βUnit, βArea, the conditions

∂Qθ

∂βl
> 0 for 0 < βl < cn−1/2, l = s + 1, ..., p, (5.44)

and
∂Qθ

∂βl
< 0 for − cn−1/2 < βl < 0, l = s + 1, ..., p (5.45)

are sufficient for (5.43) to hold. Using Taylor expansion, for any l = s + 1, ..., p, we have

∂Qθ(β̂
Unit

, β̂
Area

)

∂βl
=

∂Ln(β̂
Unit

, β̂
Area

)

∂βl
+ n

∂ ∑
p
k=1 λk

nhk

∂βl
(|β̂l |)sgn(β̂l)

≈ ∂Ln(βUnit∗, βArea∗)

∂βl
+

p

∑
k=1

∂2Ln(βUnit∗, βArea∗)

∂βl∂βk

(
β̂k − βk∗

)
+

p

∑
k=1

p

∑
r=1

∂3Ln(β̃
Unit, β̃

Area
)

∂βl∂βk∂βr

(
β̂k − βk∗

) (
β̂r − βr∗

)
+ n

∂ ∑
p
k=1 λk

nhk

∂βl
(|β̂l |)sgn(β̂l),

where (β̃
Unit, β̃

Area
) lies between (βUnit, βArea) and (βUnit∗, βArea∗). Similar to the proof of The-

orem 5.1, we have

1
n

∂Ln(βUnit∗, βArea∗)

∂βl
= Op(n−1/2),

1
n

∂2Ln(βUnit∗, βArea∗)

∂βl∂βk
= E

[
∂2Ln(βUnit∗, βArea∗)

∂βl∂βk

]
+ op(1).
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Since we have assumed that the estimator satisfies (5.42), this yields

∂Qθ(β̂
Unit

, β̂
Area

)

∂βl
= nλl

n

[
(λl

n)
−1 ∂ ∑

p
k=1 λk

nhk

∂βl
(|βl |)sgn(βl) +Op((λ

l
n)
−1n−1/2)

]
.

By Assumption 5 and the fact that n−1/2λl
n → 0 for all l = 1, ..., p, the sign of the derivative is

determined by sgn(βl) for all l = s + 1, ..., p. Accordingly, the sufficient conditions (5.44) and
(5.45) hold. This completes the proof. �

Let us recapitulate the presented theorem. The result only holds for a
√

n-consistent minimizer
of Qθ. Note that the LASSO in its basic form does not satisfy λn = Op(n−1/2) simultaneously
to
√

nλn → ∞. However, a simple solution to this problem is to apply weighting to the regu-
larization by means of a

√
n-consistent estimator, such as the empirical BLUE defined in (2.28).

If we specify the penalty according to n ∑
p
l=1 λl

n|βl |(|β̂l |)−1, where β̂l has been obtained from
(2.28), then the LASSO has the oracle property. This is sometimes called adaptive LASSO. See
Zou (2006) for further details. Apart from these issues, it should be noted that selecting the
correct set of covariates is only of secondary relevance in SAE, since the primary concern is to
produce efficient predictions of the area statistic Ȳj. As estimation is performed on sample data,
it is not for certain that efficient ̂̄Y j are obtained from a correctly specified model.

5.5 Simulation Study

In this section, the proposed CMLMM is evaluated numerically in a Monte Carlo simulation
study. We test the approach against two alternative small area techniques to demonstrate its
effectiveness for multi-source data settings.

5.5.1 Simulation Setup

We perform a Monte Carlo simulation with R = 500 iterations indexed by r = 1, ..., R. As
in Section 4.5.1, a model-based simulation environment is implemented since the proposed
methods rely on model-based inference. Accordingly, U is viewed as a random realization of a
super population model characterized by the probability distribution ξ. For the simulation, we
draw the population from a statistical model using two deterministic unit- and area-level fixed
effect design matrices that are held fixed over all Monte Carlo iterations. However, unlike in
Section 4.5.1, these matrices vary between scenarios, which will be indicated by the subscript
[sc]. In the light of the comments from Section 5.1, this is done to simulate heterogeneous
distributional characteristics with respect to unit- and area-level covariate realizations. The
simulation is performed via the statistics software R-Studio (RStudio Team, 2019).

Let XUnit
U [sc], XArea

U [sc] denote the design matrices in the population for a given scenario. We have

XUnit
U [sc] =

(
(XUnit
U1[sc])

′, ..., (XUnit
Um[sc][sc])

′
)′

, XArea
U [sc] =

(
(XArea
U1[sc])

′, ..., (XArea
Um[sc][sc])

′
)′

,
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where XUnit
U j[sc] ∈ RNj×pUnit

is the area-specific matrix of unit-level covariate realizations for all

i ∈ Uj with j = 1, ..., m[sc]. Further, XArea
U j[sc] ∈ RNj×pArea

is the area-specific matrix of area-level

covariate realizations containing Nj identical rows xArea
j[sc] ∈ R1×pArea

with j = 1, ..., m[sc]. Note
that m[sc] also varies between scenarios. These matrices are generated once per scenario and
subsequently held fixed for all Monte Carlo iterations. As in Section 4.5.1, the realizations of
the response variable Y are generated in every iteration individually due to the influence of
the random effects and stochastic model errors. The objective is to estimate the area-specific
mean of Y per scenario defined by Ȳj = N−1

j ∑i∈Uj
yij for all j = 1, ..., m[sc]. We implement a

fixed sample setting by drawing the set of sampled individuals {i ∈ {1, ..., Nj} : i ∈ S} once
and holding it fixed for all Monte Carlo iterations. In the process, the sample realizations of
the model components are denoted by y ∈ Rn[sc]×1, XUnit

[sc] ∈ Rn[sc]×pUnit
, XArea

[sc] ∈ Rn[sc]×pArea
, as

before. For the random effect vector bj, we choose a random intercept by defining bj = vj and
ψ = ψ2 with vj ∼ N(0, ψ2). Although the proposed developments allow for a more general
random effect structure, this is done in order to reduce the computational burden.

The complete Monte Carlo simulation is sketched as follows:

1. choose m[sc], nj = 2, Nj = 500, βUnit = βArea = (2, 2)′, µUnit
X = µArea

X = (2, 2)′, σ2 = ψ2 = 1

2. Draw XUnit
U ∼ MVN(µUnit, ΣUnit

X[sc]), XArea
U [sc] ∼ MVN(µArea

X , ΣArea
X[sc])

3. draw Sj ⊂ Uj with |Sj| = nj for all j = 1, ..., m

4. for r = 1, ..., R do

(a) draw v(r)j ∼ N(0, ψ2), e(r)ij ∼ N(0, σ2) for all i = 1, ..., Nj and j = 1, ..., m[sc]

(b) generate y(r)ij = (xUnit
ij[sc])

′βUnit + (xArea
j[sc] )

′βArea + v(r)j + e(r)ij for all i = 1, ..., Nj and j =
1, ..., m[sc]

(c) calculate Ȳ(r)
j = N−1

j ∑i∈Uj
y(r)ij for all j = 1, ..., m[sc]

(d) perform Algorithm 5.1 on y(r) = (y(r)11 , ..., y(r)njm[sc]
)′, XUnit

[sc] , XArea
[sc] to obtain θ(r)

(e) calculte the EBP µ̂
(r)
j using θ(r), X̄Unit

U j[sc], xArea
j[sc] via (5.6) for all j = 1, ..., m[sc]

(f) perform MSE estimation according to Algorithm 5.3

5. Calculate performance measures based on r = 1, ..., R

Here, θ̂ = ((β̂
Unit

)′, (β̂
Area

)′, ψ̂2, σ̂2)′. We use the performance measures defined in (4.79), (4.80),
and (4.81). The described simulation procedure is performed for the following scenarios.
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Sc m N j N nj n Covariates
A.1 50 500 25 000 2 100 ΣUnit

X = I2, ΣArea
X = I2

A.2 100 500 50 000 2 200 ΣUnit
X = I2, ΣArea

X = I2

B.1 50 500 25 000 2 100 ΣUnit
X = I2, ΣArea

X = ΣB

B.2 100 500 50 000 2 200 ΣUnit
X = I2, ΣArea

X = ΣB

C.1 50 500 25 000 2 100 ΣUnit
X = ΣC, ΣArea

X = ΣB

C.2 100 500 50 000 2 200 ΣUnit
X = ΣC, ΣArea

X = ΣB

TABLE 5.1: Overview of Simulation Scenarios, Multi-Level Model

In the A-scenarios, there is no correlation between covariates on each level. The explanatory
variable realizations are all drawn from the same distribution. Thus, A.1 and A.2 are used as
reference to study the impact of heterogeneous distribution characteristics between the levels.
In the B-scenarios, the unit-level covariates are orthogonal while the area-level covariates have
strong covariance structures. Regarding the C-scenarios, there is strong correlation between
covariates on both levels. The corresponding covariance matrices are as follows:

ΣB =

(
1 0.647

0.647 1

)
, ΣC =

(
1 0.715

0.715 1

)
.

The hypothesis is that these different distributional characteristics compound the estimation
performance of standard SAE methods. Under this premise, level-specific regularization rep-
resents a methodological adjustment to retain a decent level of estimation accuracy. On that
note, we evaluate the performance of the subsequent methods.

• FH: EBP under the FH model (Section 2.2.2), via sae (Molina and Marhuenda, 2018)

• CM: EBP under the CMLMM (Section 5.2.1) without penalty, via lme4 (Bates et al., 2019)

• L2: EBP under the CMLMM (Section 5.2.1) with penalty Multi-`2
2

• L1: EBP under the CMLMM (Section 5.2.1) with penalty Multi-`1

• EN: EBP under the CMLMM (Section 5.2.1) with penalty Multi-EN

FH uses the area-level covariate realizations XArea
[sc] as well as the true area-specific population

means X̄Unit
U [sc] = ((X̄Unit

U1[sc])
′, ..., (X̄Unit

Um[sc])
′)′ for model parameter and area statistic estimation. It is

considered in this study as reference for the estimation performance of a single-level estimator
in the context of multi-level data settings. CM uses the same information as the regularized
predictors proposed in this chapter. However, model parameter estimation and prediction is
performed as in Chapter 2, since the CMLMM is a special case of the LMM defined in (2.4). This
implies it does not use any regularization. The method is included to evaluate the performance
difference resulting from the proposed regularization schemes when the considered data bases
are equal. For EN, we specify αUnit = αArea = 0.5 to avoid four-dimensional hyper parameter
tuning (see Section 5.2.3).
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5.5.2 Simulation Results

The simulation results are presented in terms of the structure as in Section 4.5.2. Thus, we start
with area statistic estimation, and then continue with model parameter and MSE estimation.

Area Statistic Estimation
Tables 5.2, 5.4, 5.3, and 5.5 display the results of area statistic estimation in terms of the per-
formance measures defined in (4.79). We see that FH has the weakest performance in almost
all considered scenarios and measures. This was expected, since the data generating process
has a multi-level structure and FH is a single-level estimator. Still, observe the large efficiency
gain stemming from the consideration of both unit- and area-level observations. The MSE ad-
vantage of all other predictors ranges from 61% to 93%. This supports the argument made in
Section 5.1 where we stated that multi-level modelling increases estimation efficiency in SAE.

Scenario MSE.FH MSE.CM MSE.L2 MSE.L1 MSE.EN
A.1 1.9163 0.3595 0.3543 0.3544 0.3532
A.2 1.8974 0.7325 0.3899 0.3899 0.3893
B.1 2.5528 0.3311 0.3114 0.3116 0.3071
B.2 2.6334 0.4682 0.3715 0.3715 0.3715
C.1 5.2510 0.4036 0.3730 0.3745 0.3690
C.2 3.2466 0.4025 0.3737 0.3737 0.3741

TABLE 5.2: MSE of Area Statistic Estimation, Multi-Level Model

Scenario RRMSE.FH RRMSE.CM RRMSE.L2 RRMSE.L1 RRMSE.EN
A.1 0.0625 0.0289 0.0288 0.0288 0.0287
A.2 0.0675 0.0443 0.0314 0.0314 0.0314
B.1 0.0776 0.0275 0.0263 0.0263 0.0261
B.2 0.0795 0.0346 0.0315 0.0315 0.0315
C.1 0.1065 0.0295 0.0286 0.0286 0.0285
C.2 0.0888 0.0314 0.0303 0.0304 0.0303

TABLE 5.3: RRMSE of Area Statistic Estimation, Multi-Level Model

Within the group of multi-level methods, the regularized predictors show superior perfor-
mance in terms of MSE and RRMSE. The level-specific regularization allows for more efficient
results relative to the unregularized CM over all considered settings. However, the magnitude
of the advantage differs between scenarios. In A.1, regularization only achieves 1.4% to 1.7%
MSE reduction. Given the high computational burden stemming from multi-level regulariza-
tion parameter tuning, this is not very much. In A.2, on the other hand, the MSE reduction is
roughly 47% for all regularized predictors. This marks a remarkable efficiency gain, as there
is no distribution heterogeneity other than the realization level with respect to the covariates.
For the other scenarios, the MSE advantage ranges from 6% to 21%. Here, the results for reg-
ularized predictors per setting are mostly similar. Overall, the elastic net has a tendency of
achieving the most efficient area statistic estimates, although not by a large margin. Regarding
bias and relative bias, we see that FH overall obtains the most biased results. This was expected
in the light of the multi-level structure of the data generating process. CM produces the least
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biased area statistic estimates for the A-scenarios. Given the bias-inducing effects of regular-
ization, this is not surprising. However, an interesting observation is that CM shows larger bias
for the B- and C-scenarios. This is due to the strong covariate dependencies in the correspond-
ing settings. Here, regularization marks a valuable tool for separating the individual covariate
contributions to the functional response description on each level.

Scenario Bias.FH Bias.CM Bias.L2 Bias.L1 Bias.EN
A.1 -0.0985 -0.0110 -0.0110 -0.0110 -0.0118
A.2 0.1627 0.0938 0.0946 0.0946 0.0949
B.1 -0.2412 0.0250 0.0225 0.0226 0.0181
B.2 -0.2239 0.0202 -0.0136 -0.0136 -0.0142
C.1 -0.0397 0.1461 0.0797 0.0794 0.0712
C.2 -0.3728 -0.1034 -0.0741 -0.0739 -0.0742

TABLE 5.4: Bias of Area Statistic Estimation, Multi-Level Model

Scenario RBias.FH RBias.CM RBias.L2 RBias.L1 RBias.EN
A.1 -0.0060 -0.0007 -0.0007 -0.0007 -0.0007
A.2 0.0104 0.0060 0.0061 0.0061 0.0061
B.1 -0.0146 0.0015 0.0014 0.0014 0.0011
B.2 -0.0143 0.0013 -0.0009 -0.0009 -0.0009
C.1 -0.0024 0.0088 0.0048 0.0048 0.0043
C.2 -0.0234 -0.0065 -0.0046 -0.0046 -0.0047

TABLE 5.5: RBias of Area Statistic Estimation, Multi-Level Model

FIGURE 5.3: Density Plots of Area Statistic Estimation, Multi-level Model
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These results are further visualized in Figure 5.3. Here, density plots of the relative deviations
(µ̂

(r)
j − Ȳ(r)

j )/Ȳ(r)
j are provided. The unregularized CM and the regularized EN are considered.

The vertical lines display the corresponding means. We see that EN is always more efficient
relative to CM. The corresponding deviation density is more concentrated around zero relative
to CM. In terms of bias, both methods are relatively similar when considering the full range
of relative deviations. This is due to the fact that the required regularization parameters for
EN have been low in value compared to the simulation scenarios in Chapter 4. Thus, the bias
is negligible. Note that the plotted densities for EN are not as smooth as those of L1 and L2
in the last chapter. This is a result of multi-level regularization parameter tuning. It yields
heterogeneous parameter combinations due to the non-convexity of the objective function and
the stochastic nature of the optimization algorithm.

Model Parameter Estimation
Tables 5.6, 5.7, 5.8, and 5.9 contain the results of model parameter estimation in terms of the
performance measures defined in (4.80). Note that the results are averaged in the sense that

β̂l ≈ ̂̄β =
1

4R

R

∑
r=1

4

∑
l=1

β̂
(r)
l , κ̂l ≈ ̂̄κ =

1
2R

R

∑
r=1

2

∑
l=1

κ̂
(r)
l , (5.46)

since the true value of every element βl ∈ ((βUnit)′, (βArea)′)′ is the same, while the true value
of every κl ∈ κ is equal as well. As in Chapter 4, we do not consider relative measures for the
model parameters since their values are constant over all Monte Carlo iterations.

Scenario MSE.FH MSE.CM MSE.L2 MSE.L1 MSE.EN
A.1 40.4456 0.0398 0.0396 0.0398 0.0375
A.2 10.3857 0.0107 0.0125 0.0125 0.0123
B.1 58.5720 0.0313 0.0264 0.0266 0.0241
B.2 6.3977 0.0125 0.0082 0.0082 0.0093
C.1 172.1370 0.0849 0.0781 0.0788 0.0762
C.2 30.7344 0.0283 0.0208 0.0208 0.0216

TABLE 5.6: MSE of β-Estimation, Multi-Level Model

Scenario Bias.FH Bias.CM Bias.L2 Bias.L1 Bias.EN
A.1 0.3179 0.0927 0.0915 0.0923 0.0811
A.2 -1.8880 0.0033 0.0095 0.0098 0.0001
B.1 -4.3976 0.0289 0.0125 0.0134 -0.0174
B.2 -1.6117 -0.0373 -0.0442 -0.0438 -0.0672
C.1 2.0367 -0.0052 0.0270 0.0311 0.0123
C.2 -0.0341 -0.0208 -0.0263 -0.0224 -0.0313

TABLE 5.7: Bias of β-Estimation, Multi-Level Model

We start with the analysis of the fixed effect estimates. It can be seen that FH obtains highly
inefficient and also biased results compared to the multi-level approaches. This is consistent
with the figures of the area statistic estimation, and marks another consequence of the estima-
tor only considering a single level. Regarding the multi-level predictors, we observe that the
regularized techniques obtain the most efficient fixed effect estimates for all scenarios except
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A.2. In the other scenarios, the MSE advantage arising from level-specific regularization ranges
from 0.5% to 34%. However, in the A.2-scenario, CM is more efficient by roughly a 14% margin.
Further, its fixed effect estimates are almost unbiased in this setting. Given the fact that area
statistic estimation has been relatively weak for CM in A.2 (see Table 5.2), this result is surpris-
ing. By looking at the corresponding entry in Table 5.8, we see that the variance parameters are
considerably underestimated. Since the variance parameter estimates strongly affect the area
statistic estimation (in particular when using the small sample approximation), this may have
led to the inferior results. Within the group of regularized approaches, the performances are
very similar for all considered regularizations. This is a consequence of the considered data
setting being low-dimensional and not having measurement errors. Thus, the optimal regular-
ization parameter combination is very low in numerical value for all schemes.

Scenario MSE.FH MSE.CM MSE.L2 MSE.L1 MSE.EN
A.1 3.2610 0.0049 0.0082 0.0082 0.0082
A.2 5.8834 0.2436 0.0134 0.0134 0.0133
B.1 7.4003 0.0458 0.0126 0.0125 0.0124
B.2 10.3354 0.0062 0.0124 0.0124 0.0124
C.1 42.0531 0.0738 0.0432 0.0433 0.0421
C.2 13.0380 0.0300 0.0098 0.0098 0.0099

TABLE 5.8: MSE of κ-Estimation, Multi-Level Model

Scenario Bias.FH Bias.CM Bias.L2 Bias.L1 Bias.EN
A.1 1.7932 -0.0413 -0.0481 -0.0481 -0.0480
A.2 2.4231 -0.1299 0.0190 0.0190 0.0192
B.1 2.5544 -0.0149 -0.0309 -0.0309 -0.0290
B.2 3.2005 0.0322 -0.0164 -0.0163 -0.0161
C.1 6.4325 -0.0417 -0.0530 -0.0531 -0.0506
C.2 3.5008 0.0034 0.0035 0.0035 0.0036

TABLE 5.9: Bias of κ-Estimation, Multi-Level Model

We continue with the analysis of the variance parameter estimates. Here, the results are mixed.
The regularized techniques obtain MSE-superior estimates for four out of six scenarios. Only in
A.1 and B.2 the unregularized CM showed more efficient variance parameter estimates. This
further supports the observation from Chapter 4 that regularized fixed effect estimation can
positively affect unregularized variance parameter estimation. With respect to the bias, we see
no clear evidence in terms of an over- or underestimation tendency. All considered methods
over- and underestimated the variation in a comparable number of scenarios. This is an impor-
tant result, since one may expect that the bias resulting from regularized fixed effect estimation.

Mean Squared Error Estimation
We finally investigate MSE estimation with respect to the parametric bootstrap. For this, we
use the performance measures defined in (4.81). Table 5.10 contains the corresponding results
for m = 50 and m = 100. We see no clear tendency in terms of over- or underestimation. For
the 18 considered settings (3 EBPs × 3 scenarios × 2 numbers of areas), we have 10 cases of
overestimation and 8 cases of underestimation. The relative amount of overestimation ranges
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from 5% to 76%, while underestimation ranges from 1% to 17%. Overall, the best results are
obtained under Multi-EN. It displays the lowest amounts of relative over- and underestimation.
The overall estimation performance is acceptable given the fact that the number of simulated
areas is small compared to other simulation studies on MSE estimation in SAE. For instance,
Slud and Maiti (2006) consider up to 1000 areas in their simulation study for MSE estimation
for predictions obtained from a transformed FH model. This is done because the MSE is a
highly nonlinear statistic that is known to require an extended amount of observations to be
estimated accurately. For the current study, we did not consider larger area numbers in order
to reduce computational burden. However, given the relation of MSE estimation accuracy and
observation numbers, it can be expected that the results of the parametric bootstrap are better
if the number of areas is increased.

Scenario Mean.L2 Mean.L1 Mean.EN RBias.L2 RBias.L1 RBias.EN
A.1 0.6230 0.6454 0.5146 0.6966 0.7580 0.3983
A.2 0.3445 0.3458 0.3413 -0.0197 -0.0162 -0.0287
B.1 0.4134 0.4668 0.4158 -0.0212 0.1049 -0.0139
B.2 0.3822 0.3722 0.3771 0.0774 0.0492 0.0535
C.1 0.4331 0.4166 0.4164 0.2098 0.1627 0.1601
C.2 0.3020 0.3021 0.3015 -0.1736 -0.1734 -0.1738

TABLE 5.10: Mean and RBias of MSE Estimation, Multi-Level Model

5.6 Conclusive Remarks

The contents of the chapter are summarized and critically discussed hereafter. We further pro-
vide an outlook on future research regarding multi-level and multi-source SAE.

With respect to the methodological challenges described in Section 1.1, the objective was to
develop an approach that allows for the joint usage of unit- and area-level observations for
SAE. This method should be constructed such that is solves several technical issues that one
encounters in the process. Here, the most essential problems were multi-level model parameter
estimation and variable selection. We proposed a combined multi-level with level-specific reg-
ularization to overcome these issues. Multi-level regularization schemes with penalty terms
depending on the distribution characteristics of observations on each level were developed.
Model parameter estimation was performed via a novel SGD algorithm that allows for an
adaptive regularization of each regression coefficient. We proved that this approach allows
for consistency in model parameter estimation. We also found that consistency in variable se-
lection can be achieved when a suitable sparsity inducing regularization is chosen. In addition
to that, we investigated a parametric method for MSE estimation with respect to area statis-
tic estimates resulting from the model. The effectiveness of the proposed methodology was
demonstrated in a Monte Carlo simulation study.

The theoretical and numerical findings of this chapter show that regularized multi-level mod-
elling is a valuable addition to SAE theory. However, there are remaining questions with re-
spect to the empirical applicability of the methodology. Analogously to the criticism of the
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methods from Chapter 4, the developments of this chapter have been obtained and numeri-
cally tested in a purely model-based environment. Therefore, the corresponding methods have
to be further studied on real-world data with more realistic data structures. First results on
that regard have already been obtained. Burgard, Krause, and Münnich (2019) used elements
of the methodology for regional prevalence estimation based on administrative area-level and
survey unit-level data. The presented results are very decent. Nevertheless, more research on
the anticipation of survey features has to be conducted. In particular, inverse inclusion proba-
bility weighting for model parameter estimation remains an important issue. It is necessary to
account for the sampling process regard the unit-level observations.

Another objective for future research lies within the technical formulation of the model. As
of now, the CMLMM can be seen as unit-level model that additionally considers covariates
with area-level realizations. This encloses the danger of ecological inference fallacy (Robinson,
1950). Depending on the application, it may be that the functional relation of the area-level data
to the unit-level observations is different from the corresponding relation to the area statistic
of interest. In that case, using the area-level data induces a bias to area statistic estimation
even when model parameter estimation has been performed properly. A possible solution to
this issue may be the construction of a statistical test that quantifies the functional relation on
multiple levels and compares the results.
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Chapter 6

Proportion Estimation under
Quasi-Multicollinearity

In this chapter, the third methodological challenge discussed in Section 1.1 is addressed: SAE
of proportions in the presence of quasi-multicollinearity. We present two nonlinear small area
models that are special cases of the GLMM described in Section 2.3. They allow for the estima-
tion of area-specific proportions with respect to a binary response variable of interest. The first
model is the unit-level binomial logit mixed model by Hobza and Morales (2016). The second
model is an area-level binomial logit mixed model that draws from the multinomial logit mixed
model proposed by López-Vizcaíno, Lombardía, and Morales (2013). We modify these models
by adding a squared `2-regularization to the penalized quasi-likelihood function. The latter is
obtained from the Laplace approximation as demonstrated in Section 2.3.4. With this, the fit-
ting algorithm for model parameter estimation is stabilized and allows for accurate estimates
despite potential linear dependencies between covariates. We proceed as follows. In Section
6.1, we motivate the methodology and discuss past research conducted on nonlinear SAE. In
Section 6.2, the unit-level logit mixed model is presented. We address the model formulation
and demonstrate how to obtain empirical best predictions under a corresponding approach.
Next, the penalized quasi-likelihood procedure from Section 2.3.4 is extended by regulariza-
tion to construct a novel algorithm for model parameter estimation. Afterwards, we elaborate
on regularization parameter tuning and MSE estimation. Section 6.3 describes the area-level
logit mixed model along the same lines as the unit-level mixed logit model. In Section 6.4, the
methodology is tested in a simulation study to evaluate its performance. Section 6.5 closes with
some conclusive remarks.

6.1 Motivation and Background

The regularized small area methods introduced in Chapter 4 and Chapter 5 allow for area
statistic estimation in situations where the response variable Y is continuous or at least metric.
However, in many empirical research fields, response variables have categorical realizations.
For instance, in the context of labor market economics, Y could be binary with unit-level re-
alizations Ω = {employed, not employed}. In this case, the LMM procedures described in
Section 2.1 are not applicable and alternative modelling approaches have to be used. For such
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settings, we introduced GLMMs in Section 2.3 to allow for more general data combinations.
This model type is now used to perform nonlinear SAE. Assume that Y is binary with potential
outcomes as mentioned. The objective is to estimate the area proportions

Ȳj =
1
Nj

∑
i∈Uj

yij with yij =

1 if i ∈ Uj is employed

0 if i ∈ Uj is not employed
∀ j = 1, ..., m. (6.1)

The application of the BHF model (Section 2.2.1) or the FH model (Section 2.2.2) could lead
to poor estimates of Ȳj, especially when its true value is significantly different from 0.5. In
the worst case, area proportion estimates may even be larger than one or smaller than zero
(Burgard, 2015, p. 17). Therefore, GLMM theory is used to perform nonlinear SAE in this
context. Recall that GLMMs require the definition of a link function g(·) that is applied to the
response variable in order to find a linear predictor for it. Since Y is binary, the logit function
developed by Luce (1959) is an appropriate choice. Hence, we study the unit- and area-level
models as special cases of the logit mixed model (Wong and Mason, 1985).

This model type has been used for SAE before. Hereafter, we list only a few references from the
literature. For the unit-level, Ghosh et al. (2009) proposed a hierarchical and empirical Bayes
approach for a logit mixed model. Militino, Ugarte, and Goicoa (2015) derived small area
plug-in estimators of indicators from information technology surveys. Hobza and Morales
(2016) used EBPs under a unit-level logit mixed model for SAE of poverty indicators. Re-
garding the area-level, Molina, Saei, and Lombardía (2007) used a (multinomial) logit mixed
model for small area estimates of labor force indicators. López-Vizcaíno, Lombardía, and
Morales (2013) provided an extension to this model by allowing for a more complex random
effect structure. Further, Slud (2004) demonstrated the use of logit mixed models within the
Small Area Income and Poverty Estimation (SAIPE) Program.

Within this chapter, we look at a methodological problem that may occur in each of these mod-
els: strong correlation between covariates. From the literature review provided above, it can
be seen that logit mixed models are often applied in the context of indicators. Especially in
research fields like poverty or health measurement, indicators are not only estimated, but also
used for the estimation of other indicators. Naturally, this can induce linear dependencies
between indicators in a corresponding data set. However, if two or more linearly dependent
indicators are considered as covariates for SAE, the obtained area statistic estimates suffer from
poor quality. This is because in case of linear dependencies the space spanned by the covariates
can be rank-deficient. Thus, the fixed effect design matrix is collinear and the individual con-
tributions of the covariates to the functional description of the response cannot be identified
(Wieringen, 2019). The model parameter estimates are then either subject to high variance or
heavily biased. This marks a major issue especially in GLMMs, where fitting algorithms tend
to be unstable for sophisticated specifications (Groll and Tutz, 2014).

It is important to note that the mentioned problems not only occur in the presence of perfect
linear dependencies (multicollinearity), but also when covariates are closely related (quasi-
multicollinearity). A data set containing observations from contextually similar variables may



Chapter 6. Proportion Estimation under Quasi-Multicollinearity 142

already cause inferior small area estimates. Hence, methodological adjustments are required to
obtain accurate results. This marks a general problem that motivated Hoerl and Kennard (1970)
to develop ridge regression in the context of LMs. Recall from Section 3.1.2, that the introduc-
tion of the squared `2-norm to model parameter estimation solves these issues by smoothing
the parameter estimates and shrinking the singular values of the design matrix. We take ad-
vantage of this effect to stabilize the results from the mentioned logit mixed models.

There are some theoretical studies and applications of `2-regularized model parameter estima-
tion within fixed effect logit models in the literature. In terms of theory, Schaefer, Roi, and
Wolfe (1984) showed that applying `2-regularized ML estimation in a fixed effect binomial
logit model obtains smaller MSE for model parameter estimation in the presence of (quasi-
)multicollinearity. Extending these results, Cessie and Houwelingen (1992) showed that under
some regularity conditions, the regularized model parameter estimates are asymptotically un-
biased for this model type. In regard of empirical applications, Vágó and Kemény (2006) use
a `2-regularized logit model for clinical data analysis. Further, Pereira, Basto, and Silva (2016)
apply a similar model for the prediction of corporate failure. However, to the best of our knowl-
edge, there are no applications of `2-regularized logit mixed models, especially not in SAE.

Given the relevance of area proportion estimation and the mentioned issues resulting from
quasi-multicollinearity, further research on `2-regularized logit mixed models for SAE has to be
conducted. In this chapter, we provide suitable extensions to the unit-level logit mixed model
by Hobza and Morales (2016), as well as a binomial version of the area-level logit mixed model
by López-Vizcaíno, Lombardía, and Morales (2013). We extent the penalized quasi-likelihood
approach introduced in Section 2.3.4 by `2-regularization for model parameter estimation. With
this adjustment, we stabilize the fitting algorithm and obtain decent estimates in the presence
of strong covariate correlation. Further, parametric bootstrapping is discussed for MSE estima-
tion. The methodology is applied in a simulation study to test its effectiveness.

6.2 Unit-Level Logit Mixed Model

Hereafter, the unit-level logit mixed model is presented. We discuss the model formulation and
derive suitable EBPs. Next, we demonstrate `2-regularized quasi-likelihood (`2-RQL) estima-
tion of the model parameters. Afterwards, regularization parameter tuning and MSE estima-
tion are addressed. The objective is to estimate the area-specific proportions of Y as given in
(6.1).

6.2.1 Formulation and Prediction

This section is based on Hobza and Morales (2016), unless noted differently. Assume the pop-
ulation structure and the sampling scheme from Section 2.1.1. Let X = {X1, ..., Xp} be a set
of real-valued covariates statistically related to Y. Denote the design matrix X ∈ Rn×p and its
unit-level realizations xij ∈ R1×p as before. We assume that the pair (yij, xij) is observed for all
i ∈ S . Further, we assume that xij is known for all i ∈ U .
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Formulation
The unit-level logit mixed model is specified as a special case of the GLMM defined in (2.82)
over the sampled individuals i ∈ Sj for i = 1, ..., nj and j = 1, ..., m. However, we assume
that corresponding functional relations also hold for all non-sampled individuals. The model
contains random intercepts vj on the area-level that are assumed to be iid following a standard

normal distribution, hence vj
iid∼ N(0, 1). Let v = (v1, ..., vm)′ denote the vector of random

intercepts with density function f (v) = (2π)−m/2 exp(−0.5v′v). We require that the response
realizations yij are independent conditionally on the random intercepts with distribution

yij|vj ∼ Bin(νij, pij) ∀ j = 1, ..., m and i = 1, ..., nj, (6.2)

where νij is a known size parameter and pij is a unit-level probability. Note that in our case
νij = 1. The unit-level logit mixed model is subsequently formulated according to

ηij = log

(
pij

1− pij

)
= x′ijβ + ψvj ∀ j = 1, ..., m and i = 1, ..., nj, (6.3)

where β ∈ Rp×1 is a vector of regression coefficients and ψ > 0 is an unknown standard
deviation parameter. With respect to the GLMM in (2.83), the upper model arises when zij =

1, bj = vj, ψ = ψ, and g(·) is the logit function. Thus, in the light of the properties of the
exponential family with conditional distribution (2.81), the conditional response distribution
for some i ∈ Sj given the random effect vector v is stated as

f (yij|v) = f (yij|vj) =

(
νij

yij

)
p

yij
ij (1− pij)

νij−yij , (6.4)

where

pij =
exp(ηij)

1 + exp(ηij)
, 1− pij =

1
1 + exp(ηij)

. (6.5)

Under the model assumptions, the conditional and unconditional response distribution of the
stacked sample response vector y = (y′1, ..., y′m)′ with yj = (y1j, ..., ynj j)

′ is given by

f (y|v) =
m

∏
j=1

nj

∏
i=1

f (yij|v), f (y) =
∫

f (y|v) f (v) dv =
∫

f (y, v) dv, (6.6)

where

f (y, v) = (2π)−m/2 exp
(
−v′v

2

) m

∏
j=1

∏
i∈Sj

(
νij

yij

)
exp

[
yij(x′ijβ + ψvj)

]
1 + exp(x′ijβ + ψvj)

νij
. (6.7)

Prediction
In order to estimate the unknown area proportions in (6.1), three quantities need to be predicted
via the EBP under the model. First, we have to predict the unit-level probabilities pij. After-
wards, the unit-level response values yij for the non-sampled individuals are predicted. And
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finally, we can estimate Ȳj via model prediction using the results for the first two quantities.

Prediction of pij

We start with the prediction of the unit-level probabilities pij. The BP of pij under the logit
mixed model (6.3) is the conditional expectation of the quantity given the observed response
realizations yj from the sample:

p̂BP
ij = E(pij|yj) =

∫ exp(x′ij β+ψvj)

1+exp(x′ij β+ψvj)
f (yj|vj) f (vj) dvj∫

f (yj|vj) f (vj) dvj
, f (vj) =

1√
2π

exp

(
−

v2
j

2

)
. (6.8)

We can alternatively express the probability in (6.8) according to p̂BP
ij = Nij/Mij with

Nij =
∫ exp(x′ijβ + ψvj)

1 + exp(x′ijβ + ψvj)
exp

ψyj.vj − ∑
i∈Sj

νij log
(

1 + exp(x′ijβ + ψvj)
) f (vj) dvj, (6.9)

where yj. = ∑i∈Sj
yij, and

Mij =
∫

exp

ψyj.vj − ∑
i∈Sj

log
(

1 + exp(x′ijβ + φvj)
) f (vj) dvj. (6.10)

Recall that in LMM theory we replaced the model parameters in the BP formula by consistent
estimates to obtain the EBP. However, as shown in Section 2.3, the BP under a GLMM contains
integrals that cannot be solved analytically except for special cases. As a result, p̂EBP

ij cannot
be quantified directly. Instead, it must be approximated via Monte Carlo integration over the
distribution of the random intercept vj. For this, we approximate Nij/Mij along a symmetric

sequence {v(r)j ,−v(r)j }R
r=1 with v(r)j

iid∼ N(0, 1) by the empirical expression N̂ij/M̂ij. We subse-
quently have

N̂ij =
1

2R

2R

∑
r=1

exp(x′ij β̂ + ψ̂v(r)j )

1 + exp(x′ij β̂ + ψ̂v(r)j )
exp

ψ̂yj.v
(r)
j − ∑

i∈Sj

νij log
(

1 + exp(x′ij β̂ + ψ̂v(r)j )
) ,

(6.11)
where β̂, ψ̂ are suitable estimators of β, ψ. Futher, we have v(R+r)

j = −v(r)j and

M̂ij =
1

2R

2R

∑
r=1

exp

ψ̂yj.v
(r)
j − ∑

i∈Sj

log
(

1 + exp(x′ij β̂ + φ̂v(r)j )
) . (6.12)

For R sufficiently large, it follows that p̂EBP
ij ≈ N̂ij/M̂ij.

Prediction of yij

The next step is the prediction of the unit-level response values yij. For every sampled individ-
ual, the response value has been observed. Thus, ŷBP

ij = E(yij|yj) = yij for all i ∈ Sj and all
Sj ∈ S . For every non-sampled individual i ∈ U \ S , predictions from the model have to be
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generated. This is done according to

ŷBP
ij (β, ψ) =

∫ 1
0 yij f (yij|vj) f (yj|vj) f (vj) dyij d vj

f (yj|vj) f (vj) dvj

=
pij f (yj|vj) f (vj) dvj

f (yj|vj) f (vj) dvj
= p̂BP

ij ,

(6.13)

where yj contains the sampled response observations in area j. For every non-sampled indi-
vidual, the BP of the response value is equivalent to the BP of the probability pij. Therefore, the
EBP of yij is in this case obtained analogously to p̂EBP

ij , which requires Monte Carlo integration.

Prediction of Ȳj

The final step is the prediction of Ȳj. The BP and EBP are given by

̂̄YBP
j =

1
Nj

∑
i∈Sj

yij + ∑
i∈Uj\Sj

p̂BP
ij

 , ̂̄YEBP
j =

1
Nj

∑
i∈Sj

yij + ∑
i∈Uj\Sj

p̂EBP
ij

 . (6.14)

6.2.2 Model Parameter Estimation

In this section, it is demonstrated how regularized model parameter estimation in the unit-
level logit mixed model is performed. The basic estimation strategy is ML estimation, which
we perform with a Newton-Raphson algorithm. However, note that the likelihood function of
the model contains integrals that cannot be solved analytically. Therefore, we apply the Laplace
approximation (Section 2.3.4) to find a suitable alternative expression. The so obtained quasi-
likelihood function is then expanded by `2-regularization to account for quasi-multicollinearity
in the design matrix X. This regularized version of the quasi-likelihood function is maximized
to obtain efficient model parameter estimates. We refer to this as `2-RQL estimation.

Laplace Approximation
Recall that v1, ..., vm are iid with vj

iid∼ N(0, 1), and that yij|vj
ind∼ Bin(νij, pij) with pij = pij(vj)

defined in (6.5). From Section 6.2.1, it holds that the area-specific response vectors y1, . . . , yj are
unconditionally independent with marginal probability density

f (yj) =
∫

∏
i∈Sj

f (yij|vj) f (vj) dvj

=
∫

∏
i∈Sj

{(
νij

yij

)
exp

[
yij(x′ijβ + ψvj)− νij log

(
1 + exp(x′ijβ + ψvj)

)]}

· (2π)−1/2 exp

(
−

v2
j

2

)
dvj = (2π)−1/2 ∏

i∈Sj

(
νij

yij

) ∫
exp[H(vj)] dvj,

(6.15)

where

H(vj) = −
v2

j

2 ∑
i∈Sj

[
yij(x′ijβ + ψvj)− νij log

(
1 + exp(x′ijβ + ψvj)

)]
. (6.16)
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Define the maximizer v∗j := argmaxvj∈R{H(vj)}. Further, define the partial derivatives Ḣ(·) :=
∂H/∂vj and Ḧ(·) := ∂2H/∂v2

j . For the maximizer of H(·), it holds that Ḣ(v∗j ) = 0 and Ḧ(v∗j ) <
0. The Laplace approximation at point vj = v∗j yields the following expression:

f (yj) ≈ ∏
i∈Sj

(
νij

yij

)1 + ψ2 ∑
i∈Sj

νijpij(v
∗
j )
(

1− pij(v
∗
j )
)−1/2

· exp

− (v∗j )
2

2
+ ∑

i∈Sj

[
yij(x′ijβ + ψv∗ij)− νij log

(
1 + exp(x′ijβ + ψv∗ij)

)] .

(6.17)

In general, the log-likelihood function of the unit-level logit mixed model (6.3) is given by

L(θ) =
m

∑
j=1

Lj(θ) =
m

∑
j=1

log
(

f (yj)
)

, (6.18)

where θ := (β′, ψ)′ is the full parameter vector. Applying the Laplace approximation obtains

Lj(θ) ≈ LQj(θ) = ∑
i∈Sj

log
(

νij

yij

)
−

log(Γ∗j )

2
−

(v∗j )
2

2

+ ∑
i∈Sj

[
yij(x′ijβ + ψv∗ij)− νij log

(
1 + exp(x′ijβ + ψv∗ij)

)]
,

(6.19)

where
Γ∗j = 1 + ψ2 ∑

i∈Sj

νijp∗ij(1− p∗ij), p∗ij = pij(v
∗
j ). (6.20)

`2-Regularized Quasi-Likelihood Estimation
The approximation (6.19) obtains the quasi-likelihood function LQ(θ) = ∑m

j=1 LQj(θ). It is ex-
panded by the squared `2-norm of the regression coefficients to account for quasi-multicollinearity
in the covariates. The optimization problem for model parameter estimation is given by

θ̂ = argmax
θ∈Rp+1

{
LQ(θ)− λ‖β‖2

2
}

, (6.21)

where λ > 0 is a predefined regularization parameter. Maximization is performed via a mod-
ification of the Newton-Raphson procedure proposed by Hobza and Morales (2016). Recall
that the approximations of the likelihood components L1, ..., Lm apply to the maximizers of
H(v1), ..., H(vm). Hence, the maximization of (6.21) is a repeated two-step procedure where
each step is performed conditionally on the other. The first step is the approximation of the
log-likelihood function by maximizing H(v1), ..., H(vm). The second step is the maximization
of LRQ := LQ(θ)− λ‖β‖2

2 given the results of the first. This is demonstrated hereafter.

Step 1: Log-Likelihood Approximation
For the maximization of H(vj), the first and second partial derivatives of the function with
respect to vj are required. For j = 1, ..., m, they are given by
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Ḣ(vj) =
∂H
∂vj

= −vj + ψ ∑
i∈Sj

(
yij − νijpij(vj)

)
,

Ḧ(vj) =
∂2H
∂v2

j
= −

1 + ψ2 ∑
i∈Sj

νijpij(vj)
(

1− pij(vj)
) .

(6.22)

The Newton-Raphson algorithm maximizes H(vj) = H(vj, θ̂) for a given parameter estimate θ̂.
Let t = 1, 2, ... be the iteration index. The updating equation is

v̂(t+1)
j = v̂(t)j − Ḣ(v̂(t)j , θ̂)Ḧ−1

(v̂(t)j , θ̂). (6.23)

Step 2: Regularized Maximization
For the maximization of LRQ, we need the first and second partial derivatives with respect to
all elements of θ. We start with the first partial derivatives. It holds that

∂p∗ij
∂βl

= xijl

(
p∗ij − (p∗ij)

2
)

,
∂p∗ij
∂ψ

= vj

(
p∗ij − (p∗ij)

2
)

,

Λ∗jl =
∂Γ∗j
∂βl

= ψ2 ∑
i∈Sj

νijxijl

(
p∗ij − 3(p∗ij)

2 + 2(p∗ij)
3
)

,

Λ∗j =
∂Γ∗j
∂ψ

= ∑
i∈Sj

ψνijp∗ij(1− p∗ij)
(

2 + ψ(1− 2p∗ij)v
∗
j

)
.

(6.24)

For the area-specific log-likelihood component LQj, this yields

∂LQj

∂βl
= −

Λ∗jl
2Γ∗j

+ ∑
i∈Sj

(yij − νijp∗ij)xijl ,
∂LQj

∂ψ
= −

Λ∗j
2Γ∗j

+ v∗j (yij − νijp∗ij). (6.25)

Considering all areas and the squared `2-norm for regularization, we finally obtain

∂LRQ

∂βl
=

m

∑
j=1

∂LQj

∂βl
− 2λβl ,

∂LRQ

∂ψ
=

m

∑
j=1

∂LQj

∂ψ
. (6.26)

We proceed with the second partial derivatives. Here, it holds that

∂Λ∗jl
∂βk

= ψ2 ∑
i∈Sj

νijxijlxijkp∗ij(1− p∗ij)
(

1− 6p∗ij + 6(p∗ij)
2
)

,

∂Λ∗jl
∂ψ

= ψ2v∗j ∑
i∈Sj

νijxijlp∗ij(1− p∗ij)
(

1− 6p∗ij + 6(p∗ij)
2
)

,

∂Λ∗j
∂βl

= ψ2v∗j ∑
i∈Sj

νijxijlp∗ij(1− p∗ij)
(

1− 6p∗ij + 6(p∗ij)
2
)

,

∂Λ∗j
∂ψ

= ψ2(v∗j )
2 ∑

i∈Sj

νijp∗ij(1− p∗ij)
(

1− 6p∗ij + 6(p∗ij)
2
)

.

(6.27)
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For the area-specific log-likelihood component LQj, this yields

∂2LQj

∂βk∂βl
= −

∂Λjl
∂βk

Γ∗j −Λ∗jlΛ
∗
jk

2Γ2
j

− ∑
i∈Sj

νijxijlxijkp∗ij(1− p∗ij),

∂2LQj

∂ψ∂βl
= −

∂Λjl
∂ψ Γ∗j −Λ∗ijlΛ

∗
j

2Γ2
j

− v∗j ∑
i∈Sj

νijxijlp∗ij(1− p∗ij),

∂2LQj

∂ψ2 = −
∂Λjl
∂ψ − Γ∗j − (Λ∗j )

2

2Γ2
j

− (v∗j )
2 ∑

i∈Sj

νijp∗ij(1− p∗ij).

(6.28)

Considering all areas and the squared `2-norm for regularization, we finally obtain

∂2LRQ

∂β2
l

=
m

∑
j=1

∂2LQj

∂β2
l
− 2λ,

∂2LRQ

∂βk∂βl
=

m

∑
j=1

∂2LQj

∂βk∂βl
, (6.29)

and
∂2LRQ

∂ψ∂βl
=

m

∑
j=1

∂2LQj

∂ψ∂βl
,

∂2LRQ

∂ψ2 =
m

∑
j=1

∂2LQj

∂ψ2 . (6.30)

From these calculations, the elements of the gradient can be stated according to

∇RQ =

(
∂LRQ

∂β1
, ...,

∂LRQ

∂βp
,

∂LRQ

∂ψ

)
. (6.31)

Regarding the Hessian, we have the subsequent expressions for elements l, k = 1, ..., p:

HRQ
(l,k) = H

RQ
(k,l) =

∂2LQj

∂βk∂βl
, HRQ

(l,p+1) = H
RQ
(p+1,l) =

∂2LRQ

∂ψ∂βl
, HRQ

(p+1,p+1) =
∂2LRQ

∂ψ2 . (6.32)

For iterations t = 1, 2, ..., the updating equation for the full parameter vector θ is given by

θ̂
(t+1)

= θ̂
(t) −HRQ(θ̂

(t)
)−1∇RQ(θ̂

(t)
). (6.33)

Complete Algorithm
We denote the previously described dependencies vj = vj(θ̂) and θ̂ = θ̂(vj) explicitly. The `2-
RQL estimation procedure is stated in Algorithm 6.1 (next page). Note that we do not include
the level of data in the name of the algorithm. This is because model parameter estimation
for the area-level logit mixed model in Section 6.3 is conducted according to the same steps.
Hence, the proposed algorithm can be used for both the unit- and the area-level model.

6.2.3 Regularization Parameter Tuning

We now address regularization parameter tuning in the unit-level logit mixed model. Similar
to the regularized unit-level model from Section 4.2.2, this is usually done by conducting a grid
search. Since we only have one regularization parameter, a uniform tuning is sufficient. We
define a sequence of candidate values {λk}K

k=1 with λk > λk+1. For each of these candidates,
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Algorithm 6.1 `2-Regularized Quasi-Likelihood Estimation

1: choose initial estimates θ̂
(0)

, v(0)1 , ..., v(0)m and λ > 0

2: while not converged do

3: while not converged do

4: for j = 1, ..., m do

5: obtain v̂(t+1)
j based on θ̂

(t)
according to (6.23)

6: while not converged do

7: obtain θ̂
(t+1)

based on v(t+1)
j according to (6.33)

8: end

we perform likelihood approximation as well as model parameter estimation. Afterwards, the
obtained results are used to generate in-sample predictions of yj. = ∑i∈Sj

yij for all j = 1, ..., m.
Recall from equation (6.13) that ŷBP

ij = p̂BP
ij . Thus, we can predict yj. according to

ŷj.(λk) = ∑
i∈Sj

exp(x′ij β̂(λk) + ψ̂(λk)v̂j)

1 + exp(x′ij β̂(λk) + ψ̂(λk)v̂j)
. (6.34)

Observe that we use a plug-in predictor of yij rather than ŷEBP
ij . This is done in order to save

computation time, as the EBP requires Monte Carlo integration. Afterwards, we calculate
MSE(ŷj., λk) = m−1 ∑m

j=1(ŷj.(λk)− yj.)
2 and subsequently apply spline smoothing to stabilize

the relation between λk and the MSE. Let F = { f : f is twice differentiable} denote the class of
twice differentiable functions. Regularization parameter tuning is performed as follows.

Algorithm 6.2 Unit-Level Logit Regularization Parameter Tuning

1: choose a sequence {λk}K
k=1 with λk > λk+1 and δ > 0

2: for k = 1, ..., K do

3: obtain model parameter estimates β̂(λk), ψ̂(λk) from Algorithm 6.1

4: calculate ŷj.(λk) for all j = 1, ..., m according to (6.34)

5: calculate MSE(ŷj., λk) =
1
m ∑m

j=1
(
ŷj.(λk)− yj.

)2

6: apply cubic spline smoothing to determine f̂MSE according to

f̂MSE = argmin
f∈F

{
K

∑
k=1

[
MSE(ŷj., λk)− f (ŷj., λk)

]2
+ δ

∫
f ′′(ŷj., λ)2 dλ

}

7: calculate λopt = argminλ∈{λk}K
k=1
{ f̂MSE(λ)}

8: end
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6.2.4 Mean Squared Error Estimation

In this section, MSE estimation for the area statistic predictions is demonstrated. We adapt the
parametric bootstrap approach proposed by González-Manteiga et al. (2007) for predictions
from logit mixed models. The basic idea of parametric resampling has already been described
in Section 5.3, which is why we do not state it in full detail again. The objective is to esti-

mate MSE(̂̄YEBP
j ) = E[(̂̄YEBP

j − Ȳj)
2] with Ȳj as defined in (6.1). For b = 1, ...,B, we perform

parametric resampling by drawing from the theoretical distribution of the random intercepts
v(b)j ∼ N(0, 1). Based on the model parameter estimates θ̂(y1, ..., ym) obtained from Algorithm
6.1, we generate new unit-level response observations according to

y(b)ij (θ̂, v(b)j ) ∼ Bin
(

νij, p(b)
ij (θ̂, v(b)j )

)
, p(b)

ij (θ̂, v(b)j ) =
exp(x′ij β̂ + ψ̂v(b)j )

1 + exp(x′ij β̂ + ψ̂v(b)j )
. (6.35)

These observations are subsequently used to construct new area proportions

Ȳ(b)
j = Ȳ(b)

j (θ̂, v(b)j ) =
1
Nj

∑
i∈Uj

p(b)
ij (θ̂, v(b)j ). (6.36)

Afterwards, a new estimate θ̂
(b)
(y(b)

1 , ..., y(b)
m ) with y(b)

j = (y(b)1j , ..., y(b)nj j
) of the full parameter

vector is obtained based on the generated bootstrap resample. The results are used to calculate

the EBP ̂̄YEBP(b)
j (θ̂

(b)
, v̂(b)j ) via Monte Carlo integration as demonstrated in Section 6.2.1. The

complete algorithm is described hereafter.

Algorithm 6.3 Parametric Bootstrap for Unit-Level Logit Predictions

1: obtain model parameter estimates θ̂(y1, ..., ym) via Algorithm 6.1

2: for b = 1, ...,B do

3: draw vj ∼ N(0, 1) for U1, ...,Um

4: generate new observations y(b)
1 (θ̂, v(b)1 ), ..., y(b)

m (θ̂, v(b)m ) according to (6.35)

5: generate new area proportions Ȳ(b)
1 (θ̂, v(b)1 ), ..., Ȳ(b)

m (θ̂, v(b)m ) according to (6.36)

6: obtain model parameter estimates θ̂
(b)
(y(b)

1 , ..., y(b)
m ) via Algorithm 6.1

7: make predictions ̂̄YEBP(b)
1 (θ̂

(b)
, v̂(b)1 ), ..., ̂̄YEBP(b)

m (θ̂
(b)

, v̂(b)m )

8: end

After the algorithm is completed, the parametric bootstrap estimator of the unconditional MSE

of the area statistic predictor ̂̄YEBP
j is given by

M̂SE
(̂̄YEBP

j

)
=

1
B
B
∑
b=1

(̂̄YEBP(b)
j (θ̂

(b)
, v̂EBP(b)

j )− Ȳ(b)
j (θ̂, v(b)j )

)2

. (6.37)
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6.3 Area-Level Logit Mixed Model

In this section, the area-level logit mixed model is studied. As for the unit-level logit mixed
model, we discuss the general formulation and derive predictions. Then, we show how `2-RQL
estimation of the model parameters is performed. Thereafter, we elaborate on regularization
parameter tuning and MSE estimation. The objective is to estimate the area-specific proportions
of Y as given in (6.1).

6.3.1 Formulation and Prediction

If not stated differently, this section draws from López-Vizcaíno, Lombardía, and Morales
(2013). As in Section 6.2.1, assume the population structure and the sampling scheme from
Section 2.1.1. The data setting for the area-level logit mixed model is different than for the
previously introduced unit-level model. Let yj = ∑i∈Sj

yij be the sample count of the binary
response Y. Further, denote xj ∈ R1×p as a vector containing aggregated (area-level) realiza-
tions of the covariate set X in area Uj. For instance, this could be xj = ∑i∈Uj

xij. We assume this
information is retrieved from administrative records and has not been calculated on the survey
sample S . The pair (yj, xj) is required to be observed for all j = 1, ..., m.

Formulation
The area-level logit mixed model is specified as a GLMM (2.82) over the aggregated sample
observations yj and the administrative records xj for all j = 1, ..., m with a random intercept

vj on the area-level. As before, the random intercepts are assumed to be iid with vj
iid∼ N(0, 1)

and v = (v1, ..., vm)′. The density function f (v) is defined as in Section 6.2.1. The response
realizations yj are assumed to be independent conditionally on the random intercepts with
distribution

yj|vj ∼ Bin(nj, pj) ∀ j = 1, ..., m, (6.38)

with nj = |Sj| denoting the area-specific sample size in area Uj and pj as area-level probability.
For the natural parameter, we define

ηj = log

(
pj

1− pj

)
= x′jβ + ψvj ∀ j = 1, ..., m, (6.39)

where β ∈ Rp×1 is a vector of regression coefficients and ψ > 0 is an unknown standard
deviation parameter. We use the logit function by Luce (1959) as link function. The conditional
distribution of the sample response aggregate yj given the random effect vector v is given by

f (yj|v) = f (yj|vj) =

(
nj

yj

)
p

yj
j (1− pj)

nj−yj , (6.40)

where

pj =
exp(x′jβ + ψvj)

1 + exp(x′jβ + ψvj)
, 1− pj =

1
1 + exp(x′jβ + ψvj)

. (6.41)
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Under the model assumptions, the conditional and unconditional response distribution of the
aggregated response observations y = (y1, ..., ym)′ are stated as

f (y|v) =
m

∏
j=1

f (yj|vj), f (y) =
∫

f (y|v) f (v) dv =
∫

f (y, v) dv, (6.42)

where

f (y, v) = (2π)−m/2 = exp
(
−v′v

2

) m

∏
j=1

(
nj

yj

)
exp

[
yj(x′jβ + ψvj)

]
1 + exp(x′jβ + ψvj)

nj
.

(6.43)

Prediction
We now address the estimation of the area proportion (6.1) as prediction from the presented
model. Unlike in the unit-level mixed logit model, this requires only one step. Recall the
conditional sample distribution of yj defined in (6.38) and let Yj := ∑i∈Uj

yij. If the model (6.39)
defined on S holds for U , then Yj|vj ∼ Bin(Nj, pj) with Nj = |Uj| denoting the area size. We
have Yj = Njpj, which implies that Ȳj = pj. Accordingly, the EBP for Ȳj is obtained from
deriving the EBP for pj. This is demonstrated hereafter.

The conditional distribution f (yj|vj) can be restated as

f (yj|vj) = exp

[
log

(
nj

yj

)
+ yj(x′jβ + ψvj)− nj log

(
1 + exp(x′jβ + ψvj)

)]
. (6.44)

The probability density function of the random effect vector v can be expressed by f (v) =

∏m
j=1 f (vj) with f (vj) = (2π)−m/2 exp(−0.5v2

j ). The BP of pj is its conditional expectation
under the model given the sample responses. That is, p̂BP

j = E(pj|y). Due to conditional
independence, we have E(pj|y) = E(pj|yj), for which

E(pj|yj) = p̂BP
j =

∫ exp(x′jβ+ψvj)

1+exp(x′jβ+ψvj)
f (yj|vj) f (vj) dvj∫

f (yj|vj) f (vj) dvj
(6.45)

holds. Similar as in Section 6.2.1, the BP can be restated as p̂BP
j = Nj/Mj, where

Nj =
∫ exp(x′jβ + ψvj)

1 + exp(x′jβ + ψvj)
exp

[
log

(
nj

yj

)
+ yj(x′jβ + ψvj)

− nj log
(

1 + exp(x′jβ + ψvj)
) ]

f (vj) dvj,

(6.46)

and

Mj =
∫

exp
[

log

(
nj

yj

)
+ yj(x′jβ + ψvj)− nj log

(
1 + exp(x′jβ + ψvj)

) ]
f (vj) dvj. (6.47)
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As before, the EBP is obtained by substituting the model parameters β, ψ by suitable estimates
β̂, ψ̂. However, observe that EBP contains integrals that cannot be solved analytically except for
special cases. Therefore, we apply Monte Carlo integration over the distribution of the random
intercept vj. Using the model parameter estimates, we approximateNj/Mj along a symmetric

sequence {v(t)j ,−v(r)j }R
r=1 with v(r)j

iid∼ N(0, 1) by the empirical expression N̂j/M̂j. We have

N̂j =
1

2R

2R

∑
r=1

exp(x′j β̂ + ψ̂v(r)j )

1 + exp(x′j β̂ + ψ̂v(r)j )
exp

[
ψ̂yjv

(r)
j − nj log

(
1 + exp(x′j β̂ + ψ̂v(r)j )

)]
, (6.48)

and

Mj =
1

2R

2R

∑
t=1

exp
[
ψ̂yjv

(r)
j − nj log

(
1 + exp(x′j β̂ + ψ̂v(r)j )

)]
. (6.49)

For R sufficiently large, it follows p̂EBP
j = ̂̄YEBP

j ≈ N̂j/M̂j.

6.3.2 Model Parameter Estimation

Hereafter, we demonstrate model parameter estimation in the area-level logit mixed model.
Note that the procedure is very similar to the unit-level logit mixed model. Therefore, we re-
fer to Section 6.2.2 whenever appropriate to avoid repetitions. We perform `2-RQL estimation
and combine the penalized quasi-likelihood approach (Section 2.3.4) based on the Laplace ap-
proximation with `2-regularization to account for quasi-multicollinearity in the design matrix
X = (x′1, ..., x′m)′. Maximization is achieved via a Newton-Raphson algorithm. The individual
estimation steps are described along the same structure as in Section (6.2.2).

Laplace Approximation
Recall that v1, ..., vm are iid with vj

iid∼ N(0, 1). Further, recall that yj ∼ Bin(nj, pj) with pj =

pj(vj) as defined in (6.41). Under model (6.39), the area-specific sample counts y1, ..., ym are
unconditionally independent with marginal probability distribution

f (yj) =
∫

f (yj|vj) f (vj) dvj

=
∫ [

log

(
nj

yj

)
+ yj(x′jβ + ψvj)− nj log

(
1 + exp(x′jβ + ψvj)

)]

· (2π)−1/2 exp

(
−

v2
j

2

)

= (2π)−1/2

(
nj

yj

) ∫
exp

(
H(vj)

)
dvj,

(6.50)

where

H(vj) = −
v2

j

2
+ yj(x′jβ + ψvj)− nj log

(
1 + exp(x′jβ + ψvj)

)
. (6.51)

Define the maximizer v∗j := argmaxvj∈R{H(vj)} and let Ḣ(·) := ∂H/∂vj denote the first partial
derivative of H with respect to vj. Further, let Ḧ(vj) := ∂2H/∂v2

j . Again, for the maximizer of
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H(·), it holds that Ḣ(v∗j ) = 0 and Ḧ(v∗j ) < 0. The application of the Laplace approximation at
point vj = v∗j obtains the following expression:

f (yj) ≈
(

nj

yj

)
·
[
1 + ψ2njpj(v

∗
j )
(

1− pj(v
∗
j )
)]−1/2

· exp

[
−
(v∗j )

2

2
+ yj(x′jβ + ψv∗j )− nj log

(
1 + exp(x′jβ + ψv∗j )

)]
.

(6.52)

The log-likelihood function of model (6.39) is stated as

L(θ) =
m

∑
j=1

Lj(θ) =
m

∑
j=1

log
(

f (yj)
)

, (6.53)

where θ := (β′, ψ)′ is the full parameter vector. The Laplace approximation yields

Lj(θ) ≈ LQj(θ) = log

(
nj

yj

)
−

log
(

Γ∗j
)

2
−

(v∗j )
2

2

+ yj(x′jβ + ψv∗j )− nj log
(

1 + exp(x′jβ + ψv∗j )
)

,

(6.54)

with Γ∗j = 1 + ψ2njp∗j (1− p∗j ) and p∗j = pj(v
∗
j ).

`2-Regularized Quasi-Likelihood Estimation
The approximation (6.54) yields LQ(θ) = ∑m

j=1 LQj(θ) as quasi-likelihood function. We ex-
pand it by the squared `2-norm of β to account for quasi-multicollinearity in X. This implies
θ̂ = argmaxθ∈Rp+1

{
LQ(θ)− λ||β||22

}
as optimization problem for model parameter estimation.

Maximization is performed via a modified area-level version of the Newton-Raphson algo-
rithm by Hobza and Morales (2016). Recall that the upper approximations of the likelihood
components L1, ..., Lm are with respect to the maximizers of H(v1), ..., H(vm). This requires the
maximization to be an iterated conditional two-step procedure. The first step is the approxi-
mation of the log-likelihood function by maximizing H(v1), ..., H(vm). The second step is the
maximization of LRQ := LQ(θ)− λ||β||22 given the Laplace approximation results.

Step 1: Log-Likelihood Approximation
The maximization of H(vj) demands the first and second derivatives with respect to vj. For
j = 1, ..., m, they are given by

Ḣ(vj) = vj + ψ
(

yj − njpj(v
∗
j )
)

,

Ḧ(vj) = −1− ψ2njpj(v
∗
j )
(

1− pj(v
∗
j )
)

.
(6.55)

The Newton-Raphson algorithm maximizes H(vj) = H(vj, θ̂) for a given parameter estimate θ̂.
Let t = 1, 2, ... be the iteration index. The updating equation is as given in (6.23).
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Step 2: Regularized Maximization
As in the unit-level logit mixed model, the maximization of LRQ demands the first and second
partial derivatives with respect to all elements of θ. We start with the first partial derivatives.
For this, we have

∂p∗j
∂βl

= xjlp∗j (1− p∗j ) = xjl

(
p∗j − (p∗j )

2
)

,

∂p∗j
∂ψ

= v∗j p∗j (1− p∗j ) = v∗j
(

p∗j − (p∗j )
2
)

,

Λ∗jl =
∂Γ∗j
∂βl

= ψ2njxjl

(
p∗j − 3(p∗j )

2 + 2(p∗j )
3
)

,

Λ∗j =
∂Γ∗j
∂ψ

= ψnjp∗j (1− p∗j )
(

2 + ψ(1− 2p∗j )v
∗
j

)
.

(6.56)

This yields for the area-specific log-likelihood component LQj

∂LQj

∂βl
= −

Λ∗jl
2Γ∗j

+ (yj − njp∗j )xjl ,
∂LQj

∂ψ
= −

Λ∗j
2Γ∗j

+ (yj − njp∗j )v
∗
j . (6.57)

Considering all areas and the squared `2-regularization, we obtain the same expression as for
the unit-level given model in (6.26). Indeed, the values of the corresponding derivative com-
ponents must be replaced by those for the area-level model. With respect to the second partial
derivatives, it holds that

∂Λ∗jl
∂βk

= ψ2njxjlxjkp∗j (1− p∗j )
(

1− 6p∗j + (p∗j )
2
)

,

∂Λ∗jl
∂ψ

= ψnjxjlp∗j (1− p∗j )
[
2(1− 2p∗j ) + ψv∗j

(
1− 6p∗j + 6(p∗j )

2
)]

,

∂Λ∗j
∂βl

= ψ2njxjlp∗j (1− p∗j )
(

1− 6p∗j + (p∗j )
2
)

,

∂Λ∗j
∂ψ

= njp∗j (1− p∗j )
[
2 + 4ψ(1− 2p∗j )v

∗
j + ψ2(v∗j )

2
(

1− 6p∗j + (p∗j )
2
)]

.

(6.58)

For the area-specific log-likelihood component LQj, we have

∂2LQj

∂β2
l

= −
∂Λ∗jl
∂βl
− (Λ∗jl)

2

2Γ2
j

− njx2
jlp
∗
j (1− p∗j ),

∂2LQj

∂βk∂βl
= −

∂Λ∗jl
∂βk
−Λ∗jlΛ

∗
jk

2Γ2
j

− njxjlxjkp∗j (1− p∗j ),

∂2LQj

∂ψ∂βl
= −

∂Λ∗jl
∂ψ −Λ∗jlΛ

∗
j

2Γ2
j

− v∗j njxjlp∗j (1− p∗j ),

∂2LQj

∂ψ2 = −
∂Λ∗j
∂ψ − (Λ∗j )

2

2Γ2
j

− (v∗j )
2njp∗j (1− p∗j ).

(6.59)
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Considering all areas and the squared `2-regularization, we end up with the same expressions
as in the unit-level logit mixed model. They are defined by (6.29) and (6.30). Again, the values
of the derivative components displayed there must be replaced by those for the area-level.
The gradient and the Hessian are obtained according to the same expressions as for the unit-
level logit mixed model, which are given by (6.31) and (6.32). The updating equation for a

full parameter vector estimate θ̂
(t)

in some iteration t = 1, 2, ... is characterized by (6.33). The
complete algorithm for model parameter estimation based on the previously presented steps is
the same as for the unit-level model. It is displayed in Algorithm 6.1.

6.3.3 Regularization Parameter Tuning

Hereafter, we discuss regularization parameter tuning in the area-level logit mixed model. As
for the unit-level model from Section 6.2, a uniform grid search is conducted for this purpose.
We define a sequence of candidate values {λk}K

k=1 with λk > λk+1 and perform likelihood
approximation as well as model parameter estimation for each candidate. The obtained results
are used to generate in-sample predictions of yj for all j = 1, ..., m. We predict yj via plug-in
prediction according to

ŷj(λk) =
exp(x′j β̂(λk) + ψ̂(λk)v̂j)

1 + exp(x′j β̂(λk) + ψ̂(λk)v̂j)
. (6.60)

Afterwards, we calculate MSE(ŷj, λk) = m−1 ∑m
j=1(ŷj(λk)− yj)

2 and subsequently apply cubic
spline smoothing to stabilize the connection between λk and the MSE. All in all, regularization
parameter tuning is performed as follows.

Algorithm 6.4 Area-Level Logit Regularization Parameter Tuning

1: choose a sequence {λk}K
k=1 with λk > λk+1 and δ > 0

2: for k = 1, ..., K do

3: obtain model parameter estimates β̂(λk), ψ̂(λk) from Algorithm 6.1

4: calculate ŷj(λk) for all j = 1, ..., m according to (6.60)

5: calculate MSE(ŷj, λk) =
1
m ∑m

j=1
(
ŷj(λk)− yj

)2

6: apply cubic spline smoothing to determine f̂MSE according to

f̂MSE = argmin
f∈F

{
K

∑
k=1

[
MSE(ŷj, λk)− f (ŷj, λk)

]2
+ δ

∫
f ′′(ŷj, λ)2 dλ

}

7: calculate λopt = argminλ∈{λk}K
k=1
{ f̂MSE(λ)}

8: end

6.3.4 Mean Squared Error Estimation

We finally address MSE estimation for the area statistic predictions. As for the unit-level logit
mixed model, the parametric bootstrap approach proposed by González-Manteiga et al. (2007)
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is used. We seek to estimate MSE(̂̄YEBP
j ) = E[(̂̄YEBP

j − Ȳj)
2] with Ȳj as defined in (6.1). For

b = 1, ...,B, parametric resampling is performed by drawing from the theoretical distribution
of the random intercepts v(b)j ∼ N(0, 1). Based on the model parameter estimates θ̂(y1, ..., ym)

obtained from Algorithm 6.1, we generate area-specific sample counts according to

y(b)j (θ̂, v(b)j ) ∼ Bin
(

nj, p(b)
j (θ̂, v(b)j )

)
, p(b)

j (θ̂, v(b)j ) =
exp(x′j β̂ + ψ̂v(b)j )

1 + exp(x′j β̂ + ψ̂v(b)j )
. (6.61)

The obtained results are used to calculate a new full parameter vector estimate θ̂
(b)
(y(b)1 , ..., y(b)m ).

The results are used to calculate the EBP ̂̄YEBP(b)
j (θ̂

(b)
, v̂(b)j ) via Monte Carlo integration, which

is equivalent to p̂EBP(b)
j (θ̂

(b)
, v̂(b)j ) under the model. The complete algorithm is stated as follows.

Algorithm 6.5 Parametric Bootstrap for Area-Level Logit Predictions

1: obtain model parameter estimates θ̂(y1, ..., ym) via Algorithm 6.1

2: for b = 1, ...,B do

3: draw vj ∼ N(0, 1) for U1, ...,Um

4: generate new sample counts y(b)1 (θ̂, v(b)1 ), ..., y(b)m (θ̂, v(b)m ) according to (6.61)

5: obtain model parameter estimates θ̂
(b)
(y(b)1 , ..., y(b)m ) via Algorithm 6.1

6: make predictions p̂EBP(b)
1 (θ̂

(b)
, v̂(b)1 ), ..., p̂EBP(b)

m (θ̂
(b)

, v̂(b)m )

7: end

After the algorithm is completed, the parametric bootstrap estimator of the unconditional MSE

of the area statistic predictor ̂̄YEBP
j is given by

M̂SE
(

p̂EBP
j

)
=

1
B
B
∑
b=1

(
p̂EBP(b)

j (θ̂
(b)

, v̂EBP(b)
j )− p(b)

j (θ̂, v(b)j )
)2

. (6.62)

6.4 Simulation Study

In this section, the proposed regularized estimation methods are evaluated numerically in a
Monte Carlo simulation study. We test both the unit-level and the area-level logit mixed model
to demonstrate their effectiveness in the presence of strong covariate dependencies.

6.4.1 Simulation Setup

We perform a Monte Carlo simulation with R = 500 iterations indexed by r = 1, ..., R for both
models. As the proposed methods rely on model-based inference, a model-based simulation
environment is implemented. Similar to the simulation studies of the previous two chapters,
this implies that the population U is viewed as random realization of a super population model
characterized by the probability distribution ξ. We generate U from suitable statistical models
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that we specify later in this section. Note that a deterministic design matrix setup is applied.
The realizations of X are generated for the entire population once and are subsequently held
fixed for all Monte Carlo iterations. Although, the realizations of the binary response variable Y
are generated in each iteration individually as they are influenced by the random intercepts on
the area-level. In what follows, we specify the simulation details for both models individually
since they assume different data generating processes. The simulation is performed via the
statistics software R-Studio (RStudio Team, 2019).

Unit-Level Setup
Let XU [sc] = (X′U1[sc], ..., X′Um[sc][sc])

′ denote the stacked matrix containing all population realiza-

tions of X with XU j[sc] ∈ RNj×p for all j = 1, ..., m. As in the previous simulation study, the
subscript [sc] indicates that XU [sc] varies between scenarios. In the light of the methodologi-
cal challenge addressed in this chapter, these scenarios are with respect to covariate correla-
tion. Further, the number of areas m varies between scenarios. The sample realization objects
y[sc] ∈ Rn[sc]×1, X[sc] ∈ Rn[sc]×p are denoted as before. Here, n[sc] varies between scenarios since
n[sc] = ∑

m[sc]
j=1 nj. The objective is to estimate the area-specific mean of Y as defined in (6.1) for

all j = 1, ..., m. To simulate the randomization under the proposed methods correctly, we need
to determine the set of sample elements {i ∈ {1, ..., Nj} : i ∈ S} once and hold it fixed after-
wards. Let β = (β0, β′1)

′ with β1 = (β1, ..., βp)′, µX = (µX1, ..., µXp), and p = 6. Note that we
generate more covariates than in the simulation studies of the previous chapters. This is done
because the negative effects of quasi-multicollinearity on model parameter estimation become
more evident in case of strong dependencies between multiple auxiliary variables. The entire
Monte Carlo simulation can be sketched as follows:

1. choose m[sc], nj = 2, Nj = 500, β0 = −6, βl = 0.5 ∀ βl ∈ β1, µXl = 2 ∀ µXl ∈ µX, ψ = 0.5

2. draw XU [sc] ∼ MVN(µX, Σ[sc])

3. draw Sj ⊂ Uj with |Sj| = nj for all j = 1, ..., m[sc]

4. for r = 1, ..., R do

(a) draw v(r)j ∼ N(0, ψ2) for all i = 1, ..., Nj and j = 1, ..., m[sc]

(b) let p(r)
ij = exp(x′ijβ + v(r)j )/(1+ exp(x′ijβ + v(r)j )) for all i = 1, ..., Nj and j = 1, ..., m[sc]

(c) draw y(r)ij ∼ Binom(1, p(r)
ij ) for all i = 1, ..., Nj and j = 1, ..., m[sc]

(d) calculate Ȳ(r)
j = N−1

j ∑i∈Uj
y(r)ij for all j = 1, ..., m[sc]

(e) perform Algorithm 6.1 on y(r) = (y(r)11 , ...., y(r)njm[sc]
)′ and X[sc] to obtain θ̂

(r)
Unit

(f) calculate the EBP ̂̄YEBP
j using θ̂

(r)
Unit, XU [sc] for all j = 1, ..., m[sc]

(g) perform MSE estimation according to Algorithm 6.5

5. calculate performance measures based on r = 1, ..., R



Chapter 6. Proportion Estimation under Quasi-Multicollinearity 159

Here, θ̂Unit = (β̂
′
, ψ̂)′. We use the performance measures defined in (4.79), (4.80), and (4.81).

The described simulation procedure is performed for the following scenarios.

Sc m N j N nj n Covariates
A.1 50 500 25 000 2 100 XU ∼ MVN(µX, 0.1I6)
A.2 100 500 50 000 2 200 XU ∼ MVN(µX, 0.1I6)
B.1 50 500 25 000 2 100 XU ∼ MVN(µX, ΣB)
B.2 100 500 50 000 2 200 XU ∼ MVN(µX, ΣB)
C.1 50 500 25 000 2 100 XU ∼ MVN(µX, ΣC)
C.2 100 500 50 000 2 200 XU ∼ MVN(µX, ΣC)

TABLE 6.1: Overview of Simulation Scenarios, Unit-Level Model

In the A-scenarios, the covariates are generated orthogonally, which implies there are no depen-
dencies between them. Thus, A.1 and A.2 are used as reference to study the impact of strong
correlation on the estimation performance in the other scenarios. In the B- and C-scenarios,
positive linear dependencies between the covariates are implemented. The corresponding co-
variance matrices are as follows:

ΣB =



0.100 0.042 0.041 0.037 0.042 0.042
0.042 0.100 0.032 0.037 0.040 0.034
0.041 0.032 0.100 0.048 0.031 0.047
0.037 0.037 0.048 0.100 0.037 0.037
0.042 0.040 0.031 0.037 0.100 0.045
0.042 0.034 0.047 0.037 0.045 0.100


,

and

ΣC =



0.100 0.080 0.083 0.076 0.080 0.078
0.080 0.100 0.089 0.084 0.082 0.085
0.083 0.089 0.100 0.072 0.074 0.083
0.076 0.084 0.072 0.100 0.077 0.080
0.080 0.082 0.074 0.077 0.100 0.079
0.078 0.085 0.083 0.080 0.079 0.100


.

We see that in the B-scenarios, there is medium positive correlation between covariates. It
ranges from 31% to 48% when projected on a percentage scale. In the C-scenarios, there is
strong positive correlation with a range from 72% to 89%. This gradual increase in depen-
dencies is implemented to investigate whether there is a difference in estimation performance
under different magnitudes of correlation. We evaluate the following estimation methods:

• Logit: EBP under the unit-level logit mixed model (Section 6.2) with PQL estimation
(Section 2.3.4), applied via lme4 (Bates et al., 2019)

• L2: EBP under the unit-level logit mixed model (Section 6.2) with `2-RQL estimation
(Section 6.2.2)

Area-Level Setup
For the area-level simulation, data generation is slightly different compared to the unit-level
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setup. We have a single matrix X[sc] = (x′1[sc], ..., x′m[sc][sc])
′ of area-specific covariate vectors

xj[sc] ∈ R1×p. As for the unit-level simulation, X[sc] varies between scenarios in the sense of
auxiliary variable correlation. Further, the number of areas m varies between scenarios. The
objective is to estimate the area-specific mean of Y as defined in (6.1) for all j = 1, ..., m. For
the response realizations per area, we simulate the difference between sample and population
data by varying the number of draws from the corresponding binomial distribution. The area-
specific probability pj is constructed from the covariate vector xj[sc] and the model parameters.
For the sample response observations, we draw yj ∼ Binom(nj, pj). For the population re-
sponse realizations, we draw Yj ∼ Binom(Nj, pj). We reuse the specification regarding β and
µX from the unit-level setup. The complete Monte Carlo simulation is sketched as follows:

1. choose m[sc], β0 = −6, βl = 0.5 ∀ βl ∈ β1, µXl = 2 ∀ µXl ∈ µX, ψ = 0.5

2. draw X[sc] ∼ MVN(µX, Σ[sc])

3. for r = 1, ..., R do

(a) draw v(r)j ∼ N(0, ψ2) for all i = 1, ..., Nj and j = 1, ..., m[sc]

(b) let p(r)
j = exp(x′jβ + v(r)j )/(1 + exp(x′jβ + v(r)j )) for all j = 1, ..., m[sc]

(c) draw y(r)j ∼ Binom(nj, p(r)
j ) for all j = 1, ..., m[sc]

(d) draw Y(r)
j ∼ Binom(Nj, p(r)

j ) for all j = 1, ..., m[sc]

(e) calculate Ȳ(r)
j = N−1

j Y(r)
j for all j = 1, ..., m[sc]

(f) perform Algorithm 6.1 on y(r) = (y(r)1 , ...., y(r)m[sc]
)′ and X[sc] to obtain θ̂

(r)
Area

(g) calculate the EBP ̂̄YEBP
j using θ̂

(r)
Unit, XU [sc] according to (6.14) for all j = 1, ..., m[sc]

(h) perform MSE estimation according to Algorithm 6.3

4. calculate performance measures based on r = 1, ..., R

Here, θ̂Area = (β̂
′
, ψ̂)′. We use the performance measures defined in (4.79), (4.80), and (4.81).

The described simulation procedure is performed for the same scenarios as depicted in Table
6.1. Naturally, the scenario constellations are chosen for the same purposes as explained for the
unit-level setup. The required auxiliary variable covariance matrices for the B- and C-scenarios
are the same as for the unit-level simulation. We consider the following estimation methods:

• Logit: EBP under the area-level logit mixed model (Section 6.3) with PQL estimation
(Section 2.3.4), via lme4 (Bates et al., 2019)

• L2: EBP under the area-level logit mixed model (Section 6.3) with `2-RQL estimation
(Section 6.2.2)
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6.4.2 Simulation Results

The simulation results of every model type and estimation problem are analyzed individually.
We start with the unit-level results and then continue with the area-level results.

Unit-Level - Area Statistic Estimation
Table 6.2 and Table 6.3 display the results of area statistic estimation in terms of the perfor-
mance measures defined in (4.79). We see that for the A-scenarios, there is no significant dif-
ference between the regularized and the unregularized approach. This was expected since the
covariates are orthogonal in this setting, which implies that the optimal regularization param-
eter is close to zero. In the B- and C-scenarios, L2 is more efficient in terms of MSE relative
to Logit. The MSE advantage ranges from approximately 3% to 31%. In terms of bias, it be-
comes evident that L2 is less affected by the increasing correlation between the covariates than
Logit. Its bias is smaller in three out of four scenarios with covariate correlation. The relative
performance measures (RRMSE, relative bias) also resemble these tendencies. An interesting
observation is that the overall estimation efficiency in terms of the MSE is not that much af-
fected by the dependencies. This holds for both methods. A possible explanation is that all
considered auxiliary variables are relevant for the functional description of pij. Although the
individual contributions of the covariates cannot be accurately distinguished, the predictive
performance is still decent as the model specification is still correct. In that case, the negative
effects of quasi-multicollinearity would be primarily visible in model parameter estimation.

Scenario MSE.Logit MSE.L2 Bias.Logit Bias.L2
A.1 0.0144 0.0144 0.0118 0.0119
A.2 0.0137 0.0135 0.0156 0.0156
B.1 0.0141 0.0129 0.0226 0.0144
B.2 0.0134 0.0125 0.0031 0.0158
C.1 0.0113 0.0110 -0.0327 0.0116
C.2 0.0166 0.0115 0.0514 0.0190

TABLE 6.2: MSE and Bias of Area Statistic Estimation, Unit-Level Simulation

Scenario RRMSE.Logit RRMSE.L2 RBias.Logit RBias.L2
A.1 0.2019 0.2019 0.0239 0.0240
A.2 0.1912 0.1900 0.0308 0.0308
B.1 0.1938 0.1912 0.0470 0.0292
B.2 0.1847 0.1797 0.0043 0.0313
C.1 0.1768 0.1724 -0.0664 0.0234
C.2 0.2051 0.1721 0.1027 0.0382

TABLE 6.3: RRMSE and RBias of Area Statistic Estimation, Unit-Level Simulation

The findings are supported when visualizing the density of the relative deviation (̂̄Y(r)
j − Ȳ(r)

j )/Ȳ(r)
j

per scenario for both methods. This is done in Figure 6.1. The vertical lines display the means
of corresponding relative deviations. We see that for A.1, the results of both methods are basi-
cally the same. This is a consequence of the regularization parameter determined by Algorithm
6.2 being close to zero in this setting. For B.1 and C.1, the picture is different. The probability
density of L2 is more concentrated around the point of zero deviation when compared to Logit.
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We further see that in these cases L2 has a smaller bias than Logit. The plotted densities under-
line the conjecture made above that strong covariate correlation does not necessarily affect the
EBPs regarding overall estimation efficiency. An increased bias caused by strong dependencies
is visible, but the MSE does not grow as much as expected.

FIGURE 6.1: Density Plots of Area Statistic Estimation, Unit-Level Simulation

Unit-Level - Model Parameter Estimation
Table 6.4 and Table 6.5 contain the results of model parameter estimation in terms of the per-
formance measures defined in (4.80). The results for β1 are averaged in the sense that

β̂l ≈ ̂̄β =
1

6R

R

∑
r=1

6

∑
l=1

β̂
(r)
l ,

since the true value of every βl ∈ β1 is identical. For the A-scenarios, the MSE of model pa-
rameter estimation is almost identical for both methods. This is consistent with the results of
area statistic estimation addressed before. The fact that the MSE of the ψ-estimation is identical
for both methods with value 0.2500 indicates that both fitting algorithms (PQL and `2-RQL)
obtained ψ̂(r) = 0 for all Monte Carlo iterations. This phenomenon is likely sample-based, as
estimation has been performed on a single sample over the entire simulation. Since ψ is rela-
tively small compared to the fixed part within the model fit for pij, there is not much variation
concerning the response observations. For the intercept, we see hat regularization induces a
strong MSE increase in the presence of linear dependencies. Note that for these scenarios, the
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optimal regularization parameter value is higher than in the A-scenarios. The resulting effi-
ciency losses were expected since regularized regression usually excludes intercepts as a result
of standardization. This standardization has not been performed here since it is not as relevant
for the `2-RQL algorithm as it is for the coordinate descent procedures from Chapter 4 and
Chapter 5. In the current setting, an intercept is estimated without regularization while the
other predictors are regularized. This can lead to a strong bias in the corresponding estimates
under the presented setup.

Scenario Logit.β0 L2.β0 Logit.β1 L2.β1 Logit.ψ L2.ψ
A.1 11.2376 11.4111 0.3643 0.3595 0.2500 0.2500
A.2 1.9254 2.1215 0.2959 0.2944 0.0557 0.0466
B.1 17.1292 35.0189 0.5275 0.3326 0.2601 0.2500
B.2 2.3077 31.0741 0.5045 0.3333 0.0444 0.1419
C.1 6.7849 27.7910 1.1936 0.3310 0.1251 0.2500
C.2 0.8527 36.4645 8.4807 0.4913 0.2292 0.1483

TABLE 6.4: MSE of Model Parameter Estimation, Unit-Level Simulation

Scenario Logit.β0 L2.β0 Logit.β1 L2.β1 Logit.ψ L2.ψ
A.1 3.3455 3.3713 -0.2725 -0.2746 -0.5000 -0.5000
A.2 0.9480 1.0143 -0.0687 -0.0742 0.0042 -0.0214
B.1 -1.8962 5.7799 0.1688 -0.4751 0.0099 -0.5000
B.2 0.9520 5.5696 -0.0743 -0.4541 -0.0733 -0.1580
C.1 -1.3238 5.2715 0.1001 -0.4333 -0.2443 -0.5000
C.2 -0.0559 5.8522 0.0324 -0.4775 -0.0217 -0.1421

TABLE 6.5: Bias of Model Parameter Estimation, Unit-Level Simulation

For the slope coefficients in β1, we see that in the presence of covariate correlation L2 obtains
significantly better results than Logit. The MSE advantage ranges from 33% to 94%. This is in
line with the effects of `2-regularization on model parameter estimation described in Section
3.1. According to theory, this increase in estimation efficiency is accompanied by an increase in
bias, which becomes evident by looking at the slope-related figures in Table 6.5. We see that the
regularized method shows a stronger bias with respect to β1, but is ultimately more efficient.

This is further visualized in Figure 6.2. It displays the density of (β̂
(r)
l − βl)/βl for the slope

coefficients over all Monte Carlo iterations. We see that in A.1, the densities are virtually iden-
tical. In B.1 and C.1, there are considerable differences in estimation efficiency. The probability
density of L2 is much more concentrated around zero than for Logit, despite showing a larger
bias. The effects are considerably clearer than for area statistic estimation in Figure 6.1, which
underlines the conjecture that quasi-multicollinearity primarily affects model parameter esti-
mation. However, note that this would have further implications for area statistic estimation in
non-sampled areas. We address this point in the last section of this chapter. Another interesting
observation is that the plotted densities in B.1 and C.1 all have a bimodal shape. As this is the
case for both Logit and L2, this is likely another consequence of the one sample setting imple-
mented for the unit-level simulation. In the area-level results addressed later in this section,
this effect does not occur.
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FIGURE 6.2: Density Plots of Slope Coefficient Estimation, Unit-Level Simulation

Unit-Level Results - Mean Squared Error Estimation
Table 6.6 contains the results of MSE estimation for the performance measures defined in (4.81).
It can be seen that the parametric bootstrap procedure described in Algorithm 6.3 has a ten-
dency of overestimating the MSE. This holds for all scenarios except B.1. Here, it underesti-
mates the MSE by approximately 16%. For the other scenarios, overestimation ranges from
14% to 31%. However, since the MSE is a highly nonlinear statistic that is well-known to re-
quire an extended amount of observations to be estimated accurately, the results are overall
acceptable.

Scenario Mean.L2 RBias.L2
A.1 0.0180 0.1642
A.2 0.0191 0.3104
B.1 0.0108 -0.1628
B.2 0.0165 0.3122
C.1 0.0148 0.1372
C.2 0.0139 0.1832

TABLE 6.6: Mean and RBias of MSE Estimation, Unit-Level Simulation
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Area-Level Results - Area Statistic Estimation
Table 6.2 and Table 6.3 display the results of area statistic estimation in terms of the performance
measures defined in (4.79). Similar to the unit-level simulation, we see there is no significant
difference between the regularized and the unregularized approach for the A-scenarios. Again,
this was expected since the covariates are orthogonal in this setting, which implies that the op-
timal regularization parameter is close to zero. For the B- and C-scenarios, the regularized
procedure obtains more efficient results in terms of the MSE. The corresponding MSE advan-
tage ranges from 12% to 38%. Unlike in the unit-level simulation, there is virtually no difference
in bias between Logit and L2 in the presence of covariate correlation. Both methods are almost
not affected at all by the linear dependencies in that regard. This difference to the unit-level
simulation results may be due to the different setting in terms of sampling. The results are
not influenced by a potential deviation of the covariate distribution in the sample from the
population that likely has occurred randomly in the unit-level simulation. Overall, the relative
performance measures in Table 6.3 resemble these tendencies overall.

Scenario MSE.Logit MSE.L2 Bias.Logit Bias.L2
A.1 0.0287 0.0284 0.0022 0.0021
A.2 0.0214 0.0213 -0.0005 -0.0005
B.1 0.0275 0.0184 -0.0028 -0.0029
B.2 0.0202 0.0177 0.0026 0.0026
C.1 0.0278 0.0173 -0.0042 -0.0043
C.2 0.0197 0.0148 -0.0009 -0.0010

TABLE 6.7: MSE and Bias of Area Statistic Estimation, Area-Level Simulation

Scenario RRMSE.Logit RRMSE.L2 RBias.Logit RBias.L2
A.1 0.2952 0.2933 0.0055 0.0053
A.2 0.2415 0.2411 -0.0010 -0.0010
B.1 0.2793 0.2298 -0.0059 -0.0062
B.2 0.2357 0.2211 0.0071 0.0068
C.1 0.2961 0.2376 -0.0104 -0.0112
C.2 0.2370 0.2074 -0.0034 -0.0037

TABLE 6.8: RRMSE and RBias of Area Statistic Estimation, Area-Level Simulation

The results are further visualized in Figure 6.3. Here, the density of the relative deviation

(̂̄Y(r)
j − Ȳ(r)

j )/Ȳ(r)
j per scenario for both methods is plotted. We see that there is basically no

difference in the densities for scenario A.1. In scenarios B.1 and C.1, the probability mass of
L2 is much more concentrated around zero relative to Logit. By looking at the general shapes,
we see that the distributions under the area-level model are smoother than those under the
unit-level model depicted in Figure 6.1. This is likely a consequence of the difference in sample
settings between the simulation setups. However, we further see that the area-level distribu-
tions show some right-skewness. A potential explanation could be that only a few probabilities
close zero have been overestimated, which causes the long tail on the right when studying the
relative deviations. Another interesting aspect is that the distribution mode for L2 has more
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probability mass in the presence of covariate correlation relative to the results in A.1. This is
because of the increased regularization parameter value, which makes predictions more stable.
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FIGURE 6.3: Density Plots of Area Statistic Estimation, Area-Level Simulation

Area-Level Results - Model Parameter Estimation
Table 6.9 and Table 6.10 contain the results of model parameter estimation in terms of the per-
formance measures defined in (4.80). The results for the slope coefficients β1 are averaged as
demonstrated in the unit-level simulation.

Scenario Logit.β0 L2.β0 Logit.β1 L2.β1 Logit.ψ L2.ψ
A 1 16.4779 15.6600 0.7315 0.7112 0.1905 0.1862
A 2 8.1408 8.0792 0.3183 0.3163 0.1523 0.1501
B 1 13.1551 7.0441 0.9957 0.1800 0.1845 0.1856
B 2 3.4138 2.8201 0.3824 0.2201 0.1481 0.1505
C 1 8.8965 7.3070 2.4270 0.0836 0.1794 0.1682
C 2 2.5022 2.4330 0.9197 0.1383 0.1271 0.1356

TABLE 6.9: MSE of Model Parameter Estimation, Area-Level Simulation

We see that regularized estimation outperforms the unregularized approach in all considered
settings in terms of the MSE of β-estimation. Even the tendency of losing efficiency for inter-
cept estimation that was evident for L2 in the unit-level simulation does not occur. Accord-
ingly, `2-regularization generally stabilizes model parameter estimation in the area-level setup.
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Scenario Logit.β0 L2.β0 Logit.β1 L2.β1 Logit.ψ L2.ψ
A 1 -0.3223 -0.2509 0.0255 0.0195 -0.2582 -0.2684
A 2 -0.1032 -0.0801 0.0079 0.0060 -0.2668 -0.2748
B 1 -0.5353 1.9689 0.0432 -0.1651 -0.2744 -0.3537
B 2 -0.0223 0.6743 0.0015 -0.0560 -0.2442 -0.2956
C 1 -0.6404 2.3601 0.0562 -0.1942 -0.2201 -0.2788
C 2 -0.0356 0.9892 0.0024 -0.0822 -0.2098 -0.2782

TABLE 6.10: Bias of Model Parameter Estimation, Area-Level Simulation

Regarding the slope coefficients, it becomes evident that `2-RQL estimation allows for consid-
erable efficiency gains relative to the unregularized PQL approach in the presence of covariate
correlation. The MSE advantage ranges from 42% to 97% in the B- and C-scenarios. For vari-
ance parameter estimation, we see no clear difference between both methods. In terms of the
bias of slope coefficient estimation, the results are as expected. Regularized model parameter
estimation obtains biased results, which becomes evident in the B- and C-scenarios. However,
from Table 6.9 we can conclude that the overall estimation efficiency is increased considerably
through regularization.
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FIGURE 6.4: Density Plots of Slope Coefficient Estimation, Area-Level Simulation

The results are further visualized in Figure 6.4. It displays the density of (β̂
(r)
l − βl)/βl for

the slope coefficients over all Monte Carlo iterations. As in the unit-level simulation, we see
that the densities are virtually identical in A.1. For the scenarios B.1 and C.1, the efficiency
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gain through regularization becomes clearly visible. The probability densities are far more
concentrated around zero for L2 compared to Logit. Especially in C.1 the density of Logit
is almost flat on the considered support on the plot. At the same time, the density of L2 is
highly spiked. Consistent with the results from Table 6.9, this is accompanied by a visible bias
compared to Logit. Observe that the bimodal shape of the estimation distributions from Figure
6.2 are not evident here as a result of the altered sampling setting.

Area-Level Results - Mean Squared Error Estimation
Table 6.11 contains the results of MSE estimation for the performance measures defined in
(4.81). We see that the parametric bootstrap procedure described in Algorithm 6.5 has a slight
tendency of underestimating the MSE. The underestimation ranges from 5% to 13%. However,
in the light of the previous comments regarding the complexity of MSE estimation, the obtained
results are very decent. This holds in particular given the fact that the number of simulated
areas is relatively small compared to many other studies conducted on MSE estimation in the
SAE literature. For instance, Slud and Maiti (2006) consider up to 1000 areas in their simulation
study for MSE estimation for predictions obtained from a transformed FH model.

Scenario Mean.L2 RBias.L2
A.1 0.0284 0.0009
A.2 0.0199 -0.0651
B.1 0.0160 -0.1301
B.2 0.0168 -0.0491
C.1 0.0163 -0.0598
C.2 0.0139 -0.0599

TABLE 6.11: Mean and RBias of MSE Estimation, Area-Level Simulation

6.5 Conclusive Remarks

The contents of the chapter are summarized and critically discussed hereafter. We further pro-
vide an outlook on future research regarding regularized nonlinear SAE.

In the light of the methodological challenges described in Section 1.1, the objective was to de-
velop a statistical methodology that allows for decent area proportion estimation in the pres-
ence of strong covariate correlation. Depending on the magnitude of correlation, the space
spanned by the auxiliary variables can be rank-deficient. In this case, the individual contribu-
tions of the covariates to the functional description of the response variable cannot be identified
properly. Since the estimation of area proportions requires the application of GLMMs, the neg-
ative impact of quasi-multicollinearity on the fitting algorithms is particularly severe. This is
because model parameter estimation in GLMMs often require approximations to the likelihood
function as it cannot be displayed in closed form. We proposed a modification of the PQL pro-
cedure described in Section 2.3.4 to solve these issues. We extended the corresponding PQL
function by the squared `2-norm of the regression coefficients. With the so obtained `2-RQL
algorithm, the performance of the fitting procedure for model parameter estimation could be
improved considerably. The modification was applied to both a unit-level and an area-level
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logit mixed model for area proportion estimation. The effectiveness of these regularized non-
linear small area models was demonstrated in a Monte Carlo simulation study.

The findings of this chapter suggest that `2-RQL estimation is a sensible augmentation to non-
linear SAE methods. However, the presented developments mark only a first step on that
regard, as there is still demand for further methodological research. First of all, the statisti-
cal properties of regularized GLMMs have not been sufficiently studied yet. To the best of our
knowledge, there are only some computational studies, for instance by Schelldorfer, Meier, and
Bühlmann (2014), as well as Groll and Tutz (2014). Jiang (2007) correctly points out that unreg-
ularized model parameter estimation based on the PQL method is inconsistent. Thus, it is very
likely that `2-RQL obtains inconsistent results as well. However, there are alternative fitting
methods for GLMMs that are consistent, such as the method of simulated moments (Hobza
and Morales, 2016). It remains to be analyzed whether an extension of these methods by reg-
ularization obtains consistent results. Another interesting question is whether the results on
robustification from Chapter 4 can be applied to regularized GLMMs. By the equation system
(2.118) in Section 2.3.4, we see that model parameter estimation in GLMMs can be reformulated
similarly to Henderson’s mixed model equations in (2.26). Since the latter fit naturally into the
robust estimation framework provided in Section 4.2.1, at least some of these aspects can likely
be extended to GLMM theory.

A further aspect for future research is the application of `2-RQL for area proportion estima-
tion for non-sampled areas. We found in the simulation study that regularization improves
area proportion estimation in terms of the MSE up to 38% relative to unregularized PQL pro-
cedures. However, the efficiency differences in model parameter estimation were much more
severe. In some scenarios, `2-RQL had an MSE advantage of 97% over PQL. This likely af-
fects the area proportion estimation performance for cases where several areas of interest have
not been included in the sample data. One would expect that an EBP based on a regularized
fitting algorithm obtains superior results when covariates show strong linear dependencies in
this setting. Further research should also be conducted on the application of `2-RQL in non-
linear small area models that additionally borrow strength from time. We introduced squared
`2-regularization to GLMMs to account for situations where there are contextually related vari-
ables in the covariate set. If the sample data basis is for example a panel survey, then repeated
measures of the same variables are available as potential predictors. If corresponding variables
do not have sufficient temporal variation, the probability for (quasi-)multicollinearity in X is
increased due to the repeated measures having the same realized covariate values. In that case,
`2-RQL can be used to obtain decent area proportion estimates nevertheless.
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Chapter 7

Conclusion and Outlook

In this chapter, the theoretical developments and simulation results of the thesis are summa-
rized. We evaluate the main findings and provide an outlook on future research.

The essential topic addressed within the thesis was the extension of basic SAE methods with
regard to the three methodological challenges. The first challenge was robust area statistic
estimation in the presence of unknown covariate measurement errors. The second challenge
was the combination of unit- and area-level data in a joint model for area statistic estimation.
The third challenge was the accurate estimation of area-specific proportions when covariates
have strong linear dependencies. We proposed that all three problem fields may be solved
within a common technical framework, that is, the application of regularized model parame-
ter estimation in small area models. We showed that the inclusion of suitable penalty terms
in corresponding loss functions improves the estimation performance considerably under all
considered data settings. Thus, regularization methods represent a valuable addition to SAE.

With respect to the first methodological challenge, we proved that regularized model parame-
ter estimation is equivalent to robust loss minimization under unobserved covariate contami-
nation. The developments implied that regularization provides a general tool to obtain robust
estimates without distribution assumptions on the measurement errors. This allowed us to
construct robust versions of basic small area models that account for arbitrary perturbations
to the design matrix. Further, we were able to derive error bounds for the predictors under
corresponding models. The results could be used to perform MSE estimation on erroneous
data bases. In addition to that, we showed that regularized model parameter estimation can be
consistent despite measurement errors. These findings were supported by several numerical
simulations. Here, all proposed robust estimation methods displayed superior performance in
multiple measurement error settings relative to standard approaches.

Regarding the second methodological challenge, we showed that regularized model parame-
ter estimation marks an effective approach to multi-level modelling. With the construction of
level-specific penalty terms, the heterogeneous distribution characteristics of data from mul-
tiple aggregation levels could be used efficiently for area statistic estimation. We constructed
non-parametric and parametric approaches for MSE estimation on multi-level data. We further
proved that regularized multi-level loss minimization allows for consistency in model param-
eter estimation. In addition to that, it could be established that applying a sparsity-inducing



Chapter 7. Conclusion and Outlook 171

regularization allows for consistency in variable selection on both levels when the multi-level
loss minimizer is

√
n-consistent. The developments were illustrated by a simulation study un-

der several multi-level data settings. The regularized multi-level approach was found to be
MSE-optimal when compared to standard methods.

For the third methodological challenge, we demonstrated that regularized model parame-
ter estimation can also be applied to nonlinear small area models. We used the squared `2-
regularization to augment the penalized quasi-likelihood approach that is often used in gener-
alized linear mixed models. The extension was implemented within two logit mixed models
for the estimation of area-specific proportions. Both unit- and area-level data settings were con-
sidered. It could be shown that the squared `2-regularization allows for efficient model param-
eter estimates when the space spanned by the covariates is rank-deficient. Building upon this
method, we further described suitable parametric bootstrap techniques for MSE estimation un-
der each model. The effectiveness of the regularized quasi-likelihood approach was underlined
in several numerical simulations. Here, the regularized estimators allowed for MSE-optimal re-
sults relative to the common penalized quasi-likelihood techniques.

All in all, we can conclude that the proposed estimation techniques are effective tools for em-
pirical data analysis. However, several questions remain before they can be broadly used in
real-world applications, especially with respect to official statistics. These questions may be
categorized into theoretical and empirical aspects. We start with the theoretical aspects. The
statistical properties of the regularized estimators were established in a model-based inference
environment. The proofs are only valid when the assumed underlying model is true. Although
this objection holds for many well-established model-based estimators, further developments
with respect to model misspecification are required. In case of sparsity-inducing estimators,
the considered model is allowed to be misspecified when the true model is nested within. Yet,
it is unclear how the methods perform when model type or even model conception do not
represent reality. Another issue is that the statistical properties have been studied with respect
to large samples. Since SAE is typically applied to small samples, further research should be
conducted on how regularized estimators behave when there is a lack of observations.

Regarding the empirical aspects, MSE estimation remains an issue. Although the resampling
methods applied in this thesis are theoretically, they often overestimated the true MSE. This is
particularly the case when the number of areas is limited. Since official statistic publications are
subject to strict quality standards (especially in terms of confidence intervals), further research
has to be conducted on how to accurately perform uncertainty measurement for regularized
estimates. A point of equal importance is the anticipation of survey designs for estimates ob-
tained from sample data. The proposed methods assume that the sample has been collected
according to a non-informative design with respect to the conditional expectation E(Y|X). In
real-world applications, this may not be the case. Therefore, future studies are required on how
to include survey weights in regularized mixed models.

The author of this thesis will strive to provide answers to each of these questions.
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Appendix A

Definitions

Definition A.1 (Sigma-Algebra) Let Ω be a sample space. A non-empty subset F of P(Ω) is called
sigma-algebra, if the following holds:

1. If A ∈ F , then Ā ∈ F ,

2. If Ai ∈ F for all i = 1, 2, ..., then

∞⋃
i=1

Ai ∈ F .

Definition A.2 (Probability Measure) Let F be a sigma-algebra over the sample space Ω. A set
function Pr : F → R is called probability measure, if the following holds:

1. If A ∈ F , then Pr(A) ≥ 0 (non-negativity),

2. If Ai ∈ F for i = 1, 2, ... and Ai, Aj pairwise disjoint for i 6= j, then

Pr

(
∞⋃

i=1

)
=

∞

∑
i=1

Pr(Ai) (sigma-additivity),

3. Pr(Ω) = 1 (normalization).

Definition A.3 (Expectation and Variance under the Model) Let y = (y1, ..., yn) be a population
response vector. Assume that y is the realized outcome of a random vector Y = (Y1, ..., Yn) with respect
to a statistical model. Denote ξ as the joint distribution of Y1, ..., Yn. Then, for some Yi ∈ Y and
i = 1, ..., n, the expectation under the model is given by

Eξ(Yi) =
∫

yi dξ.

The corresponding variance under the model is given by

Varξ(Yi) =
∫

(yi − E(yi))
2 dξ.
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Definition A.4 (Law of Iterated Expectations) Let X, Y be random variables that are defined on the
sample space Ω. Then

E(X) = E[E(X|Y)].

Definition A.5 (Model-Unbiased) Let y = (y1, ..., yn) be a population response vector. Assume that
y is the realized outcome of a random vector Y = (Y1, ..., Yn) with respect to a statistical model. Denote
ξ as the joint distribution of Y1, ..., Yn. Let θ = f (y1, ..., yn) be an unknown quantity and let θ̂ be an
estimator of θ. θ̂ is called model-unbiased, if

Eξ

(
θ̂ − θ

)
= 0.

Definition A.6 (Affine Functions) An affine function is a function composed of a sum of a constant
and a linear function, given as

f (x) = Ax + b.

Definition A.7 (Convergence in Probability) Let {Yn} be a sequence of random variables and denote
Y as a random variable. {Yn} converges in probability to Y, if for every ε > 0

lim
n→∞

Pr (|Yn −Y| > ε) = 0

holds. That is, if Yn
p→ Y as n→ ∞.

Definition A.8 (Almost sure Convergence) Let {Yn} be a sequence of random variables and denote
Y as a random variable. The sequence {Yn} converges to Y almost surely, if

Pr
(

lim
n→∞

Yn = Y
)
= 1

holds. That is, if Yn
a.s.→ Y.

Definition A.9 (Consistency) The estimator θ̂n(Y1, ..., Yn) is called consistent for θ if it converges in
probability to θ. That is, if

θ̂(Y1, ..., Yn)
p→ θ as n→ ∞.
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Definition A.10 (Strong Consistency) The estimator θ̂n(Y1, ..., Yn) is called strongly consistent for θ

if it converges to θ almost surely. That is, if

θ̂(Y1, ..., Yn)
a.s.→ θ.

Definition A.11 (Translation Invariance) Let v denote a real-valued vector and let Tδ be an operator
such that Tδ f (v) = f (v + δ). An operator A is called translationally invariant with respect to the
translation operator Tδ, if

A f = A(Tδ f ) ∀ δ.

Definition A.12 (Taylor’s Theorem) Let k ≥ 1 be an integer. Let the function f : R→ R be k times
differentiable at point a ∈ R. Then, there exists a function hk : R→ R such that

f (x) = f (a) +
d f
da

(x− a) +
d2 f
da2

1
2!
(x− a)2 + ... +

dk f
dak

1
k!
(x− a)k + hk(x)(x− a)k

and lim
x→a

hk(x) = 0.

Definition A.13 (Convex Sets) A set C is said to be convex if it contains the line segments between
any two of its points, that is

λx + (1− λ)y ∈ C ∀ y, x ∈ C and ∀ λ ∈ [0, 1].

Definition A.14 (Convex Functions) A function is convex if its domain D( f ) is a convex set and the
following relation holds:

f (λx + (1− λ)y) ≤ λ f (x) + (1− λ) f (y) ∀ x, y ∈ D( f ), ∀ λ ∈ [0, 1].

Definition A.15 (First Order Condition for Convexity) If a function f is differentiable, then f is
convex if and only if D( f ) is a convex set and for all x, y ∈ D( f ) holds:

f (y) ≥ f (x) +∇ f (x)′(y− x).

Definition A.16 (Convex Optimization Problems) A convex optimization problem is an optimiza-
tion problem of the form

min
x∈Rp

f (x) s.t. gi(x) ≤ 0 i = 1, ..., m

hi(x) = 0 i = 1, ..., r,

where x is the optimization variable, f and gi are convex functions for all i = 1, ..., m and hi are affine
functions for all i = 1, ..., r.
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Definition A.17 (Lagrange Duality) Consider a convex optimization problem. The Lagrangian is
defined as the augmented objective function with a weighted sum of constraints

L(x, u, v) = f (x) +
m

∑
i=1

uigi(x) +
r

∑
r=1

vihi(x),

where ui ≥ 0 for all i = 1, ..., m and the vectors u ∈ Rm, v ∈ Rr are called dual variables. We notice
that for every feasible set x ∈ D( f ) and for every dual feasible (u, v) holds:

f (x) ≥ L(x, u, v).

The Lagrangian dual function is defined as the minimum of the Lagrangian over x ∈ Rp:

l(u, v) = min
x∈Rp

L(x, u, v)

Let x∗ be a primal optimal solution and f (x∗) be the primal optimal value, then minimizing L(x, u, v)
over all x gives a lower bound for f (x∗):

f (x∗) ≥ min
x∈D( f )

L(x, u, v) ≥ min
x∈Rp

L(x, u, v) = l(u, v).

We get the best lower bound when the dual function l(u, v) is maximized over u, v, which is also known
as the dual problem:

max
u∈Rm,v∈Rr

l(u, v) s.t. ui ≥ 0 ∀ i = 1, ..., m.

Definition A.18 (Weak and Strong Duality) If x∗ is a primal optimal solution and u∗, v∗ is the dual
optimal solution, then weak duality always holds, that is

f (x∗) ≥ l(u∗, v∗).

Strong duality holds when the primal and dual optimal values coincide:

f (x∗) = l(u∗, v∗).

Definition A.19 (Slater Condition) For a convex primal problem, strong duality holds if there exists
an x ∈ Rp such that

g1(x) < 0, ..., gm(0) and h1(x) = 0, ..., hr(x) = 0.

Definition A.20 (Karush Kuhn Tucker Condition) Suppose f (x) us a primal optimization problem,
L(x, u, v) is the corresponding Lagrangian and l(u, v) is the dual problem. Let x∗ be a primal optimal
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solution and (u∗, v∗) be a dual optimal solution. Then, the KKT conditions are defined as follows.

• Stationarity Condition: Sub-differential of L(x, u, v) as (x∗, u∗, v∗) must contain 0

0 ∈ δ f (x∗) +
m

∑
i=1

u∗i δgi(x∗) +
r

∑
i=1

v∗i δhi(x∗)

• Complementary Slackness

u∗i gi(x∗) = 0 ∀ i = 1, ..., m

• Primal Feasibility Condition

gi(x∗) ≤ 0 ∀ i = 1, ..., m and hi(x∗) = 0 ∀ r = 1, ..., m

• Dual Feasibility Condition

u∗i ≥ 0 ∀ i = 1, ..., m.

Definition A.21 (Irrepresentability Condition) Let Σ = n−1X′X be the covariance matrix of the
random vector X. Assume that Σ has a block-wise form

Σ =

(
Σ11 Σ12

Σ21 Σ22

)
,

where Σ11 ∈ Rs×s
+ corresponds to the fraction of X that is relevant for a statistical model, while Σ22 ∈

R
p−s×p−s
+ corresponds to an irrelevant fraction. The irrepresentability condition is met for the set of

non-zero predictors S, if for all vectors τS ∈ Rs satisfying ||τs||∞ ≤ 1, we have∥∥∥Σ2,1(S)Σ−1
1,1(S)τS

∥∥∥
∞
< 1.

For a fixed τS ∈ Rs with ||τs||∞ ≤ 1, the weak irrepresentability conditions holds for τs, if∥∥∥Σ2,1(S)Σ−1
1,1(S)τS

∥∥∥
∞
≤ 1.

For some 0 < θ < 1, the θ-uniform irrepresentability condition is met for the set S, if

max
||τS||∞≤1

∥∥∥Σ2,1(S)Σ−1
1,1(S)τS

∥∥∥
∞
≤ θ.

Definition A.22 (Norm) Let V be a vector space over a subfield F of the complex numbers. A norm
p : V→ [0, ∞) is a nonnegative-valued scalar function with the following properties:
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• Triangle inequality

p(u + v) ≤ p(u) + p(v) ∀ u, v ∈ V

• Absolutely homogeneous

p(av) = |a|p(v) ∀a ∈ F, v ∈ V

• Positive definite

p(v)→ v = 0.

Definition A.23 (Seminorm) Let V be a vector space over a subfield F of C. A seminorm p : V →
[0, ∞) is a nonnegative-valued scalar function with the following properties:

• Triangle inequality

p(u + v) ≤ p(u) + p(v) ∀ u, v ∈ V

• Absolutely homogeneous

p(av) = |a|p(v) ∀a ∈ F, v ∈ V.

Definition A.24 (`q-Norm) Let q ≥ 1 be a real number. The `q-norm of a vector x ∈ Rn is

||x||q :=

(
n

∑
i=1
|xi|q

)1/q

.

Definition A.25 (Maximum Norm) Let x ∈ Rn be a vector. The maximum norm of x is

||x||∞ := max
i
|xi|.

Definition A.26 (Cubic Spline) Let {xi, yi : i = 1, ..., n} be a set of observations, modeled by the
relation yi = f (xi) + ei, where ei is an iid random error with E(ei) = 0. The cubic spline estimate f̂ of
f is the minimizer over the class of twice differentiable functions of

n

∑
i=1

(
yi − f̂ (xi)

)2
+ δ

∫
f̂ ′′(x)2dx.
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