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“Mathematics, rightly viewed, possesses not
only truth, but supreme beauty — a beauty
cold and austere, like that of sculpture,
without appeal to any part of our weaker
nature, without the gorgeous trappings of
painting or music, yet sublimely pure, and
capable of a stern perfection such as only
the greatest art can show.”

− Bertrand Russell



Zusammenfassung

Künstliche Intelligenz stellt eine der disruptivsten Kräfte der letzten Jahre in den Fel-
dern Wirtschaft, Wissenschaft und Technologie dar. Dieser Sachverhalt ist nicht zuletzt
auf die jüngsten Entwicklungen in der Teildisziplin des maschinellen Lernens zurück-
zuführen, aus denen zahlreiche Errungenschaften in den Bereichen der Bilderkennung,
des autonomen Fahrens, des maschinellen Übersetzens, der medizinischen Diagnostik und
Therapie sowie der pharmazeutischen Forschung erwachsen sind, um nur einige Beispiele
zu nennen. Dieser Kulturleistung liegt die Fähigkeit zugrunde, Computer große Daten-
mengen verarbeiten zu lassen und daraus operationalisierbare Erkenntnisse zu gewinnen.

Im Speziellen beschäftigt sich die vorliegende Arbeit mit der Problemstellung des über-
wachten Lernens aus gelabelten Daten anhand von künstlichen neuronalen Netzen. Hier-
bei wird eine komplexe mathematische Funktion, deren Struktur ein stark vereinfachtes
Modell biologischer Neuronenverbände darstellt, so parametrisiert, dass sie vorgegebene
Input-Output-Kombinationen (d.h. Funktionsargumente und Funktionswerte) möglichst
gut wiedergibt. Mathematisch wird dies durch das Lösen eines Optimierungsproblems
realisiert. Die Qualität dieser vorgegebenen Daten ist dabei von entscheidender Bedeu-
tung, da fehlerhafte Daten die Kalibrierung des künstlichen neuronalen Netzes stark
beeinträchtigen können.

Der Einfluss, den fehlerhafte Daten auf den Kalibrierungsprozess haben, hängt jedoch
von der sogenannten Verlustfunktion (loss function) ab, die die Abweichung zwischen
einem Ziel-Output und dem zugehörigen tatsächlichen Output des künstlichen neurona-
len Netzes in eine nichtnegative reelle Zahl übersetzt. Im Rahmen der Arbeit wird daher
zunächst das Ziel verfolgt, durch die Wahl geeigneter Verlustfunktionen einen höheren
Grad an Robustheit des Kalibrierungsprozesses gegenüber Fehlern und Ausreißern in
den zugrundeliegenden Daten zu erreichen.

Hierzu wird auf die Klasse der p-Quasinormen zurückgegriffen. Zwar lässt sich die
theoretische Überlegenheit dieser Verlustfunktionen gegenüber der als Referenz gewähl-
ten euklidischen Norm anhand deren Eigenschaft, Ausreißer nicht überproportional zu
gewichten, begründen, jedoch treten neue Schwierigkeiten zutage. Zum einen gehen beim
Übergang von der euklidischen Norm zu p-Quasinormen relevante Eigenschaften wie
Differenzierbarkeit und Lipschitzstetigkeit verloren. Zum anderen wird bei einigen An-
wendungsproblemen die Krümmungsstruktur der zu optimierenden Zielfunktion negativ
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beeinflusst. Dies äußert sich insbesondere in Form von großvolumigen Gebieten, in denen
die Zielfunktion sehr flach oder sehr steil verläuft, was letztlich in Schwierigkeiten bei
der Schrittweitenwahl des Optimierungsverfahrens mündet.

Diese Herausforderungen werden in zwei Schritten adressiert. Zunächst wird eine ge-
eignete glatte Approximation für p-Quasinormen definiert. In diesem Kontext wird die
Approximationsgüte der betrachteten glatten Funktionen auf die Approximationsgüte
der korrespondierenden Optimierungsprobleme und deren Lösungen übergeleitet. In ei-
nem zweiten Schritt werden gradientenbasierte Optimierungsverfahren definiert, die auf
die verbleibenden Besonderheiten zugeschnitten sind.

Im Falle unbeschränkter Optimierungsprobleme kommen Proximalpunktregularisie-
rungsverfahren (proximal point methods) zum Einsatz. Die Arbeit zeichnet sich im Hin-
blick auf diese Verfahrensklasse dadurch aus, dass die Konvergenz für einen Algorithmus
bewiesen wird, der weder Konvexität noch Lipschitzstetigkeit des Gradienten der Ziel-
funktion voraussetzt und zugleich eine inexakte Lösung der im Rahmen des Verfahrens
zu lösenden Teiloptimierungsprobleme erlaubt. Hierbei wird die für den nichtkonvexen
Fall übliche Konvergenzgeschwindigkeit O

(
1/
√
T
)
erreicht. Ferner wird eine adaptive

Schrittweitenregel betrachtet, die eine vorgegebene Reduktion der Gradientennorm in-
nerhalb einer äußeren Iteration garantiert. Im Hinblick auf diese Aspekte erweitert die
Arbeit somit den Horizont des bisherigen Forschungsstands.

Hinsichtlich beschränkter Optimierungsprobleme, welche dann auftreten, wenn die
Parameter des zugrundeliegenden künstlichen neuronalen Netzes auf vorgegebene kom-
pakte, konvexe Mengen beschränkt sind, wird hingegen auf ein Frank-Wolfe-Verfahren
zurückgegriffen. Hierzu wird ein allgemeines Verfahren vorgestellt, das verschiedene Vor-
züge bestehender Verfahren vereint. Das Verfahren setzt lediglich die Hölderstetigkeit
(im Gegensatz zur Lipschitzstetigkeit) des Gradienten auf der zulässigen Menge voraus,
akzeptiert nichtkonvexe Funktionen, erlaubt eine inexakte Lösung der in jedem äußeren
Iterationsschritt auftretenden Teilprobleme und bestimmt die Schrittweite anhand einer
(im Allgemeinen nichtmonotonen) Armijoregel. Insbesondere der letztgenannte Aspekt
ist praxisrelevant, da viele bestehende Verfahren auf die Kenntnis einer Lipschitzkonstan-
te abstellen, die in vielen Anwendungsfällen nicht oder nicht mit vertretbarem Aufwand
ermittelt werden kann. Für dieses Verfahren kann die Konvergenzrate O

(
1/T

α
α+1
)
be-

wiesen werden, wobei α den Hölderexponenten darstellt. Im Falle der Lipschitzstetigkeit
des Gradienten führt dies zu der Rate O

(
1/
√
T
)
. Das Verfahren ist somit kompeti-
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tiv. Für den Spezialfall, dass die zulässige Menge und die Zielfunktion stark konvex sind,
kann unter leicht modifizierten Bedingungen die Konvergenzrate O

(
1/T 2) bewiesen wer-

den.

Zur experimentellen Überprüfung der Wirksamkeit des Übergangs von der euklidi-
schen Norm zu einer p-Quasinorm wurden insgesamt elf Experimente in einem zweistu-
figen Verfahren durchgeführt. Für jeden Algorithmus und jede spezifische Parametrisie-
rung wurden hierzu 100 Testprobleme erzeugt, die zunächst mit der euklidischen Norm
als Verlustfunktion gelöst wurden. Die dabei verwendeten Trainingsdatensätze wurden
zuvor mit einem großen Fehlerterm mit asymmetrischer Verteilung, unendlicher Vari-
anz und einem von Null verschiedenen Erwartungswert überlagert. Die dabei erhaltenen
optimalen Lösungen wurden in der zweiten Stufe als initiale Lösung für das korrespon-
dierende Optimierungsproblem mit einer p-Quasinorm als Verlustfunktion (p = 0,75)
verwendet. Insgesamt wurden somit in elf Experimenten 1100 neuronale Netze durch
das Lösen von 2200 Optimierungsproblemen trainiert. Mit einer Ausnahme wurde in al-
len Experimenten durch die Ausführung des zweiten Schrittes eine deutliche Reduktion
der durchschnittlichen Residuen auf den jeweils 100 Testdatensätzen erzielt (zwischen
-10,2% und -64,6%).
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1 Introduction

According to a study conducted by PricewaterhouseCoopers in 2017, artificial intelli-
gence (AI) could increase the global gross domestic product (GDP) in the year 2030 by
up to 15.7 trillion USD [PricewaterhouseCoopers, 2017, p. 3]. As of 2016, this number
exceeds the economic output of China and India combined [PricewaterhouseCoopers,
2017, p. 3]. This potential increase in GDP is attributed to gains in productivity due
to AI-driven process automation and augmentation, as well as a higher demand for AI-
enhanced products and services [PricewaterhouseCoopers, 2017, p. 4].

Although it is not trivial to pin down the birth of AI as a research discipline, many
consider the Dartmouth Summer Research Project on Artificial Intelligence held in 1956
as the seminal event [Moor, 2006, p. 87]. The mission statement enunciated in the
proposal for the conference was groundbreaking: "The study is to proceed on the ba-
sis of the conjecture that every aspect of learning or any other feature of intelligence
can in principle be so precisely described that a machine can be made to simulate it"
[Moor, 2006, p. 87]. Among the participants were such illustrious researchers as John
McCarthy (computer scientist / cognitive scientist; credited for coining the phrase arti-
ficial intelligence [Moor, 2006, p. 87]), Marvin Minsky (cognitive scientist / computer
scientist / philosopher), Herbert Simon (economist / political scientist), Allen Newell
(computer scientist / cognitive psychologist), Ray Solomonoff (mathematician), Warren
Sturgis McCulloch (neurophysiologist / cybernetician), Claude Shannon (mathemati-
cian / electrical engineer / cryptographer) and John Nash (mathematician / economist)
[Solomonoff, 1956].

However, the human endeavor to formalize and mechanize cognitive processes such
as computation or logical and inductive inference dates far back in history. The Greek
philosopher Aristotle (384 - 322 BC) presented the first known analysis of the logical
structure of deductive reasoning in his pioneering Prior Analytics [Kline, 1972, p. 53].
Gottfried Wilhelm Leibniz invented the first mechanical calculator that was capable of
performing all four arithmetic operations between 1672 and 1694 [Kidwell and Williams,

13



1 Introduction

1992, pp. 38-39] and introduced the hypothetical concepts of a characteristica univer-
salis, a universal language that would correspond to the structure of human thought,
and a calculus ratiocinator, a system of symbolic calculations designed to mirror human
reasoning and conceived to be powerful enough that a dispute between two people could
be resolved by mere formal calculation, as opposed to verbal arguments [Hintikka, 1997,
p. ix]. Shortly after the invention of the first programmable computer by Konrad Zuse in
1938, Alan Turing, who had earlier developed the idea of an abstract universal comput-
ing machine, proposed the famous Turing test in 1950, where the level of "intelligence"
of a machine is assessed based on its ability to mimic human responses in a written
conversation [McCorduck, 2004, pp. xxv-xxvi].

With the advent of the modern computer, it has become possible to solve complex
problems such as deductive and inductive reasoning, planning, decision-making, knowl-
edge representation, object and pattern recognition, and natural language processing in
silico, as opposed to in vivo. However, progress did not occur in lockstep. Many of
the first successful attempts in performing cognition-like tasks were related to problems
to which a solution can be found by applying inference rules that are based on sym-
bolic manipulations to axioms and explicit knowledge.1 AI methods that follow these
principles fall into the symbolic AI paradigm (also called "Good Old Fashioned AI" or
"GOFAI", see [Haugeland, 1985, p. 112]).

Yet there are many problems that intelligent beings can readily solve, even though
strict inference rules or explicit domain knowledge are not, or only partially, available
to them. A prototypical example in AI is object recognition. Although very young
children are already capable of processing the color stimuli on the retina evoked by an
object (e.g. a spider) and identifying it within split-seconds, even the brightest minds
fail to characterize the universal pattern that all visual representations of spiders have
in common on a pixel level. Problems like object recognition, as well as many other
problem areas like classification, clustering, or regression, are often approached with
methods that are instances of the statistical learning or machine learning paradigm. In
contrast to symbolic AI, these methods proceed by extracting information from observa-
tions. Thereby, they can "learn" implicit domain knowledge and relationships from data

1A simple example is the task of mechanically inferring "Spot is an animal" from the premises "Spot is
a dog" and "All dogs are animals". Notable applications are automated theorem proving systems, that
can validate statements about logic, geometry, or integrated circuits, and medical expert systems,
that facilitate diagnosis and therapy by applying if-then rules to patient data such as symptoms, age,
etc.
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when explicit information is not sufficiently available [Bishop, 2006, pp. 1-4]. Machine
learning methods have become increasingly popular, mainly because of three reasons.
First, the availability of data to learn from is growing exponentially. Second, algorithmic
learning frameworks like deep neural networks have become capable of extracting very
complex relationships out of large data sets. Third, recent advances in parallel comput-
ing and algorithm design have enabled researchers to handle the computational effort
resulting from the application of sophisticated learning algorithms to very large data
sets [Brynjolfsson and McAfee, 2017]. Nevertheless, many of today’s most complex and
impressive AI-fueled technologies such as self-driving vehicles or IBM’s Watson combine
both machine learning and symbolic methods.2,3

Although the heavily data-driven machine learning approach has turned out to be
highly successful in numerous applications, it comes with a huge drawback. A survey
conducted by CrowdFlower in 2016 found that data scientists spend on average 60% of
their time on cleaning and organizing data [CrowdFlower, 2016, p. 6]. The need for clean
data arises from the observation that training a machine learning model on erroneous
data can lead to poor results when applying the model to unseen data.4

The aim of this thesis is to solve the learning problem ϕ(x, u) ≈ y, where the pa-
rameter vector u is estimated based on a data set (xi, yi)ni=1 ∈ Xn × Y n and some yi
might be erroneous. No particular assumptions about the relationship between x and
y and the error distribution that contaminates (yi)ni=1 will be made. In particular, the
case where ϕ is a neural network will be investigated, since this class of functions is
capable of representing almost arbitrary relationships between data by their universal
approximation property.

The real-valued learning problem can be solved by minimizing
∑n
i=1 L(ϕ(xi, u) − y),

where L : R→ [0,∞) is a loss function. Historically, the square loss L(z) := z2 has been

2IBM Watson is a computer system that can answer questions posed in natural language. In 2011,
Watson beat Ken Jennings on the US game show Jeopardy!. Jennings holds the record for the longest
winning streak by succeeding in 74 games in a row. Although computers can easily store vast amounts
of encyclopedic data, playing Jeopardy! is not an easy task for them because understanding the
clues that are given during the game often requires deciphering metaphors, idioms, puns, ambiguous
statements, and contextuality.

3For a very comprehensive overview of AI until the 1990s, see [Russel and Norvig, 1995]. A more up
to date depiction of machine learning topics can be found in [Bishop, 2006]. An even more specific
illustration of the history of deep learning from its origins to the present is provided in [Wang and
Raj, 2017].

4This is an instance of the "garbage in, garbage out" principle.
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1 Introduction

the most prominent choice.5 In the context of linear regression problems, this choice
renders the associated optimization problem quadratic and therefore analytically solv-
able. An obvious variant of this approach is to employ the loss function L(z) := |z| or,
more generally, L(z) := |z|p, where p ≥ 0. However, even linear regression problems are
no longer analytically solvable in this case. Huber studied general loss functions in the
form of so-called M-estimators and found that there is a correspondence between the
choice of the loss function and the implied error distribution when the training problem
is framed as a maximum likelihood problem (see [Huber, 1964]). This field of study
(which extends to a broader range of applications) has been coined robust statistics.
The class of p-quasinorms L(z) := |z|p (or, more generally, L(z) :=

∑J
j=1|zj |p, where

z ∈ RJ) corresponds to the class of generalized Gaussian distributions. Thus, especially
in cases where the error distribution is known (or at least known to be either more or
less heavy-tailed than the normal distribution), an informed choice of the loss function
is possible. In situations where the data set might be highly corrupted by errors or
outliers, this insight can be used to define objective functions that react less sensitive to
these contaminants. Ultimately, this leads to optimal solutions that will usually perform
better on new data (in the absence of noise).

It is obvious that the choice of the loss function L influences the geometry of the
landscape defined by the objective function f(u) :=

∑n
i=1 L(ϕ(xi, u) − y). In the very

simplistic one-dimensional setup where f(u) = L(x) and x ∈ R, a drastic difference
between the cases L(z) := |z|p where either p = 2 or p = 1

2 can be observed. The case
p = 2 yields a differentiable and convex function with a Lipschitz continuous gradient,
whereas the case p = 1

2 yields the symmetric square root function, which possesses none
of the aforementioned properties.6 In addition, the gradient of the symmetric square
root tends to infinity around z = 0. Hence, even for this simple objective function,
the case p = 1

2 therefore poses significant problems for ordinary iterative optimization
schemes, such as gradient descent. First, the exploding gradient around the minimizer
leads to numerical instabilities. Second, the minimizer cannot always be identified via
the gradient criterion, since the gradient is not defined everywhere. Although this assess-
ment concerns a specific example, there is no reason to believe that these findings do not
hold for more realistic and more complex learning problems. In order to overcome these
obstacles, a two-step procedure is developed throughout this thesis. At first, a smooth

5The square loss function dates back to the 19th century, when Legendre and Gauss employed it in the
method of least squares (see [Wolberg, 2006, p. 31]).

6However, in the absence of Lipschitz continuity, the function preserves to be Hölder continuous.
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approximation of the loss function will be defined and examined. It will be justified that
the solutions to the corresponding smoothed optimization problems are good solutions
to the original problems in the following sense. Given a strict global minimizer on a
compact set and a sequence of smooth problems that uniformly converges to the original
problem, the minimizers of the smooth problems will converge to the minimizer of the
original problem. In a second step, optimization schemes that are suitable for solving
the smooth optimization problems will be derived.

In particular, both unconstrained and constrained problems will be investigated. The
first problem class will be addressed via a proximal point method, which operates by
substituting the explicit update rule ut+1 = ut− γt∇f(ut) used in gradient descent with
the implicit update rule ut+1 = ut − γt∇f(ut+1). The method presented in this the-
sis does not require the gradient to be globally Lipschitz and it can handle non-convex
functions. Furthermore, the subproblems occurring at each iteration can be solved inex-
actly. In order to mitigate the numerical instabilities that gradient descent is prone to,
a rule to determine a stepsize γt, such that a predefined reduction of the gradient norm
can be achieved, will be investigated. The method converges at a rate of O

(
1/
√
T
)
,

which is optimal for first order methods applied to non-convex functions [Khamaru and
Wainwright, 2018, section 3.1.1]. The major advantage of the proposed algorithm for
practical purposes is that it does not require any local or global Lipschitz constants (as
opposed to, for example, the non-convex method proposed in [Kaplan and Tichatschke,
1998]), since such information is usually not available when dealing with complex ma-
chine learning problems.

For the solution to problems from the second class, a different approach, the so-
called Frank-Wolfe method, will be taken. The central idea behind the method is
to substitute the original (smooth) function f with its linear Taylor approximation
fut(u) := f(ut) + 〈∇f(ut), u − ut〉. Since the new function is linear and an optimal
point in the convex compact set U is sought, minimizing the Taylor approximation
around a non-stationary point ut will return a point pt on the boundary of U . The
new iterate ut+1 is then chosen from the line segment between ut and pt, usually by
resorting to heuristics that decrease the value of f along the sequence of iterates. For
certain types of domains U , the point pt can be computed analytically. The method
proposed in this thesis combines several enhancements to the original method. First, it
can be applied to non-convex functions. Second, the gradient only needs to be Hölder
continuous. Third, in those cases where the point pt cannot be computed analytically, a

17



1 Introduction

certain degree of inexactness is admissible. Fourth, the method to determine the stepsize
along the line segment between ut and pt does not require any curvature information
such as Lipschitz or Hölder parameters and can tolerate a non-monotonic progression of
function values. In the case of functions with Lipschitz continuous gradients, the method
converges at a rate of O

(
1/
√
T
)
, which is on par with the non-convex method proposed

in [Lacoste-Julien, 2016]. However, Lacoste-Julien’s method lacks the three remaining
aforementioned advantages. In addition, the Frank-Wolfe method will be discussed in
the specific situation where the objective function is locally strongly convex on a strongly
convex and compact set U . In this case, it will be proven that a variant of the method
presented in [Garber and Hazan, 2015], which can handle inexactly computed points pt
and does not require curvature information for the computation of stepsizes by employ-
ing a monotonic Armijo rule, converges at the same rate O

(
1/T 2).

In order to further corroborate these theoretical results, an empirical validation of
the effectiveness of p-quasinorms in inducing robustness will be conducted by means of
numerical experiments. To avoid any idiosyncrasies that could potentially come along
with specific test problems, a statistical approach was chosen. For each algorithm (in-
cluding its specification of hyperparameters), a multitude of synthetic training and test
data sets will be generated by randomly initialized neural networks that have the same
topology as the neural networks that ought to be trained. This approach increases the
representativeness of the results by reducing selection bias. Furthermore, employing
training and test data sets generated by neural networks ensures that the data to be
fitted (modulo the effects from the addition of noise) are in principle representable by
the networks to be trained and are thus not too complex to interfere with the objectives
of the experiments. As it will be observed later, the approach developed in this thesis
yields an empirical average reduction of absolute residuals of up to 64.6% (aggregated
over 100 random learning problems).
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2 Theoretical Background

2.1 Optimization

In machine learning, the problem of minimizing an objective function is ubiquitous.
Therefore, we will now present the basic notions and notations of mathematical opti-
mization on Rd. For the sake of brevity, we will only treat minimization problems in
this section. The concepts and results regarding maximization problems are formulated
analogously.
Assume we are given a function f : Rd → R. Then the unconstrained minimization

problem is stated as follows:
min
u∈Rd

f(u).

Similarly, given a subset U ⊂ Rd and a function f : U → R, we denote the constrained
minimization problem by

min
u∈U

f(u).

U is called admissible set or feasible set and every u ∈ U is called admissible point or
feasible point. Usually, we will assume that U is convex or even convex compact. If U
can be characterized via a relation involving the admissible points in U , we will often
employ this relation for a shorthand notation. For example, instead of

min
u∈{v∈Rd:‖v−u0‖p≤r}

f(u),

we might also write

min
u∈Rd

f(u)

s.t. ‖u− u0‖p ≤ r

or
min

‖u−u0‖p≤r
f(u).
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2 Theoretical Background

Definition 2.1.1
Let f : U → R with U ⊆ Rd and let T denote the relative topology on U induced by the
euclidean topology on Rd. A point u∗ ∈ U is called

(i) global minimizer if ∀u ∈ U : f(u∗) ≤ f(u),

(ii) local minimizer if ∃u∗ ∈ V ∈ T : ∀u ∈ V : f(u∗) ≤ f(u),

(iii) strict global minimizer if ∀u∗ 6= u ∈ U : f(u∗) < f(u),

(iv) strict local minimizer if ∃u∗ ∈ V ∈ T : ∀u∗ 6= u ∈ V : f(u∗) < f(u).

If u∗ is a minimizer of f on U ⊆ Rd, we will denote this relation by

u∗ = arg min
u∈U

f(u).

We will now present some necessary conditions related to (strict) local minimizers.

Theorem 2.1.1 (First order necessary condition for unconstrained optimization prob-
lems)
Let f : Rd → R differentiable and u∗ ∈ Rd a local minimizer. Then

∇f(u∗) = 0

holds.

Proof. [Nocedal and Wright, 2006, pp. 14-15]

Theorem 2.1.2 (First order necessary condition for optimization problems on convex
sets)
Let U ⊆ Rd be a convex set, f : U → R continuously differentiable and u∗ ∈ U a local
minimizer. Then

∀u ∈ U : 〈∇f(u∗), u− u∗〉 ≥ 0

holds.

Proof. The proof follows from theorem 5.2.2 in combination with definition 5.2.1 in
[Kelley, 1999, p. 88]

Definition 2.1.2
Let U ∈ Rd be a convex set. The normal cone to the set U at the point u ∈ U is defined
as

NU (u) := {v ∈ Rd : 〈v, w − u〉 ≤ 0 ∀w ∈ U}.
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Corollary 2.1.1 (Geometric necessary condition for optimization problems on convex
sets)
Let U ⊆ Rd be a convex set, f : U → R continuously differentiable and u∗ ∈ U a local
minimizer. Then

−∇f(u∗) ∈ NU (u∗)

holds.

Proof. From theorem 2.1.2, we get that ∀u ∈ U : 〈∇f(u∗), u − u∗〉 ≥ 0. This implies
−∇f(u∗) ∈ {v ∈ Rd : 〈v, w − u〉 ≤ 0 ∀w ∈ U}.

Theorem 2.1.3
Let U ⊆ Rd be a closed convex set, f : U → R continuously differentiable and u∗ ∈ U a
local minimizer. Then the equation

u∗ = PU (u∗ − λ∇f(u∗)),

where PU (v) := arg minw∈U ‖w − v‖2 denotes the orthogonal projection of v onto U ,
holds for all λ ∈ (0, 1].

Proof. [Dunn, 1987, p. 205]

Definition 2.1.3
A point u ∈ Rd or u ∈ U , respectively, is called a stationary point or critical point, if it
fulfills one of the above necessary conditions for optimality.

Theorem 2.1.4 (Second order sufficient condition for unconstrained optimization prob-
lems)
Let u∗ ∈ Rd, f ∈ C2(Rd,R), ∇f(u∗) = 0 and ∇2f(u∗) positive definite. Then u∗ is a
strict local minimizer.

Proof. [Nocedal and Wright, 2006, p. 16]

Two important types of constraints of optimization problems are defined by equalities
and inequalities, as in the following statement of a constrained optimization problem:

min
u∈Rd

f(u)

s.t. gi(u) = 0, i = 1, . . . ,m

hj(u) ≤ 0, j = 1, . . . , n
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with f : Rd → R, g : Rd → Rm, and h : Rd → Rn. In this context, a very important
concept is the Lagrange function

L : Rd × Rm × Rn, L(u, µ, λ) = f(u) +
m∑
i=1

λigi(u) +
n∑
j=1

µjhj(u).

While we will not utilize the celebrated Lagrange multipliers and Karush-Kuhn-Tucker
(KKT) conditions that are derived from the Lagrange function1 in this thesis, it should
be noted that the following interesting observation is a consequence of KKT theory. As
pointed out in [Jaggi, 2011, p. 7], under some regularity conditions, there is a direct
correspondence between the constrained problem

min
u∈Rd

f(u)

s.t. h(u) ≤ r

and the unconstrained problem

min
u∈Rd

f(u) + µh(u)︸ ︷︷ ︸
=L(u,µ)

in the sense that given either µ > 0 or r ≥ 0, the other quantity can be chosen such
that the function values of f , evaluated at the minimizers of the respective optimization
problems, are identical.

1See, for example, chapter 12 in [Nocedal and Wright, 2006].
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2.2 Statistical Learning Theory and Robust Statistics

In concordance with [Vapnik, 2000, pp. 19-22] we will now introduce the general frame-
work of supervised statistical learning.
Let the following three components be given:

(i) a random vectorX ∈ Rn0 , drawn from a fixed but unknown probability distribution
FX : Rn0 → [0, 1],

(ii) a random output vector Y ∈ Rnl , distributed according to a conditional distribu-
tion function FY |X : Rnl × Rn0 → [0, 1], also fixed but unknown,

(iii) a function ϕ : Rn0 ×U → Rnl , (x, u) 7→ y := ϕ(x, u), u ∈ U ⊆ Rd, where U is a set
of parameters.

The problem of supervised learning is that of choosing u ∈ U such that ϕ(X,u) is the
"best" approximation of Y , where the selection of u is based on a set of m independent
and identically distributed observations drawn according to FX,Y = FX · FY |X :

{(x1, y1), . . . , (xm, ym)}.

Let us now specify this rather vague definition. Given a realization (x, y) of (X,Y )
and a parameter u, we may express the goodness of an approximation ϕ(x, u) of y via
a mapping V : Rn0 × Rnl × U → [0,∞), (x, y, u) 7→ L(ϕ(x, u), y), where the function
L : Rnl × Rnl → [0,∞) is called loss function. Due to the fact that almost all loss
functions considered in this thesis act on the difference ϕ(x, u) − y ∈ Rnl , we will also
call the corresponding mapping L : Rnl → [0,∞) a loss function. The paradigmatic
definition of learning may then be restated as the problem of minimizing the expected
value of the loss given by the risk functional

R(u) :=
∫
Rn0×Rnl

L(ϕ(x, u)− y)dFX,Y (x, y) = E(L(ϕ(X,u)− Y )).

Because the distribution FX,Y is unknown and we are only given a finite sample (x1, y1),
. . ., (xm, ym), R(u) is not mathematically tractable. Instead, we have to replace R(u)
with the estimator

R̂(u) :=
m∑
i=1

1
m
V (xi, yi, u) = 1

m

m∑
i=1

L(ϕ(xi, u)− yi).
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The principle of solving the substitute problem of minimizing R̂(u) is called empirical
risk minimization. But unfortunately, we cannot guarantee that an optimal solution u∗

to the problem
min
u∈U

R̂(u)

is also a good solution to the problem2

min
u∈U

R(u).

In order to overcome this generalization problem3 practitioners usually split the set of
m observations into a training set of m1 observations and a test set of m2 observations,4

where m1 +m2 = m. The basic idea is now to train the model on the training set, but
assess its performance on the test set.5 In addition, it is common to restrict the model
complexity by imposing constraints on ϕ or U , or enhance the objective function by
adding a regularization term.6

We will now present some examples of classical supervised learning problems.

Example 2.2.1 (Least squares regression)
Let nl = 1, L(z) = z2, and let ϕ : Rn0×U → R be a function such that =(ϕ) = R, where
= the denotes the image of a function. The associated learning problem is, depending on
the linearity of ϕ, known as linear least squares regression or non-linear least squares
regression.

Example 2.2.2 (Autoencoding)
Let n0 = nl > 1, xi = yi ∀1 ≤ i ≤ m,7 L a loss function (e.g. L(z) = ‖z‖22 or
L(z) = ‖z‖1), and let ϕ : Rn0 × U → Rn0 be a function such that ∀u ∈ U, x ∈ Rn0 :

2This is the most subtle version of looking at the difference between optimization and learning. For
more information, see [Goodfellow et al., 2016, sec. 8.1].

3Poor generalization is closely related to overfitting. This phenomenon often occurs when the complexity
of the model function is rich enough to reproduce not only the fundamental structural relationship
in the data, but also the inherent statistical noise [Bishop, 2006, p. 6].

4Sometimes a third set, the so-called validation set is used to fine-tune hyperparamters that govern the
structure of ϕ or U , or to check stopping conditions.

5Mathematically speaking, this means minimizing 1
m1

∑m1
i=1 L(ϕ(xi, u), yi), which yields a minimizer

u∗, and then judging the goodness of fit of the resulting model function ϕ(·, u∗) by either evaluating
the generalization error 1

m2

∑m2
i=m1+1 L(ϕ(xi, u∗)−yi) or, depending on the specific learning problem,

a more meaningful generalization metric on {(xm1+1, ym1+1), . . . , (xm2 , ym2 )} .
6A common regularization approach is to substitute R̂(u) with R̂(u) + µ

∑d

i=1|ui|
p, where µ > 0 and

p ∈ (0,∞), thereby balancing the magnitude of the empirical risk and the magnitude of the solution
vector, as the latter quantity is often proportional to the model functions complexity.

7Due to the fact that a learning problem where yi = xi holds can also be considered devoid of output
data, autoencoding is sometimes subsumed under the unsupervised learning paradigm.
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Figure 2.1: A graphical example of generalization error. The red circles represent the
training data. While the blue line matches the training data more closely, the
black line seems to describe the underlying relationship in a more meaningful
way and can be expected to generate better predictions on new data.

ϕ(x, u) = δ ◦ η(x, u), where η : Rn0 → Rk, δ : Rk → Rn0 and 1 ≤ k < n0. The as-
sociated learning problem is known as the problem of autoencoding. After training the
model function ϕ to minimize the aggregated loss R̂(u) = 1

m1

∑m1
i=1 L(δ ◦ η(xi, u) − xi)

by computing a minimizer u∗, the encoder η(·, u∗) maps x ∈ Rn0 to a low-dimensional
representation η(x, u∗) ∈ Rk. The original (high-dimensional) argument x can be ap-
proximately recovered by applying the decoder δ(·, u∗) to η(x, u∗). The design of the
learning problem ensures that as little information as possible is lost during the process
of encoding and decoding.

Example 2.2.3 (Classification)
Let nl = 1, L(x, y) = (x−y)2, Y ∈ {0, 1}, and let ϕ : Rn0×U → [0, 1] be a model function.
Then the associated learning problem is an instance of the (binary) classification problem.
Given x, rounding the output of the optimal model function ϕ(x, u∗) yields a value in
{0, 1}, which can then be interpreted as a class label. Allowing ϕ to take on values in the
connected set [0, 1] (instead of {0, 1}) is favorable for topological reasons. Otherwise, ϕ
would be either discontinuous or constant and thereby render the optimization problem
almost intractable. For theoretical considerations, one might also want to study the
discontinuous version of the classification problem where =(ϕ) = {0, 1} and L is the
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discrete metric (L(x, y) = 0 if x = y and L(x, y) = 1 otherwise). In this case, the risk
functional E(L(ϕ(X,u∗), Y )) equals P(ϕ(X,u∗) 6= Y ). Classification is a prototypical
example of learning problems where the loss function used to train the model (typically
L(x, y) = (x− y)2) and the loss function used to evaluate the model performance on the
test set (e.g. the discrete metric) are not identical.

Now that we have examined these examples, the question arises how to choose an
appropriate loss function. A natural way to do this is based on the principle of maximum
likelihood [Edgeworth, 1908], [Fisher, 1912], [Bishop, 2006, pp. 26-30]. In order to employ
this principle, we need to make the assumption that the residual r(u) := ϕ(X,u)− Y is
a random variable with probability density function f . Under the additional assumption
that the data set (ri(u))m1

i=1 = (ϕ(xi, u)−yi)m1
i=1 is a sample of independent and identically

distributed realizations drawn from that residual distribution, the probability density
(also called likelihood) of observing this particular combination of realizations can be
computed as

m1∏
i=1

f(ϕ(xi, u)− yi).

The maximum likelihood principle states that we should choose the parameter vector u
such that this probability is maximized. By a sequence of transformations we will now
show that this paradigm is structurally analogous to the already established concept of
minimizing a sum of terms:

u∗ = arg max
u∈U

m1∏
i=1

f(ϕ(xi, u)− yi)

⇔ u∗ = arg max
u∈U

log
(
m1∏
i=1

f(ϕ(xi, u)− yi)
)

⇔ u∗ = arg max
u∈U

m1∑
i=1

log(f(ϕ(xi, u)− yi))

⇔ u∗ = arg min
u∈U

m1∑
i=1
− log(f(ϕ(xi, u)− yi))

⇔ u∗ = arg min
u∈U

α+ β
m1∑
i=1
− log(f(ϕ(xi, u)− yi)), α ∈ R, β ∈ (0,∞)

⇔ u∗ = arg min
u∈U

m1∑
i=1

β

(
α

βm1
− log(f(ϕ(xi, u)− yi))

)
︸ ︷︷ ︸

=:Lf (ϕ(xi,u),yi)

, α ∈ R, β ∈ (0,∞).

Hence, we can derive a loss function from the residual distribution and employ the
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2.2 Statistical Learning Theory and Robust Statistics

empirical risk minimization principle. Before we provide two examples, we will introduce
some important concepts.

Definition 2.2.1
Let ‖·‖ : Rn → [0,∞) be a mapping. ‖·‖ is called a quasinorm if the following conditions
hold:

(i) ∀z ∈ Rn : ‖z‖ = 0⇔ z = 0,

(ii) ∀λ ∈ R, z ∈ Rn : ‖λz‖ = |λ| ‖z‖,

(iii) ∃K ∈ (0,∞) : ∀z, z′ ∈ Rn : ‖z + z′‖ ≤ K (‖z‖+ ‖z′‖).

If condition (iii) holds for K = 1, then ‖·‖ is simply called a norm.

The mapping Rn 3 z 7→ (
∑n
i=1|zi|p)

1
p =: ‖z‖p is a norm for p ∈ [1,∞), but only

a quasinorm for p ∈ (0, 1) [Köthe, 1969, p. 136 and p. 159]. It is usually referred
to as the p-quasinorm or p-norm. Rn 3 z 7→ ‖z‖∞ := max1≤i≤n|zi| is a norm, the
so called supremum norm. On the other hand, the so-called 0-norm (or zero-norm)
Rn 3 z 7→ ‖z‖0 :=

∑n
i=1|zi|0, where 00 = 0, is not even a quasinorm (condition (ii) is

not fulfilled).
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Figure 2.2: |·|p on R

Example 2.2.4 (Normal distribution / least squares / euclidean norm)
Assume that r(u) ∼ N (0, σ2). Then the corresponding probability density function is
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f(z) = 1√
2πσ2 exp

(
− z2

2σ2

)
. Applying the negative logarithm to the maximum likelihood

function
∏m1
i=1

1√
2πσ2 exp

(
− (ϕ(xi,u)−yi)2

2σ2

)
yields

∑m1
i=1

(
log

(√
2πσ2

)
+ (ϕ(xi,u)−yi)2

2σ2

)
. Now

let β = 1
2σ2 and α = −βm1 log

(√
2πσ2

)
. Then we arrive at the function

∑m1
i=1(ϕ(xi, u)−

yi)2 =
∥∥(ri(u))m1

i=1
∥∥2

2. Thus, applying the maximum likelihood principle under the as-
sumption that the residuals are normally distributed is equivalent to applying the em-
pirical risk minimization principle in combination with the least squares loss function
L(x, y) = (x − y)2, which itself is identical to minimizing the euclidean norm of the
residual vector. Note that specifying the variance σ2 explicitly can be avoided by choos-
ing α and β appropriately.

Example 2.2.5 (Generalized normal distribution / p-quasinorm)
Assume that r(u) is distributed according to a generalized normal distribution with mean
0. Then the probability density function is f(z) = p

2ηΓ(1/p) exp
(
− |z|

p

ηp

)
, where Γ(ζ) =∫∞

0 tζ−1 exp(−t)dt, p ∈ (0,∞), and η ∈ (0,∞).8 By the same reasoning as in the pre-
vious example, it can be shown that the application of the maximum likelihood principle
generates a minimizer of the function

∑m1
i=1|ϕ(xi, u)− yi|p =

∥∥(ri(u))m1
i=1
∥∥p
p.
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Figure 2.3: Generalized normal distributions

The concept of generalizing the maximum likelihood principle to the minimization
of a sum of losses that can be, but does not have to be, derived from a probability

8For p < 2, the distribution is more heavy-tailed than the normal distribution.
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density function (so-called M-estimation) has been proposed by Huber in 1964 [Huber,
1964] in order develop more robust statistical methods. As a starting point, we will
adopt the following qualitative definition: "An estimator is considered robust if it can
be applied to samples drawn from a large class of distributions and if it is insensitive
to outliers" [Bickel and Frühwirth, 2006, p. 3501]. Although mathematically rigorous
measures of robustness, such as the breakdown point, the influence function, and the
sensitivity curve, exist, these concepts are too context-specific for our broadly defined
setup.9 We will confine our analysis to the evaluation of a model’s performance on a clean
test set, given a corrupted or ill-distributed training set. Accordingly, a higher degree of
robustness will be attributed to those loss functions that yield a better performing model.

In order assess the robustness of some classical loss functions, we will now examine a
very simple learning problem. Let us assume that ϕ(·, u) = u ∈ R, x1 = . . . = xm1 ∈ R,
and y1, . . . , ym1 ∈ R, and let u∗ denote a global minimizer of

∑m1
i=1|u − yi|p. If p = 2,

then u∗ is the mean of (y1, . . . , ym1), if p = 1, then it is the median, and if p = 0, then
it is a mode.10 The first two observations can be found in [Huber, 1964, p. 74] and
the last observation follows from the fact that

∑m1
i=1|ϕ(xi, u) − yi|0 =

∑m1
i=1|u − yi|0 =

m1 −#{1 ≤ i ≤ m1 : u = yi}, where # denotes the cardinality of a set.
Under the assumption that Y is distributed symmetrically and unimodal, its mean, its
median, and its mode are identical. Thus, when we are interested in estimating one of
these statistics from a possibly corrupted data set, we can simply use the most robust
estimator in that context even if it was originally designed to estimate one of the other
statistics.11 The sample mean is usually the least robust statistic because one single
outlier can distort the result to an arbitrary degree (at least for unbounded random
variables). A comparison of the robustness of estimates of mode and median is neither
trivial nor unequivocal (see [Bickel and Frühwirth, 2006]).

We will conclude this section with an important observation. In many instances of
supervised learning problems the aforementioned higher robustness of median and mode
translates back to the associated loss functions. This is exemplified by the following
figure, wherein different linear regression functions obtained by employing different loss
functions on the same training set are depicted. Aside from the distribution-related
demonstrations presented so far, we can explain the superior performance of regression

9For a good overview on the subject, see chapter 1 in [Huber and Ronchetti, 2009].
10The mode of a distribution is not necessarily unique.
11With that being said for illustrative purposes, we do not assume that the error distributions or residual

distributions that occur in learning problems are symmetric or unimodal throughout this thesis
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functions derived from p-quasinorms where p ≤ 1 in another way. The objective function∑m1
i=1|ϕ(xi, u)− yi|p is disproportionately affected by large outliers when p > 1, thereby

attaining its minimum closer to an optimal solution u∗ that reduces the impact of these
outliers on the objective function. On the other hand, if p < 1 is chosen, large outliers
will only contribute subproportionately to the objective function which renders the func-
tion value and its global minimizer less prone to perturbation. The border case where
p = 1 represents an equally weighted sum of deviations with no particular emphasis on
small or large residuals.
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Figure 2.4: Robustness of different p-quasinorms. The true relationship to be estimated
is y = 3x. The sample of output values yi is a superposition of the correct
value 3xi, an additive error term drawn from N (0, 2), and a multiplicative
error term drawn from a categorical distribution π(z) = [z = 1] · 0.7 + [z =
10] · 0.18 + [z = 0.1] · 0.12. Although the training set (black dots) is therefore
highly and asymmetrically corrupted, the regression lines derived from the
quasinorms ‖·‖1 and ‖·‖0.5 still match the true relationship very closely.
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2.3 Feedforward Neural Networks

In this section, we will present feedforward neural networks (FNNs), a particular class of
model functions ϕ that is specific enough for computational tractability yet rich enough
to allow for an approximate representation of arbitrary continuous relationships of input
and output variables on compact sets. FNNs form a subcategory of artificial neural net-
works (ANNs), functions whose computational structure can be visualized via weighted
directed graphs. The nodes of a graph associated with an ANN represents artificial neu-
rons and the weighted edges represent connections between these neurons. In the case of
FNNs, these graphs do not contain cycles. The history of ANNs dates back to the year
1943, when Warren McCulloch and Walter Pitts published their seminal investigation
of the structural relations between nervous activity and propositional logic [McCulloch
and Pitts, 1943].12 We will now give a mathematical definition of FNNs.

Definition 2.3.1 (Feedforward neural network)
Let l ∈ N, nk ∈ N for 0 ≤ k ≤ l, W k ∈ Rnk×nk−1 for 1 ≤ k ≤ l, and θk ∈ Rnk for
1 ≤ k ≤ l. Furthermore, let σ : R → R be a bounded, continuous, and non-constant
function, and let ψ : R→ R be a continuous function. Then the function ϕ : X → Rnl,
where X ⊆ Rn0, defined via

ϕ(x) := yl :=

ψ
nl−1∑

j=1
W l
ijy

l−1
j

+ θli

nl
i=1

∈ Rnl ,

yk :=

σ
nk−1∑

j=1
W k
ijy

k−1
j

+ θki

nk
i=1

∈ Rnk , 1 ≤ k ≤ l − 1, and

y0 := x ∈ Rn0 ,

is called an n0 − n1 − . . .− nl-feedforward neural network.
The vectors yk, 0 ≤ k ≤ l are called layers. y0 is called input layer, yl is called output
layer, and all other layers are called hidden layers. The value yki is called the activation
value of neuron i in layer k. The functions σ and ψ are called activation functions. The
bias i in layer k is represented by θki and W k

ij is called the weight from neuron j in layer
k-1 to neuron i in layer k. In concordance with this nomenclature, l + 1 represents the
12The remarkable originality of their landmark paper "A Logical Calculus of the Ideas Imminent in

Nervous Activity" is exemplified by the fact that they list only three references, all of them being
highly celebrated publications themselves, very theoretical in nature and seemingly unrelated to
neural networks: Rudolf Carnap’s "The Logical Syntax of Language", from which the logical notation
is borrowed, David Hilbert’s and Wilhelm Ackermann’s "Grundzüge der Theoretischen Logik", and
the monolithic "Principia Mathematica" by Bertrand Russell and Alfred North Whitehead.
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Figure 2.5: Computational structure of a 4-5-5-5-1-feedforward neural network

number of layers and nk denotes the number of neurons in layer k.

When viewed as a parametric model function ϕ(·, u), as in the previous section, the
parameter vector u encodes the weight matrices W k and the biases θk, 1 ≤ k ≤ l.

The following theorem will specify our previous claim that FNNs are capable of ap-
proximating continuous functions in the following sense: the set of all FNNs with exactly
one hidden layer and exactly one neuron in the output layer that incorporate the output
activation function ψ = id and an output bias θ2 = 0 forms a dense subspace of the
space of continuous functions from the compactum X to R.

Theorem 2.3.1 (Universal approximation theorem)
Let X ⊂ Rn0 be a compact set and let σ : R → R be a bounded, continuous, and non-
constant function. Then the set

N(σ) := ∪
n1∈N

{
ϕ ∈ RX : ϕ(x) =

n1∑
i=1

W 2
1iσ

 n0∑
j=1

W 1
ijxj

+ θ1
i

 ,
W k ∈ Rnk×nk−1 , k ∈ {1, 2}, θ1 ∈ Rn1

}

has the following properties:

(i) N(σ) is dense in C(X,R) in the Lp(µ) sense.13 Let p ∈ [1,∞) and d(f, g) :=
(
∫
X |f − g|pdµ(x))

1
p . Then ∀f ∈ C(X,R) : ∀ε > 0 : ∃ϕ ∈ N(σ) : d(f, ϕ) < ε.

13Technically, Lp(µ)-spaces do not contain functions but equivalence classes of functions. A solid intro-
duction to these spaces can be found in chapter 3 in [Rudin, 1970].
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(ii) N(σ), equipped with the usual pointwise vector addition of functions and pointwise
scalar multiplication of functions, is a real vector space.

(iii) The subset B(σ) :=
{
ϕ ∈ RX : ϕ(x) = σ

((∑n0
j=1W

1
1jxj

)
+ θ1

1

)
,W 1 ∈ R1×n0 , θ1 ∈

R1
}
⊂ N(σ), consisting of FNNs with only a single neuron in the hidden layer and

a (virtual) passive output neuron, spans N(σ).14

Proof. (i) See [Hornik, 1991, p. 252].
(ii) First, we will show that N(σ) is closed under vector addition and scalar multiplica-
tion.
Let ϕ, ϕ̂ ∈ N(σ), α ∈ R, ϕ(x) =

∑n1
i=1W

2
1iσ

((∑n0
j=1W

1
ijxj

)
+ θ1

i

)
,

ϕ̂(x) =
∑n̂1
i=1 Ŵ

2
1iσ

((∑n0
j=1 Ŵ

1
ijxj

)
+ θ̂1

i

)
. αϕ(x) = α

∑n1
i=1W

2
1iσ

((∑n0
j=1W

1
ijxj

)
+ θ1

i

)
=∑n1

i=1 αW
2
1iσ

((∑n0
j=1W

1
ijxj

)
+ θ1

i

)
. =⇒ αϕ ∈ N(σ).

Define n̄1 := n1+n̂1, W̄ 1
ij :=

W
1
ij , 1 ≤ i ≤ n1

Ŵ 1
ij , n1 + 1 ≤ i ≤ n̄1

, W̄ 2
1j :=

W
2
1j , 1 ≤ j ≤ n1

Ŵ 2
1j , n1 + 1 ≤ j ≤ n̄1

,

θ̄1
j =

θ
1
j , 1 ≤ j ≤ n1

θ̂1
j , n1 + 1 ≤ j ≤ n̄1

. =⇒ ϕ(x) + ϕ̂(x) =
∑n̄1
i=1 W̄

2
1iσ

((∑n0
j=1 W̄

1
ijxj

)
+ θ̄1

i

)
.

=⇒ ϕ+ ϕ̂ ∈ N(σ).
The identity element is the network ϕ0, where ϕ0(x) = 0 =

∑n1
i=1 0·σ

((∑n0
j=1W

1
ijxj

)
+ θ1

i

)
,

because ϕ + ϕ0 = ϕ holds. The inverse element of ϕ is the network (−1)ϕ, because
ϕ+ (−1)ϕ = ϕ0.
The remaining properties (associativity of addition, commutativity of addition, compat-
ibility of scalar multiplication with field multiplication, existence of an identity element
of scalar multiplication, distributivity of scalar multiplication with respect to vector
addition, and distributivity of scalar multiplication with respect to field addition) are
fulfilled because they already hold on the higher level of the superset RX which itself,
equipped with the same operations, is a vector space.
(iii) Follows from the observations regarding the structure of the vector addition and
the scalar multiplication in the proof of (ii).

Definition 2.3.2 (Hölder and Lipschitz continuity)
Let f : Rn → Rm be a function, let ‖·‖ : Rn → [0,∞) be a norm on Rn and let
‖·‖
′

: Rm → [0,∞) be a norm on Rm. We call f Hölder continuous with respect to ‖·‖

14For σ(z) = 1
1+exp(−z) , B(σ) is equivalent to the set of all logistic regression functions on X.

33



2 Theoretical Background

and ‖·‖
′
if

∃H > 0, α ∈ (0, 1] : ∀x, y ∈ Rn : ‖f(x)− f(y)‖
′
≤ H ‖x− y‖α

holds. H is called the Hölder constant and α is called the Hölder exponent. If α = 1
holds, then f is called Lipschitz continuous and H is called the Lipschitz constant.
Furthermore, f is called locally Hölder continuous or locally Lipschitz continuous if for
every x0 ∈ Rn there is a neighborhood N(x0) such that the above relationship holds for
all x, y ∈ N(x0) with a local constant HN(x0) and, in the case of local Hölder continuity,
a local exponent αN(x0).

Remark 2.3.1
The approximation property can also be extended to FNNs where the output activation
function ψ is different from the identity function. Let ψ : R → R be a Lipschitz con-
tinuous homeomorphism15 with Lipschitz constant K and let f ∈ C(X,R). Due to the
homeomorphism property, we have that C(X,R) 3 g := ψ−1 ◦ f . The universal approxi-
mation theorem implies for ε > 0 that ∃ϕ ∈ N(σ) : d(g, ϕ) < ε

K . Now define ϕ̂ := ψ ◦ ϕ.
Then ϕ̂ is a FNN and the Lipschitz continuity yields

d(f, ϕ̂) =
(∫

X
|ψ(g(x))− ψ(ϕ(x))|pdµ(x)

) 1
p

≤
(∫

X
Kp|g(x)− ϕ(x)|pdµ(x)

) 1
p

= K

(∫
X
|g(x)− ϕ(x)|pdµ(x)

) 1
p

= Kd(g, ϕ)

< ε.

Furthermore, the universal approximation property in Lp spaces has been extended to
unbounded activation functions in the hidden layer, such as the rectified linear unit
(ReLU) σ(z) = max(0, z) and the softplus function σ(z) = log(1+exp(z)), for p ∈ {1, 2}.
For details, see [Murata and Sonoda, 2015].

Bishop has pointed out that different weight and bias parameters in a FNN might
lead to the same mapping from the input space to the output space (so-called weight
space symmetry). A trivial example is a FNN where all weights in the output layer are
15A function f : Rn → Rn is called homeomorphism if it is a continuous isomorphism that has a

continuous inverse function.
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zero. In this case, all possible weights and biases in the hidden layers will not affect the
output. The resulting mapping will always be constant and the constant output will only
depend on the output activation function and the output bias. In some cases, a lower
bound of the number of parameter vectors leading to identical input-output mappings
can be computed [Bishop, 2006, pp. 231-232]. For more details, see [Chen et al., 1993]
and [Kurkova and Kainen, 1994]. The important conclusion regarding the application of
FNNs in learning tasks is that the advantages of the universal approximation property
are possibly accompanied by the difficulties of solving an optimization problem where
the objective function exhibits a plethora of local or global minima.

However, when Rumelhart, Hinton and Williams published their celebrated method
of backpropagation in 1986, they observed that training FNNs via gradient descent usu-
ally yields a solution that is not significantly worse than a global minimizer [Rumelhart
et al., 1986, p. 535]. Backpropagation is a method for the efficient computation of the
gradient of the empirical risk function derived from the neural network and the training
set. Basically, it is an application of automatic differentiation, a technique designed to
overcome the shortcomings of numerical and symbolic differentiation that is based on
the chain rule.16

Even more promising results have been found by comparing global and local optimization
methods on small-size and large-size networks: "We empirically verify several hypotheses
regarding learning with large-size networks:

• For large-size networks, most local minima are equivalent and yield similar perfor-
mance on a test set.

• The probability of finding a “bad” (high value) local minimum is non-zero for
small-size networks and decreases quickly with network size.

• Struggling to find the global minimum on the training set (as opposed to one of
the many good local ones) is not useful in practice and may lead to overfitting."

[Choromanska et al., 2015, p. 2]. Yet, the question of whether these empirical observa-
tions also hold for learning tasks where true p-quasinorms (0 < p < 1) are employed as
a loss function remains open.

16For a very comprehensive overview of backpropagation and automatic differentiation in the context of
machine learning, see [Pearlmutter et al., 2018].
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3.1 Statement of the Optimization Problem

Now that we have set the stage, we will present the relevant class of learning problems
and define the requirements on the associated optimization schemes. Since we are inter-
ested in creating an algorithmic framework that can handle a broad variety of learning
problems, we will assume that the parametric model function is of the FNN type. Due to
the universal approximation property (theorem 2.3.1), FNNs are capable of representing
almost arbitrary input-output relationships.1

Hence, the optimization algorithms should be admissible for non-linear and non-convex
model functions, since FNNs and the derived empirical risk minimization functions are
usually neither linear nor convex. As local and global Hölder or Lipschitz information of
a parametric FNN (or its gradient) are not known a priori or very hard to compute, the
same will hold for the empirical risk function. Therefore, any reasonable optimization
algorithm should meet the requirement of not depending on this information.2 We will
not make any assumptions regarding the distribution of the residuals. In particular, it
might be asymmetrical, multi-modal or heavy-tailed. Apart from situations where the
complexity of the parametric FNN is not sufficient to model the structural relationship
of the training data, such distributions occur when the output training data are cor-
rupted.3

However, we will assume that the test data set is clean, or at least only superposed by
a small, normally distributed error. Otherwise, assessing the model performance would
not be possible. Due to our observations in section 2.2, we will there therefore choose

1We fully acknowledge that simple FNNs are, despite their universality, not always the model of choice
even when the learning task is highly non-linear. Famous examples are computer vision and image
classification, where convolutional neural networks are preferred, as well as the area of natural lan-
guage processing, where recurrent neural networks achieve superior performance at many tasks. See,
for example, [Hinton et al., 2012] and [Goldberg, 2015].

2However, theoretical results regarding the speed of convergence of such an algorithm might still depend
on it.

3Let Y = Ytrue + ε denote the observable output variable where Ytrue denotes the true output and ε
denotes an additive error. Then the residual r(u) = ϕ(X,u) − Y = ϕ(X,u) − Ytrue − ε is directly
affected by the error ε.
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the loss function L(z) = ‖z‖pp where 0 < p < 1 because we may assume that a neural
network trained with this loss function might be robust to outliers and corrupted train-
ing data.
Given a training data set {(x1, y1), . . . , (xm1 , ym1)} where xi ∈ Rn0 and yi ∈ Rnl and a
parametric FNN ϕ : Rn0 ×Rd → Rnl , we can thus state the unconstrained optimization
problem

min
u∈Rd

1
m1

m1∑
i=1

∥∥∥ϕ(xi, u)− yi
∥∥∥p
p

= min
u∈Rd

1
m1

∥∥∥∥∥∥∥∥
ϕ(xi, u)− yi︸ ︷︷ ︸

=ri(u)


m1

i=1

∥∥∥∥∥∥∥∥
p

p

= min
u∈Rd

1
m1
‖r(u)‖pp ,

(3.1)
and the constrained optimization problem

min
u∈U

1
m1

m1∑
i=1

∥∥∥ϕ(xi, u)− yi
∥∥∥p
p

= min
u∈U

1
m1

∥∥∥∥∥∥∥∥
ϕ(xi, u)− yi︸ ︷︷ ︸

=ri(u)


m1

i=1

∥∥∥∥∥∥∥∥
p

p

= min
u∈U

1
m1
‖r(u)‖pp

(3.2)
where U ⊂ Rd is a compact convex set. The technical problem with (3.1) and (3.2) is
that the objective function is not smooth. This is because ‖z‖pp =

∑d
i=1|zi|p depends on

the absolute value function, which is not differentiable at zero. Hence, derivative-based
optimization methods are not directly applicable. Yet, they are computationally favor-
able compared to derivative-free optimization routines such as simulated annealing or
genetic algorithms, since the use of gradient information usually speeds up the process
of finding an adequate solution tremendously.4 In the next section, we will address this
issue by smoothing (3.1) and (3.2). We will now illustrate some peculiarities that can
arise while minimizing functions of the type ‖r(u)‖pp by investigating the simple one-
dimensional instance R 3 u 7→ |u|

1
2 .

Recall the one-dimensional (stochastic) gradient descent scheme with constant stepsize5

λ

ut+1 = ut − λf ′(ut)

4There are, however, setups where derivative-free methods outperform gradient descent in terms of
computation time. See, for example, [Gupta and Sexton, 1999] and [Such et al., 2017].

5In the machine learning literature the, stepsize is usually called learning rate.
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and Newton’s method for optimization in one dimension

ut+1 = ut −
f ′(ut)
f ′′(ut)

.

For the moment, we will ignore the circumstance that f(u) = |u|
1
2 is not differentiable

at f ’s minimizer u = 0. Starting with Newton’s method at some ut > 0, we observe that

ut+1 = ut −
f ′(ut)
f ′′(ut)

= ut −
d
duu

1
2
t

d2

du2u
1
2
t

= ut −
1
2u
− 1

2
t

−1
4u
− 3

2
t

= ut + 2ut = 3ut.

Since ut > 0 implies ut+1 = 3ut > 0, we can repeat the above computation and show
(via induction) that u0 > 0 implies ut = 3tu0

t→∞−−−→ ∞ (see figure 3.1). For u > 0, f is
identical to the concave square root function. Thus, it is not surprising that Newton’s
method acts like a maximization scheme. We will therefore abstain from employing
second order methods in order to solve problem (3.1) and (3.2) because we can assume
that the divergent behavior that we just observed might also occur when solving more
realistic learning problems. A second reason to rule out second order methods is that
they require computing and storing large matrices (e.g. the inverse of the objective
function’s Hessian or an approximation thereof) when the parameter vector u lives in
a high-dimensional space6 and thereby often exceed the capacity of computation time
or memory. The memory problem also holds for matrix-based first order optimization
schemes such as the Gauss-Newton method or most Quasi-Newton methods (L-BFGS
being a notable exception, see [Dean et al., 2012] or [Le et al., 2011]).

We will now cover the case of gradient descent. Applying the above update formula
to f(u) = |u|

1
2 yields

ut+1 = ut − λ
1
2u
− 1

2
t = ut −

λ

2√ut
for ut > 0, and

ut+1 = ut + λ
1
2u
− 1

2
t = ut + λ

2√ut
for ut < 0.
Now assume that ut � 1. Then we have ut+1 = ut −

λ

2√ut︸ ︷︷ ︸
�1

≈ ut. In the other case of

6The number of parameters in deep learning problems is sometimes in the range of millions or even
billions [Dean et al., 2012].
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Figure 3.1: Three iterations of Newton’s method for optimization applied to |·|
1
2 , start-

ing at u0 = 2. The colored balls representing the function values of the
iterates fade from black (function value at u0) to red (function value at u2).
Due to the concavity of the objective function on [0,∞), Newton’s method
maximizes the function value by diverging to infinity.

ut � 1 (but ut > 0), we have ut+1 = ut−
λ

2√ut︸ ︷︷ ︸
�1

� ut. This is very undesirable and quite

the opposite behavior of gradient descent applied to the prototypical objective function
f(u) = x2 because the iterates move very slowly when being located far away from 0
but tend to overshoot when being close to 0 (see figures 3.2, 3.3, and 3.4).7 While the
latter phenomenon can be somewhat alleviated by smoothing the objective function (see
section 3.2), the first problem persists.
Figure 3.5 shows that even simple objective functions in machine learning, whether

they might be locally convexified around minima through smoothing or not, can be
assumed to exhibit very flat as well as very steep regions.
Combining these observations yields the insight that choosing the stepsize adaptively

(e.g. lower when the norm of the gradient is large and higher when the norm of the
gradient is small) is critical for an effective and efficient minimization of the objective

7The closer ut is to 0, the more extreme the overshooting will be. This somehow resembles the repulsive
force acting on electrically charged particles. Similarly to Coulomb’s inverse square law, an inverse
square root law holds in the present case. In our case, the "particle" is repelled in the opposite
direction, though.

40



3.1 Statement of the Optimization Problem

0
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-60 -40 -20 0 20 40 60

Figure 3.2: 200 iterations of gradient descent applied to |·|
1
2 , starting at u0 = 40 with a

constant stepsize of λ = 0.1. Due to the small slope around u0, the iterates
proceed slowly and are still far away from the minimum after 200 steps. The
colored dots representing the function values of the iterates fade from black
(function value at u0) to red (function value at u199).

function. Throughout this thesis, we will therefore focus on methods that admit a pru-
dent choice of the stepsize at each iteration

But before we introduce these methods in great detail, we will first solve the afore-
mentioned non-smoothness problem.
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0
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Figure 3.3: 200 iterations of gradient descent applied to |·|
1
2 , starting at u0 = 2 with a

constant stepsize of λ = 0.1. Due to the overshooting phenomenon around
0, the iterates do not stabilize around the minimum but oscillate chaotically.
The colored dots representing the function values of the iterates fade from
black (function value at u0) to red (function value at u199).
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Figure 3.4: Ordered sequence of the iterates from figure 3.3. The instability around 0
becomes obvious.
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Figure 3.5: Empirical risk function of a B(σ)-network where σ(z) = 1
1+exp(−z) (logistic

regression). The training data set consists of 11 observations. The loss
function is |·|

1
2 . Although this setup is fairly simple, the staircase-shaped

function exhibits very flat as well as very steep regions. In addition, multiple
furrows of local minimality are visible.
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3.2 Smoothing of the Optimization Problem

In this section, we will present a simple yet effective solution to the non-smoothness
issues related to problem (3.1) and (3.2). Furthermore, we will justify that solving their
smooth counterparts will produce asymptotically equivalent minimizers.

Recall that the non-smoothness of the original optimization problems is caused by
the non-differentiability of the absolute value function. The substitution of the smooth
approximation function

|·|ε : R→ [0,∞), |z|ε :=
(
z2 + ε

) 1
2

for |·| is a classical remedy to that issue [Shah et al., 2018, p. 569]. The next lemma
shows that this approximation converges uniformly to the absolute value function and
that the same asymptotic behavior holds for the objective function in (3.1) and (3.2).

Lemma 3.2.1 (Uniform convergence of the smooth approximation)
Let ψ : Rd → Rm be an arbitrary function, p ∈ (0, 2), ε > 0, and ‖·‖pp,ε : Rm → [0,∞),
‖y‖pp,ε :=

∑m
i=1|yi|pε . Then ‖ψ(·)‖pp,ε converges uniformly to ‖ψ(·)‖pp on Rd.

Proof. We will prove the lemma in three steps. First, we will prove that |·|pε converges
uniformly to |·|p on R. Second, we will prove that ‖·‖pp,ε converges uniformly to ‖·‖pp on
Rm. Then we will derive the desired proposition.
1. Let the mapping gε : R → R be defined via gε(z) := |z|pε − |z|p. It is very easy to
verify that gε is symmetric and strictly positive on the whole domain. Let z > 0. Then
we have gε(z) =

(
z2 + ε

) p
2 − zp and

g′ε(z) = p

2
(
z2 + ε

) p
2−1

2z − pzp−1

= p
(
z2 + ε

) p−2
2 z − pzp−1

< p
(
z2
) p−2

2 z − pzp−1 (because of p < 2, ε > 0, and z > 0)

= pzp−2z − pzp−1

= pzp−1 − pzp−1

= 0.

Due to the symmetry of gε, we can also conclude that g′ε(z) > 0 for z < 0. Hence, gε is
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strictly increasing on (−∞, 0) and strictly decreasing on (0,∞). Since gε is continuous,
we derive that gε(0) = ε

p
2 is the global maximum value. The uniform convergence then

follows from ‖gε‖∞ = ε
p
2
ε→0−−→ 0.

2. Linearity implies ‖z‖pp,ε − ‖z‖
p
p = (

∑m
i=1|zi|pε )− (

∑m
i=1|zi|p) =

∑m
i=1 (|zi|pε − |zi|p). The

uniform convergence then follows from∥∥∥(‖z‖pp,ε − ‖z‖pp)∥∥∥∞ = sup
z∈Rm

|
(
‖z‖pp,ε − ‖z‖

p
p

)
| = sup

z∈Rm
‖z‖pp,ε − ‖z‖

p
p

= sup
z∈Rm

m∑
i=1

(|zi|pε − |zi|p) =
m∑
i=1

sup
zi∈R

(|zi|pε − |zi|p) = m · sup
z∈R

(|z|pε − |z|p)

=
(1.)

m · ε
p
2
ε→0−−→ 0.

3. We can now prove the proposition by applying the squeeze theorem to the following
relations:

0 ≤
∥∥∥(‖ψ(·)‖pp,ε − ‖ψ(·)‖pp

)∥∥∥
∞

= sup
u∈Rd
|
(
‖ψ(u)‖pp,ε − ‖ψ(u)‖pp

)
| = sup

u∈Rd

(
‖ψ(u)‖pp,ε − ‖ψ(u)‖pp

)
= sup

z∈=(ψ)

(
‖z‖pp,ε − ‖z‖

p
p

)
≤ sup

z∈Rm

(
‖z‖pp,ε − ‖z‖

p
p

)
=
(2.)

m · ε
p
2
ε→0−−→ 0.

For the remainder of this thesis, we will be concerned with solving the smooth uncon-
strained optimization problem

min
u∈Rd

1
m1

m1∑
i=1

∥∥∥ri(u)
∥∥∥p
p,ε

= min
u∈Rd

1
m1

∥∥∥(ri(u)
)m1

i=1

∥∥∥p
p,ε

(3.3)

and the smooth constrained optimization problem

min
u∈U

1
m1

m1∑
i=1

∥∥∥ri(u)
∥∥∥p
p,ε

= min
u∈U

1
m1

∥∥∥(ri(u)
)m1

i=1

∥∥∥p
p,ε
. (3.4)

But so far, we have only proved that we can reasonably approximate the objective
function. However, this does not immediately resolve the question whether the minimiz-
ers of (3.3) and (3.4) are also good approximations of the minimizers of (3.1) and (3.2).
In order to answer this question, we will make the following assumptions.

Let (εk)k∈N be a sequence of non-negative real numbers such that limk→∞ εk = 0 and
let (fk)k∈N be a sequence of functions fk : X → R, fk(u) := 1

m1

∥∥∥(ri(u)
)m1
i=1

∥∥∥p
p,εk

on the
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compact set X ⊂ Rd. From lemma (3.2.1), we can deduce that the sequence (fk)k∈N
converges uniformly to f : X → R, f(u) := 1

m1

∥∥∥(ri(u)
)m1
i=1

∥∥∥p
p
.

In order to derive our main result, we need the following lemma.

Lemma 3.2.2
Let f : X → R be a continuous function on a connected and compact set X ⊂ Rd. Assume
that u∗ is a strict global minimizer of f on X. Let b(r) := {u ∈ Rd : ‖u− u∗‖2 = r} and
T = maxu∈X ‖u− u∗‖2. Define φ,Φ : [0, T ]→ [0,∞) via

φ(r) := min
u∈X∩b(r)

f(u)− f(u∗) and

Φ(r) := min
s∈[r,T ]

φ(s).

Then the following propositions hold:

(i) Φ(r) = 0 ⇐⇒ r = 0,

(ii) Φ is monotonically increasing, and

(iii) ∀u ∈ X : f(u) ≥ f(u∗) + Φ(‖u− u∗‖2).

Proof. First, we will show that φ and Φ are well-defined. The mapping u 7→ f(u)−f(u∗)
is continuous in u, because f is continuous, and b(r) is compact, because it is the
bounded pre-image of the closed set {r} under the continuous mapping u 7→ ‖u− u∗‖2
(the compactness is a consequence of the Heine-Borel theorem). Since b(r) and X,
equipped with the relative topology induced by the euclidean topology on Rd, are
compact Hausdorff spaces, it follows that X ∩ b(r) is compact as well. X ∩ b(r) is
non-empty for 0 ≤ r ≤ T because X is connected (if X ∩ b(r0) was empty for some
0 ≤ r0 ≤ T , then X could be divided into the subsets X ∩{u ∈ Rd : ‖u− u∗‖2 < r0} and
X ∩{u ∈ Rd : ‖u− u∗‖2 > r0}, which are both open in X). Accordingly, the continuous
mapping u 7→ f(u) − f(u∗) attains its minimum on X ∩ b(r) and φ is well-defined. As
for Φ, we observe that Φ(r) = mins∈[r,T ] φ(s) = mins∈[r,T ](minu∈X∩b(s) f(u) − f(u∗)) =
minu∈X∩{v∈Rd:‖v−u∗‖2∈[r,T ]} f(u)− f(u∗). By the same token as before, Φ is well-defined
as the minimum of a continuous mapping on a compact set.
Ad (i): Let r = 0. Then Φ(r) = Φ(0) = minu∈X∩{v∈Rd:‖v−u∗‖2∈[0,T ]} f(u) − f(u∗) =
f(u∗)−f(u∗) = 0. Now let r > 0. If we assume that Φ(r) = minu∈X∩{v∈Rd:‖v−u∗‖2∈[r,T ]} f(u)−
f(u∗) = 0, then there must exist a û ∈ X such that f(û) − f(u∗) = 0. As this would
contradict the assumption that u∗ is a strict global minimizer, such a û cannot exist and
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thus Φ(r) > 0 must hold.
Ad (ii): Let 0 ≤ r < r′. Then Φ(r) = mins∈[r,T ] φ(s) = mins∈[r,r′]∪[r′,T ] φ(s) ≤
mins∈[r′,T ] φ(s) = Φ(r′) holds.
Ad (iii): Let u ∈ X, ‖u− u∗‖2 = r. By the definition of φ and Φ, we have that
f(u)− f(u∗) ≥ φ(r) ≥ mins∈[r,T ] φ(r) = Φ(r).

Theorem 3.2.1 (Approximation of global minimizers)
Let f : X → R be a continuous function on a connected and compact set X ⊂ Rd. Assume
that u∗ is a strict global minimizer of f on X. Furthermore, assume that (fk)k∈N,
fk : X → R, is a uniformly convergent sequence of functions with limit f and that
(u∗k)k∈N is a sequence of points in X such that u∗k is a global minimizer of fk. Then
(u∗k)k∈N converges to u∗.

Proof. Let T = maxu∈X ‖u− u∗‖2. The prerequisites of lemma 3.2.2 are fulfilled, hence
there exists a function Φ : [0, T ]→ [0,∞) such that

(i) Φ(r) = 0 ⇐⇒ r = 0,

(ii) Φ is monotonically increasing, and

(iii) ∀u ∈ X : f(u) ≥ f(u∗) + Φ(‖u− u∗‖2)

hold.
Assume that the proposition is false:

∃δ0 > 0 : ∀K ∈ N : ∃k ≥ K : ‖u∗k − u∗‖2 > δ0. (3.5)

Then define δ := Φ(δ0). From (i), we can conclude that δ > 0. Due to the uniform
convergence, there is J ∈ N such that

∀j ≥ J : sup
u∈X
|fj(u)− f(u)| < δ

2 . (3.6)

Let k ≥ J such that (3.5) holds.
Then we have that

fk(u∗k) >
(3.6)

f(u∗k)−
δ

2 , (3.7)

fk(u∗) <
(3.6)

f(u∗) + δ

2 , and (3.8)

f(u∗k) ≥
(iii)

f(u∗) + Φ(‖u∗k − u∗‖2) ≥
(ii)/(3.5)

f(u∗) + Φ(δ0) = f(u∗) + δ. (3.9)
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From (3.9), we can deduce
f(u∗k)−

δ

2 ≥ f(u∗) + δ

2 . (3.10)

From (3.7) and (3.10), we have that

fk(u∗k) > f(u∗) + δ

2 . (3.11)

By definition of u∗k, we get
fk(u∗) ≥ fk(u∗k). (3.12)

Combining (3.11) and (3.12), we arrive at

fk(u∗) > f(u∗) + δ

2 , (3.13)

which contradicts (3.8). Hence, assumption (3.5) is false and the sequence converges to
u∗.

Corollary 3.2.1
In the situation of theorem 3.2.1, we have that

f(arg min
u∈X

fk)
k→∞−−−→ min

u∈X
f.

Proof. Let u∗k := arg minu∈X fk. Then we have f(arg minu∈X fk) = f(u∗k) and minu∈X f =
f(u∗) by definition. The corollary follows immediately from theorem 3.2.1 and from the
fact that f is continuous.

At a first glance, these results seem only to be applicable in the case of globally min-
imizing constrained optimization problems. However, under the assumption that f has
only a finite amount of minimizers, we know that for every strict (local or global) min-
imizer u∗ of f on Rd there exists a compact neighborhood X such that u∗ is the strict
global minimizer of f on X.

At this point, we want to stress that stronger and more general results than theorem
3.2.1 have been derived from weaker assumptions. Yet, the necessary mathematical ma-
chinery is very involved, encompassing rather complex concepts such as Γ-convergence
(see chapter 7, "Convergence of minima and of minimizers" in [dal Maso, 1993]) or epi-
convergence and Painlevé-Kuratowski convergence (see chapter 4, "Set Convergence",
and chapter 7, "Epigraphical Limits", in [Rockafellar and Wets, 1998]), which would be

48



3.2 Smoothing of the Optimization Problem

beyond the scope. Therefore, we opted to present the above findings, especially since
they are sufficient to justify the smoothing of the objective function.

In the previous section, we investigated the behavior of the gradient descent algorithm
on the toy problem of minimizing the square root function. Now that we have intro-
duced a reasonable smooth approximation, we can apply the algorithm with the same
hyperparameters (stepsize λ = 0.1, u0 = 2) to the objective function |·|

1
2
ε . We observe

(see figure 3.6 and 3.7) that the smoothing process has only partially remediated the os-
cillations around 0. Further mitigation could be achieved by choosing a smaller stepsize.
However, this would lead to extremely slow convergence in situations where u0 is located
in a flat region far away from the minimum (see figure 3.2). This finding corroborates
our previously articulated demand for algorithms with an adaptive stepsize rule.

0

0.5

1

1.5

2

2.5

-6 -4 -2 0 2 4 6

Figure 3.6: 200 iterations of gradient descent applied to |·|
1
2
ε (ε = 10−4), starting at u0 = 2

with a constant stepsize of λ = 0.1. Although the slope of the objective
function is now bounded due to smoothing, the overshooting phenomenon
still occurs (see figure 3.3 for comparison). The colored balls representing
the function values of the iterates fade from black (function value at u0) to
red (function value at u199).
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Figure 3.7: Ordered sequence of the iterates from figure 3.6. The instability around 0 is
now less pronounced and less chaotic compared to the situation depicted in
figure 3.4.
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4 The Proximal Point Method

4.1 Theoretical Results

In this chapter, we want to present a class of proximal point methods that are suitable
to solve problem (3.3). The choice of this particular class of algorithms is motivated by
the following observations.

Let f : Rd → [0,∞) be a continuously differentiable function with Lipschitz continuous
gradient and let u0 ∈ Rd. Now consider the initial value problem (IVP)

u′(t) = −∇f(u(t))

u(0) = u0,
(4.1)

which is known as the gradient flow of f starting at u0. Applying forward discretization
to the left-hand side of the first equation yields

u(t+ δ)− u(t)
δ

≈ −∇f(u(t)). (4.2)

Rearranging this expression yields

u(t+ δ) ≈ u(t)− δ∇f(u(t)). (4.3)

From the viewpoint of optimization, this is basically the gradient descent method1 with
step size δ applied to f . In the context of ordinary differential equations (ODEs),
however, this is the explicit Euler scheme applied to the gradient flow of f .2 The
overshooting of gradient descent applied to the smooth square root function that we
have observed in chapter 3 may thus also be interpreted as the instability of the explicit

1The gradient descent (also called steepest descent) method dates back to [Cauchy, 1847]. For a modern
introduction, see [Nocedal and Wright, 2006] or [Kelley, 1999].

2For a good introduction to the strategy of solving optimization problems by integrating associated
ODEs, see [Brown and Bartholomew-Biggs, 1989].
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4 The Proximal Point Method

Euler scheme applied to the stiff3 IVP

u′(t) = − d

du
|u|

1
2
ε = −1

2
(
u2 + ε

)− 3
4 u

u(0) = u0.

(4.4)

A very common approach to deal with this issue is to recast (4.2) via backward dis-
cretization:

u(t)− u(t− δ)
δ

≈ −∇f(u(t)). (4.5)

Rearranging this expression and shifting t by δ yields

u(t+ δ) ≈ u(t)− δ∇f(u(t+ δ)). (4.6)

Solving this equation for u(t+δ) is known as the implicit Euler method. It can be shown
that this method is not prone to oscillatory instability when applied to certain stiff test
equations.

Another way to look at the implicit Euler scheme stems from the equivalence

ut+1 = ut − γt∇f(ut+1)

⇔ ∇f(ut+1) + 1
γt

(ut+1 − ut) = 0

⇔ ∇g(ut+1) = 0,

where g(u) = f(u) + 1
2γt ‖u− ut‖

2
2. If we define the proximal operator via

proxf (ut, γt) := arg min
u∈Rd

f(u) + 1
2γt
‖u− ut‖22 , (4.7)

we can outline the basic principle of (exact) proximal point methods via the update rule

ut+1 = proxf (ut, γt). (4.8)

3Stiffness is a complex phenomenon which is hard to characterize in strict mathematical terms for all
types of ODEs. Lambert gives a good overview of its features and chooses the following definition:
"If a numerical method with a finite region of absolute stability, applied to a system with any initial
conditions, is forced to use in a certain interval of integration a step-length which is excessively small
in relation to the smoothness of the exact solution in that interval, then the system is said to be stiff
in that interval" [Lambert, 1991, pp. 217-220].
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This is essentially a variable step size version of the implicit Euler scheme.4 In the
optimization literature, the addition of the term 1

2γt ‖u− ut‖
2
2 is often interpreted as a

method of increasing the convexity of the objective function and penalizing large jumps
in the domain space, thereby facilitating convergence.5

Before we move on, we will take a short look at the existing literature on proximal al-
gorithms.6 The first occurrence in the literature is in [Martinet, 1970], where they were
suggested for solving variational problems. A few years later, Rockafellar presented
criteria for an inexact computation of the prox-operator that still yield a convergent se-
quence in Hilbert spaces equipped with the weak topology [Rockafellar, 1976]. In 1981,
Fukushima and Mine were the first to apply the proximal point method to the optimiza-
tion of composite functions f +g, where f is non-convex. However, they replaced f with
its local linear approximation fv(u) := f(v) + 〈∇f(v), u − v〉. When g ≡ 0 (which is
the case in our setup), this effectively leads to gradient descent [Fukushima and Mine,
1981, p. 999]. Kaplan and Tichatschke suggested a non-convex proximal point method
in 1998 [Kaplan and Tichatschke, 1998]. Compared to algorithm 2, that we will present
soon, their approach has two drawbacks. First, it is required that ∇f is Lipschitz con-
tinuous and that the Lipschitz constant is known in order to choose a feasible stepsize
in each iteration. When dealing with neural networks or other highly non-linear and
complicated functions, this is almost never the case. Second, their framework does not
admit an inexact computation of the prox-operator. Again, in many situations this is
impractical, since proxf (ut, γt) needs to be numerically approximated for the aforemen-
tioned functions, which is costly and only possible up to a certain precision.
Attouch et al. proved the convergence of an inexact proximal point algorithm for non-
convex KŁ-functions in 2013 (without deriving a convergence rate) [Attouch et al., 2013].
In 2016, Hong proposed an inexact algorithm for non-convex problems with a Lipschitz
continuous gradient under linear constraints and applied it to augmented Lagrangians

4The relation between the implicit Euler scheme and prox-methods is well known. See [Boyd and
Parikh, 2014, pp. 149].

5See [Drusvyatskiy, 2017, p. 1].
6With respect to the application of proximal methods in machine learning, we refer to [Sra et al., 2012]
and [Polson et al., 2015]. For a general introduction to proximal methods, see [Boyd and Parikh,
2014] and [Drusvyatskiy, 2017].
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[Hong, 2016].7 Accelerated8 inexact proximal point and proximal gradient9 methods
were proposed in [Liang and Monteiro, 2018] and [Yao et al., 2017]. However, as pointed
out in [Cyrus et al., 2018] and [Chen et al., 2018], there is usually a trade-off between the
speed of convergence and the robustness to noise in accelerated iterative optimization
schemes. Hence, accelerated methods might not fit our purpose, since we are interested
in algorithms that perform well in the presence of corrupted input data.

As mentioned above, the drawback of proximal point methods is that each iteration
requires solving a new optimization problem. We will now present two proximal point
algorithms. The first algorithm is exact in the sense that it requires finding a local
minimum at each iteration. The second algorithm is an inexact version of the first
algorithm, requiring only an approximate solution to the inner minimization problems.
If the inexactness parameter %t is set to 0 at each iteration, then the exact algorithm is
a special instance of the inexact version. We do not require that the objective function
needs to be convex or that its gradient needs to be Lipschitz continuous. We will see
later that the only property required to prove convergence is differentiability.

Algorithm 1 Exact proximal point method for non-convex objectives
Require: f : Rd → [0,∞), γ̄ > 0, u0 ∈ Rd, T ≥ 1
1: for t = 0, . . . , T − 1 do
2: compute γt ≥ γ̄
3: set gt : Rd → [0,∞), gt(u) := f(u) + 1

2γt ‖u− ut‖
2
2

4: find ut+1 such that
gt(ut+1) ≤ gt(ut) and
ut+1 = ut − γt∇f(ut+1)

5: end for
6: return uT

Both algorithms require finding an iterate ut+1 that fulfills a certain condition. As we
have already pointed out, every ut+1 that is an admissible iterate for algorithm 1 is also
admissible for algorithm 2. In order to show that both algorithms are well-defined, it
will therefore suffice to prove that every function gt has a minimum.

7The augmented Lagrangian of the problem min f(x) s.t. Ax = b is Lβ(x, µ) = f(x) + 〈µ,Ax − b〉 +
β
2 ‖Ax− b‖

2
2, where β > 0.

8Accelerated methods use an intermediate step in order to compute a new iterate ut+1 by applying the
update rule of the base method to ũt = ut +α(ut− ut−1) instead of ut. They have been popularized
by Nesterov [Nesterov, 1983].

9Proximal gradient methods minimize composite functions h = f + g by first performing a gradient
descent step based on ∇f and then applying proxg to the new iterate.
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Algorithm 2 Inexact proximal point method for non-convex objectives
Require: f : Rd → [0,∞), γ̄ > 0, u0 ∈ Rd, T ≥ 1
1: for t = 0, . . . , T − 1 do
2: compute γt ≥ γ̄ and %t > 0
3: set gt : Rd → [0,∞), gt(u) := f(u) + 1

2γt ‖u− ut‖
2
2

4: find ut+1 such that
gt(ut+1) ≤ gt(ut) and
‖γt∇f(ut+1)‖22 ≤ ‖ut+1 − ut‖22 + %t

5: end for
6: return uT

Lemma 4.1.1 (Well-definedness of algorithm 1 and algorithm 2)
Let f : Rd → [0,∞) be a differentiable function and let g : Rd → [0,∞), g(u) :=
f(u) + 1

2γ ‖u− ū‖
2
2, γ > 0, ū ∈ Rd. Then there exists a u∗ ∈ Rd such that

∀u ∈ Rd : g(u∗) ≤ g(u) and

u∗ = ū− γ∇f(u∗)

hold. Furthermore, for any such u∗, it must hold that

‖u∗ − ū‖2 ≤
√

2γf(ū).

Proof. Let U = {u ∈ Rd : ‖u− ū‖2 ≤
√

2γf(ū)}. Due to the continuity of the euclidean
norm, U is compact. Now let v ∈ Rd \ U . Then

g(v) = f(v) + 1
2γ ‖v − ū‖

2
2

> f(v) + 1
2γ

(√
2γf(ū)

)2

= f(v)︸ ︷︷ ︸
≥0

+f(ū)

≥ f(ū)

= g(ū).

This shows that if the desired u∗ exists, it cannot be an element of Rd \U . Thus, we can
already conclude that ‖u∗ − ū‖2 ≤

√
2γf(ū) must hold. As we have shown above, U is
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compact. This implies that the continuous function g|U must attain its minimum on U :

∃u∗ ∈ U : ∀u ∈ U : g(u∗) ≤ g(u). (4.9)

From u∗, ū ∈ U , the optimality of u∗ on U , and ∀v ∈ Rd \ U : g(ū) < g(v) follows

∀v ∈ Rd \ U : g(u∗) ≤ g(ū) < g(v) (4.10)

Combining (4.9) and (4.10) yields

∀u ∈ Rd : g(u∗) ≤ g(u).

Finally, the second proposition follows from

0 = ∇g(u∗) = ∇f(u∗) + 1
γ

(u∗ − ū).

The convergence of both algorithms is proven in the next theorem. We will see that
the running minimum over all gradient norms converges sublinearly.

Theorem 4.1.1 (Convergence of algorithm 1 and algorithm 2)
Let f : Rd → [0,∞) be a differentiable function, u0 ∈ Rd, and T ∈ N. Assume that in
algorithm 1 and algorithm 2, the following relation holds:

(i) ∀t ≥ 0 : γt ≥ γ̄ > 0.

In addition, assume that in algorithm 2

(ii)
∑∞
t=0 %t <∞

holds. Then we have that

min
1≤t≤T

‖∇f(ut)‖2 ≤
√

2f(u0) + 2
∑∞
t=0 %t

γ̄T
<∞

holds for the sequence (ut)t≥0 generated by algorithm 2 and that

min
1≤t≤T

‖∇f(ut)‖2 ≤
√

2f(u0)
γ̄T

holds for the sequence (ut)t≥0 generated by algorithm 1.
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Proof. It suffices to prove the statement for algorithm 2, the statement for algorithm 1
follows immediately as a specific instance where ∀t ≥ 0 : %t = 0. Recall the definition
gt : Rd → [0,∞), gt(u) := f(u) + 1

2γt ‖u− ut‖
2
2. Because of gt(ut+1) ≤ gt(ut), we can

conclude that

f(ut+1) = gt(ut+1)− 1
2γt
‖ut+1 − ut‖22

≤ gt(ut)−
1

2γt
‖ut+1 − ut‖22

= f(ut)−
1

2γt
‖ut+1 − ut‖22

≤
(alg. 2)

f(ut)−
1

2γt
‖γt∇f(ut+1)‖22 + %t

= f(ut)−
γt
2 ‖∇f(ut+1)‖22 + %t.

⇒ f(u0) ≥ f(u0)− f(uT ) ≥
T−1∑
t=0

(
γt
2 ‖∇f(ut+1)‖22 − %t

)

≥
(i)

T−1∑
t=0

(
γ̄

2 ‖∇f(ut+1)‖22 − %t
)

≥ T γ̄2 min
0≤t≤T−1

‖∇f(ut+1)‖22 −
T−1∑
t=0

%t︸︷︷︸
≥0

≥ T γ̄2 min
0≤t≤T−1

‖∇f(ut+1)‖22 −
∞∑
t=0

%t

⇒ min
0≤t≤T−1

‖∇f(ut+1)‖2 ≤
√

2f(u0) + 2
∑∞
t=0 %t

γ̄T
<
(ii)
∞.

The caveat here is that this rate of convergence does not take into account the com-
putational effort required to exactly or inexactly solve the minimization subproblems.
Analyzing the formula for the rate of convergence shows that we can force the algorithm
to converge arbitrarily fast by setting γ̄, the lower bound for the stepsize, appropri-
ately.10 It can be expected that the effort to solve the subproblems grows if the stepsize
is enlarged. This expectation is consistent with the findings of lemma 4.1.1, which imply
that the volume of the search space of each subproblem grows with the stepsize.11

10Convergence to a precision of ε in a single step (T = 1) can be enforced by setting γ0 =
2f(u0)+2

∑∞
t=0

%t

ε2 .
11To be more precise, the radius of U , which contains the minimizer, is proportional to √γ.
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The next lemma shows how we can choose the stepsize γt and the inexactness param-
eter %t such that the gradient norm of the next iterate can be guaranteed to fall below
a predefined level.

Lemma 4.1.2
Let µt > 0. If, in the setup of theorem 4.1.1, ‖∇f(ut)‖2 is strictly positive and we choose
γt and %t such that

γt ≥
2f(ut) +√%tµt ‖∇f(ut)‖2

µ2
t ‖∇f(ut)‖22

,

then
‖∇f(ut+1)‖2 ≤ µt ‖∇f(ut)‖2

holds.

Proof. From lemma 4.1.1, we get that ‖ut+1 − ut‖2 ≤
√

2γtf(ut). From algorithm 2, we
may thus conclude that

‖∇f(ut+1)‖22 ≤
1
γ2
t

(
‖ut+1 − ut‖22 + %t

)
≤ 1
γ2
t

(2γtf(ut) + %t) .

We will show that 1
γ2
t

(2γtf(ut) + %t) ≤ µ2
t ‖∇f(ut)‖22.

Since the left-hand side of the above inequality is a monotonically decreasing function
of γt, it suffices to assume that γt = 2f(ut)+

√
%tµt‖∇f(ut)‖2

µ2
t ‖∇f(ut)‖2

2
. For the sake of readability, we

will use the following abbreviations:

• a := µt ‖∇f(ut)‖2

• b := 2f(ut)

• c := %t .

The proposition then follows from proving that
(

a2

b+
√
ca

)2(
b
b+
√
ca

a2 + c

)
≤ a2,

because we have

γt = b+
√
ca

a2 ,
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1
γ2
t

=
(

a2

b+
√
ca

)2

and

2γtf(ut) + %t = b
b+
√
ca

a2 + c.

(
a2

b+
√
ca

)2(
b
b+
√
ca

a2 + c

)
= b

(
a2

b+
√
ca

)
+ c

(
a2

b+
√
ca

)2

= a2b

b+
√
ca

+
(

a2√c
b+
√
ca

)2

= a2b(b+
√
ca) + a4c

(b+
√
ca)2

= a2b2 +
√
ca3b+ a4c

(b+
√
ca)2

= a2b2 +
√
ca3b+ a4c

b2 + 2
√
cab+ ca2

= a2 b2 +
√
cab+ ca2

b2 + 2
√
cab+ ca2︸ ︷︷ ︸
≤1

≤ a2.

In the situation where %t = 0 ∀t ≥ 0 and γt = 2f(ut)
µ2
t ‖∇f(ut)‖2

2
, we observe that (ceteris

paribus) γt is larger in flat regions and smaller in steep regions, thereby compensating
for the higher variance of slopes often induced by p-quasinorms where p < 1 (as opposed
to p = 2; see section 3.1).

We will now turn our attention to solving the minimization subproblems. If we use gra-
dient descent for the minimization process, we can derive upper bounds for the stepsizes
of the inner iterations. The rationale behind this stems from the fact that the desired
solution to the subproblem lies in a ball centered at the last outer iterate (lemma 4.1.1),
hence the stepsizes needed for computing the inner iterates should be chosen such that
the resulting sequence does not leave the ball.

Lemma 4.1.3
Assume that in algorithm 1 or in algorithm 2, the subproblem of finding a ut+1 such that
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gt(ut+1) ≤ gt(ut), and ‖γt∇f(ut+1)‖22 ≤ ‖ut+1 − ut‖22 + %t or ut+1 = ut − γt∇f(ut+1)
hold is solved by a subroutine that produces a sequence z0, z1, z2, . . ., where z0 = ut and
zk+1 = zk − λk∇gt(zk), λk ≥ 0. Let βt :=

√
2γtf(ut), Ut := {u ∈ Rd : ‖u− ut‖2 ≤ βt},

and assume that K := inf{k ∈ N0 : ‖∇gt(zk)‖2 = 0} ≥ 1. Furthermore, let

Λk := −〈−∇gt(zk), zk − z0〉
‖∇gt(zk)‖22

+

√
〈−∇gt(zk), zk − z0〉2 + (β2

t − ‖zk − z0‖22) ‖∇gt(zk)‖22
‖∇gt(zk)‖22

.

Then the following propositions hold:

(i) Λ0 ≥ 0 and ∀0 ≤ k ≤ K − 1 : zk ∈ Ut ⇒ Λk ≥ 0,

(ii) ∀0 ≤ k ≤ K − 2 : (zk ∈ Ut ∧ λk ∈ [0,Λk])⇒ zk+1 ∈ Ut, and

(iii) ∀0 ≤ k ≤ K − 1 : gt(zk+1) ≤ gt(zk) implies ∀0 ≤ k ≤ K − 1 : λk ∈ [0,Λk].

Proof. Ad (i):
k = 0: Λ0 =

√
β2
t ‖∇gt(z0)‖2

2
‖∇gt(z0)‖2

2
= βt
‖∇gt(z0)‖2

≥ 0.

k ≥ 1: because of ‖zk − z0‖22 = ‖zk − ut‖22 and zk ∈ Ut we have that

Λk = −〈−∇gt(zk), zk − z0〉
‖∇gt(zk)‖22

+

√√√√〈−∇gt(zk), zk − z0〉2 + (β2
t − ‖zk − z0‖22︸ ︷︷ ︸

≥0

) ‖∇gt(zk)‖22

‖∇gt(zk)‖22

≥ −〈−∇gt(zk), zk − z0〉
‖∇gt(zk)‖22

+
√
〈−∇gt(zk), zk − z0〉2

‖∇gt(zk)‖22
≥ 0.

Ad (ii):
Let 0 ≤ k ≤ K−2, zk ∈ Ut, and λk ∈ [0,Λk] (we can conclude from (i) that [0,Λk] 6= ∅).
Recall that zk+1 ∈ Ut is equivalent to ‖zk+1 − ut‖22 ≤ β2

t .
‖zk+1 − ut‖22 = ‖zk+1 − z0‖22 = ‖(zk − λk∇gt(zk))− z0‖22 = ‖λk(−∇gt(zk)) + (zk − z0)‖22
= λ2

k ‖∇gt(zk)‖
2
2 + 2λk〈−∇gt(zk), zk− z0〉+‖zk − z0‖22. Setting the last expression equal

to β2
t yields

λ2
k ‖∇gt(zk)‖

2
2 + 2λk〈−∇gt(zk), zk − z0〉+ ‖zk − z0‖22 = β2

t

⇐⇒ λ2
k ‖∇gt(zk)‖

2
2 + 2λk〈−∇gt(zk), zk − z0〉+ ‖zk − z0‖22 − β

2
t = 0

⇐⇒
(‖∇gt(zk)‖2 6=0)

λ2
k + λk

2〈−∇gt(zk), zk − z0〉
‖∇gt(zk)‖22︸ ︷︷ ︸

=:p

+ ‖zk − z0‖22 − β2
t

‖∇gt(zk)‖22︸ ︷︷ ︸
=:q

= 0.
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It is well known that such quadratic equations are solved by

λk1/k2 = −p2 ±

√(
p

2

)2
− q.

Note that Λk is of this type and that the proof of (i) ensures that the square root
expression is well-defined. So far, we can conclude that ‖(zk − Λk∇gt(zk))− zk‖22 = β2

t

and zk − Λk∇gt(zk) ∈ Ut. Combined with the convexity of Ut and the assumption that
zk ∈ Ut, this yields that the whole line segment between zk and zk − Λk∇gt(zk) lies in
Ut. The statement then follows from {αzk + (1 − α)(zk − Λk∇gt(zk)) : α ∈ [0, 1]} =
{zk − λk∇gt(zk) : λk ∈ [0,Λk]}.
Ad (iii):
∀0 ≤ k ≤ K − 1 : gt(zk+1) ≤ gt(zk) implies ∀0 ≤ k ≤ K − 1 : gt(zk+1) ≤ gt(z0).
From the first paragraph of the proof of lemma 4.1.1, we can deduce that ∀v ∈ Rd \Ut :
gt(ut) < gt(v). Hence, all zk must lie in Ut. Now assume that ∃0 ≤ k ≤ K−1 : λk > Λk.
Recall from the proof of (ii) that Λk is the greater of the two possible roots of the upwards
opening quadratic function λ2

k + λkp+ q, which implies ‖(zk − λk∇gt(zk))− zk‖22 > β2
t ,

and consequently zk+1 = zk − λk∇gt(zk) /∈ Ut, which is a contradiction.

Based on this result, we can now enhance algorithm 2 by adding a gradient descent
based subroutine with a Armijo-style line search.12

Figure 4.1 illustrates the behavior of algorithm 3 while generating ut+1 from ut for
different values of λ.13 The iteration starts at z0 = ut. Rearranging the update rule
yields

zk+1 = zk − λ∇gt(zk)

= zk − λ
(
∇f(zk) + 1

γt
(zk − z0)

)
= zk − λ∇f(zk)︸ ︷︷ ︸

gradient descent for f

− λ
γt

(zk − z0)︸ ︷︷ ︸
pullback term

12For details on the Armijo-rule, see [Armijo, 1966]. Earlier, we have pointed out that our proximal point
algorithms do not require f to have a Lipschitz continuous gradient. Technically, the Armijo-rule
requires this property on the sublevel set S(ut) := {u ∈ Rd : gt(u) ≤ gt(ut)}. However, since S(ut) is
a subset of Ut := {u ∈ Rd : ‖u− ut‖ ≤

√
2γtf(ut)} (see lemma 4.1.1), we get that gt has the desired

property due to its gradient being locally Lipschitz continuous if gt is smooth (which is the case for
FNNs).

13It is noteworthy that λ, as defined in algorithm 3, depends on both the outer iteration t and the inner
iteration k. However, we have refrained from writing λtk or λk for the sake of readability in figure
4.1.
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Algorithm 3 Inexact proximal point method for non-convex objectives with Armijo
subroutine
Require: f : Rd → [0,∞), γ̄ > 0, u0 ∈ Rd, T ≥ 1, σ ∈ (0, 1), ε > 0
1: for t = 0, . . . , T − 1 do
2: compute µt > 0 and %t ≥ 0
3: if ‖∇f(ut)‖2 < ε then
4: set uT = ut
5: break
6: end if
7: set γt = max

{
γ̄,

2f(ut)+
√
%tµt‖∇f(ut)‖2

µ2
t ‖∇f(ut)‖2

2

}
8: set gt : Rd → [0,∞), gt(u) := f(u) + 1

2γt ‖u− ut‖
2
2

9: set z = ut
10: set βt :=

√
2γtf(ut)

11: while ‖γt∇f(z)‖22 > ‖z − ut‖
2
2 + %t do

12: set Λ = − 〈−∇gt(z),z−ut〉‖∇gt(z)‖2
2

+
√
〈−∇gt(z),z−ut〉2+(β2

t−‖z−ut‖
2
2)‖∇gt(z)‖2

2
‖∇gt(z)‖2

2
13: find the smallest integer it ≥ 0 such that

g(z − λ∇g(z)) ≤ g(z)− σλ ‖∇g(z)‖22,
where λ = 2−itΛ

14: set z = z − λ∇g(z)
15: end while
16: set ut+1 = z
17: end for
18: return uT
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z0 = ut
radius = βt

zk

z
(λ=γt)
k+1 z

(λ= 1
2γt)

k+1 z
(λ= 1

10γt)
k+1

Origin

−∇f(zk)

Figure 4.1: Visualization of algorithm 3 for different values of λ.
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= λ

γt
z0 +

(
1− λ

γt

)
zk︸ ︷︷ ︸

point on the line that goes through zk and z0

−λ∇f(zk).

The pullback term can be (loosely) interpreted as the force of a Hookean spring (origi-
nating at z0) attached to a ball that is currently located at zk and moved by the gradient
flow at that location.
We will now look at the analogy between discrete gradient-based optimization methods

and the gradient flow (see (4.1) and the following paragraphs) from another point of view.
Lemma 4.1.2 presents a way to achieve a shrinking rate of at least µt < 1 from the norm
of the current iterates gradient to its successor by choosing a suitable stepsize. Since
the underlying optimization problem can be understood as a method of numerically
integrating the gradient flow, we will now investigate the effect of rescaling the gradient
flow14 by a factor that is structurally similar to the lower bound from lemma 4.1.2.15

As we will see, the rescaling enforces a rapid decrease of the function values and we
can calculate upper bounds for the spatio-temporal region that is free from ε-stationary
points.16

Lemma 4.1.4
Let f : Rd → [0,∞) a C1-function, U := {u ∈ Rd : ‖u− u0‖2 ≤ r}, u0 ∈ Rd. Assume
that ‖∇f(u)‖2 ≥ ε > 0 on U and that infu∈Rd f(u) = f∗ > 0. Consider the initial value
problem

u(0) = u0

u′(t) = − λf(u(t))
‖∇f(u(t))‖22

∇f(u(t)),

where λ > 0. Then the following propositions hold:

(i) There exists a solution u : [0, T ]→ U to the initial value problem,

(ii) f(u(t)) = f(u0) exp(−λt) on [0, T ],

(iii) T ≤ 1
λ log

(
f(u0)
f∗

)
, and

14For a good overview of the connection between various rescaled gradient flows and accelerated opti-
mization techniques, see [Wibisono and Wilson, 2015].

15The term √%tµt ‖∇f(ut)‖2 in the formula for the upper bound contains the inexactness parameter %t,
which has no meaningful interpretation in the context of ODEs. Accordingly, we assume that %t = 0,
thereby eliminating the term from the scaling factor. Furthermore, we assume that µt = µ > 0,
∀t ≥ 0. Under these assumptions, λ = 2

µ2 yields the original lower bound for the stepsize.
16A point u is ε-stationary if ‖∇f(u)‖2 ≤ ε.
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(iv) ‖u(T )− u(0)‖2 ≤
f(u0)
ε log

(
f(u0)
f∗

)
.

Proof. Ad (i):
f is a C1-function, which implies that∇f is continuous. Due to the fact that ‖∇f(u)‖2 ≥
ε > 0, we have that − λf(u(t))

‖∇f(u(t))‖2
2
∇f(u(t)) is well-defined and continuous on U . Further-

more, we have u0 ∈ U . Then the Peano existence theorem (see [Hartman, 1964, p. 10],
for example) guarantees the existence of a solution to the initial value problem on some
interval [0, T ].
Ad (ii):
We begin by differentiating f(u(t)) with respect to t:

d

dt
f(u(t)) = 〈∇f(u(t)), u′(t)〉 = 〈∇f(u(t)),− λf(u(t))

‖∇f(u(t))‖22
∇f(u(t))〉

= − λf(u(t))
‖∇f(u(t))‖22

〈∇f(u(t)),∇f(u(t))〉 = − λf(u(t))
‖∇f(u(t))‖22

‖∇f(u(t))‖22

= −λf(u(t)).

Combined with the initial condition f(u(0)) = f(u0), this yields the obvious solution
f(u(t)) = f(u0) exp(−λt) on [0, T ].
Ad (iii):
Assume that T > 1

λ log
(
f(u0)
f∗

)
. This implies

f(u(T )) = f(u0) exp(−λT ) < f(u0) exp
(
−λ 1

λ
log

(
f(u0)
f∗

))
= f∗,

which contradicts the assumption that infu∈Rd f(u) = f∗.
Ad (iv):

‖u(T )− u(0)‖2 =
∥∥∥∥∥
∫ T

0
u′(t)dt

∥∥∥∥∥
2
≤
∫ T

0

∥∥u′(t)∥∥2 dt

=
∫ T

0

∥∥∥∥∥∥∥∥∥∥
−
(

λf(u(t))
‖∇f(u(t))‖22

)
︸ ︷︷ ︸

>0

∇f(u(t))

∥∥∥∥∥∥∥∥∥∥
2

dt =
∫ T

0

λf(u(t))
‖∇f(u(t))‖22

‖∇f(u(t))‖2 dt
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=
∫ T

0

≤λf(u0)︷ ︸︸ ︷
λf(u(t))
‖∇f(u(t))‖2︸ ︷︷ ︸

≥ε

dt ≤
∫ T

0

λf(u0)
ε

dt

= T
λf(u0)
ε

≤ 1
λ

log
(
f(u0)
f∗

)
λf(u0)
ε

= f(u0)
ε

log
(
f(u0)
f∗

)
.

Before we conclude this section, we will take yet another look at the concept of using
a stepsize that is proportional to f(ut)

‖∇f(ut)‖2
2
, this time from the point of view of gradient

descent applied to one-dimensional problems. As it turns out, using such stepsizes yields
a procedure that is equivalent to the Gauss-Newton method.

Lemma 4.1.5
Consider a twice differentiable residual function r : R → [0,∞) ( for example, r(u) =√∑n

i=1(ϕ(xi, u)− yi)2, where ϕ represents a monoparametric model function). Let f :
R→ [0,∞), f(u) = 1

2(r(u))2. If we attempt to solve the problem

min
u∈R

f(u)

via the gradient descent scheme

ut+1 = ut − γtf ′(ut),

where γt = λ 2f(ut)
(f ′(ut))2 , then this is equivalent to a scaled Gauss-Newton update rule.

Proof. Let us begin with the one-dimensional scaled Newton scheme for optimization
problems:

ut+1 = ut − λ
f ′(ut)
f ′′(ut)

= ut − λ
r(ut)r′(ut)

r(ut)r′′(ut) + r′(ut)r′(ut)

≈ ut − λ
r(ut)r′(ut)
r′(ut)r′(ut)

(Gauss-Newton approximation)

= ut − λ
r(ut)
r′(ut)

.
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The last line is the scaled Gauss-Newton update rule for one-dimensional optimization
problems. Interestingly enough, this is equivalent to the update rule of the scaled Newton
scheme for the root finding problem r(u) = 0 (however, the corresponding termination
criteria differ). We can now prove the statement by rearranging:

ut+1 = ut − λ
r(ut)
r′(ut)

= ut − λ
21

2(r(ut))2

r(ut)r′(ut)

= ut − λ
2f(ut)
f ′(ut)

= ut − λ
2f(ut)

(f ′(ut))2 f
′(ut)

= ut − γtf ′(ut).

Let us apply this scheme to the test function f : [0,∞) → [0,∞), f(u) = up where
p > 0. Then we have f ′(u) = pup−1. Let u0 ∈ [0,∞) and let

ut+1 = ut − γtf ′(ut)

= ut − λ
2f(ut)

(f ′(ut))2 f
′(ut)

= ut − 2λ f(ut)
f ′(ut)

= ut − 2λ upt

pup−1
t

= ut −
2λ
p
ut

=
(

1− 2λ
p

)
ut.

By induction, this implies ut =
(
1− 2λ

p

)t
u0. The key insight here is that the stepsize

formula that we have designed for proximal point method can also yield good results
when applied to gradient descent. In our example, the sequence of iterates converges
linearly to 0 as long as 2λ < p holds. Especially when p < 1, this is a vast improvement
compared to gradient descent with a fixed stepsize (see section 3.1), since the method
is neither slowed down in flat regions nor prone to overshooting around sharp minima.
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In contrast to proximal point methods (see lemma 4.1.2), we cannot prove convergence
under general conditions for this stepsize rule, though.
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4.2 Numerical Results

In order to assess the practical effectiveness and efficiency of p-quasinorms (p < 1) in
combination with algorithm 3 we will now discuss a series of numerical experiments in-
volving FNNs, which have been coded in Octave 4.0.0 and conducted on a Ubuntu 16.04
machine (4 × 3.3 GHz CPU, 8 GB RAM).

Each experiment is specified by a configuration of fixed and variable (hyper)parameters
that specify the topology and the activation function in the hidden layer of the FNNs
(category "FNN"), define the characteristics of training and test data (category "data"),
and govern the behavior of the implementation of algorithm 3 (category "optimization").
Then 100 learning problems are solved for p = 2 and p = 0.75. Each learning problem
P

(p=2)
k , k = 1, . . . , 100, is initialized by a 2-10-1-FNN (41 parameters) with random

weights ranging from -5 to 5. The activation function of the output neuron is always
the identity function. The random FNN is then applied to 1000 random points on
{x ∈ R2 : ‖x‖∞ ≤ 10}. The resulting set of 1000 input vectors and its 1000 correspond-
ing output values (labels) is then split into a training set (800 labeled data points) and
a test set (200 labeled data points). All labels in the training set are superposed with a
small normally distributed error term (standard deviation = 0.01). Furthermore, with a
probability of 0.25, a second error term εC +100εW is added, where εC follows a Cauchy
distribution with scale parameter 10 and shape parameter 4, and εW follows a Weibull
distribution with scale parameter 1 and shape parameter 1.5. In total, this results in an
asymmetric and heavy-tailed error distribution with an undefined expected value, non-
zero median, and infinite variance. Then the FNN is initialized again with new random
weights and algorithm 3 is started on the training set. In order to compute the gradient
of the empirical risk function, we will not use the full training set. Instead, a random
subset of the training set will be selected, on which the approximation of the gradient is
then performed. The expected value of this approximation is identical to the true gra-
dient. However, the computational effort can be significantly reduced by this so-called
minibatch approach.17 Furthermore, we employ the finite difference method in order to
compute all partial derivatives. Amongst other data (e.g. elapsed time, generalization
error on the test set etc.), the optimal solution u

(p=2)
k is stored after the termination

of the algorithm. It then serves as the initial weight vector when executing algorithm
3 again with p = 0.75 in order to solve P (p=0.75)

k , k = 1, . . . , 100. The effectiveness of
the choice p = 0.75 can then be assessed on the basis of the decrease or increase of the

17For details, see [Goodfellow et al., 2016, sec. 8.1.3].
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generalization error on the test set. Furthermore, the computational effort required to
solve P (p=0.75)

k (in addition to solving P (p=2)
k ) serves as an indicator of the efficiency of

this procedure. Finally, the results are aggregated over all 100 learning problems and
evaluated. This whole process is considered one experiment, as illustrated in figure 4.2.

Experiment

FNN parameters

Data parameters

Optimization parameters

p=2p=0.75

P
(p=2)
100P

(p=2)
1

. . .

P
(p=0.75)
100P

(p=0.75)
1

. . .

Aggregated
results

u
(p=2)
100

u
(p=2)
1

Figure 4.2: Setup of numerical experiments

Before we move on, we will briefly justify the interlinkage between the learning prob-
lems for p = 2 and p = 0.75. As described in chapter 3, the case p < 1 might result
in an unfavorable geometry of the objective function (especially opposed to the case
p = 2). As figure 4.3 shows, the phenomenon of a partially flatter or steeper surface
might also be accompanied by the emergence of more local minima. It is obvious that
an suboptimal starting point might then lead to an undesirable local minimizer where
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the algorithm would be trapped. Thus, it is often preferable to start with the case p = 2
in order to find an acceptable solution and then refine it by restarting the algorithm
with a p < 1. Thereby, we can circumvent some of the plateaus and spikes that would
otherwise obstruct the rapid convergence to a good solution.

2

3

4

5

6

7

8

9

2 3 4 5 6 7

Figure 4.3: A graphical example of the emergence of multiple local minima when transi-
tioning from p = 2 (green line) to p = 0.1 (blue line; scaled by a factor of 5)
in the test function f(u) = 1

3 (|u− a|p + |u− b|p + |u− c|p), where a = 2.5,
b = 5, and c = 6. The green line attains its global minimum at the mean
of a, b, and c (u = 4.5), whereas the blue line attains its global minimum at
u = b = 5.
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Although we have already touched upon the specification of our experiments, the
relevant details are presented in the next table in a more orderly fashion.

Category Specification Explanation Default Variant
FNN (n0, n1, n2) Network topology (2,10,1) -
FNN σ : R→ R Activation function in hidden

layer
tanh softplus (σ(z) =

log(1 + exp(z)))
Data m1 Cardinality training set 800 -
Data m2 Cardinality test set 200 -
Data εtotal Random error εtotal = εN +πB(εC +100εW );

εN ∼ N (0, 0.012),
πB ∼ Bernoulli(0.25),
εC ∼ Cauchy(10, 4),
εW ∼Weibull(1, 1.5)

-

Optimization σArmijo ∈
(0, 1)

See step 13 in algorithm 3 1
2 -

Optimization εsmooth > 0 Smoothing parameter; see
lemma 3.2.1

10−4 -

Optimization ε Termination criterion:
max{‖uT − uT−1‖2,
‖uT−1 − uT−2‖2} < ε or
‖∇f(uT )‖2 < ε

10−4 -

Optimization µt See lemma 4.1.2 µt = 0.9 ∀t ≥ 0 µt = 0.1 ∀t ≥ 0
Optimization %t See step 11 in algorithm 3 %0 = f(u0)

2 , %t+1 = 1
2%t ∀t ≥ 0 %t = 0 ∀t ≥ 0

Optimization imax Max. no. of inner iterations
(step 11 to 15 in algorithm 3)
per outer iteration

10 3

Optimization mbatch Cardinality of the random
subset of the training set that
is used for gradient computa-
tions

80 (10% of samples) 800 (full batch)

Optimization γmin Lower bound for stepsize γt 10−8 -
Optimization γmax Upper bound for stepsize γt 100 -
Optimization τmax Max. time per learning prob-

lem
120 seconds + 1 outer itera-
tion

-
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In addition, we will now provide the concrete parametrization of all the conducted
experiments.

# σ : R→ R µt %t imax mbatch

1 (base case) tanh µt = 0.9
∀t ≥ 0

%0 = f(u0)
2 , %t+1 =

1
2%t ∀t ≥ 0

10 80

2 softplus µt = 0.9
∀t ≥ 0

%0 = f(u0)
2 , %t+1 =

1
2%t ∀t ≥ 0

10 80

3 tanh µt = 0.1
∀t ≥ 0

%0 = f(u0)
2 , %t+1 =

1
2%t ∀t ≥ 0

10 80

4 tanh µt = 0.9
∀t ≥ 0

%t = 0 ∀t ≥ 0 10 80

5 tanh µt = 0.9
∀t ≥ 0

%0 = f(u0)
2 , %t+1 =

1
2%t ∀t ≥ 0

3 80

6 tanh µt = 0.9
∀t ≥ 0

%0 = f(u0)
2 , %t+1 =

1
2%t ∀t ≥ 0

10 800

The results are summarized below. Please note that the term "absolute residuals (avg.)"
refers to the average of the quantity 1

m2

∑m2
i=m1+1|ϕ(xi, u(p=2/p=0.75)

k )−yi|, which is itself
an average over the specific test data set, over all 100 learning problems. Furthermore,
it shall be stated clearly that the term "reduction of absolute residuals" is not derived
by comparing the aforementioned averages of averages, but on an individual level. This
means that for each learning problem k, the specific relative reduction of the absolute
residual 1

m2

∑m2
i=m1+1|ϕ(xi, u(p=2/p=0.75)

k ) − yi|, achieved by restarting algorithm 3 from
u

(p=2)
k with p = 0.75, is measured. The corresponding average and standard deviation

referred to in the table are derived from these individual quantities.
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Metric # 1 # 2 # 3 # 4 # 5 # 6
(p = 2):
absolute residuals (avg.)

14.889 63.961 14.211 13.496 14.032 16.374

(p = 2):
elapsed time in seconds (avg.)

8.5247 27.643 8.8809 8.9712 8.5722 18.455

(p = 0.75):
absolute residuals (avg.)

9.6337 51.118 10.210 9.3772 9.1946 16.374

(p = 0.75):
elapsed time in seconds (avg.)

10.149 12.164 9.8246 9.7175 10.777 18.475

(p = 2)→ (p = 0.75):
reduction of absolute residuals (avg.)

-31.2% -14.4% -25.6% -26.3% -30.9% -0.001%

(p = 2)→ (p = 0.75):
reduction of absolute residuals (std. dev.)

24.1% 17.1% 22.9% 23.9% 21.2% 0.0009%

From these results, we can infer the following observations. First, our methodology
yields an residual reduction of more than 31% in the base case on an instance-by-instance
basis. In order to achieve this decrease, the computation time increased by about 119%.
Second, the algorithm exhibits no significant sensitivity w.r.t. the parameters µt, ρt and
imax over the whole sample of learning problems. However, this does not imply that
variations in these parameters cannot have a significant on performance in individual
learning problems. Third, the relative residual decrease is significantly smaller when
applied to FNNs with softplus neurons. One driving factor behind this might be that
the softplus function is unbounded (as opposed to the tanh function), thereby rendering
FNNs unbounded. Because the error variable that was applied to the training labels
was held constant (and not scaled for softplus FNNs), it might have had a smaller
relative impact on the training problem, thereby reducing the potential benefits from
the second optimization procedure. The unboundedness of the FNN also explains the
higher absolute residual levels. Fourth, using the full batch to compute the gradient is
neither effective nor efficient. It roughly doubles the computation time, leads to slightly
higher residuals in the first run, and almost eliminates any further decrease in the second
run. Fifth, the magnitude of the observed standard deviations of the relative residual
decreases further corroborates the aforementioned hypothesis that the effect of µt, ρt
and imax on the residual decrease might still be significant in particular instances. In
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toto, we can conclude that the application of the quasinorm procedure after the initial
run is effective as long as it is used in minibatch mode. For specific learning problems
or problem classes, fine tuning of the optimization parameters might yield additional
improvement. Whether the additional computation time is worth the residual decrease
is clearly dependent on the concrete application.
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5.1 Theoretical Results

In chapter 4, we have provided methods to solve non-convex unconstrained optimization
problems such as (3.3). Now we want to focus on the constrained case in order to address
problem (3.4). The Frank-Wolfe method (also known as the conditional gradient method)
has been proposed in 1956 in order to solve linearly constrained quadratic and -more
generally- concave maximization1 problems [Frank and Wolfe, 1956]. We will start by
introducing the central idea behind the method and its modern variants. Let f : U → R
be a differentiable function, where U ⊂ Rd is a compact convex set, and let ut ∈ U . We
can then define the linear Taylor approximation

fut : U → R, fut(u) := f(ut) + 〈∇f(ut), u− ut〉

and compute its gradient
∇fut(u) = ∇f(ut) ∀u ∈ U.

Instead of solving the minimization problem

min
u∈U

f(u),

we will try solving the more tractable problem

min
u∈U

fut(u).

We observe that

pt = arg min
p∈U

fut(p)

⇔ pt = arg min
p∈U

f(ut) + 〈∇f(ut), p− ut〉

1Concave maximization problems are isomorphic to convex maximization problems: arg minu∈U f(u) =
arg maxu∈U −f(u).
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⇔ pt = arg min
p∈U

f(ut)︸ ︷︷ ︸
constant

+〈∇f(ut), p〉 − 〈∇f(ut), ut〉︸ ︷︷ ︸
constant

⇔ pt = arg min
p∈U

〈∇f(ut), p〉.

The following lemma shows that either the optimum pt lies on the boundary of U or
∇f(ut) = 0 holds.2

Lemma 5.1.1
Let f : U → R be a differentiable function, where U ⊂ Rd is a compact convex set,
and let ut ∈ U . Let ψt : U → R, ψt(p) := 〈∇f(ut), p〉. If ∇f(ut) 6= 0 holds, then
pt = arg minp∈U ψt(p) cannot be an interior point of U in the space Rd.

Proof. Assume that pt is an interior point, although ∇f(ut) 6= 0 holds. Hence, ∃ε > 0 :
Nε(pt) := {u ∈ Rd : ‖u− pt‖2 < ε} ⊂ U . Let α ∈ (0, ε

‖∇f(ut)‖2
) and v = pt − α∇f(ut).

This choice implies ‖v − pt‖2 < ε and, subsequently, v ∈ Nε(pt). Because of Nε(pt) ⊂ U ,
we can conclude that v ∈ U . Thus, v is a feasible point. ∇f(ut) 6= 0 now implies

ψt(v) = 〈∇f(ut), v〉

= 〈∇f(ut), pt〉 − 〈∇f(ut),
ε

‖∇f(ut)‖2
∇f(ut)〉

= 〈∇f(ut), pt〉 −
ε

‖∇f(ut)‖2
〈∇f(ut),∇f(ut)〉

= 〈∇f(ut), pt〉 −
ε

‖∇f(ut)‖2
‖∇f(ut)‖22

= 〈∇f(ut), pt〉 − ε ‖∇f(ut)‖2︸ ︷︷ ︸
>0

< 〈∇f(ut), pt〉

= ψt(pt),

which contradicts the optimality of pt.

In the situation where ∇f(ut) = 0, we have found a stationary point because the
necessary condition presented in theorem 2.1.2 is trivially fulfilled. Otherwise, we now
have a point ut ∈ U and a point pt ∈ U , where pt lies on the boundary of U . Since U is
convex, we have that

ut+1 := ut + λt(pt − ut) ∈ U,

2See [Bauer, 1958] for a more specific statement that holds under more general conditions.
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where λt ∈ [0, 1], is a feasible point. The following algorithm encapsulates the basic
principles of the Frank-Wolfe method.

Algorithm 4 Generic Frank-Wolfe algorithm
Require: u0 ∈ U
1: for t = 0, . . . , T − 1 do
2: compute pt = arg minp∈U 〈∇f(ut), p〉
3: set dt = pt − ut
4: compute λt ∈ [0, 1]
5: set ut+1 := ut + λtdt
6: end for
7: return uT

It is particularly useful in situations where the minimizer pt = arg minp∈U 〈∇f(ut), p〉
can be computed analytically.
Recall Hölder’s inequality 〈x, y〉 ≤ ‖x‖p ‖y‖q, where

1
p + 1

q = 1. Let U = {u ∈ Rd :

‖u‖∞ ≤ c} and pt = −c
(
sgn

(
∂f
∂u1

(ut)
)
, . . . , sgn

(
∂f
∂ud

(ut)
))>

. Unless ∇f(ut) = 0 holds,
we have that ‖pt‖∞ = c. Now −pt maximizes 〈∇f(ut), ·〉 on U because Hölder’s in-
equality yields 〈∇f(ut),−pt〉 ≤ ‖−pt‖∞ ‖∇f(ut)‖1 = c ‖∇f(ut)‖1 and the definition of
pt yields 〈∇f(ut),−pt〉 = c

∑d
i=1 sgn

(
∂f
∂ui

(ut)
)
∂f
∂ui

(ut) = c
∑d
i=1|

∂f
∂ui

(ut)| = c ‖∇f(ut)‖1.
Due to the linearity of 〈∇f(ut), ·〉 and the symmetry of U , it can be concluded that pt
minimizes 〈∇f(ut), ·〉 on U .

By the same token, the vector pt = −c

0, . . . , 0, sgn
(
∂f

∂uk
(ut)

)
︸ ︷︷ ︸
k-th component

, 0, . . . , 0

>

with ex-

actly one non-zero component such that | ∂f∂uk (ut)| = ‖∇f(ut)‖∞ minimizes 〈∇f(ut), ·〉
on U = {u ∈ Rd : ‖u‖1 ≤ c}.

In order to measure the ’degree of stationarity’ in the sense of theorem 2.1.2 of the
current iterate, we make the following definition.

Definition 5.1.1 (Frank-Wolfe gap)
The Frank-Wolfe gap, or duality gap3, is defined as

gt := −min
p∈U
〈∇f(ut), p− ut〉,

where ut denotes the iterate at iteration t and U ∈ Rd is compact convex. When the
3When f is convex, we have that gt ≥ f(ut)− f(u∗), where u∗ denotes a global minimizer (hence the
name duality gap). See [Jaggi, 2013, Sec. 2].
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minimum is only computed inexactly, we will write ĝt instead of gt.

Note that the necessary condition presented in theorem 2.1.2 is fulfilled when gt = 0
holds. The basic idea of the Frank-Wolfe method is that a sequence generated according
to the iterative scheme layed out above, under certain conditions, will produce points
whose Frank-Wolfe gaps converge to 0, though in some cases other measures of conver-
gence, such as f(ut)− f(u∗), where u∗ = arg minu∈U f(u), are used.

In their seminal paper, Frank and Wolfe proved the rate of convergence O(1/t) of the
values of the objective function under the assumption that λt is chosen by optimizing an
quadratic upper bound over the line segment between ut and pt. In [Dunn and Harsh-
barger, 1978], convergence was proven for an algorithm featuring an open loop stepsize
policy4 and an inexact solution of the linear subproblem under generalized convex con-
straints (again, O(1/t)). Non-monotonic Armijo line search methods have been proposed
in [Gao et al., 2004] and [Buchheim et al., 2017] in order to determine λt. Under spe-
cific assumptions regarding the feasible set, the objective function, and the position of
the global minimizer in the feasible set, faster rates (O(1/t2) and O(exp(−Θ(t)))) have
been proven [Garber and Hazan, 2015, Sec. 2]. In 2016, Lacoste-Julien proved the con-
vergence rate O(1/

√
t) for a method extended to non-convex functions [Lacoste-Julien,

2016]. Before we can describe how the remainder of this section relates to the existing
literature, we have to provide some theoretical concepts and results.

Lemma 5.1.2 (Equivalence of norms w.r.t. Hölder continuity)
Let f : Rd → R be a differentiable function. Assume that ‖·‖a, ‖·‖b, ‖·‖c, and ‖·‖d are
norms on Rd. If

∃H > 0, α ∈ (0, 1] : ∀u, v ∈ Rd : ‖∇f(u)−∇f(v)‖a ≤ H ‖u− v‖
α
b

holds, then
∃Ĥ > 0 : ∀u, v ∈ Rd : ‖∇f(u)−∇f(v)‖c ≤ Ĥ ‖u− v‖

α
d .

In other words, Hölder continuity in Rd is independent of the underlying norms.

Proof. All norms are equivalent in Rd, especially

∃λ > 0 : ∀u ∈ Rd : ‖u‖c ≤ λ ‖u‖a

4Open loop stepsize rules, such as λt = 1
t
, can be chosen a priori, whereas closed loop policies depend

on local information, such as ut, pt or ∇f(ut), and can therefore only be computed successively.
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and
∃µ > 0 : ∀u ∈ Rd : ‖u‖b ≤ µ ‖u‖d .

Thus,

‖∇f(u)−∇f(v)‖c ≤ λ ‖∇f(u)−∇f(v)‖a
≤ λH ‖u− v‖αb
≤ λHµα︸ ︷︷ ︸

:=Ĥ

‖u− v‖αd .

Lemma 5.1.3 (Upper bound for functions with Hölder continuous gradient)
Let f : U → R be a differentiable function, U ⊂ Rd convex, ‖·‖ a norm on Rd, and ‖·‖∗
the associated dual norm5. If

∃H > 0, α ∈ (0, 1] : ∀u, v ∈ U : ‖∇f(u)−∇f(v)‖∗ ≤ H ‖v − u‖
α

holds, then

∃C <∞ : ∀u, v ∈ U : f(v) ≤ f(u) + 〈∇f(u), v − u〉+ C ‖v − u‖1+α .

Furthermore, if
diam(U) <∞

holds in addition to the previous requirements, the above statement can be simplified to

∃D <∞ : ∀u, v ∈ U : f(v) ≤ f(u) + 〈∇f(u), v − u〉+D.

Proof. From the fundamental theorem of calculus for line integrals, we get that

f(v) = f(u) +
∫ 1

0
〈∇f(u+ τ(v − u)), v − u〉dτ

= f(u) + 〈∇f(u), v − u〉+
∫ 1

0
〈∇f(u+ τ(v − u))−∇f(u), v − u〉dτ

≤ f(u) + 〈∇f(u), v − u〉+
∫ 1

0
‖∇f(u+ τ(v − u))−∇f(u)‖∗ ‖v − u‖ dτ,

where the last inequality follows from Hölder’s inequality. Using the Hölder continuity
5See [Köthe, 1969, p. 128] for a definition. For p ∈ [1,∞] and 1

p
+ 1

q
= 1, Hölder’s inequality implies

that ‖·‖p and ‖·‖q are dual norms.
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of the gradient, we arrive at

f(v) ≤ f(u) + 〈∇f(u), v − u〉+
∫ 1

0
Hτα ‖v − u‖α ‖v − u‖ dτ

= f(u) + 〈∇f(u), v − u〉+H ‖v − u‖1+α
∫ 1

0
ταdτ

= f(u) + 〈∇f(u), v − u〉+H ‖v − u‖1+α 1
1 + α

.

The first proposition then follows from the definition C := H
1+α and the latter follows

from the observation that

C ‖y − x‖1+α ≤ C diam(U)1+α︸ ︷︷ ︸
:=D

<∞

if diam(U) <∞.

Definition 5.1.2 (βf -smooth function)
Let f : U → R be a differentiable function and let U ⊂ Rd be convex. If there exists a
constant βf > 0 such that for all u, v ∈ U

f(v) ≤ f(u) + 〈∇f(u), v − u〉+ βf
2 ‖v − u‖

2

holds, then f is called βf -smooth on U .

It is clear from definition 5.1.2 and lemma 5.1.3 that every function f : U → R, where
U is compact convex and ∇f is Lipschitz continuous, is βf -smooth.

Definition 5.1.3 (αf -strongly convex function)
Let f : U → R be a differentiable function and let U ⊂ Rd be convex. If there exists a
constant αf > 0 such that for all u, v ∈ U

f(v) ≥ f(u) + 〈∇f(u), v − u〉+ αf
2 ‖v − u‖

2

holds, then f is called αf -strongly convex on U .

Definition 5.1.4 (αU -strongly convex set)
Let U ⊂ Rd be a convex set. If there exists a constant αU > 0 such that for all u, v ∈ U ,
all γ ∈ [0, 1], and all w ∈ Rd such that ‖w‖ = 1, it holds that

γu+ (1− γ)v + γ(1− γ)αU2 ‖v − u‖
2w ∈ U,
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then U is called αU -strongly convex.

Based on these concepts, we are now able to summarize the convergence rates and the
underlying assumptions derived in [Lacoste-Julien, 2016] and [Garber and Hazan, 2015]
as well as the findings developed in this section.

[Lacoste-
Julien, 2016]

Theorem
5.1.1

[Garber and
Hazan, 2015]

Theorem
5.1.2

Feasible set compact con-
vex

compact con-
vex

compact,
αU -strongly
convex

compact,
αU -strongly
convex

Function non-convex non-convex αf -strongly
convex

αf -strongly
convex

Curvature ∇f L-
Lipschitz

∇f (H,α)-
Hölder

βf -smooth βf -smooth

Subproblem
solution

exact inexact exact inexact

Stepsize requires L non-
monotonic
Armijo

requires βf Armijo

Convergence
metric

min0≤t≤T gt min0≤t≤T−1 gt f(uT )− f(u∗) f(uT )− f(u∗)

Convergence
rate

O
(

1√
T

)
O
(

1
T

α
α+1

)
O
(

1
T 2

)
O
(

1
T 2

)

We will now shortly derive the stepsize policies used in [Lacoste-Julien, 2016] and
[Garber and Hazan, 2015]. For a function f : U → R, where U is compact convex and
∇f is L-Lipschitz continuous, lemma 5.1.3 implies that

f(ut+1) ≤ f(ut) + 〈∇f(ut), ut+1 − ut〉+ L

2 ‖ut+1 − ut‖2 .

Plugging ut+1 = ut + λtdt on the right-hand side yields

f(ut+1) ≤ f(ut) + λt〈∇f(ut), dt〉+ λ2
t

L

2 ‖dt‖
2 (5.1)

≤ f(ut) + λt〈∇f(ut), dt〉+ λ2
t C︸︷︷︸
≥def

L
2 diam(U)2

. (5.2)
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Obviously, these relations also hold for βf -smooth functions (set L = βf ). Since the
inequalities (5.2) and (5.2) define quadratic upper bounds for f(ut+1), their respective
right-hand sides can be minimized in order to compute the stepsize λt. [Lacoste-Julien,
2016] employs

λt = arg min
λ∈[0,1]

λ〈∇f(ut), dt〉+ λ2C, (5.3)

whereas
λt = arg min

λ∈[0,1]
λ〈∇f(ut), dt〉+ λ2L

2 ‖dt‖
2 (5.4)

is used in [Garber and Hazan, 2015]. However, as already pointed out in the table above,
these minimization problems presuppose that L (or βf ) is known, which is often not the
case. We will therefore now present a Frank-Wolfe algorithm that does not require such
curvature information. Furthermore, the subproblems in each iteration only need to be
solved up to a certain precision and convergence can also be proven for functions with
Hölder continuous gradients.6

Algorithm 5 Inexact Frank-Wolfe algorithm with non-monotonic Armijo subroutine
Require: u0 ∈ U , σ ∈ (0, 1)
1: for t = 0, . . . , T − 1 do
2: compute δt ≥ 0 and νt ≥ 0
3: find a descent direction d̂t = p̂t − ut, p̂t ∈ U , such that

〈∇f(ut), p̂t〉 ≤ 〈∇f(ut), pt〉+ δt,
where pt = arg minp∈U 〈∇f(ut), p〉
(if there is no descent direction, set d̂t := 0)

4: compute ĝt := −〈∇f(ut), d̂t〉
5: find the smallest integer it ≥ 0, such that

f(ut + λtd̂t) ≤ f(ut)− σλtĝt + νt,
where λt = 2−it

6: set ut+1 := ut + λtd̂t
7: end for
8: return uT

[Note that a vector d̂t is called a descent direction at ut if 〈∇f(ut), d̂t〉 < 0 holds.]

In preparation of the proof of the upcoming theorem on the convergence of algorithm
5, we present the following (very simple) lemma.

6In the Lipschitz case, the convergence rate is then identical to [Lacoste-Julien, 2016]. The optimiza-
tion of functions with Hölder continuous gradients has also been studied in other publications, e.g.
[Nesterov, 2014].
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Lemma 5.1.4
Let a, b ≥ 0 and let q ≥ 1. Then

(a+ b)q ≥ 1
2(aq + bq).

Proof. Consider the function f : [0,∞)→ [0,∞), f(x) = xq. Because of q ≥ 1, we know
that f is convex. Hence, we can deduce

(a+ b)q = f(a+ b) ≥ f(a) + f ′(a) · b = aq + qaq−1b︸ ︷︷ ︸
>0

and (5.5)

(a+ b)q = f(a+ b) ≥ f(b) + f ′(b) · a = bq + qbq−1a︸ ︷︷ ︸
>0

. (5.6)

Adding (5.5) and (5.6), followed by multiplying the result by 1
2 , yields the desired rela-

tion.

We can now establish the previously claimed proposition on the rate of convergence
for non-convex objective functions with Hölder continuous gradients.

Theorem 5.1.1 (Convergence rate of algorithm 5 for non-convex objectives)
Let f : U → R be a differentiable function with (H,α)-Hölder continuous gradient,
α ∈ (0, 1], and let U ⊂ Rd be compact convex. Assume that in algorithm 5, the quantities
δt ≥ 0 and νt ≥ 0 are computed such that

(a) ∃C1 <∞ :
∑∞
t=0 νt ≤ C1 and

(b) ∃C2 <∞ :
∑∞
t=0 δt ≤ C2

hold. Then, for all T ∈ N, we have

min
0≤t≤T−1

gt ≤
C

T
α
α+1

= O
( 1
T

α
α+1

)
for some C <∞.

Proof. The Armijo rule yields

f(ut+1) = f(ut + λt(p̂t − ut)) ≤ f(ut) + σλt〈∇f(ut), p̂t − ut〉+ νt. (5.7)

Now two cases arise.
Case 1: The relation holds for λt = 1.
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Then plugging ĝt as defined in algorithm 5 yields

f(ut+1) ≤ f(ut)− σĝt + νt. (5.8)

Case 2: The relation holds for some λt ≤ 1
2 .

From the Armijo rule, it follows that

f(ut + 2λt(p̂t − ut)) > f(ut) + σ2λt〈∇f(ut), p̂t − ut〉+ νt.

This is because it in algorithm 5 is the smallest integer such that the desired relation
holds, which implies the above inequality for 2λt = 2it−1. Switching sides, subtracting
f(ut), and and plugging ĝt yields

−2σλtĝt + νt < f(ut + 2λt(p̂t − ut))− f(ut)

≤ −2λtĝt + (2λt)1+α C3 ‖pt − ut‖1+α︸ ︷︷ ︸
≤C4:=C3 diam(U)1+α

,

where the last inequality was obtained by using lemma 5.1.3 and plugging ĝt again.

⇒ 2(1− σ)λtĝt + νt ≤ 21+αλ1+α
t C4

⇒
(0<λt<1,νt≥0)

2(1− σ)λtĝt + λtνt ≤ 21+αλ1+α
t C4

⇒ (1− σ)ĝt + νt
2αC4

≤ λαt

⇒
((1− σ)ĝt + νt

2αC4

) 1
α

≤ λt (5.9)

From lemma 5.1.4, we can thus conclude that

1
2

((1− σ)ĝt
2αC4

) 1
α

+ 1
2

(
νt

2αC4

) 1
α

≤ λt. (5.10)

Plugging (5.10) and ĝt into (5.7) yields

f(ut+1) ≤ f(ut)− σ

1
2

((1− σ)ĝt
2αC4

) 1
α

+ 1
2

(
νt

2αC4

) 1
α

 ĝt + νt

≤ f(ut)− σ
1
2

(1− σ
2αC4

) 1
α

︸ ︷︷ ︸
=:C5

ĝ
1+ 1

α
t − σ1

2

( 1
2αC4

) 1
α

︸ ︷︷ ︸
=:C6

ν
1
α
t ĝt + νt
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= f(ut)− C5ĝ
1+ 1

α
t − C6ν

1
α
t ĝt + νt (5.11)

≤ f(ut)− C5ĝ
1+ 1

α
t + νt (5.12)

Combining (5.8) and (5.12) from both cases leads to

f(ut+1) ≤ f(ut)−min{σĝt, C5ĝ
1+ 1

α
t }+ νt

⇒ f(u0)− f(uT ) ≥
T−1∑
t=0

(
min{σĝt, C5ĝ

1+ 1
α

t } − νt
)

=
T−1∑
t=0

(
min{σgt + σ(ĝt − gt), C5(gt + (ĝt − gt))1+ 1

α } − νt
)
. (5.13)

Now we consider the expression following C5. From the definition of gt and ĝt, we get
0 ≤ ĝt ≤ gt, which implies

(
ĝt−gt
gt

)
≥ −1. Rearranging, applying Bernoulli’s inequality

for real exponents, and rearranging again yields the following inequality:

(gt + (ĝt − gt))1+ 1
α =

(
gt

(
1 +

(
ĝt − gt
gt

)))1+ 1
α

= g
1+ 1

α
t

1 +

 ĝt − gtgt︸ ︷︷ ︸
≥−1




1+ 1
α

≥
Bernoulli

g
1+ 1

α
t

(
1 +

(
ĝt − gt
gt

(
1 + 1

α

)))

= g
1+ 1

α
t +

ĝt − gt︸ ︷︷ ︸
≤0

(1 + 1
α

)
g

1
α
t

≥ g1+ 1
α

t + (ĝt − gt) max
u,p∈U

〈∇f(u), p− u〉
1
α

(
1 + 1

α

)
︸ ︷︷ ︸

=:C7

. (5.14)

Plugging (5.14) into (5.13) and exploiting min{a, b}+min{c, d} ≤ min{a+c, b+d} yields

f(u0)− f(uT ) ≥
T−1∑
t=0

min

σgt + σ(ĝt − gt), C5g
1+ 1

α
t + C5C7︸ ︷︷ ︸

=:C8

(ĝt − gt)

− νt


≥
T−1∑
t=0

min
{
σgt, C5g

1+ 1
α

t

}
+
T−1∑
t=0

min {σ(ĝt − gt), C8 (ĝt − gt)} −
T−1∑
t=0

νt
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=
T−1∑
t=0

min
{
σgt, C5g

1+ 1
α

t

}
+ max {σ,C8}

T−1∑
t=0

(ĝt − gt)−
T−1∑
t=0

νt

=
T−1∑
t=0

min
{
σgt, C5g

1+ 1
α

t

}
−max {σ,C8}

T−1∑
t=0

(gt − ĝt)−
T−1∑
t=0

νt. (5.15)

Due to the linearity of the inner product, algorithm 5 implicitly defines the following
relation between gt, ĝt, and δt:

gt − ĝt = −〈∇f(ut), pt − ut〉 − (−〈∇f(ut), p̂t − ut〉) = 〈∇f(ut), p̂t〉 − 〈∇f(ut), pt〉 ≤ δt

Applying the last inequality to (5.15) gives

f(u0)− f(uT ) ≥
T−1∑
t=0

min
{
σgt, C5g

1+ 1
α

t

}
−max {σ,C8}

T−1∑
t=0

δt −
T−1∑
t=0

νt

≥ T min
0≤t≤T−1

(
min

{
σgt, C5g

1+ 1
α

t

})
−max {σ,C8}

T−1∑
t=0

δt −
T−1∑
t=0

νt (5.16)

Now we can employ the assumptions (a) and (b) of the theorem by plugging them into
(5.16) and get

f(u0)− f(uT ) ≥ T min
0≤t≤T−1

(
min

{
σgt, C5g

1+ 1
α

t

})
−max {σ,C8}C2 − C1. (5.17)

We know that f is bounded from below by some constant flow because f is differentiable
(and thus continuous) and U is compact. With the definition C9 := max {σ,C8}C2 +C1,
we can infer from (5.17) that

f(u0)− flow ≥ T min
0≤t≤T−1

(
min

{
σgt, C5g

1+ 1
α

t

})
− C9 (5.18)

Let us now assume that min0≤t≤T−1

(
min

{
σgt, C5g

1+ 1
α

t

})
= min

{
σgτ , C5g

1+ 1
α

τ

}
for

some τ ∈ {0, 1, . . . , T − 1}. Again, two cases arise.
Case 1: min

{
σgτ , C5g

1+ 1
α

τ

}
= σgτ .

Then plugging into (5.18) yields

f(u0)− flow ≥ Tσgτ − C9

⇒gτ ≤
f(u0)− flow + C9

σT
(5.19)
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Case 2: min
{
σgτ , C5g

1+ 1
α

τ

}
= C5g

1+ 1
α

τ .
Then plugging into (5.18) yields

f(u0)− flow ≥ TC5g
1+ 1

α
τ − C9

⇒g1+ 1
α

τ ≤ f(u0)− flow + C9
C5T

⇒gτ ≤
(
f(u0)− flow + C9

C5T

) α
α+1

(5.20)

Combining (5.19) and (5.12) from both cases yields

min
0≤t≤T−1

gt = gτ ≤ max
{
f(u0)− flow + C9

σT
,

(
f(u0)− flow + C9

C5T

) α
α+1
}

Due to the asymptotic behavior of the right-hand side of the above inequality, we can
infer that there exists a constant C <∞ such that

min
0≤t≤T−1

gt ≤
C

T
α
α+1

= O
( 1
T

α
α+1

)
.

Nota bene: Technically, the lower bound for such a constant C depends on f(u0), but
the latter quantity is bounded from above by maxu∈U f(u) <∞.

Remark 5.1.1
In the proof of theorem 5.1.1, we could have deduced an inequality similar to (5.12) by
simply concluding ((1− σ)ĝt

2αC4

) 1
α

≤
((1− σ)ĝt + νt

2αC4

) 1
α

≤ λt

from (5.9). Nevertheless, we employed lemma 5.1.4 in order to prove (5.11) and, subse-
quently, (5.12) because (5.11) reveals the influence of νt on the relation between successive
function values in case 2. Both approaches lead, up to a constant factor, to the same
rate of convergence.

We will now move on to the strongly convex case. It shall be noted that, although
optimization problems associated with the training of neural networks are usually non-
convex, the situation may arise that the empirical risk function is strongly convex at
least on the feasible set, e.g. when a set such as U = {u ∈ Rd : ‖u‖1 ≤ c} is chosen in
order to enforce a sparse solution vector. As we will see, the proof of the main result
relies on an application of the following lemma.
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Lemma 5.1.5
Assume that we are presented real-valued sequences (ht)t∈N, (qt)t∈N, and (ηt)t∈N, and
that the following relations hold:

(a) % ∈ (0, 1),

(b) ∀t ≥ 1 : qt ≥ q∗ > 0 and ηt ≥ 0,

(c) t0 = min{t ∈ N : t >
√
%

1−√%},

(d) C = max{ 36
(q∗)2 , h1t

2
0},

(e) ∀t ≥ t0 : ηt ≤ min

 9C
t2(t+1)2 ,

(
1−% (t+1)2

t2

)
C

(t+1)2

 , and
(f) ∀t ≥ 1 : ht ≥ 0, ht+1 ≤ ht, and ht+1 ≤ ht ·max{%, 1− qt

√
ht}+ ηt.

Then
∀t ≥ 1 : ht ≤

C

t2

holds.

Proof. First of all, we observe that (c) ensures that (b) and (e) are consistent. This is
because we can readily verify that (c) implies 1− % (t+1)2

t2 > 0 for all t ≥ t0:

1− %(t+ 1)2

t2
≥ 1− %(t0 + 1)2

t20
> 1− %

( √
%

1−√% + 1
)2

( √
%

1−√%

)2 = 1− %

(
1

1−√%

)2

( √
%

1−√%

)2

= 1− %

(
1

(1−√%)2

)
(

%
(1−√%)2

) = 1− %1
%

= 0.

Now we are all set for actually proving the lemma. For 1 ≤ t ≤ t0, we have

C

t2
≥ C

t20
≥ h1 ≥ ht,

where the first inequality follows from t ≤ t0, the second from (d), and the third from
(f). This proves the desired relation for 1 ≤ t ≤ t0.

We will now assume that ht ≤ C
t2 holds for some t ≥ t0 and then deduce the propo-

sition via induction. To this end, we will discuss the two cases arising from (f) separately.
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Case 1: ht+1 ≤ %ht + ηt.
From (e) and the induction premise, we can conclude

ht+1 ≤ %ht +
(

1− %(t+ 1)2

t2

)
C

(t+ 1)2

≤ %C
t2

+
(

1− %(t+ 1)2

t2

)
C

(t+ 1)2

= %
(t+ 1)2

t2
C

(t+ 1)2 +
(

1− %(t+ 1)2

t2

)
C

(t+ 1)2

= C

(t+ 1)2 .

Case 2: ht+1 ≤ ht(1− qt
√
ht) + ηt.

We can subdivide case 2 into two cases:
Case 2a: ht ≤ C

(t+1)2 .
Then we can deduce from (f) that

ht+1 ≤ ht ≤
C

(t+ 1)2 .

Case 2b: ht > C
(t+1)2 .

In combination with the induction premise, we have

C

(t+ 1)2 < ht ≤
C

t2
.

Applying these inequalities to the assumption of case 2 yields:

ht+1 ≤ ht(1− qt
√
ht) + ηt

<
C

t2

(
1− qt

√
C

t+ 1

)
+ ηt

= C

(t+ 1)2
(t+ 1)2

t2

(
1− qt

√
C

t+ 1

)
+ ηt

= C

(t+ 1)2

(
1 + 2t+ 1

t2

)(
1− qt

√
C

t+ 1

)
+ ηt

≤
(d) and (b)

C

(t+ 1)2

(
1 + 3

t

)(
1− 6

t+ 1

)
+ ηt
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≤ C

(t+ 1)2

(
1 + 3

t

)(
1− 3

t

)
+ ηt

= C

(t+ 1)2

(
1− 9

t2

)
+ ηt

≤
(e)

C

(t+ 1)2

(
1− 9

t2

)
+ 9C
t2(t+ 1)2

= C

(t+ 1)2 −
C

(t+ 1)2
9
t2

+ 9C
t2(t+ 1)2

= C

(t+ 1)2 .

We are now the equipped with the machinery to prove the final theorem on strongly
convex functions.

Theorem 5.1.2 (Convergence rate of algorithm 5 for strongly convex objectives)
Let f : U → R be a differentiable function and let U ⊂ Rd be compact and αU -strongly
convex. Assume that f is αf -strongly convex and βf -smooth and that in algorithm 5,
νt = 0 holds for all t ≥ 0. Let u∗ = arg minu∈U f(u) and D := σ

(1−σ)αU
√
αf

4
√

2βf
> 0.

Furthermore, assume that in the following table either option (I) is chosen for all lines
(i) - (v) or option (II) is chosen for all lines (i) - (v).

Option (I) Option (II)

(i) 0 ≤ µ < min{σ,D/(D + 1)} µ = 0
(ii) % = 1− σ + µ % = 1− σ
(iii) t0 = min{t ∈ N : t >

√
%

1−√%} t0 = min{t ∈ N : t >
√
%

1−√%}
(iv) C = max{ 36

(D−µ(D+σ))2 , h1t
2
0} C = max{ 36

D2 , h1t
2
0}

(v) 0 ≤ δt ≤ µmin{ht, ht
√
ht} 0 ≤ (1 +D

√
ht)δt ≤ min

 9C
t2(t+1)2 ,

(
1−% (t+1)2

t2

)
C

(t+1)2


[Note that σ ∈ (0, 1) and δt are used in algorithm 5.]
Then we have that algorithm 5 produces a sequence (ut)t≥0 such that

ht := f(ut)− f(u∗) ≤ C

t2
= O

( 1
t2

)
.

Proof. Due to the linearity of the inner product, algorithm 5 implicitly defines the fol-
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lowing relation between gt, ĝt, and δt:

gt − ĝt = −〈∇f(ut), pt − ut〉 − (−〈∇f(ut), p̂t − ut〉) = 〈∇f(ut), p̂t〉 − 〈∇f(ut), pt〉 ≤ δt.

By the above relation and the optimality of the point pt (see definition 5.1.1), we have
that

−ĝt ≤ −gt + δt

= 〈∇f(ut), pt − ut〉+ δt

≤ 〈∇f(ut), u∗ − ut〉+ δt

≤ f(u∗)− f(ut) + δt = −ht + δt, (5.21)

where the third inequality follows from the convexity of f . Similarly to the deduction of
inequality (5) in [Garber and Hazan, 2015], we will now prove another relation involving
ĝt. To this end, let ct = 1

2(ut + p̂t) and let wt = arg min‖w‖≤1〈∇f(ut), w〉. Hölder’s
inequality then yields 〈∇f(ut), wt〉 = −‖∇f(ut)‖∗. Due to the αU -strong convexity of
U , the point qt = ct + αU

8 ‖ut − p̂t‖
2wt is in U . Using the optimality of pt again, we can

infer

−ĝt ≤ −gt + δt

= 〈∇f(ut), pt − ut〉+ δt

≤ 〈∇f(ut), qt − ut〉+ δt

= 1
2〈∇f(ut), p̂t − ut〉+ αU ‖ut − p̂t‖2

8 〈∇f(ut), wt〉+ δt

= −1
2 ĝt −

αU ‖ut − p̂t‖2

8 ‖∇f(ut)‖∗ + δt

Adding 1
2 ĝt to both sides yields

−1
2 ĝt ≤ −

αU ‖ut − p̂t‖2

8 ‖∇f(ut)‖∗ + δt.

By multiplying both sides by 2, we arrive at

−ĝt ≤ −
αU ‖ut − p̂t‖2

4 ‖∇f(ut)‖∗ + 2δt. (5.22)

Now consider inequality (2) in [Garber and Hazan, 2015]: ‖∇f(u)‖∗ ≥
√

αf
2
√
f(u)− f(u∗),
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which holds for all u ∈ U . Finally, by choosing u = ut and plugging the above relation
into (5.22), we have that

−ĝt ≤ −
αU
√
αf

4
√

2
‖ut − p̂t‖2

√
ht + 2δt. (5.23)

The next step is to analyze the Armijo step in algorithm 5. For each t, two cases arise.

Case 1: λt = 1.

⇒ f(ut+1) ≤ f(ut) + σ〈∇f(ut), p̂t − ut〉

⇒ ht+1 ≤ ht − σĝt, (5.24)

which proves the monotonicity of the method in case 1. Plugging (5.21) into (5.24) yields

ht+1 ≤ ht − σht + σδt

⇒
(0<σ<1,δt≥0)

ht+1 ≤ ht − σht + δt. (5.25)

Case 2: λt ≤ 1
2 .

In this case, it follows from algorithm 5 that

f(ut + 2λt(p̂t − ut)) > f(ut) + σ2λt〈∇f(ut, p̂t − ut〉

= f(ut)− σ2λtĝt

because it, which defines λt, is the smallest integer such that the desired inequality holds.
Employing the βf -smoothness of f then yields

f(ut)− σ2λtĝt < f(ut + 2λt(p̂t − ut))

≤ f(ut)− 2λtĝt + 4λ2
t

βf
2 ‖p̂t − ut‖

2

⇒ −σĝt < −ĝt + λtβf ‖p̂t − ut‖2

⇒ (1− σ)ĝt < λtβf ‖p̂t − ut‖2

⇒ λt >
(1− σ)ĝt

βf ‖p̂t − ut‖2
(5.26)

Plugging (5.26) into the Armijo inequality in combination with ht+1 − ht = f(ut+1) −
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f(ut) yields

f(ut + λt(p̂t − ut)) < f(ut)− σ
(1− σ)ĝt

βf ‖p̂t − ut‖2
ĝt

⇒ ht+1 < ht − σ
(1− σ)ĝt

βf ‖p̂t − ut‖2
ĝt (5.27)

which proves the monotonicity of the method in case 2. Furthermore, by plugging (5.23)
and (5.26) successively into the Armijo inequality, we have that

f(ut + λt(p̂t − ut)) <
(5.23)

f(ut)− σλt
(
αU
√
αf

4
√

2
‖p̂t − ut‖2

√
ht − 2δt

)
= f(ut)− σλt

(
αU
√
αf

4
√

2
‖p̂t − ut‖2

√
ht

)
+ 2σλtδt

<
(5.26)

f(ut)− σ
(1− σ)αU

√
αf

4
√

2βf
ĝt
√
ht + 2σλtδt

≤
(λt≤ 1

2 )
f(ut)− σ

(1− σ)αU
√
αf

4
√

2βf︸ ︷︷ ︸
=:D

ĝt
√
ht + σδt.

Finally, we can employ (5.21) in combination with ht+1−ht = f(ut+1)−f(ut) and arrive
at

f(ut+1) = f(ut + λt(p̂t − ut)) < f(ut)−Dĝt
√
ht + σδt

≤ f(ut)−D(ht − δt)
√
ht + σδt

= f(ut)−Dht
√
ht +Dδt

√
ht + σδt

⇒ ht+1 ≤ ht −Dht
√
ht +Dδt

√
ht + σδt

⇒
(0<σ<1,δt≥0)

ht+1 ≤ ht −Dht
√
ht +Dδt

√
ht + δt. (5.28)

Now that we have established useful inequalities for both cases, we are able to combine
them.

Let us assume that we choose option (I) in order to compute δt. Applying δt ≤
µmin{ht, ht

√
ht} to (5.25) and (5.28) yields

ht+1 ≤ ht − (σ − µ)ht = (1− σ + µ)ht (case 1) and

ht+1 ≤ ht −Dht
√
ht + µDht

√
ht + µht

√
ht
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= ht − (D − µ(D + 1))ht
√
ht

= ht
(
1− (D − µ(D + 1))

√
ht
)

(case 2)

which can be combined to

ht+1 ≤ ht max{1− σ + µ, 1− (D − µ(D + 1))
√
ht}. (5.29)

If we choose option (II) instead, combining (5.25) and (5.28) yields

ht+1 ≤ ht(1− σ) + δt (case 1) and

ht+1 ≤ ht(1−D
√
ht) + (1 +D

√
ht)δt (case 2).

which can be combined to

ht+1 ≤ ht max{1− σ, 1−D
√
ht}+ (1 +D

√
ht)δt (5.30)

because D
√
ht ≥ 0 and δt ≥ 0 hold.

The proof can now be concluded by showing that both relations, (5.29) and (5.30),
define valid instances of lemma 5.1.5. To this end, we will now discuss all requirements
(a) - (f) in lemma 5.1.5.
Ad (a): Follows from σ ∈ (0, 1) in combination with (i) and (ii).
Ad (b): Define ηt := 0 for option (I) and define ηt := (1 + D

√
ht)δt and apply (v)

for option (II). Define qt := q∗ := D − µ(D + 1) for option (I) and apply (i), define
qt := q∗ := D > 0 for option (II).
Ad (c): Follows from (iii).
Ad (d): Follows from (iv).
Ad (e): ηt = 0 (option (I)) or apply (v) to ηt = (1 +D

√
ht)δt for option (II).

Ad (f): ht is non-negative by definition. ht+1 ≤ ht follows from (5.24) (case 1; for both
options) and (5.27) (case 2; for both options). ht+1 ≤ ht ·max{%, 1− qt

√
ht}+ ηt follows

from (5.29) and (5.30) in combination with the respective definitions of %, qt, and ηt for
option (I) and option (II).
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5.2 Numerical Results

We will now discuss several numerical experiments in order to assess the effectiveness
and the efficiency of algorithm 5 in conjunction with p-quasinorms (p < 1) when applied
to FNN-related learning problems. The general setup is identical to that presented in
section 4.2. However, we will now additionally constrain each learning problem by de-
manding that the solution must lie in U := {u ∈ R41 : ‖u‖1 ≤ 20}, thereby regularizing
each learning problem and incentivizing sparse solution vectors.7 Since this choice for
U admits an analytic computation of pt, there is no need to actually use the inexactness
feature of algorithm 5.

Now that we have set the stage, we will jump right to the parametrization of each
experiment.

7For more details on ‖·‖1-regularization and its sparsity inducing properties, see, for example, [Hastie
et al., 2015, sec. 2.9].
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Category Specification Explanation Default Variant
FNN (n0, n1, n2) Network topology (2,10,1) -
FNN σ : R→ R Activation function in hidden

layer
tanh softplus (σ(z) =

log(1 + exp(z)))
Data m1 Cardinality training set 800 -
Data m2 Cardinality test set 200 -
Data εtotal Random error εtotal = εN +πB(εC +100εW );

εN ∼ N (0, 0.012),
πB ∼ Bernoulli(0.25),
εC ∼ Cauchy(10, 4),
εW ∼Weibull(1, 1.5)

-

Optimization εsmooth > 0 Smoothing parameter; see
lemma 3.2.1

10−4 -

Optimization σArmijo ∈
(0, 1)

See step 5 in algorithm 5 1
2 -

Optimization ε Termination criterion:
max{‖uT − uT−1‖2,
‖uT−1 − uT−2‖2} < ε or
‖∇f(uT )‖2 < ε

10−4 -

Optimization νt See step 5 in algorithm 5 ν0 = f(u0)
2 , νt+1 = 1

2νt ∀t ≥ 0 Variant 1: ν0 =
f(u0)

10 , νt+1 = 0.9νt
∀t ≥ 0; Variant 2:
νt = 0 ∀t ≥ 0

Optimization mbatch Cardinality of the random
subset of the training set that
is used for gradient computa-
tions

80 (10% of samples) 800 (full batch)

Optimization τmax Max. time per learning prob-
lem

120 seconds + 1 outer itera-
tion

-
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The concrete parametrization of each experiment is as follows.

# σ : R→ R νt mbatch

1 (base case) tanh ν0 = f(u0)
2 , νt+1 = 1

2νt ∀t ≥ 0 80
2 softplus ν0 = f(u0)

2 , νt+1 = 1
2νt ∀t ≥ 0 80

3 tanh ν0 = f(u0)
10 , νt+1 = 0.9νt ∀t ≥ 0 80

4 tanh νt = 0 ∀t ≥ 0 80
5 tanh ν0 = f(u0)

2 , νt+1 = 1
2νt ∀t ≥ 0 800

The results are listed below.

Metric # 1 # 2 # 3 # 4 # 5
(p = 2):
absolute residuals (avg.)

19.087 59.963 19.138 19.219 20.570

(p = 2):
elapsed time in seconds (avg.)

3.7757 22.409 3.4979 3.2061 32.665

(p = 0.75):
absolute residuals (avg.)

8.8285 51.699 9.1100 7.9667 7.1959

(p = 0.75):
elapsed time in seconds (avg.)

13.147 22.978 17.385 10.182 122.27

(p = 2)→ (p = 0.75):
reduction of absolute residuals (avg.)

-51.4% -10.2% -49.9% -55.8% -64.6%

(p = 2)→ (p = 0.75):
reduction of absolute residuals (std. dev.)

27.4% 26.2% 23.6% 23.3% 17.2%

When comparing experiments #1, #3, and #4, we observe no significant sensitiv-
ity w.r.t. the choice of νt (comparable to the sensitivity w.r.t. %t in the proximal
point method). As already mentioned when discussing the results of the proximal point
method, it shall be pointed out that this observation does not rule out potential perfor-
mance gains from fine-tuning νt for individual learning problems. Furthermore, we can
again observe that our two-stage optimization approach does not lend itself as well to
FNNs with softplus neurons (experiment #2) and hypothesize that the softplus func-
tions unboundedness (as opposed to tanh’s boundedness) is the main driver behind that.
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Experiment #6, which differs from #1 by being run in full batch mode, exhibits the low-
est average residuals (7.1959) and the largest relative decrease (-64.6%) after performing
the second optimization cycle. This is very surprising since the comparable experiment
conducted on the proximal point method (#6) yielded the worst results for these met-
rics when compared to all other experiments on FNNs with tanh neurons. However, the
average computation time in the second cycle was extremely long in comparison (122.27
seconds vs. 8.82585 seconds for the base case). It is very likely that the optimization
routine did not converge in most instances since the average computing time approaches
the limit of 120 seconds plus one iteration. A side-by-side comparison of the proximal
point method and the Frank-Wolfe method shows that the latter is slightly faster (3.7757
+ 13.147 seconds vs. 8.5247 + 10.149 seconds for the two-stage learning procedures) and
yields lower average absolute residuals (8.8285 vs. 9.6337) in the respective base case
scenarios. Furthermore, the Frank-Wolfe method exhibits a significantly lower relative
reduction on an instance-by-instance basis (-51.4% vs. -31.2%). While there is no sig-
nificant difference w.r.t. the average residuals for softplus FNNs (51.699 (Frank-Wolfe
method) vs. 51.118 (proximal point method) in the respective experiments #2), the
Frank-Wolfe method achieves a significantly lower value (7.1959 in experiment #5) than
the proximal point method (9.1946 in experiment #5) when comparing the respective
minima over all experiments conducted on tanh FNNs. We will therefore postulate the
hypothesis that the regularizing effect of restricting the 1-norm of the solution vector in
the Frank-Wolfe method helps to prevent overfitting on the heavily corrupted training
data set, thereby separating signal from noise and achieving a better result on the test
data set.
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The aim of this thesis was to develop a robust training procedure for artificial neural
networks. To this end, the phenomenology of calibration to noisy training data was
studied from examples and theoretical considerations. One empirical observation from
the inspection of simple linear regression problems was that substituting the euclidean
loss function with a p-quasinorm can significantly improve the the generalization error
of the linear model in the presence of ill-behaved error distributions. The hypothesis
that this effect would also ensue when training more complex non-linear models was
underpinned by the fact that the euclidean norm puts a disproportional emphasis on
outliers due to squaring residuals. In order to conceptualize these preliminary findings,
a framework for training machine learning models with a smooth approximation of p-
quasinorms, where p < 1, was introduced. It was proven that the smooth approximation
of the objective function converges uniformly to the original function when the smooth-
ness parameter tends to 0. Furthermore, we showed that a strict global minimizer of the
original objective function can be approximated by the global minimizers of the corre-
sponding smoothed objective functions on compact sets.

However, our empirical observations also indicated that the transition from p = 2 to
some p < 1 can severely impede gradient-based optimization techniques due its adverse
deformation of the objective function. More precisely, we observed that those zones
in the domain spaces that exhibit an extremely small or steep slope can grow tremen-
dously, whereby plain vanilla gradient descent without an adaptive stepsize policy is
either paralyzed or chaotified. Therefore, two optimization schemes were developed, one
for unconstrained and for constrained learning problems.

In the unconstrained case, we resorted to the class of proximal point methods. We
amended the existing methods by accounting for non-convexity, global Lipschitz discon-
tinuity of gradients, and inexact solutions of the recurring subproblems. In addition, we
equipped our method with an adaptive stepsize policy. Based on a desired reduction of
the gradient norm, a closed ball around the current iterate can be computed. It was
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proven that such a ball will always contain a point that yields the desired reduction.
The stepsize is then chosen at each step of the subroutine by measuring the distance of
the current iterate in the direction of the gradient from the boundary of the ball and
scaling according to the Armijo principle. It was shown that this method still attains
the maximum speed of convergence O

(
1/
√
T
)
for non-convex first order methods. As

our numerical results show, the average decrease of the absolute residuals (aggregated
over 100 randomly generated learning problems) of 2-10-1-FNNs obtained by amend-
ing a solution derived from the euclidean loss function by restarting the algorithm with
p = 0.75 can be as high as 31.2%.

In the constrained case, a comparable success was achieved. We were able to relax
the conditions regarding convexity, exactness, and Lipschitz continuity of gradients usu-
ally imposed on Frank-Wolfe methods. In particular, the conventional stepsize policies
for non-convex schemes, which require the usually unknown (or non-existent) Lipschitz
constant, were replaced with a non-monotonic Armijo rule, thereby facilitating the rapid
convergence in face of the aforementioned peculiarities of the slope of the objective func-
tion. For functions with locally Lipschitz continuous gradients, the convergence rate
O
(
1/
√
T
)
was proven. Consistent with this finding, the rate O

(
1/T

α
α+1
)
was proven

for functions with Hölder continuous gradients with Hölder exponent α. Also in the
unconstrained case, the robustness of our method was confirmed by numerical experi-
ments. In a setup very similar to that employed to assess the proximal point algorithm,
an average decrease of the absolute residuals of up to 64.6% was observed.

Since the error distribution used to challenge the robustness of both algorithms was
specifically designed to incorporate all kinds of impeding factors (asymmetric, heavy-
tailed, undefined expected value, non-zero median, and infinite variance) and the results
were obtained by averaging over a large number of randomly generated learning prob-
lems, it can be expected that the effectiveness and the efficiency of the general approach
of employing p-quasinorms as loss functions will generalize at least to a certain degree
to deep neural networks and other types of machine learning models such as support
vector machines, random forests, or symbolic regression models.

On a forward looking basis, we want conclude with some suggestions for future re-
search. As a first step, the numerical experiments conducted in this thesis could be
complemented by analyses of single instances of learning problems in order to investi-
gate the potential for the fine-tuning of optimization parameters. Due to the aggregation
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of results over a range of different learning problems, our setup was not suitable for dis-
covering potential performance gains for specific applications. We assume that the low
sensitivity of the performance metrics w.r.t. some parameters observed on an aggregated
level will increase on an individual level. Since our theoretical framework depends only
to a very limited degree on the characteristics of FNNs, we suggest applying it to other
machine learning methods (deep neural networks, regression trees, random forests, sup-
port vector machines etc.). In particular, we want to encourage testing our algorithms
on large scale problems. Finally, we propose that further research should be conducted
on alternative optimization algorithms that can handle the local flatness and steepness
as well as the multiplicity of local minima induced by p-quasinorms.
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