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Abstract

This thesis is concerned with two classes of optimization problems which stem
mainly from statistics: clustering problems and cardinality-constrained optimiza-
tion problems. We are particularly interested in the development of computa-
tional techniques to exactly or heuristically solve instances of these two classes
of optimization problems.

The minimum sum-of-squares clustering (MSSC) problem is widely used
to find clusters within a set of data points. The problem is also known as
the k-means problem, since the most prominent heuristic to compute a feasible
point of this optimization problem is the k-means method. In many modern
applications, however, the clustering suffers from uncertain input data due to,
e.g., unstructured measurement errors. The reason for this is that the clustering
result then represents a clustering of the erroneous measurements instead of
retrieving the true underlying clustering structure. We address this issue by
applying robust optimization techniques: we derive the strictly and Γ-robust
counterparts of the MSSC problem, which are as challenging to solve as the
original model. Moreover, we develop alternating direction methods to quickly
compute feasible points of good quality. Our experiments reveal that the more
conservative strictly robust model consistently provides better clustering solutions
than the nominal and the less conservative Γ-robust models.

In the context of clustering problems, however, using only a heuristic solution
comes with severe disadvantages regarding the interpretation of the clustering.
This motivates us to study globally optimal algorithms for the MSSC problem.
We note that although some algorithms have already been proposed for this
problem, it is still far from being “practically solved”. Therefore, we propose
mixed-integer programming techniques, which are mainly based on geometric
ideas and which can be incorporated in a branch-and-cut based algorithm tailored
to the MSSC problem. Our numerical experiments show that these techniques
significantly improve the solution process of a state-of-the-art MINLP solver
when applied to the problem.

We then turn to the study of cardinality-constrained optimization problems.
We consider two famous problem instances of this class: sparse portfolio optimiza-
tion and sparse regression problems. In many modern applications, it is common
to consider problems with thousands of variables. Therefore, globally optimal
algorithms are not always computationally viable and the study of sophisticated
heuristics is very desirable. Since these problems have a discrete-continuous
structure, decomposition methods are particularly well suited. We then apply a
penalty alternating direction method that explores this structure and provides
very good feasible points in a reasonable amount of time. Our computational
study shows that our methods are competitive to state-of-the-art solvers and
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heuristics.
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Chapter 1

Introduction

1.1 Optimization and Statistics
Many real-world problems can be modeled as mixed-integer (non)linear optimiza-
tion problems (MINLPs). This includes, for example, important problems from
statistics, machine learning, finance, engineering, logistics, manufacturing, etc.
Most of these problems are extremely hard to solve, which is not surprising since
mixed-integer programming is known to be NP-hard (Kannan and Monma 1978).
This difficulty comes from the combinatorial structure of optimizing over discrete
and continuous variables along with the challenges of dealing with nonlinear
functions and large problem instances; see Belotti et al. (2013) for a recent and
comprehensive survey on mixed-integer nonlinear optimization.

Algorithmic approaches to compute solutions for such challenging NP-hard
problems are usually based on the exploitation of the specific structure of the
optimization problem at hand. Then, tailored optimization algorithms are
developed to solve instances of a specific problem. However, for large problem
instances, it is not always practical to solve these instances to global optimality,
since it might take prohibitive computational times until an optimal solution
is found. Therefore, it is also considered appropriate to develop heuristics
for computing good feasible points in a short amount of time. In some cases,
depending on the application, it is already enough to have a feasible point that
is not optimal but reasonably good.

In this thesis, we consider two important classes of mixed-integer nonlinear
optimization problems, which arise from statistics and machine learning. Namely,
minimum sum-of-squares clustering and cardinality-constrained optimization
problems. The minimum sum-of-squares clustering (MSSC) problem consists
in finding a partition of a set of n data points into k clusters such that the
Euclidean distance between each data point and the representative (the so-called
centroid) of its cluster is minimized. This clustering criterion is widely applied
in very diverse areas. On the other hand, a cardinality-constrained optimization
problem is commonly referred to the problem of finding a sparse solution, i.e.,
the cardinality of the set of nonzero entries of the solution should not be larger
than some natural number. The importance of this class of problems is already
illustrated by two famous examples: sparse linear regression and sparse portfolio
optimization.
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CHAPTER 1. INTRODUCTION 3

The combination of modern mathematical optimization techniques with
problems from statistics has been a very active field of research in recent years;
see, for example, the discussions in Bertsimas, King, et al. (2016), Boyd et al.
(2011), and Burgard et al. (2021). This combination goes beyond the development
of algorithms to solve such problems: the proposal of alternative optimization
formulations for statistical problems, aiming to yield more reliable and more
accurate solutions, is also of great value. An example of a situation where this is
desirable is when the input data is uncertain due to, for example, measurement
or estimation errors. The problem then requires a special treatment, because if
uncertainties are not taken into account, the obtained solution might be affected
by such uncertainties, which can then seriously compromise the usefulness and
interpretation of such a solution in the application area. The methodology of
robust optimization resolves this situation by deriving a robust counterpart for
the uncertain problem in such a way that the solution of this robust model is
feasible for any realization of the uncertain parameters. See Soyster (1973) for
the first paper on robust optimization and the textbook by Ben-Tal, El Ghaoui,
et al. (2009) or the survey paper by Bertsimas, Brown, et al. (2011) for a general
overview. In this thesis, we consider robust optimization approaches within the
context of clustering.

1.2 Contributions and Organization
The contribution of this thesis regarding the MSSC problem is twofold. First, by
means of robust optimization techniques, we derive the strictly (Soyster 1973)
and Γ-robust (Bertsimas and Sim 2004) optimization formulations for the MSSC
problem and show that the strictly robust formulation provides solutions that
are more accurate than the ones provided by the original and the Γ-robust
models. Second, we contribute to the literature on solving the MSSC problem to
global optimality by developing novel mixed-integer programming techniques that
are mainly motivated by geometric ideas and that improve the branch-and-cut
solution process of a state-of-the-art MINLP solver when applied to the problem.
The third contribution of this thesis is the development of a heuristic to quickly
compute feasible points of good quality for best subset selection and sparse
portfolio problems. In contrast to other heuristics, the one proposed here comes
with quality guarantees for the computed point if certain conditions hold. For
all of the computational techniques proposed in this thesis, extensive numerical
experiments have been carried out to show the performance and benefit of these
methods in practice.

This extended summary is organized as follows. In Chapter 2, we formally
introduce robust optimization and discuss its application to the MSSC problem.
In Chapter 3, we review approaches from the literature to solve the MSSC to
global optimality and discuss novel mixed-integer programming techniques that
can be incorporated in a branch-and-cut framework for solving the problem. Then,
in Chapter 4, we focus on cardinality-constrained optimization problems and
present a solution approach that yields very good feasible points in a reasonable
amount of time. This first part of the thesis closes with some conclusions and
discussions of potential future research topics in Chapter 5.

Finally, all the details can be found in the original papers in Part II, where
we present the reprints of the three submitted papers, which are currently under
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Chapter 2

Robust Clustering

Clustering is the task of finding clusters/groups within a set of data points (Jain
et al. 1999; Mirkin 1996). These multidimensional data points (or vector of
measurements) can store information such as census data, device measurements,
answers to survey questionnaires, etc. Given these data points, the clustering
methodology is appropriate for the discovery of a previously unknown clustering
structure. Many different clustering criteria exist for performing the clustering;
see the survey article by Hansen and Jaumard (1997) or the textbook by Han
et al. (2011) for discussions of different clustering methods. In many modern
applications, however, the data/measurements are not known with high accuracy
at the time the clustering is computed. The clustering approach then suffers from
these unstructured measurement errors, because the resulting clustering solution
represents a clustering of the erroneous measurements instead of retrieving the
true underlying clustering structure. Therefore, uncertainties in the data should
be taken into account when solving the clustering problem. In [CC1], we consider
this situation for a specific clustering problem and derive robust formulations by
means of robust optimization techniques.

This chapter provides an overview of [CC1] and is organized as follows. First,
in Section 2.1, we formally introduce robust optimization. Then, in Section 2.2,
we state the considered clustering problem and discuss two robust formulations
of this problem. Afterward, in Section 2.3, we present an algorithmic framework
that can be used to compute feasible points for these problems. In Section 2.4,
we close this chapter with a summary of the main results and conclusions.

2.1 Robust Optimization
Frequently, the input data of an optimization problem is not known with high
accuracy. Think, for example, of the situation when the decision of the ordering
of a certain product should be made before a realization of the demand becomes
known. The demand is then an uncertain parameter, since its value is not known
with certainty at the time the problem is solved. Uncertain data may originate
from different sources: measurement errors, environmental conditions, estimation
errors, etc. Though, it is commonly assumed in optimization problems that
the input data is certain. However, in some cases, small data perturbations
can heavily affect the feasibility and optimality of the already found solution;
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CHAPTER 2. ROBUST CLUSTERING 6

see Ben-Tal, El Ghaoui, et al. (2009) for examples in which a small perturbation
of the data already makes the solution previously found meaningless.

In optimization, there are two popular approaches to deal with uncertain
parameters in optimization models: stochastic optimization and robust opti-
mization. The former is a rather well developed and active research area, in
which the uncertain parameters are considered as random parameters and its
probability distribution is known or can be estimated from historical data. Since
we do not consider this approach in the following, we refer the interested reader
to the textbook by Shapiro et al. (2009) and the references therein. Robust
optimization, on the other hand, is a relatively novel research area and does not
assume that probability distributions are known, but assumes that the uncertain
parameters are contained in a so-called uncertainty set (Ben-Tal, El Ghaoui,
et al. 2009). We consider this approach in what follows; see Gorissen et al. (2015)
for a practical guide to robust optimization.

In robust optimization, the uncertain optimization problem is called the
nominal model and its solution is called the nominal solution. Each uncertain
optimization problem is associated with its robust counterpart. The first step
towards deriving the robust counterpart is to determine the uncertainty set U ,
which should contain all the possible values that the uncertain data can assume.
The choice of this set is usually motivated by the application at hand. Then, a
new formulation of the problem is derived in such a way that all the possible
realizations of the uncertainty set U are taken into account. To illustrate this,
we consider the robust counterpart of an uncertain linear programming (LP)
problem, which reads

min
x∈Rn

c>x

s. t. Ax ≤ b for all A ∈ U .
(2.1)

The uncertain input data A is varying within the uncertainty set U . The input
data (c, b) could also be considered uncertain, but there is no loss of generality
by considering uncertainty only in the left-hand side of the inequality constraints.
For more details and explanations on why this is the case, we refer to Ben-Tal,
El Ghaoui, et al. (2009) or Gorissen et al. (2015). The most important ingredient
in robust optimization is the uncertainty set. It must be chosen carefully since the
tractability of the robust counterpart depends on the geometry of the uncertainty
set. In general, the robust counterpart of a tractable optimization problem may
not itself be tractable; see Ben-Tal, El Ghaoui, et al. (2009) and Bertsimas,
Brown, et al. (2011) for discussions on tractability of robust counterparts.

In robust optimization, a robust feasible point is a point that satisfies the
constraints for all values of the uncertain parameters within the uncertainty
set U . Then, among the robust feasible points, a robust optimal solution is the
one that gives the best objective function value. Equivalently, this means to
optimize the worst-case realization of the uncertain data over the uncertainty
set U . In the case of Problem (2.1), we obtain the following equivalent problem

min
x∈Rn

{
sup
A∈U

c>x : Ax ≤ b for all A ∈ U
}
.

This robust counterpart is derived based on the worst-case perspective, since
the uncertain parameters assume their “worst” values from the uncertainty set.
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Solutions to robust counterparts of this type can be very conservative. In the
literature, this is usually called the notion of strict robustness or static robustness.

As already mentioned, robust optimization is a relatively young research field.
The technical note of Soyster (1973) is considered to be the pioneering work in
robust optimization, which considered uncertain LP problems and proposed the
initial idea of strict robustness. Some years later, more advances in the area have
been made by Ben-Tal and Nemirovski (1998, 1999) and El Ghaoui et al. (1998).
Since then, robust optimization has been a very active research field; for the
recent developments in robust optimization, we refer to the surveys by Gabrel
et al. (2014) and Leyffer et al. (2020).

As the worst-case-oriented approach might lead to very conservative solutions
since they hedge against the worst-case, less conservative concepts of robustness
have also been proposed. The notion of adjustable robustness assumes that
some of the decision variables can be adjusted after some of the uncertain data
revealed itself; for further details on this approach, see the survey by Yanıkoğlu
et al. (2019). Another robustness notion is the so-called Γ-robustness (Bertsimas
and Sim 2004; Sim 2004). This approach does not assume that all parameters
will realize in a worst-case way but restricts the number of such parameters
by Γ ∈ N.

In [CC1], we derive the strictly and Γ-robust counterparts of a specific
clustering optimization problem. We summarize the derivation of these robust
models as well as briefly discuss related works in the next section.

2.2 Robustified Clustering Problems
In statistics, there are several optimization problems which should be re-
engineered to account for uncertain input data. Two well-known methods
in statistics are classification and clustering. Classification problems have al-
ready been considered from the perspective of robust optimization; see, e.g.,
Bertsimas, Dunn, et al. (2019), Bhattacharyya et al. (2004), Pant et al. (2011),
and Trafalis and Gilbert (2007). The numerical results reported therein show
that, in general, robust solutions are more accurate than the nominal/traditional
ones, leading to improvements in the respective classification method. In contrast
to classification problems, clustering problems have not been much explored by
using the methodology of robust optimization.

One of the best known and widely used clustering methods is the k-means
method (Lloyd 1982; MacQueen 1967). The k-means method is a heuristic
method that computes a feasible point for the minimum sum-of-squares clustering
(MSSC) problem, which is described as follows. We are given a set of n data
points pi ∈ P ⊆ Rd, i ∈ [n] := {1, . . . , n}, and a positive integer 2 ≤ k ≤ n,
which is the number of clusters of the problem. The task is then to assign every
data point pi ∈ P to a cluster (indexed by j ∈ [k]) so that the sum of the
Euclidean distances between the data points and the corresponding centroids cj
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is minimal. This problem can be modeled via the following MINLP1:

min
x,c

∑

i∈[n]

∑

j∈[k]

xij‖pi − cj‖22 (2.2a)

s. t.
∑

j∈[k]

xij = 1, i ∈ [n], (2.2b)

xij ∈ {0, 1}, i ∈ [n], j ∈ [k], (2.2c)

cj ∈ B, j ∈ [k]. (2.2d)

The binary variables xij are the assignment variables that model whether the
data point pi is assigned to cluster j (xij = 1) or not (xij = 0). Moreover,
B ⊆ Rd is a set that contains all data points. This can, e.g., be the bounding
box of the set of data points. The objective function measures the sum of the
squared Euclidean distances between the data points and the centroids of the
clusters to which they belong. Finally, Constraint (2.2b) ensures that every
point is assigned to exactly one cluster.

The MSSC problem is known to be NP-hard even in the case of two dimen-
sions (Aloise, Deshpande, et al. 2009; Dasgupta 2007; Mahajan et al. 2012). Due
to this, heuristics are usually employed to quickly compute feasible points of
the problem, with the k-means method being the most used one. In Chapter 3,
we provide a more detailed discussion of solving the MSSC problem to global
optimality.

The k-means method consists of two main iteration steps. Given an initial
guess for the location of the centroids, each data point is assigned to the nearest
centroid. Afterward, each centroid is updated by calculating the mean of the
data points assigned to this centroid. This process is repeated until the centroids
no longer change. Since the k-means method is the most popular algorithm used
for finding a feasible point of Problem (2.2), this problem is often also called
the k-means problem.

The k-means method is broadly applied in very diverse areas to help in
decision making; see Steinley (2006) for a comprehensive survey. However, the
method does not compensate for possible measurement errors/uncertainties in
the input data. Therefore, the clusters that are found might be perturbed by the
unstructured errors and may not necessarily correspond to the true underlying
structure of interest.

In [CC1], we tackle this issue by applying robust optimization techniques
to the MSSC problem. To the best of our knowledge, only two other papers
considered robust optimization for this problem. Particularly, the strictly robust
counterpart for the MSSC problem is proposed in J. Li et al. (2016) and in Vo
et al. (2016). However, in these papers, there is no investigation of structural
properties of datasets to indicate when a robustification of the problem is
beneficial or not. Therefore, we also consider the strictly robust counterpart of
the MSSC problem for completeness, but we are rather interested in performing
a more detailed empirical study to be able to indicate when a robustification is
beneficial. Moreover, we also derive a less conservative robust formulation, based
on Γ-robustness. Thus, in what follows, we present these two robust counterparts
for the MSSC problem.

1Since we consider this problem formulation in [CC1] as well as in [CC2] and their notation
differ, in this extended summary we unify the notation and present the problem only once.
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First, we assume that the data points pi ∈ P are not known exactly. Instead,
in practice, only erroneous p̃i with p̃i = pi + ∆pi are known at the time the
problem is solved, where ∆pi ∈ Rd describes the respective perturbation around
the “original” data pi. By “original” data we mean the data that would be known
with certainty in the absence of measurement errors or the data that reveals
itself later on, but which is not available at the time the problem is solved.
Moreover, we assume that the error ∆pi is unstructured, i.e., no information
about the probability distribution of the error is known. What is known is that
the error ∆pi is contained in an uncertainty set U , which we define here as
follows:

Ubox :=
{

∆P ∈ Rd×n : − δil ≤ ∆pil ≤ δil , δ
i
l ≥ 0, (l, i) ∈ [d]× [n]

}
.

Now, the situation that we tackle in [CC1] is the following: Although we can only
observe erroneous measurements p̃i in practice, we want to compute a clustering
that is as close as possible to the clustering of the original data pi.

We start by considering the strictly robust counterpart of Problem (2.2),
which reads

min
x,c

max
∆P∈Ubox

∑

i∈[n]

∑

j∈[k]

xi,j ‖p̃i −∆pi − cj‖22

s. t. Clustering: (2.2b)–(2.2d).

To alleviate the difficulty of the min-max structure, we equivalently reformulate
this problem in the following theorem.

Theorem 2.2.1 (Theorem 3.1 in [CC1]) The strictly robust counterpart of
the MSSC problem is equivalent to

min
x,c,α

∑

i∈[n]

∑

j∈[k]

xi,j


‖p̃i − cj‖22 + ‖δi‖22 +

∑

l∈[d]

2 δil αi,j,l


 (2.4a)

s. t. − αi,j,l ≤ p̃il − cjl ≤ αi,j,l, i ∈ [n], j ∈ [k], l ∈ [d], (2.4b)
αi,j,l ≥ 0, i ∈ [n], j ∈ [k], l ∈ [d], (2.4c)
Clustering: (2.2b)–(2.2d).

For a proof of this theorem we refer to [CC1]. As mentioned in Section 2.1,
strictly robust solutions tend to be too conservative as they assume the worst-case
error that can appear in all entries of p̃i. Thus, we also consider the Γ-robust
approach (Bertsimas and Sim 2004; Sim 2004). This approach does not assume
that all parameters will realize in a worst-case way but restricts the number of
such parameters by Γ ∈ N. Applying this approach to the MSSC problem means
that some features p̃il are not perturbed and, in this case, p̃il = pil and ∆pil = 0
holds. Thus, we now consider a different uncertainty set:

UΓ :=
{

∆P ∈ Ubox :
∣∣{∆pil : ∆pil 6= 0, (l, i) ∈ [d]× [n]

}∣∣ ≤ Γ
}
.

Using this uncertainty set, we determine the maximum number of observations
that may realize in worst-case way. However, we do not state in advance which
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will do so. Hence, the Γ-robust counterpart of Problem (2.2) is given by

min
x,c,α

∑

i∈[n]

∑

j∈[k]

xi,j ‖p̃i − cj‖22

+ max
{I⊆[d]×[n] : |I|≤Γ}




∑

j∈[k]

∑

(l,i)∈I
xi,j

(
(δil )

2 + 2 δil αi,j,l
)




s. t. Constraints on α: (2.4b)–(2.4c),
Clustering: (2.2b)–(2.2d).

In the following theorem, we equivalently reformulate this problem to eliminate
the min-max structure.

Theorem 2.2.2 (Theorem 4.1 in [CC1]) The Γ-robust counterpart of the
MSSC problem is equivalent to

min
x,c,α,λ,β

∑

i∈[n]

∑

j∈[k]

xi,j ‖p̃i − cj‖22 + Γλ+
∑

(l,i)∈[d]×[n]

βil (2.6a)

s. t. λ+ βil ≥
∑

j∈[k]

xi,j
(
(δil )

2 + 2 δil αi,j,l
)
, i ∈ [n], l ∈ [d], (2.6b)

λ ≥ 0, (2.6c)

βil ≥ 0, i ∈ [n], l ∈ [d], (2.6d)
Constraints on α: (2.4b)–(2.4c),
Clustering: (2.2b)–(2.2d).

For a proof of this theorem we again refer to [CC1]. Now, with these robust
formulations at hand, we briefly discuss how we solve them in the next section.

2.3 Alternating Direction Methods
Although some exact algorithms have been developed in the literature to solve
the nominal MSSC Problem (2.2) to global optimality, this problem is still very
challenging and far from being “practically solved”. This topic will be discussed in
more details in Chapter 3. In turn, the robust counterparts (2.4) and (2.6) are also
MINLPs but even more complex than the nominal problem since more variables
and constraints have been introduced. Due to this, in [CC1] we consider it
computationally appropriate to study primal heuristics to compute good feasible
points within a short amount of time. For this, we propose tailored alternating
direction methods (ADMs) to compute feasible points to Problems (2.2), (2.4),
and (2.6). The presented ADMs can be seen as such primal heuristics with the
additional advantage that they come with a formal convergence analysis, which
is usually not the case for heuristics. In particular, the k-means method can
be seen as an ADM. This gives new theoretical insights, since the convergence
theory of ADMs can then be directly applied to the k-means method.

Standard ADMs are extensions of augmented Lagrangian methods and have
been originally proposed in Gabay and Mercier (1976) and Glowinski and Marroco
(1975) within the context of nonlinear variational problems. A general analysis of
the convergence theory of ADMs is presented in Bertsekas and Tsitsiklis (1989).



CHAPTER 2. ROBUST CLUSTERING 11

Algorithm 1 A standard ADM.

1: Choose initial values (u0, v0) ∈ U × V .
2: for t = 0, 1, . . . do
3: Compute

ut+1 ∈ arg min
u

{
f(u, vt) : g(u, vt) = 0, h(u, vt) ≥ 0, u ∈ U

}
.

4: Compute

vt+1 ∈ arg min
v

{
f(ut+1, v) : g(ut+1, v) = 0, h(ut+1, v) ≥ 0, v ∈ V

}
.

5: Set t← t+ 1.
6: end for

The particular case of ADMs applied to convex objective functions over disjoint
constraint sets is discussed in Wendell and Hurter (1976). An extension to the
case of biconvex functions is given in Gorski et al. (2007). More recently, ADM
based methods have received special attention again. In Boyd et al. (2011), the
authors discuss applications of the alternating direction method of multipliers
(ADMMs), which are closely related to ADMs, in the broad area of machine
learning and statistics and highlight its suitability to solve large-scale problems
arising in these areas. Furthermore, in Geißler et al. (2017) it is shown that
idealized feasibility pumps can be seen as an ADM and a penalty-based ADM
for MIPs and MINLPs is proposed.

To describe the idea behind ADMs, we consider the following general opti-
mization problem

min
u,v

f(u, v) s. t. g(u, v) = 0, h(u, v) ≥ 0, u ∈ U, v ∈ V, (2.7)

with the objective function f : Rn → R and the constraint functions g : Rn → Rm
and h : Rn → Rq being continuous and the sets U and V being non-empty and
compact. The idea of ADMs is to decompose the set of variables into two blocks.
In every step, one block of variables is optimized while the variables of the other
block are fixed. In Algorithm 1, we formally present how a typical ADM method
works. The for-loop is repeated until a termination criterion is reached.

In Theorem 4.9 of Gorski et al. (2007) it is shown that, under some mild
conditions, the ADM converges to so-called partial minima of Problem (2.7),
i.e., to points (u∗, v∗) for which

f(u∗, v∗) ≤ f(u, v∗) for all (u, v∗) ∈ Ω,

f(u∗, v∗) ≤ f(u∗, v) for all (u∗, v) ∈ Ω

holds, where Ω is the feasible set of Problem (2.7). For more details on the
convergence theory of classic ADMs, see Gorski et al. (2007) and Wendell and
Hurter (1976).

Now, in the context of Problem (2.2), we consider the following non-empty
and compact sets

U :=



xi,j ∈ {0, 1}, i ∈ [n], j ∈ [k] :

∑

j∈[k]

xi,j = 1, i ∈ [n]



 ,

V :=
{
c ∈ Rk×d : cj ∈ B, j ∈ [k]

}
.



CHAPTER 2. ROBUST CLUSTERING 12

In this notation, Algorithm 1 proceeds as follows: given initial points (cj)0, j ∈ [k],
we iterate the following two steps:

(a) Compute
xt+1 ∈ arg min

x∈U

∑

j∈[k]

∑

i∈[n]

xi,j‖pi − (cj)t‖22.

(b) Compute
ct+1 ∈ arg min

c∈V

∑

j∈[k]

∑

i∈[n]

xt+1
i,j ‖pi − cj‖22.

It can be easily seen that solving Problem (2.2) with the iterative ADM steps (a)
and (b) exactly corresponds to the k-means method. More precisely, finding
the new x-iterate in (a) coincides with assigning each data point to its closest
centroid and finding the new c-iterate in (b) corresponds to calculating the mean
of the data points assigned to each centroid. The latter comes from first-order
conditions on the gradient of the objective function of Problem (2.2). Usually,
the two steps are then repeated until the centroids no longer change. With this,
the convergence theory of ADMs directly applies to the k-means method, i.e.,
the computed point is a partial minimum of the Problem (2.2).

In [CC1], we design specific ADMs for each of the Problems (2.2), (2.4),
and (2.6). The decomposition of the variable space into blocks is the same for all
problems: one block is the set of binary variables and the other block is the set
of continuous variables. Thus, in one direction we have a binary subproblem and
in the other direction we have a continuous subproblem, which are then much
easier to solve than the respective full problems. Whenever possible, we solve
the subproblems with closed-form solutions. Otherwise, we use state-of-the-art
solvers. For all the details, see [CC1].

Therefore, since all the tailored ADMs follow the rationale of Algorithm 1,
we can explicitly characterize the obtained clustering solutions as partial minima
of the underlying MINLP. Moreover, in [CC1], we extend our ADM setting so
that partial minima (delivered by the ADM) of bad quality can be detected
and improved. With this, the alternating algorithm can be restarted with a
significantly improved starting point.

2.4 When More Conservative Implies More Ac-
curate

In Section 7 of [CC1], we perform a detailed computational study, in which we
consider both synthetic as well as real-world test sets and evaluate the proposed
heuristics and the clustering quality of the different MSSC models, i.e., the
traditional model and the two robust models. In this extended summary, we
only report on the main results and conclusions of this computational study
and refer to [CC1] for all the details such as the computational setup and the
numerical results.

Our first observation is that: clustering of well separated sets of data points
does not benefit from robustification. Moreover, in such a situation there is also
no need for robustified clustering if compared with the nominal results. This is
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expected, because when the data points are well separated, small perturbations
of the data points will not qualitatively change the clustering result.

The most important observation from the computational analysis is that the
more conservative robust model, the strictly robust model, consistently provides
more accurate solutions than the nominal model and the less conservative Γ-
robust model. Figure 2.1 exemplarily illustrates the quality of the clustering
obtained using the nominal model and the quality of the clustering obtained with
the strictly robust model, for the synthetic instance s3. In the figure, the green

0.0 0.2 0.4 0.6 0.8 1.0

0.0

0.2

0.4

0.6

0.8

1.0

Nominal

0.0 0.2 0.4 0.6 0.8 1.0

0.0

0.2

0.4

0.6

0.8

1.0

Strictly Robust

Figure 2.1: Nominal vs. strictly robustified clustering results for the instance s3. (See Figure 5
in [CC1].)

triangles are the same in the left and the right plot and represent the clustering
obtained by the extended ADM when applied to the unperturbed data set. Then,
we perturb 50% of all points by 10% and again compute the clustering with the
extended ADM considering these perturbed data points as the given ones. This
results in the black (crosses) centers in the left plot of Figure 2.1. It is obvious,
that by considering the perturbed points as “new nominal” ones, one is not able
to detect the original centers of the clusters. In contrast, the strictly robustified
clustering result (right plot in Figure 2.1) almost perfectly recovers the original
centers.

Regarding the Γ-robust approach, unfortunately, no positive impact on the
clustering results could be seen in general. Our analysis indicates two major
reasons for this. First, the Γ many parameters considered in the approach do
not need to correspond to the parameters that are indeed uncertain, since these
parameters are considered to be unknown beforehand in our approach. Second,
in theory, the Γ-robustified results should tend to the strictly robust solutions if Γ
is getting larger, however this is not the case for some instances. Our experiments
revealed that this is due to non-optimal partial minima computed by the ADM,
although we always enable the restart heuristic that we propose to avoid bad
partial minima. This issue is not visible for the strictly robustified problems
that we also solve using a tailored ADM, which might be simply explained by
the overall increased complexity of the Γ-robustified models compared to the
nominal or strictly robust models.

In terms of computational performance, the strictly robust model requires
more time to be solved than the nominal model. However, the additional
computational effort is reasonable since we roughly stay in the same order of
magnitude compared to the runtime of the nominal method. Furthermore, the
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number of required iterations does not change significantly. Consequently, the
main additional computational work is due to harder subproblems that need to
be solved in every iteration of the ADM. In contrast, the computational times of
the Γ-robust model are roughly two times longer than the ones for the strictly
robust version. This is expected due to the increased complexity of the Γ-robust
model.

In conclusion, the numerical results indicate that the strictly robust model
almost always leads to improvements regarding the recovery of the true assign-
ment over the nominal model. This is observed in the synthetic as well as in the
real-world test sets. Thus, if the input data of the MSSC clustering problem is
uncertain, its strictly robust counterpart is an alternative model to use, which
provides more reliable clustering solutions.



Chapter 3

Exact Methods for Minimum
Sum-of-Squares Clustering

It is already known that solving the MSSC problem to global optimality is
a very challenging task. Due to the NP-hardness of the MSSC problem, the
computational time that globally optimal algorithms require to solve the problem
rapidly increases with the size of the problem. Thus, in most practical appli-
cations, heuristic approaches (as the one seen in the last chapter) are usually
preferred over exact methods, with the k-means clustering method being the
most prominent heuristic; see, e.g., Lloyd (1982) and MacQueen (1967). However,
the main disadvantage of the k-means method (and other heuristic clustering
methods) is that it delivers only a heuristic solution, which can be far from the
globally optimal solution. If the heuristic clustering outcome is then interpreted
by experts from the application, which is usually the case, this interpretation
can lead to false conclusions since the computed point is far from the optimal
solution. Furthermore, in contrast to the vast literature on heuristic methods,
there are not that many works devoted to globally solving the MSSC problem.
Therefore, the development of sophisticated optimization techniques dedicated
to solving the MSSC problem to global optimality is extremely valuable.

In this chapter, we briefly discuss existing globally optimal algorithms for
solving the MSSC problem as well as techniques to improve the solution process
of the problem. We start with a brief literature review, in Section 3.1, of existing
approaches. In Section 3.2, we provide a short description of the novel mixed-
integer programming techniques that we propose in [CC2]. Then, in Section 3.3,
we summarize the main results and conclusions from our computational study
within [CC2].

3.1 Approaches from the Literature
The first branch-and-bound algorithm for the MSSC problem is proposed in Fuku-
naga et al. (1975). Since the main difficulty when devising exact algorithms
for the MSSC problem is to compute good lower bounds in a short amount of
time, the main idea in Fukunaga et al. (1975) is to solve a certain number of
MSSC problems of smaller sizes compared to the full problem and combine these
solutions to produce a lower bound for the original problem. More specifically,

15
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a certain number of subsets of data points is selected. Then, each subset is
considered as the new set of data points, and for each set the corresponding
MSSC problem is solved to global optimality with a simple branch-and-bound
algorithm. Afterward, the obtained optimal partitions of each subset are used to
obtain valid lower bounds for the original MSSC problem. Since the selection of
the subsets is random, this algorithm was later improved by Diehr (1985). The
author proposed a better performing algorithm by using a heuristic to select
the subsets of data points. Diehr (1985) also tested the algorithm on a broader
test set. However, since the algorithm heavily relies on heuristic methods, its
computational efficiency varied across different data sets. Moreover, there are
no definitive guidelines for determining the number of subsets to select.

In Sherali and Desai (2005), a reformulation of the MSSC problem by means of
reformulation-linearization-techniques (RLT) is proposed, which is then solved by
a branch-and-bound algorithm. The authors also propose some enhancements to
be embedded in the branch-and-bound algorithm, namely a rounding heuristic for
obtaining feasible solutions, two branching rules, and further valid inequalities to
tackle the inherent symmetry of the problem. This branch-and-bound algorithm
was later re-considered by Aloise and Hansen (2011), where the authors tried
to reproduce the results reported in Sherali and Desai (2005). However, this
reproduction was not possible since significantly longer running times have been
observed.

Another exact algorithm based on branch-and-bound is proposed by Brusco
(2006). The idea is to repeatedly solve MSSC subproblems of small sizes starting
with k+ 1 data points and subsequently adding more points, one at a time, until
all the data points are included. These subproblems are then solved to global
optimality by a branch-and-bound algorithm. A key feature of this procedure is
that when solving the subproblem for the last r data points, optimal solutions
for the last k + 1, k + 2, . . . , r − 1 data points have already been obtained and
thus provide tight bounds for the current subproblem. An important ingredient
of the algorithm is that before solving the first subproblem, a re-ordering of
the data points is performed via a heuristic in such a way that when a new
data point is added it immediately finds its right assignment because its closest
data point has already been assigned. Since the branch-and-bound algorithm is
applied each time a new data point is added, the algorithm is called “repetitive
branch-and-bound algorithm”.

Another algorithmic technique is the column generation approach presented
first by Merle et al. (1999), and re-considered later by Aloise, Hansen, and Liberti
(2012), who, motivated by geometric ideas, proposed an alternative way to solve
the auxiliary problem. In general, the column generation approach has shown
to perform very well to solve some instances of the MSSC problem. Also other
classic techniques of mixed-integer (non)linear optimization have been applied
such as generalized Benders decomposition in Floudas et al. (1989) and Tan
et al. (2007). Alternatively, Peng and Xia (2005a) consider the MSSC problem
as a concave minimization problem and adapt Tuy’s cut method, see Horst
and Tuy (1996), for solving the problem. Further, Prasad and Hanasusanto
(2018) propose improved conic reformulations of the MSSC problem and also
study some symmetry breaking techniques. Tîrnăucă et al. (2018) follow a more
geometric approach that is based on Voronoi diagrams.

There is also a rather large branch of literature towards the application of
techniques from semi-definite programming (SDP). Peng and Wei (2007) and
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Peng and Xia (2005b) proved the equivalence between the MSSC problem and a
0-1 SDP reformulation. Based on this 0-1 SDP model, Aloise and Hansen (2009)
propose a branch-and-cut algorithm, which uses triangular inequalities as cutting
planes. More recently, Piccialli et al. (2021) consider the same mixed-integer SDP
formulation of the MSSC problem and propose a branch-and-bound algorithm
that is based on SDP techniques. Their numerical results indicate that the
algorithm is very promising, being able to solve various MSSC problem instances.
SDP-like models have also been used in De Rosa and Khajavirad (2022) to use
Z = XX> ∈ [0, 1]n×n for encoding the clustering instead of X ∈ {0, 1}n×k. The
authors derive cutting planes and show a relation of their cutting planes to
the cut polytope; see Deza and Laurent (1997) for a survey on the latter. The
presented numerical experiments show that these novel cutting planes can be
strong but the authors only solve the initial LP relaxation and do not apply a
complete branch-and-bound method.

To close this section, we highlight some recent works focused on reduced-
space techniques tailored to the MSSC problem. Liberti and Manca (2021) apply
random projection techniques in order to reduce the size of the problem. Besides
that, in Liberti and Manca (2021), the authors discuss the MSSC problem with
several side constraints and propose different formulations. Finally, Hua et al.
(2021) again use the reduced-space idea of heuristically selecting subsets of data
points, solving the corresponding MSSC subproblems via simple branch-and-
bound, and combining the objectives to get lower bounds.

3.2 MIP Techniques for the MSSC Problem
In [CC2] we develop and test novel mixed-integer programming enhancements
for solving the MSSC problem, which are mainly motivated by geometric insights
and which can be incorporated in a branch-and-cut framework. There, we also
discuss and test some existing approaches. In this extended summary, we briefly
present our proposed techniques. For a more detailed description and discussion,
we refer to [CC2].

We start with a discussion of the MSSC problem formulation. We consider
two formulations. One formulation is the MINLP Model (2.2), which is a
cubic and nonconvex MINLP since the objective function uses multiplications
of the assignment variables x with the squared norms that depend on the
centroid variables c. We also consider an alternative model, which is obtained
by considering the epigraph formulation of Model (2.2). That is, we model each
term in the objective function using a separate variable ηij and bound it in
a newly introduced constraint. The resulting mixed-integer second-order cone
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programming (MISOCP) problem then reads

min
x,c,η

∑

i∈[n]

∑

j∈[k]

ηij (3.1a)

s. t. ηij ≥ ‖pi − cj‖22 −Mi(1− xij), i ∈ [n], j ∈ [k], (3.1b)
∑

j∈[k]

xij = 1, i ∈ [n], (3.1c)

xij ∈ {0, 1}, i ∈ [n], j ∈ [k], (3.1d)

cj ∈ B, j ∈ [k], (3.1e)
ηij ≥ 0, i ∈ [n], j ∈ [k], (3.1f)

where Mi are sufficiently large numbers. In particular, for every i ∈ [n], Mi can
be chosen to be the maximum distance of pi to any other point pt, t ∈ [n]. Note
that the objective function is linear now but we obtain the additional quadratic
and convex constraints in (3.1b). A similar model has also been considered
in Liberti and Manca (2021).

Cutting Planes The main advantage of considering Model (3.1) is that it
is a convex MINLP and for this special class of MINLPs, effective solution
methods have been proposed in the literature; see, e.g., Bonami, Biegler, et
al. (2008), Duran and Grossmann (1986), Fletcher and Leyffer (1994), and
Quesada and Grossmann (1992). Specifically, in [CC2], we note that the only
nonlinear constraints (3.1b) in the model are convex. Thus, their first-order
Taylor approximations are global underestimators at any point (x̄, c̄, η̄) and thus
provide valid inequalities that are linear in (x, c, η):
∑

l∈[d]

2c̄jl c
j
l −2pilc

j
l +(pil)

2−(c̄jl )
2−ηij−Mi(1−xij) ≤ 0, i ∈ [n], j ∈ [k]. (3.2)

This allows Model (3.1) to be solved in an outer approximation (Duran and
Grossmann 1986; Fletcher and Leyffer 1994) or LP/NLP-based branch-and-
bound fashion (Quesada and Grossmann 1992). In [CC2], we use the cutting
planes (3.2) during the branch-and-bound process. That is, when a new feasible
assignment of x-variables is found, we add the cuts to tighten the LP relaxations.
For further details, see Section 3.2 of [CC2].

Another collection of cuts that we use in [CC2] are the so-called cardinality
cuts. These cuts have already been discussed in Aloise, Hansen, and Liberti (2012)
and Sherali and Desai (2005). They ensure that a cluster is not empty, because
otherwise the corresponding objective value can be decreased by assigning a
point that is not a centroid to that empty cluster. In addition, they ensure
that a cluster contains |P | − k + 1 data points if every other cluster consists
of only a single data point. Thus, in [CC2] we add these cuts to tighten the
formulations (2.2) and (3.1). Moreover, we extend this idea by considering
localized versions, i.e., the cardinality bounds can be adapted to take local
variable bounds at a node of the branch-and-bound tree into account. Thus,
the cardinality cuts get stronger with the progress of the branch-and-bound
algorithm.
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Propagation Now, we discuss propagation techniques that we propose
in [CC2]. To this end, suppose that we are at a node of the branch-and-
bound tree. Due to branching decisions and further reductions, some variables
might have been fixed or their bounds have been tightened in comparison to
the original problem formulation. The aim of propagation is to find further
variable fixings or bound tightenings1 that are valid at the current node of the
branch-and-bound tree. That is, one tries to apply further reductions based on
local variable bound information. In the case of the MSSC problem, note that
every assignment of x-variables that satisfies (2.2b) or (3.1c) can be extended
to a feasible solution of (2.2) or (3.1), respectively. Thus, it is crucial to derive
propagation mechanisms that exclude assignments of x-variables that cannot be
optimal. Moreover, in [CC2] we also develop algorithms to strengthen bounds of
the c-variables and the objective variables. Before discussing the propagation
techniques, let us consider the following. For every j ∈ [k], let Pj ⊆ P be the
set of all data points pi ∈ P , i ∈ [n], whose corresponding variable xij has been
fixed to 1 at the current node of the branch-and-bound tree. That is, we have
already decided to assign pi to cluster j. Moreover, let P ′j ⊆ P be the set of all
data points pi such that xij has not been fixed to 0 yet, i.e., pi already is or can
still be assigned to cluster j.

The first propagation idea is to use Pj , j ∈ [k], to find a valid lower bound
on the objective function as follows. For each j ∈ [k], compute the barycenter of
the set of points Pj and then compute the value of objective function restricted
to Pj . Now, the sum of the objective values for all j ∈ [k] will then give a valid
lower bound on the objective, since the addition of more points to the clusters
always increases the objective value. However, this propagation idea is true
only for Model (2.2), because in Model (3.1) the objective function is decoupled.
Nonetheless, we can still use the local information of the individual η variables to
perform simple propagation steps; see [CC2] for more details. Besides that, tight
bounds on the c-variables are also devised by taking into account the points that
can still be assigned to a cluster; as before, we refer to [CC2] for the details.

The next propagator is based on the following geometric property of an
optimal solution of the MSSC problem.

Lemma 3.2.1 (Lemma 4.2 in [CC2]) There exists an optimal solution with
clusters P1, . . . , Pk such that, for each j ∈ [k], we have conv(Pj) ∩ P = Pj.

For a proof of this lemma we refer to [CC2]. As a consequence, the convexity
propagator computes the convex hull, conv(Pj), for each j ∈ [k]. If there
exists p ∈ P ∩ conv(Pj) it performs the following steps: If p /∈ P ′j holds, then
we can prune the current node of the branch-and-bound tree because the local
variable bounds cannot lead to an optimal solution adhering to Lemma 3.2.1.
Otherwise, xpj can be fixed to 1. Besides pruning nodes and fixing variables
to 1, Lemma 3.2.1 has another consequence that allows us to fix some variables
to 0, which is illustrated in Figure 3.1. Formally, if there is q ∈ P \ P ′j , i.e., xqj
is fixed to 0, then all points in q + cone{−(p− q) : p ∈ Pj} can be fixed to 0 as
well; see [CC2] for more details.

The last propagation idea is based on distance computations. For each
point pi and each cluster j, the current bounding box of cluster j is computed

1Note that in the literature, bound tightening is often referred to as domain propagation or
node presolve.
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q

Figure 3.1: Illustration of cone-based propagation. If q is not contained in the red cluster,
none of the black points can be contained in the red cluster. Assigning the white points to the
red cluster is still possible. (See Figure 1 in [CC2].)

based on the local variable bounds of the cj variables. Next, we compute the
minimum and maximum distances of pi to the bounding box of cluster j. If
there is a cluster j′ such that the maximum distance of pi to j′ is smaller than
the minimum distance of pi to cluster j, then pi cannot be in cluster j. Thus,
we fix xij to 0 in this node of the branch-and-bound tree.

Branching rules Next, we sketch the four branching rules tailored to the
MSSC problem that we propose in [CC2]. Branching rules are used to split
the current subproblem into further subproblems to, e.g., enforce integrality of
variables. The decision on how to split the current subproblem is typically guided
by the solution of the subproblem’s LP relaxation. To enforce integrality of
variables in the MSSC problem, in [CC2] we select a variable xij whose value in
the LP solution is non-integral. Then, two subproblems are created that fix xij
to 0 and 1, respectively. However, we also propose a more general branching
rule in which we branch on more complicated inequalities. For an overview of
general branching rules, we refer to Achterberg et al. (2005).

The idea of the first branching rule is to interpret the non-integral LP
solution values x̃ij as the probability of point pi to belong to cluster j. Therefore,
to reduce the “assignment uncertainty” in the branch-and-bound tree, in the
entropy branching rule we branch on the point whose entropy is maximal since
it corresponds to the point whose assignment is the most uncertain. The next
three branching rules are motivated by geometric ideas. First, the clusters
should be compact instead of spread out, i.e., it is expected that the data points
are close to its centroids. Thus, in the distance branching rule we branch on
the x-variable corresponding to the point and the cluster that are most apart
from each other. In contrast, points in the middle of the cloud of points are also
interesting for branching, since they might allow further fixings. Then, in the
centrality branching rule we branch on the x-variable corresponding to the most
central data point. Finally, the pairs-in-the-middle-of-pairs branching is similar
to the last one, but here we branch on a more general inequality—the sum of a
pair of non-integral variables corresponding to the two data points located in
the middle of a pair of clusters.

Primal Heuristics Primal heuristics are used to provide primal, i.e., upper,
bounds during the branch-and-bound solution process. We refer to Berthold
(2006) for a comprehensive discussion of primal heuristics in MIP solving. Here,
we briefly describe the three primal heuristics that we use in [CC2]. The first one
is simply the k-means method, which we use as a root-node heuristic to provide
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warm-start solutions. The second primal heuristic is the rounding heuristic
originally proposed by Sherali and Desai (2005), which consists in rounding the
non-integral LP solution to its closest binary solution in a suitable way. The last
primal heuristic is an improvement heuristic which aims at improving an already
found feasible solution based on evaluations of intra-variance of clusters. This
improvement heuristic is the same that we propose in [CC1] to avoid partial
minimum of bad quality.

Finally, since Model (2.2) or (3.1) are symmetric with respect to cluster
assignments, in [CC2] we break these symmetries by imposing additional re-
strictions on the x-variables. This is done by enforcing lexicographic sorting via
orbitopal fixing, see Kaibel, Peinhardt, et al. (2011), and by using the symmetry
breaking inequalities developed by Kaibel and Pfetsch (2008).

3.3 Evaluating the Benefits of the Techniques
All the techniques presented in the last section can be incorporated into a branch-
and-bound algorithm. Moreover, instead of implementing a branch-and-bound
algorithm from scratch, one can use MINLP solvers that already provide a
branch-and-bound framework and that allow for user’s own plugins. To evaluate
the benefits of the proposed techniques, in [CC2] we use the open-source and
state-of-the-art MINLP solver SCIP, see Gamrath et al. (2020). Thus, all the
proposed techniques are implemented as SCIP plugins. To conduct the numerical
experiments, we consider 25 classic clustering problem instances, which comprise
both real-world as well as synthetic clustering instances of diverse sizes and
with different degrees of overlap, density, and sparsity of data points. The two
problem formulations, Model (2.2) and (3.1), are considered and we refer to
them as the quadratic model and the epigraph model, respectively. Moreover,
we set a time limit of 1 h per instance. In the following, we briefly discuss the
impact of our techniques on solving the MSSC problem to global optimality. For
a detailed discussion and for all the numerical results, we refer to [CC2].

As a benchmark for comparison here, we use plain SCIP, i.e., SCIP without
any problem-specific enhancements but with enabled symmetry handling, and
SCIP enabled with the best combination of all the proposed techniques. Let us
first summarize the results for k = 2 clusters. If plain SCIP is applied to the
25 instances, only one instance can be solved to global optimality, regardless of
which model is used. In turn, by enabling SCIP with the best combination of
all techniques, a massive improvement in the solution process is achieved. We
are able to solve eight instances to global optimality with the quadratic model,
and six instances with the epigraph model. Moreover, the optimality gaps for
those instances that could not be solved within the time limit are significantly
reduced; see Figure 3.2, which shows a comparison of the primal-dual gaps.

Looking at the gaps obtained by using plain SCIP, we can directly see that the
MSSC problem is extremely hard to solve to global optimality. The reason for this
is that obtaining good dual bounds in a reasonable amount of time is extremely
difficult. By enabling our techniques, almost all the gaps significantly improve,
especially for the quadratic model. This, in turn, allows many more instances
to be solved to global optimality. We observed that the techniques based on
geometric ideas are the most important components to solve the MSSC problem
effectively. In particular, the convexity-cone propagator is the most powerful.
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Figure 3.2: Instance ID vs. gap (in percentage and log-scale) for 2 clusters. Since the y-axis is
in log-scale, if a particular instance is solved to global optimality by a particular method, then
the gap is zero and hence it does not appear in the plot. Whereas, if the gap is equal or larger
than 104, then it assumes the gap limit of 104 in the plot. (See Figure 5 in [CC2].)

It drastically helps in the solution process of the MSSC problem. In contrast,
the localized variant of the cardinality cuts does not have a positive impact on
the solution process in general. The outer-approximation cuts (applicable only
for the epigraph model) are helpful for reducing the gaps, but their effect is
less pronounced if compared to the effect of the propagators. We also observed
that SCIP’s default branching rules perform equally good or better than our
branching rules. The primal heuristics are always beneficial, since they quickly
produce upper bounds of very good quality.

The MSSC problems with k = 3 clusters are much harder to solve to global
optimality. Plain SCIP cannot solve any instance out of the 25 using the quadratic
model and can solve only one instance using the epigraph model. By enabling
SCIP with our techniques, two more instances can be solved to global optimality,
using either the quadratic or the epigraph model. Although not many instances
can be solved by using our techniques, the improvement that they bring to the
solution process is significant in terms of primal-dual gaps; see Figure 3.3.
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Figure 3.3: Comparison of gaps between plain SCIP and SCIP enabled with the best setting
for 3 clusters. (See Figure 10 in [CC2].)

Although the difficulty of a MSSC problem is not directly measured by the
values of n, k, and d, since it also depends on the distribution of points, for the
diverse instances we consider, the numerical results indicate that the proposed
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techniques are highly beneficial for SCIP when solving the MSSC problems of
small sizes, i.e., when the number of data points (n) is at most 1000, d = 2,
and k = 2. Therefore, we also test the proposed techniques on a broader test
set of 70 smaller instances. A summary of the results is presented in Figure 3.4,
where we plot instance IDs vs. running times and primal-dual gaps. The size
of the instances (w.r.t. the number of data points) is increasing on the x-axis,
from 100 to 1000. Being 7 instances for each considered size, i.e., 7 instances
with n = 100, 7 instances with n = 200, and so on. While plain SCIP is not able
to solve any of the instances to global optimality within the time limit, SCIP
enabled with our techniques is able to solve 62 instances by using the quadratic
model and 69 instances by using the epigraph model. Moreover, the figure nicely
illustrates that as the sizes of the considered instances get larger, the harder the
instances become.
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Figure 3.4: Running times and comparison of gaps between plain SCIP and SCIP enabled with
the best setting for the sampled instances and for 2 clusters. (See Figure 12 in [CC2].)

Based on all the numerical experiments, we conclude that the proposed
techniques can be efficiently used to solve the MSSC problem to global optimality
if the size of the problem is not too large. In particular, the novel geometric ideas
drastically improve on the performance of SCIP for solving the MSSC problem
to global optimality.



Chapter 4

Cardinality-Constrained
Optimization

In this chapter, we consider the class of cardinality-constrained optimization
problems, which are problems of the form

min
x∈Rn

f(x) (4.1a)

s. t. x ∈ C, (4.1b)
‖x‖0 ≤ k, (4.1c)

with f : Rn → R being a convex function and C ⊆ Rn being a non-empty, closed,
and convex set. The Constraint (4.1c) is a restriction on the cardinality of the
set of nonzeros entries of the vector x, i.e.,

‖x‖0 := |supp(x)| = |{i ∈ [n] : xi 6= 0}|,

and k ∈ N is a fixed cardinality ceiling. The notation ‖ · ‖0 is standard in the
literature and its usage comes from the fact that it can be seen as a limit case of
the general p-norm. However, ‖·‖0 is not a norm. The cardinality constraint (4.1c)
makes this class of problems NP-hard (Bienstock 1996; Natarajan 1995). In fact,
the Constraint (4.1c) is nonconvex and nondifferentiable; see Figure 4.1 for an
illustration of the set of points that satisfy a cardinality constraint.

Even though only continuous variables appear in Problem (4.1), it has a
discrete structure and hence can be formulated as a mixed-integer problem. This
fact can be seen by introducing new variables z ∈ {0, 1}n and reformulating the

x1

x2

Figure 4.1: Illustration of the feasible set of
{
x ∈ R2 : ‖x‖0 ≤ 1

}
.
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constraint ‖x‖0 ≤ k as

−Mz ≤ x ≤Mz,

n∑

i=1

zi ≤ k, z ∈ {0, 1}n (4.2)

with M being an upper bound on ‖x‖∞. However, the big-M formulation of
Problem (4.1) obtained via using Constraints (4.2) usually provides only weak
continuous relaxations, which in turn makes branch-and-bound based algorithms
slow (Bienstock 2010). Therefore, better mixed-integer reformulations have
been proposed in the literature. Frangioni and Gentile (2006) consider MIQPs
with semi-continuous variables (x) and binary variables (z) and explore the
convex envelope of the objective function. They show that this is in fact the
perspective function of the continuous part of the objective function. This insight
is used to provide a reformulation with a tighter continuous relaxation—called
the perspective reformulation. The perspective reformulation approach has been
extended by several other authors. Specifically, in Günlük and Linderoth (2010),
it is shown that the cardinality constraints can be reformulated via second-order
cone (SOC) constraints. We refer to Günlük and Linderoth (2012) for a survey
on the perspective reformulation.

Despite of its difficulty, the class of cardinality-constrained optimization
problems is extremely important in practice. Notice that, by imposing a car-
dinality constraint, with k < n, we are asking for sparse solutions, which is a
desirable property in many applications. For example, two famous and rele-
vant optimization problems that fit into this class of problems are the sparse
regression (or best subset selection) and sparse portfolio optimization problems.
Thus, motivated by its importance and by the fact that it is not always possible
to obtain exact solutions for such NP-hard problems, especially for large-scale
datasets, in [CC3] we propose a heuristic to quickly compute feasible points of
good quality. Moreover, in contrast to other heuristics, our heuristic comes with
a theoretical analysis of the quality of the computed points.

The remainder of this chapter is organized as follows. In Section 4.1, we
present the sparse portfolio optimization and best subset selection problems
along with a brief literature review on existing approaches for these two problems.
Then, in Section 4.2, we provide a short description of the proposed methods.
Lastly, in Section 4.3, we discuss the main results and conclusions from our
extensive computational study. All the details and results can be found in [CC3].

4.1 Sparse Portfolio and Sparse Regression Prob-
lems

A very classic problem in optimization is the mean-variance Markowitz optimiza-
tion problem (Markowitz 1952). Given n possibly risky assets with mean return
vector r ∈ Rn, covariance matrix Σ ∈ Rn×n, and the level of expected portfolio
return R > 0, the traditional Markowitz optimization framework computes the
optimal proportion of each asset such that the risk is minimized for the given
desired return or the return is maximized for a given level of risk. Suppose now
that only 0 < k < n assets can be included in the portfolio, thus we have the
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following cardinality-constrained portfolio optimization problem

min
x∈Rn

x>Σx

s. t. r>x ≥ R,
e>x = 1,

x ≥ 0,

‖x‖0 ≤ k,

(4.3)

where e is the vector of all ones in suitable dimension. Recently, new real-
world financial constraints have been considered for the portfolio model, which
makes the traditional model more realistic but also more complex. For a recent
overview on such portfolio models; see, e.g., Jin et al. (2016) and Mencarelli and
D’Ambrosio (2019). In general, Problem (4.3) is NP-hard (Gao and D. Li 2013).

Exact methods to solve some instances of Model (4.3) to global optimality
have already been studied in Bertsimas and Shioda (2009), Bienstock (1996),
Bonami and Lejeune (2009), Cui et al. (2013), Frangioni, Furini, et al. (2016,
2017), Gao and D. Li (2013), Vielma et al. (2008), and Zheng et al. (2014).
However, it is not always computationally practical to use such globally optimal
algorithms, especially for large-scale instances. To the best of our knowledge,
the exact method that scales best has been recently proposed in Bertsimas and
Cory-Wright (2022), where instances are solved for which the number of assets
is around 1000 or larger. For large-scale datasets, it is quite common to use
heuristics or local search methods since an optimal solution seems to be out of
reach. Earlier heuristics rely on genetic algorithms, tabu search, and simulated
annealing (Chang et al. 2000). More recent heuristics are mostly based on
first-order methods; see, e.g., Bertsimas and Cory-Wright (2022) and Teng et al.
(2017). In particular, we highlight Teng et al. (2017) because the decomposition
idea used therein is similar to the one we use in [CC3]. However, the resolution
strategies are rather different. In Bertsimas and Cory-Wright (2022), a heuristic
tailored to the sparse portfolio problem is used to compute high-quality feasible
points, which are then used to warm-start an exact method. This heuristic has
been initially proposed in Bertsimas, King, et al. (2016) for warmstarting an
exact method for the best subset selection problem.

Another very classic problem in optimization and statistics is the linear
regression problem. Given a response vector y ∈ Rn and observed data X ∈
Rn×p, we try to estimate the true predictors β0 ∈ Rp via the linear regression
model y = Xβ0 + ε, such that the prediction residual ε ∈ Rn is minimized. It is
often the case, especially for large-scale data sets, that the number of variables p
is much larger than the number of samples n. Thus, many of the variables might
be irrelevant for the prediction. In this context, it is desirable to select only the
subset of variables that is relevant for the prediction.

The best subset selection problem (Miller 2002) aims to address this aspect
by allowing to have only k many non-zero entries in β. The objective is then
to select k out of p features, which best describe the relation between X and y.
Usually, a proper k is then chosen via cross-validation. The best subset selection
problem can be posed as the optimization problem

min
β∈Rp

‖Xβ − y‖22
s. t. ‖β‖0 ≤ k.

(4.4)
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This problem is also NP-hard (Natarajan 1995) and is subject of very active
research (Atamtürk and Gómez 2018; Bertsimas, King, et al. 2016; Bertsimas
and Parys 2020; Dong et al. 2015; Mazumder et al. 2011). In many modern
statistical applications, it is common to consider thousands of variables and thus
identifying a set of relevant variables from this list is, in general, computationally
hard in practice; see, e.g., the discussions in Bertsimas, King, et al. (2016) and
Mazumder et al. (2011). In this context, much research is dedicated to the
development of viable heuristics or local search methods. Among these, the most
prominent approach is the Lasso method (Bühlmann and Geer 2011; Tibshirani
1996), which solves the convex problem

min
β∈Rp

‖Xβ − y‖22 + λ‖β‖1. (4.5)

However, this problem is not equivalent to Problem (4.4), and the latter is
known to yield solutions with superior predictive quality (Bertsimas, King, et al.
2016; Mazumder et al. 2011). Therefore, it is of high interest to develop better
heuristics for the sparse regression problem. In Bertsimas, King, et al. (2016), a
first-order method combined with the hard-thresholding operator is proposed
to serve as a warm-start for their exact method. Another approach, proposed
by Bertsimas and Parys (2020), takes the dual of the continuous part of the
problem and transforms it to a max-min problem, which can be solved efficiently
as a second-order cone problem. This MaxMin method is shown to provide very
good results. Therefore, we use it in [CC3] as one of the benchmarks to compare
our method with. One of the very recent and most promising approaches is the
L0Learn method proposed in Hazimeh and Mazumder (2020). Similar to the
algorithms used to find a solution for Lasso, L0Learn utilizes a coordinate-descent
approach. In our computational study in [CC3] we also compare our method
with L0Learn.

4.2 A Penalty Alternating Direction Method
In this section, we briefly describe the methods that we propose to produce
good feasible points of Problems (4.3) and (4.4). The complete presentation and
discussion can be found in [CC3].

Note that the complicating constraints in both Problems (4.3) and (4.4),
are the cardinality constraints. Both problems can be efficiently solved if the
cardinality constraint is omitted. Therefore, the idea of the algorithm is to
decompose each problem into two subproblems that are much easier to solve
than the full problem. Similar as in Section 2.3 of Chapter 2, the core idea of
our approach is to use an alternating direction method. However, note that
neither Problem (4.3) nor Problem (4.4) has the block-separable structure as in
the general Problem (2.7). Hence, we first propose an equivalent block-separable
reformulation for each problem, which in turn can be tackled with a penalty
alternating direction method (PADM). This algorithm is an extension of the
ADM and has been proposed by Geißler et al. (2017).

In the following, we show how the Problem (4.3) is reformulated and how
the PADM is applied to this reformulation. Here, we refrain from presenting
this procedure for the Problem (4.4), since it is analogous and follows the same
rationale; see [CC3]. First, we duplicate the continuous variables x ∈ Rn via the
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introduction of new variables w ∈ Rn and rewrite Problem (4.3) equivalently as

min
x,w

x>Σx

s. t. r>x ≥ R, e>x = 1, x ≥ 0,

x = w, ‖w‖0 ≤ k.

The introduction of the coupling constraints x = w allows us to transfer the
hard cardinality constraint previously on x to w. Now, via a classic penalty
framework, we move these constraints to the objective function by means of
an `1 penalty term with penalty parameter µ ≥ 0:

min
x,w

x>Σx+ µ‖x− w‖1

s. t. x ∈ Ũ := {x̃ ∈ Rn : r>x̃ ≥ R, e>x̃ = 1, x̃ ≥ 0},
w ∈ Ṽ := {w̃ ∈ Rn : e>w̃ = 1, ‖w̃‖0 ≤ k}.

(4.6)

Note that now we can fully decompose the problem into two directions of
optimization: one for x and the other one for w. The PADM now proceeds as
follows. Given a starting point and an initial value for the penalty parameter,
the ADM of Algorithm 1 is used to compute a partial minimum of the penalty
Problem (4.6). With this partial minimum at hand, we verify if the coupling
constraints are satisfied, i.e., if ‖x − w‖1 is sufficiently small. If they are, we
stop with a feasible point of Problem (4.3). If not, the penalty parameter is
updated and the next penalty problem is solved to partial minimality. Thus,
the algorithm produces a sequence of partial minima of a sequence of penalty
problems of Type (4.6).

In each inner ADM iteration, the two subproblems that need to be solved are

xt,l+1 ∈ arg min
x∈Ũ

x>Σx+ µt‖x− wt,l‖1, (4.7)

and
wt,l+1 ∈ arg min

w∈Ṽ
‖xt,l+1 − w‖1. (4.8)

Here, we already discarded the constant term (xt,l+1)
>

Σxt,l+1 and the penalty
parameter µt in the objective function of Problem (4.8) since they do not have an
effect on the solution of the optimization problem. These problems can now be
solved efficiently. Problem (4.7) is the convex traditional portfolio optimization
problem with an `1 regularization term. Problem (4.8) can be solved with a
closed-form solution as we show in [CC3]. The method is formally stated in
Algorithm 2.

Now, from the convergence result shown in Geißler et al. (2017) (Theorem 8),
the point (x∗, w∗) computed with Algorithm 2 is a partial minimum of (4.3).
Partial minimality is a rather weak property. However, as our problems are
nonconvex due to the cardinality constraint, we cannot, in general, expect
to achieve convergence to a global minimum with our alternating approach.
Nonetheless, our computational study in [CC3] revealed that the PADM is able
to compute globally optimal solutions for several problem instances.
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Algorithm 2 A penalty ADM applied to Problem (4.3).

1: Choose initial values w0,0 ∈ Ṽ and penalty parameter µ0 ≥ 0.
2: for t = 0, 1, . . . do
3: Set l = 0.
4: while (xt,l, wt,l) is not a partial minimum of (4.6) with µ = µt do
5: Solve Problem (4.7) with w = wt,l and µ = µt to obtain xt,l+1.
6: Solve Problem (4.8) with x = xt,l+1 and µ = µt to obtain wt,l+1.
7: Set l← l + 1.
8: end while
9: if (xt,l, wt,l) satisfies the coupling constraints then

10: Stop with (xt,l, wt,l) being a feasible point of (4.3).
11: else
12: Choose a new penalty parameter µt+1 ≥ µt.
13: end if
14: end for

4.3 Computational Study
In Section 5 of [CC3], we have performed an extensive computational evaluation
of the PADMs designed for Problems (4.3) and (4.4). The evaluation is in terms
of solution quality and running time. In the case of the cardinality-constrained
portfolio optimization problem, we use as a benchmark for comparison the
optimal solutions delivered by the commercial solver Gurobi applied to the big-M
based MIQP formulation of the problem. As discussed in [CC3], whenever
possible, we also apply Gurobi to the MISOCP reformulation of the problem.
When the solver is not able to solve the problem to global optimality, we compare
the PADM solution with the best feasible solution found by the solver. In contrast
to the cardinality-constrained portfolio optimization problem, for the best subset
selection problem there are several heuristics readily available in the literature.
Therefore, we also compare PADM to state-of-the-art heuristics tailored to
the best subset selection problem, and consider the big-M reformulation of the
problem to compute globally optimal solutions with the commercial solver CPLEX.
Here, we briefly discuss the main conclusions drawn from the computational
study. We refer to [CC3] for all the details such as computational setup and
numerical results.

Cardinality-Constrained Portfolio We start with the cardinality-
constrained portfolio optimization problem. To be able to draw solid conclusions,
we have tested the PADM on several classic real-world as well as large-scale
and randomly generated cardinality-constrained portfolio optimization instances.
The classic real-world instances are not too large, i.e., the number of assets
is n ≤ 225 and the cardinality limits usually considered are k ∈ {5, 10, 20}. In
these cases, Gurobi is able to find globally optimal solutions for all the instances
and PADM is competitive to Gurobi. In terms of running times, there is almost
no difference. Both are able to compute a solution very quickly. In terms of
solution quality, PADM always finds a partial minimum that is very close to the
optimal solution or it even finds the optimal solution. In fact, only 2 out of 15
instances are not solved to global optimality by PADM. This already indicates
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that the quality of the solutions computed by PADM is very good.
The large-scale and randomly generated instances comprise instances with

the number of assets varying from 200 to 5000, and the cardinality limits varying
from 5 to 200. In this context, Gurobi is no longer able to find globally optimal
solutions for all problems. Specifically, smaller values of the cardinality limit k,
i.e., k ∈ {5, 10}, seem to make the problem much harder from the point of view of
solving it to global optimality. In contrast, PADM always returns a feasible point
of good quality in a few seconds. In particular, for the instances with k = 50,
PADM is much faster than Gurobi and the reported objective function values
are the same. Larger values of k, i.e., k ∈ {100, 200}, also makes the problem
easier to solve for PADM. For these values of k, Gurobi is the faster method, but
also PADM always finds the globally optimal solution within reasonable time.
However, we stress that PADM does not provide any guarantee that the solution
is globally optimal. Finally, we have also tested a PADM-perspective variant
of the method by exploring the perspective reformulation of Problem (4.3). By
doing so, more information from the original problem could be added to the
subproblem in the direction of w. However, this version of the method turned
out not to be beneficial in general.

Best Subset Selection Let us now discuss the main conclusions from the
computational study of the best subset selection problem. The instances are
synthetically generated following a standard procedure in the literature for
generating best subset selection instances; see Bertsimas, King, et al. (2016)
and Hastie et al. (2020). We compare the partial minima computed by PADM
with the globally optimal solution (if possible) and with the heuristic solutions
produced by the two other heuristics: the MaxMin and L0Learn, which we
briefly discussed in Section 4.1.

The quality of the solutions is measured both in terms of relative gaps and
statistical performance. The relative gaps are computed using the best objective
function value across all the methods, since the exact solver is not able to always
find globally optimal solutions within the time limit of 1 h. The conclusion is as
follows. For the case n > p, the L0Learn method always performs best for the
small instances. However, as the sizes of the instances get larger, the solutions
produced by L0Learn become significantly worse. For these instances, PADM
always performs best, and the finetuned version of L0Learn performs slightly
worse than PADM. In the case p > n, PADM has significantly worse objective
values. This is also the case for the finetuned version of L0Learn, while the
plain L0Learn performs best. On the other hand, the statistical performance of
PADM is superior in this case. The statistical performance is measured via the
selection accuracy, i.e., the percentage of correct nonzero coefficients that are
selected. For all the problems, PADM consistently selects predictors with much
higher accuracy than the other heuristics.

In terms of running times, Figure 4.2 shows the performance profile of
the running times of PADM, L0Learn, finetuned L0Learn, MaxMin, and MIP
solver CPLEX; see Section 5.3.4 within [CC3] for the details. The L0Learn
method dominates all other approaches as it is always the fastest approach. Our
proposed approach comes second, closely followed by the finetuned L0Learn
method. MaxMin comes fourth, and the exact solver fifth. About 50 % of all
instances could not be solved within the time limit by the exact approach and
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Figure 4.2: Performance profile for PADM (blue), L0Learn (yellow), finetuned L0Learn (green),
MIP (orange), and MaxMin (purple). (See Figure 3 in [CC3].)

a small amount of instances could also not be solved within the time limit by
MaxMin. Finally, we highlight that our approach is able to solve instances
with 15 000 variables in about 15 minutes with consistently good results.



Chapter 5

Conclusions and Outlook

In this thesis, we considered two classes of important problems arising in optimiza-
tion and statistics: clustering problems and cardinality-constrained optimization
problems. The methods that we propose contribute to the literature on solving
these problems from a practical point of view. In particular, the (penalty)
alternating direction methods have shown to scale well to large-scale problems
and to provide feasible points that are very close to globally optimal solutions for
several problem instances. This confirms the suitability of decomposition-based
methods to solve large-scale optimization problems arising in machine learning,
finance, and statistics. On the other hand, geometrically motivated techniques
revealed to be very beneficial for improving the solution process of the MSSC
problem. This opens possibilities for combinations of existing techniques with
the novel proposed ones. Therefore, in the following, we outline several possible
directions of future work as well as some open questions that we did not answer
in this thesis.

As discussed, one issue with the Γ-robust counterpart of the MSSC problem
is that the partial minima we obtain do not correspond to globally optimal
clusterings. Consequently, the development of methods to compute global
optima of robustified clustering problems, although very challenging, may be
a worthwhile topic of future work. Moreover, the question on how to derive
practically meaningful uncertainty sets for the robustification remains open. In
this direction, it would also be interesting to study real-world applications of
the robust models. Further, we have considered only box-uncertainty sets, while
other uncertainty sets such as polyhedral or ellipsoidal sets may be considered
in future works as well.

The challenging task of solving the MSSC problem to global optimality is still
for sure a direction of future work. The techniques that we propose in this thesis
have shown to be very efficient for exactly solving instances of moderate size.
Since these techniques can be embedded in MSSC-tailored branch-and-cut based
algorithms, we believe that techniques that aim at reducing the space or use
sophisticated sampling strategies can be combined with our techniques, possibly
yielding a very powerful algorithm. As we have seen, branch-and-bound methods
deteriorate as the size of the problem increases. However, solving problems of
small size can be done almost instantly, therefore this combination seems to be
promising.

Regarding the cardinality-constrained optimization problems, we have applied

32
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the penalty alternating direction method only to two famous problem instances:
sparse portfolio optimization and best subset selection problems. Therefore, the
application of the method to other cardinality-constrained models would also be
interesting. Moreover, the proposed methods can be seen as primal heuristics,
which can be incorporated in a branch-and-bound algorithm to enhance the
solution process for obtaining globally optimal solutions.
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Robustification of the k-Means Clustering Problem
and Tailored Decomposition Methods:

When More Conservative Means More Accurate

Jan Pablo Burgard1, Carina Moreira Costa2, Martin Schmidt2

Abstract. k-means clustering is a classic method of unsupervised learning
with the aim of partitioning a given number of measurements into k clusters.
In many modern applications, however, this approach suffers from unstructured
measurement errors because the k-means clustering result then represents
a clustering of the erroneous measurements instead of retrieving the true
underlying clustering structure. We resolve this issue by applying techniques
from robust optimization to hedge the clustering result against unstructured
errors in the observed data. To this end, we derive the strictly and Γ-robust
counterparts of the k-means clustering problem. Since the nominal problem
is already NP-hard, global approaches are often not feasible in practice. As
a remedy, we develop tailored alternating direction methods by decomposing
the search space of the nominal as well as of the robustified problems to
quickly obtain feasible points of good quality. Our numerical results reveal an
interesting feature: the less conservative Γ-approach is clearly outperformed
by the strictly robust clustering method. In particular, the strictly robustified
clustering method is able to recover clusterings of the original data even if only
erroneous measurements are observed.

1. Introduction

In statistical analyses, a typical assumption is that the used data is measured
without error. However, this assumption is often violated. One possible way to
approach this problem is to assume measurement errors in the observed variables.
However, these measurement errors often are not specifiable with distributional
assumptions as nothing is known about them. Measurement errors with unknown
structure appear in many different application areas and will be referred to as
unstructured errors hereafter. For example, the authors of [44] state four sources of
such errors in the case of micro-array analysis. When using register data, a typical
source of errors are over- and undercounts, which are typically not detectable from
the register itself [18]. Another example is the analysis of the potential use of big
data in public health research in [36], where the authors strikingly state “’Big Error’
can plague Big Data”.

The field of robust optimization treats this problem of unstructured, uncertain
data by robustifying optimization problems with uncertain parameters. In this
setting, no additional information about these parameters is required besides that
they belong to a prescribed uncertainty set. See [47] for the first paper on robust
optimization and the textbook [7] or the survey article [10] for a general overview.
For a recent application of these ideas to linear mixed models see [17]. However, the
most basic variant of robust optimization—usually called strict robustness—was
often criticized since it may lead to overly conservative solutions as they are explicitly
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hedged against the worst-case. As a remedy, less conservative concepts of robustness
have been proposed in the last decades; see, e.g., recoverable robustness [38], light
robustness [24], adjustable robustness [6], or Γ-robustness [13].

As motivated above, in statistics, there are several optimization problems, which
should be re-engineered to account for the unstructured error setting as it arises in big
data sources. By developing new robust optimization methodology for optimization
problems from statistics and/or classification, it is widely accepted that a major
advancement in the analysis and usability of large data sources can be achieved.
For example, a very important and widely used method is k-means clustering [39,
40]. It is used to find clusters in an unsupervised learning setting and is widely
applied in the context of big data analysis; see, e.g., [20, 34]. However, it does not
compensate for possible errors in the data set. Therefore, the clusters that are found
are perturbed by the unstructured errors and do not necessarily correspond to the
true underlying structure of interest.

The marriage of problems from classification or statistics with modern techniques
from mathematical optimization has been a field of very active research during the
last years and a comprehensive overview over this literature is out of the scope of
this article. Thus, we mainly focus on reviewing the literature at the interface of
robust optimization, k-means clustering, and classification problems. One of the
most prominent methods for classification are support vector machines (SVMs),
which also have been considered from the point of view of robust optimization;
see, e.g., [11, 14, 42, 50]. The results obtained in these papers often illustrate
that robustified solutions can give higher accuracy than nominal ones, leading to
improvements in the SVM method. The most recent paper [11] from the above
list also contains the application of robust optimization to two other major and
widely used classification methods (besides SVMs): logistic regression and CART.
The presented extensive computational results show that the robust formulations
outperform nominal and regularized models for most of the instances—especially
in the case of high-dimensional instances and instances that are hard to separate.
Moreover, to the best of our knowledge, [11] is the only paper that also uses the
concept of Γ-robustness for classification. Interestingly, the authors report that
Γ-robustness is beneficial for robustifying SVMs. In contrast to that, our results for
Γ-robustified k-means clustering are clearly outperformed by the strictly robustified
models.

Our contribution is the following. We follow the way paved by [11] but consider
strictly and Γ-robust optimization for the k-means clustering problem. The robus-
tification of the underlying optimization problem allows us to consider erroneous
input data. As a consequence, it becomes possible to compute clusterings that are
closer to the clusterings of the original, i.e., error-free, data although only erroneous
input data can be considered. To the best of our knowledge, this issue has not been
studied before in the literature. Moreover, we develop tailored alternating direction
methods (ADMs) to quickly obtain solutions of good quality. Here, one of the main
insights is that an ADM for the nominal case can be generalized so that it becomes
applicable to the robust counterparts while keeping its convergence properties.

Classic ADMs are extensions of augmented Lagrangian methods and have been
originally proposed in [28, 32]. A general analysis of the convergence theory of
ADMs is presented in [9]. The particular case of ADMs applied to convex objective
functions f(u, v) over disjoint constraint sets u ∈ U , v ∈ V , is discussed in [52].
An extension to the case of a biconvex f is given in [33]. More recently, in [15],
the authors discuss applications of the alternating direction methods of multipliers
(ADMMs), which are closely related to ADMs, in the broad area of machine learning
and highlight its possibility of parallelization and distributed computing. ADMs
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are very broadly applied; for an application of ADMs to solve nonconvex MINLPs
in the context of gas transport, we refer to [30, 31]. For an application in supply
chain management, we refer to [46]. Furthermore, in [29] it is shown that idealized
feasibility pumps can be seen as an ADM and a penalty-based ADM for MIPs and
MINLPs is proposed. A similar method based on block coordinate descent and
coordinate descent has been applied recently in the context of optimal imputation
in [12]. However, the authors do not consider clustering problems.

In general, these methods rely on a problem-specific decomposition of the variable
space of the robust counterparts. Using these decompositions, solutions of good
quality can be obtained by alternatingly solving two sub-problems that are signifi-
cantly easier to solve than the robust counterpart. For the nominal case, the applied
ADM exactly mimics the classic k-means clustering algorithm. However, our more
abstract view on the decomposition of the problem later allows to carry the idea of
alternatingly solving easier subproblems over to the robustified settings. Strictly
robust counterparts for the k-means clustering problem are also considered in [37, 51].
However, there is no investigation of structural properties of data sets that indicate
whether a robustification of k-means might be beneficial or not. Additionally, by
explicitly framing our method as an ADM, we are also able to provide a convergence
result (both for the nominal and the two robustified clustering methods), which
is not done in [37, 51]. We also extend our ADM setting so that partial minima
(delivered by the ADM) of bad quality can be detected and improved so that the
alternating algorithm can be restarted with a significantly improved starting point.
We show in our numerical results that this restart heuristic leads to significantly
better clustering results. In [37], the authors focus on clustering of incomplete data
sets. Thus, in their computational study, the robust clustering results are evaluated
by comparing them to other existing k-means algorithms for incomplete data sets.
In contrast to this, the goal of this paper is to evaluate the quality of robustified
solutions obtained and to develop an understanding of structural properties of data
sets for which robust clustering is beneficial. It turns out that a robustification of
the clustering approach is not required if the underlying data points are already
well separated. However, if this is not the case, the robustified method is able to
recover the true clustering although only erroneous data is observed. Our analysis
especially leads to an interesting result regarding the comparison of strictly and
Γ-robust clustering. The Γ-robust approach was developed to overcome the criticism
of strictly robust solutions that are often too conservative in practice. For k-means
clustering we observe the contrary: The conservatism of strict robustness leads to
significantly better clustering results when compared to the Γ-robust solutions.

The remainder of the paper is structured as follows. In Section 2 we formally
introduce the k-means clustering problem and state it as a mixed-integer nonlinear
optimization problem (MINLP). Afterward, Section 3 contains the strictly robust
counterpart, followed by the Γ-robust counterpart in Section 4. We state a generic
ADM in Section 5 and discuss its basic convergence properties that can also be
applied if a tailored version is applied to nominal or robustified clustering problems.
By doing so, we can explicitly characterize the obtained clustering solutions as
so-called partial minima of the underlying MINLP. Moreover, we state the specific
sub-problems that need to be solved in every iteration of the ADM (if applied to
the nominal or one of the two robust clustering methods) and show that they can
always be solved efficiently. In Section 6, we describe the already mentioned restart
heuristic and present our numerical results in Section 7. The paper closes with some
concluding remarks and notes on future research topics in Section 8.
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2. The k-means Clustering Problem and an MINLP Formulation

Let X ∈ Rp×n be the matrix containing the data set for clustering, which consists
of n data points in Rp. Here, the data point xi ∈ Rp, i = 1, . . . , n, corresponds to
the ith column of X. For given k, the goal of k-means clustering is to find mean
vectors µj ∈ Rp, j = 1, . . . , k, of k clusters that satisfy

µ∗ = arg min
µ

h(X,µ), µ = (µj)j=1,...,k, (1)

where the loss function h is a sum of distances such as the squared Euclidean
distance

h(X,µ) =
k∑

j=1

∑

xi∈Sj

‖xi − µj‖22, (2)

with Sj ⊂ Rp being the set of data points that are assigned to cluster j.
By introducing binary variables bi,j ∈ {0, 1} for i = 1, . . . , n and j = 1, . . . , k, we

can reformulate the function h as

h(X,µ, b) =
k∑

j=1

n∑

i=1

bi,j‖xi − µj‖22, b = (bi,j)
j=1,...,k
i=1,...,n ,

where the binary variables have the meaning

bi,j =

{
1, if point xi is assigned to cluster Sj ,
0, otherwise.

As xi ∈ Rp should belong to exactly only one cluster, we include the constraint
k∑

j=1

bi,j = 1 for all i = 1, . . . , n.

To simplify the presentation in what follows, we introduce the notations

N := {1, . . . , n}, P := {1, . . . , p}, K := {1, . . . , k}.
Thus, a reformulation of the k-means clustering problem as a mathematical opti-
mization problem is given by

min
µ,b

∑

j∈K

∑

i∈N
bi,j‖xi − µj‖22 (3a)

s. t.
∑

j∈K
bi,j = 1 for all i ∈ N, (3b)

bi,j ∈ {0, 1} for all i ∈ N, j ∈ K, (3c)

b ∈ Rn×k, (3d)

µ ∈ Rp×k. (3e)

This is a mixed-integer nonlinear programming problem (MINLP); all constraints
are linear but the objective function is cubic.

3. The Strict Robust Counterpart of the k-Means Clustering MINLP

Up to now, we assumed that the data points in X are known exactly. However,
in practice, often only erroneous measurements X̃ = X +E can be observed instead,
where E ∈ Rp×n describes the respective perturbation of the original data. We
assume that there is neither information on the expected value nor on any higher
order moment of the additive perturbation E. The error could even be a deterministic
error as opposed to a stochastic one.
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In statistics, measurement error correction methods typically assume that the
errors are random variables that follow a known distribution; see [19]. For a recent
proposal on dealing with clustering in these classic measurement error settings;
see [49]. By accounting for the error distribution in the estimation process, the
influence of the errors is reduced. However, this assumption is often very restrictive.
Especially when using big data sources as in [22, 55], no meaningful error distribution
can be assumed. As it is shown in [53] for biomarker measures, errors can be due to
specimen collection and storage. Last but not least, in social science and econometric
analysis, the indicators used are typically estimates resulting form a long statistical
production process that is prone to different kind of errors; see, e.g., [1]. All these
different types of errors can even extend to be systematic and thus are far from
being described as a zero-mean distributed error.

In this paper we to tackle the following situation: Although we can only observe
erroneous measures X̃ in practice, we want to compute a clustering that is as close
as possible to the clustering of the original data X ∈ Rp×n. Obviously, especially if
E has a mean vector different from 0 ∈ Rp over all observations in every cluster for
every variable, the optimal solution

µ̃∗ = arg min
µ

h(X̃, µ), µ = (µj)j∈K ,

will differ from the optimal solution of Problem (1). Therefore, the optimization
problem has to be reformulated to account for the unobservable and unstructured
error E. This can be done by using the min-max problem

min
µ

max
D∈U

h(X̃ −D,µ),

with U ⊆ Rp×n being the uncertainty set, which will be specified right below. In
particular, we assume that U can be chosen so that E ∈ U holds. Thus, given an
uncertainty set U , we minimize the function h considering the worst-case scenario
w.r.t. all possible D ∈ U .

As noted above, we assume that the error E is unstructured. Thus, we par-
ticularly refrain from using distributional information. Instead, we consider the
box-uncertainty set U ⊆ Rp×n to be given as

Ubox := {D ∈ Rp×n : −∆dil ≤ dil ≤ ∆dil, ∆dil ≥ 0, (l, i) ∈ P ×N}. (4)

With this at hand, we can now state the strictly robust counterpart of Problem (3):

min
µ,b

max
D∈Ubox

∑

j∈K

∑

i∈N
bi,j‖x̃i − di − µj‖22 (5a)

s. t.
∑

j∈K
bi,j = 1, i ∈ N, (5b)

bi,j ∈ {0, 1} , i ∈ N, j ∈ K, (5c)

µ ∈ Rp×k. (5d)

This robust counterpart is an optimization problem that is not directly tractable as
it is stated in (5). The main reason for its hardness is the min-max structure of the
objective function. Fortunately, we can reformulate this problem without the inner
maximization problem, as shown in the following theorem.
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Theorem 3.1. The robust counterpart (5) is equivalent to

min
µ,b,α

∑

j∈K

∑

i∈N
bi,j

(
‖x̃i − µj‖22 + ‖∆di‖22 +

∑

l∈P
2 ∆dil αi,j,l

)
(6a)

s. t. − αi,j,l ≤ x̃il − µjl ≤ αi,j,l, i ∈ N, j ∈ K, l ∈ P, (6b)
∑

j∈K
bi,j = 1, i ∈ N, (6c)

bi,j ∈ {0, 1}, i ∈ N, j ∈ K, (6d)

µ ∈ Rp×k. (6e)

Proof. First, we move the uncertainty from the objective function to the constraints
by introducing an extra variable t ∈ R and by rewriting the robust counterpart (5)
equivalently as

min
µ,b,t

t (7a)

s. t. max
D∈Ubox




∑

j∈K

∑

i∈N
bi,j‖x̃i − di − µj‖22



 ≤ t, (7b)

∑

j∈K
bi,j = 1, i ∈ N, (7c)

bi,j ∈ {0, 1}, i ∈ N, j ∈ K, (7d)

µ ∈ Rp×k. (7e)

Now, the uncertainties only appear in Constraint (7b), which in turn is equivalent
to

max
D∈Ubox




∑

j∈K

∑

i∈N
bi,j
(
‖x̃i − µj‖22 + ‖di‖22 − 2(x̃i − µj)>di

)


 ≤ t

⇐⇒
∑

j∈K

∑

i∈N
bi,j‖x̃i − µj‖22 + max

D∈Ubox




∑

j∈K

∑

i∈N
bi,j
(
‖di‖22 − 2(x̃i − µj)>di

)


 ≤ t.

Using the specific box-structure of the uncertainty set (4), we obtain

max
D∈Ubox

∑

j∈K

∑

i∈N
bi,j
(
‖di‖22 − 2(x̃i − µj)>di

)

= max
−∆dil≤dil≤∆dil

∑

j∈K

∑

i∈N

∑

l∈P
bi,j

(
(dil)

2 − 2(x̃il − µjl )dil
)

=
∑

j∈K

∑

i∈N

∑

l∈P
bi,j

(
(∆dil)

2 + 2|x̃il − µjl |∆dil
)
.

Thus, we get the constraint
∑

j∈K

∑

i∈N
bi,j

(
‖x̃i − µj‖22 +

∑

l∈P
(∆dil)

2 + 2∆dil|x̃il − µjl |
)
≤ t,
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instead of (7b), which, in turn, can be re-written as
∑

j∈K

∑

i∈N
bi,j

(
‖x̃i − µj‖22 + ‖∆di‖22 +

∑

l∈P
2∆dilαi,j,l

)
≤ t,

−αi,j,l ≤ x̃il − µjl ≤ αi,j,l, i ∈ N, j ∈ K, l ∈ P,
αi,j,l ≥ 0, i ∈ N, j ∈ K, l ∈ P.

Thus, Problem (5) is equivalent to

min
µ,b,t,α

t

s. t.
∑

j∈K

∑

i∈N
bi,j

(
‖x̃i − µj‖22 + ‖∆di‖22 +

∑

l∈P
2∆dilαi,j,l

)
≤ t,

− αi,j,l ≤ x̃il − µjl ≤ αi,j,l, i ∈ N, j ∈ K, l ∈ P,
αi,j,l ≥ 0, i ∈ N, j ∈ K, l ∈ P,
∑

j∈K
bi,j = 1, i ∈ N,

bi,j ∈ {0, 1}, i ∈ N, j ∈ K,
µ ∈ Rp×k,

and the result follows by eliminating t again. �
A standard criticism regarding strictly robust solutions (like those of Problem (6))

is that they tend to be too conservative as they are hedged against the worst-case
error that can appear for all entries of the matrix X̃. To obtain robust solutions
that are practically meaningful but less conservative, in [13] the authors propose
the so-called Γ-robust approach, which allows to control the degree of conservatism.
Thus, in the next section, we apply this approach to the k-means clustering problem
as well.

4. The Γ-Robust Counterpart of the k-Means Clustering MINLP

The Γ-approach proposed in [13] does not assume that all parameters will realize
in a worst-case way but restricts the number of such parameters by Γ ∈ N, which
gives the approach its name. We now apply the technique proposed in [13] to
the k-means clustering problem. This means that some observations x̃il are not
perturbed and, in this case, x̃il = xil and d

i
l = 0 holds. Thus, the matrices X̃ and X

only differ in a subset of Γ many elements.
To state the Γ-robust counterpart of Problem (3), we consider the uncertainty set

UΓ :=
{
D ∈ Ubox :

∣∣{dil : dil 6= 0, (l, i) ∈ P ×N
}∣∣ ≤ Γ

}
.

Using this uncertainty set, we determine the maximum number of observations
that may realize in worst-case way. However, we do not state in advance which will
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do so. Hence, the Γ-robust counterpart of Problem (3) is given by

min
µ,b,α

∑

j∈K

∑

i∈N
bi,j‖x̃i − µj‖22

+ max
{I⊆P×N : |I|≤Γ}




∑

j∈K

∑

(l,i)∈I
bi,j
(
(∆dil)

2 + 2∆dilαi,j,l
)


 (8a)

s. t. − αi,j,l ≤ x̃il − µjl ≤ αi,j,l, i ∈ N, j ∈ K, l ∈ P, (8b)
αi,j,l ≥ 0, i ∈ N, j ∈ K, l ∈ P, (8c)
∑

j∈K
bi,j = 1, i ∈ N, (8d)

bi,j ∈ {0, 1}, i ∈ N, j ∈ K, (8e)

µ ∈ Rp×k, (8f)

where we already replaced the absolute values with additional variables and linear
constraints as in Theorem 3.1. This model can be reformulated as an equivalent
problem without the inner maximization problem as we show next.

Theorem 4.1. The Γ-robust counterpart (8) is equivalent to

min
µ,b,α,λ,β

∑

j∈K

∑

i∈N
bi,j‖x̃i − µj‖22 + Γλ+

∑

(l,i)∈P×N
βil (9a)

s. t. λ+ βil ≥
∑

j∈K
bi,j
(
(∆dil)

2 + 2∆dilαi,j,l
)
, i ∈ N, l ∈ P, (9b)

− αi,j,l ≤ x̃il − µjl ≤ αi,j,l, i ∈ N, j ∈ K, l ∈ P, (9c)
αi,j,l ≥ 0, i ∈ N, j ∈ K, l ∈ P, (9d)
∑

j∈K
bi,j = 1, i ∈ N, (9e)

bi,j ∈ {0, 1}, i ∈ N, j ∈ K, (9f)
λ ≥ 0, (9g)

βil ≥ 0, i ∈ N, l ∈ P, (9h)

µ ∈ Rp×k. (9i)

Proof. First, we rewrite Problem (8) as

min
µ,b,α,t

t (10a)

s. t.
∑

j∈K

∑

i∈N
bi,j‖x̃i − µj‖22

+ max
{I⊆P×N : |I|≤Γ}




∑

j∈K

∑

(l,i)∈I
bi,j
(
(∆dil)

2 + 2∆dilαi,j,l
)


 ≤ t, (10b)

− αi,j,l ≤ x̃il − µjl ≤ αi,j,l, i ∈ N, j ∈ K, l ∈ P, (10c)
αi,j,l ≥ 0, i ∈ N, j ∈ K, l ∈ P, (10d)
∑

j∈K
bi,j = 1, i ∈ N, (10e)

bi,j ∈ {0, 1}, i ∈ N, j ∈ K, (10f)

µ ∈ Rp×k. (10g)
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Note that the inner maximization problem that appears in Constraint (10b), can
be re-written by re-arranging the terms in the sums. By doing so, we obtain the
following equivalent subset selection problem

max
{I⊆P×N : |I|≤Γ}




∑

(l,i)∈I

∑

j∈K
bi,j
(
(∆dil)

2 + 2 ∆dil αi,j,l
)


 . (11)

We now reformulate the latter problem as a linear optimization problem. For details,
we refer to Proposition 1 in [13]. From the cited result, it follows that an equivalent
formulation of Problem (11) is given by

max
z∈Rp×n

∑

(l,i)∈P×N


∑

j∈K
bi,j
(
(∆dil)

2 + 2 ∆dil αi,j,l
)

 zil (12a)

s. t.
∑

(l,i)∈P×N
zil ≤ Γ, (12b)

0 ≤ zil ≤ 1, i ∈ N, l ∈ P. (12c)

This is a linear optimization problem in z and its dual problem reads

min
λ,β

Γλ+
∑

(l,i)∈P×N
βil (13a)

s. t. λ+ βil ≥
∑

j∈K
bi,j
(
(∆dil)

2 + 2 ∆dil αi,j,l
)
, i ∈ N, l ∈ P, (13b)

λ ≥ 0, (13c)

βil ≥ 0, i ∈ N, l ∈ P. (13d)

Here, λ is the dual variable corresponding to Constraint (12b) and βil are the dual
variables corresponding to the constraints in (12c). Since Problem (12) is feasible
and bounded, we can apply strong duality, which states that the dual problem (13)
is also feasible and bounded and that the primal and dual optimal objective function
values coincide. We can thus replace the inner maximization problem in (10b) by its
dual minimization problem. In addition, notice that we do not need the minimum
here because if

t ≥
∑

j∈K

∑

i∈N
bi,j‖x̃i − µj‖22 + Γλ+

∑

(l,i)∈P×N
βil ,

λ+ βil ≥
∑

j∈K
bi,j
(
(∆dil)

2 + 2∆dilαi,j,l
)
, i ∈ N, l ∈ P,

λ ≥ 0,

βil ≥ 0, i ∈ N, l ∈ P,
is true, it also holds for the minimum value of

Γλ+
∑

(l,i)∈P×N
βil
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over the dual feasible set. Hence, we obtain

min
µ,b,t,λ,β

t

s. t. t ≥
∑

j∈K

∑

i∈N
bi,j‖x̃i − µj‖22 + Γλ+

∑

(l,i)∈P×N
βil ,

λ+ βil ≥
∑

j∈K
bi,j
(
(∆dil)

2 + 2∆dilαi,j,l
)
, i ∈ N, l ∈ P,

− αi,j,l ≤ x̃il − µjl ≤ αi,j,l, i ∈ N, j ∈ K, l ∈ P,
αi,j,l ≥ 0, i ∈ N, j ∈ K, l ∈ P,
∑

j∈K
bi,j = 1, i ∈ N,

bi,j ∈ {0, 1}, i ∈ N, j ∈ K,
λ ≥ 0,

βil ≥ 0, i ∈ N, l ∈ P,
and the result follows by eliminating t. �

5. Alternating Direction Methods
for Nominal and Robust k-Means Clustering

In this section, we propose tailored alternating direction methods (ADMs) to
compute approximate solutions to Problems (3), (6), and (9). Note that all these
problems are MINLPs, which are in general NP-hard to solve to global optimality.
Actually, the nominal k-means problem itself is an NP-hard problem even in the
particular case of two dimensions; see, e.g., [2, 21, 41]. For such hard problems
it is usually considered appropriate to study primal heuristics to quickly compute
feasible points of good quality. The presented ADMs can be seen as such primal
heuristics with the additional advantage that they come with a formal convergence
analysis. The key idea of the ADMs is to decompose the set of variables into two
blocks: the set of binary variables and the set of continuous variables. Afterward,
we alternatingly solve the problem in one direction while keeping the other one
fixed, which is a popular approach for clustering problems; see, e.g., [37] or [4, 43],
where an alternating direction method of multipliers is used to solve semidefinite
programming relaxations for computing a clustering of weighted graphs.

In the following, we first briefly review classic ADMs and afterward propose
tailored versions of ADMs to solve Problems (3), (6), and (9).

5.1. General ADM Framework and Convergence Properties. We now con-
sider the general problem

min
u,v

f(u, v) (15a)

s. t. g(u, v) = 0, c(u, v) ≥ 0, (15b)
u ∈ U ⊆ Rnu , v ∈ V ⊆ Rnv , (15c)

for which we make the following assumption.

Assumption 1. The objective function f : Rnu+nv → R and the constraint func-
tions g : Rnu+nv → Rm, c : Rnu+nv → Rq are continuous and the sets U and V are
non-empty and compact.

The feasible set of Problem (15) is denoted by Ω, i.e.,

Ω = {(u, v) ∈ U × V : g(u, v) = 0, c(u, v) ≥ 0} ⊆ U × V.
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Algorithm 1 A standard ADM.

1: Choose initial values (u0, v0) ∈ U × V .
2: for t = 0, 1, . . . do
3: Compute

ut+1 ∈ arg min
u

{
f(u, vt) : g(u, vt) = 0, c(u, vt) ≥ 0, u ∈ U

}
.

4: Compute

vt+1 ∈ arg min
v

{
f(ut+1, v) : g(ut+1, v) = 0, c(ut+1, v) ≥ 0, v ∈ V

}
.

5: Set t← t+ 1.
6: end for

Alternating direction methods are iterative procedures that solve Problem (15)
by alternatingly solving two simpler problems. Given an iterate (ut, vt), they solve
Problem (15) with v fixed to vt into the direction of u, yielding a new u-iterate ut+1.
Afterward, u is fixed to ut+1 and Problem (15) is solved into the direction of v,
yielding a new v-iterate vt+1. The algorithm is formally stated in Algorithm 1.
The for-loop is repeated until a termination criterion is reached. In order to state
convergence results for Algorithm 1, we need the following definition.

Definition 5.1. Let (u∗, v∗) ∈ Ω be a feasible point of Problem (15). Then, (u∗, v∗)
is called a partial minimum of Problem (15) if

f(u∗, v∗) ≤ f(u, v∗) for all (u, v∗) ∈ Ω,

f(u∗, v∗) ≤ f(u∗, v) for all (u∗, v) ∈ Ω

holds.

Consider Θ(ū, v̄) being the set of possible iterates starting from point (ū, v̄), i.e.,

Θ(ū, v̄) = {(u∗, v∗) : f(u∗, v̄) ≤ f(u, v̄), u ∈ U ; f(u∗, v∗) ≤ f(u∗, v), v ∈ V } .
The following general convergence result is taken from [33].

Theorem 5.1. Let {(ut, vt)}∞t=0 be a sequence generated by Algorithm 1 with
(ut+1, vt+1) ∈ Θ(ut, vt). Suppose that the solution of the first optimization problem
(in Line 3) is always unique. Then, every convergent subsequence of {(ut, vt)}∞t=0

converges to a partial minimum. In addition, if w and w′ are two limit points of
such subsequences, then f(w) = f(w′) holds.

The sequence {(ut, vt)}∞t=0 generated by Algorithm 1 may not converge, but
instead may have several convergent subsequences. In particular, if {(ut, vt)}∞t=0 is
contained in a compact set, then there exists at least one convergent subsequence
{(ut, vt)}t∈T . A partial minimum may not be global minimum. However, as the
problems that we need to solve are NP-hard, we are willing to accept sub-optimal
solutions. For more details on the convergence theory of classic ADMs; see, e.g., [33,
52].

5.2. An ADM for the Nominal k-Means Clustering Problem. In this section,
we propose a tailored version of Algorithm 1 to compute partial minimum of
Problem (3). First, we define the sets U and V . For each attribute’s index l ∈ P , let
π−l := min{xil : i ∈ N} and π+

l := max{xil : i ∈ N} be the minimum and maximum
value for this attribute, respectively, and let Π(X) := [π−1 , π

+
1 ]× · · · × [π−p , π

+
p ] be

the bounding box of all data points. Thus, xi ∈ Π(X) holds for all i ∈ N .
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Algorithm 2 ADM applied to the nominal k-means clustering problem (3).

1: Choose µ0 ∈ V .
2: for t = 0, 1, . . . do
3: for i ∈ N do
4: Compute Ji as in (19) and choose j∗ ∈ Ji.
5: Set bt+1

i,j = 1 if j = j∗ and bt+1
i,j = 0 if j 6= j∗.

6: end for
7: Update µt+1 using (20).
8: Set t← t+ 1.
9: end for

Now, within the context of Algorithm 1, we consider the following non-empty
and compact sets

U :=



b ∈ Rn×k : bi,j ∈ {0, 1},

∑

j∈K
bi,j = 1, i ∈ N, j ∈ K



 , (16)

V :=
{
µ ∈ Rp×k : µj ∈ Π(X), j ∈ K

}
, (17)

which gives the variable splitting required for the application of the ADM. Note that,
in Problem (3), we do not have any coupling constraint such as g or c in the general
Problem (15). In what follows, we describe how we compute a partial minimum of
Problem (3).

Suppose that initial mean vectors µ0 ∈ V are given. In each iteration t, the
problem in the direction of U reads

bt+1 ∈ arg min
b∈U

∑

j∈K

∑

i∈N
bi,j‖xi − (µj)t‖22. (18)

The optimal solution to this binary problem can be obtained as follows. Consider
a fixed i ∈ N . Since bi,j ∈ {0, 1} for j ∈ K and only one bi,j is equal to 1, we set
bi,j = 1 for j that minimizes the norm. This is exactly the j with µj being the
center that is the closest to the point xi. Thus, for each i ∈ N , we compute

Ji =

{
j : j ∈ arg min

j∈K
‖xi − (µj)t‖22

}
. (19)

Note that there may exist more than one element in Ji. In this case, we break the
tie by choosing the smallest one. With bt+1 at hand, we update the mean vectors
by solving the problem in the direction of V , which is given by

µt+1 = arg min
µ∈V

∑

j∈K

∑

i∈N
bt+1
i,j ‖xi − µj‖22.

This problem can be solved very effectively by using the formula

(µj)t+1 =
1

|Ct+1
j |

∑

i∈Ct+1
j

xi, j ∈ K, (20)

with
Ct+1
j = {i ∈ N : bt+1

i,j = 1}.
In other words, in each iteration, we obtain the new centers µt+1 ∈ V by computing
the centers for the given assignment bt+1. Now, we can summarize the main steps
of our algorithm to compute a partial minimum of Problem (3) in Algorithm 2. For
details on how we choose the initial centers we refer to Section 7.3.

Since the method in Algorithm 2 is a special case of the general ADM in Algo-
rithm 1, the general convergence result as stated in Theorem 5.1 can be applied,
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Algorithm 3 ADM applied to the strictly robust counterpart (6).

1: Choose (µ0, α0) ∈ V .
2: for t = 0, 1, . . . do
3: Compute bt+1 as in Steps 3–6 of Algorithm 2 w.r.t. x̃i.
4: Update µt+1 and αt+1 by solving problem (24).
5: Set t← t+ 1.
6: end for

yielding that Algorithm 2 leads to partial minima. Let us finally mention that the
presented ADM exactly mimics the classic k-means clustering algorithm. However,
this more abstract view on decomposing the problem can be nicely transferred to
the robustified settings that we discuss in the following sections.

5.3. An ADM for the Strictly Robust k-Means Clustering Problem. In
this section, we propose a tailored ADM to compute partial minima of Problem (6).
First, we describe how we choose the set V . Consider the bounding box of the
erroneous measures Π(X̃) as in Section 5.2. Thus, x̃i, µj ∈ Π(X̃) holds for all i ∈ N ,
j ∈ K. With this, for all i ∈ N, j ∈ K, l ∈ P , we can set

|x̃il − µjl | ≤ (x̃il − µjl )2 ≤ (π+
l − π−l )2 =: Ml, M := max{Ml : l ∈ P}. (21)

For being a solution of Problem (6), α needs to be minimized while satisfying (6b).
Thus, we can conclude that M as defined in (21) is an upper bound for α, i.e., we
can set

|x̃il − µjl | ≤ αi,j,l ≤M, i ∈ N, j ∈ K, l ∈ P.
This leads to the compact sets

Vα :=
{
α ∈ Rn×k×p : 0 ≤ αi,j,l ≤M, i ∈ N, j ∈ K, l ∈ P

}
, (22)

Vµ :=
{
µ ∈ Rp×k : µj ∈ Π(X̃), j ∈ K

}
. (23)

Finally, let V := Vµ × Vα be the Cartesian product of the compacts sets Vµ and Vα.
Thus, the variable splitting is given by the non-empty and compact set (16) and V
as just defined. Note that, with this variable splitting, we again do not have any
coupling constraints. Now, we can apply Algorithm 1 to Problem (6).

Suppose that the continuous variables µ0 and α0 are given. In each iteration t,
the first subproblem to be solved is the binary optimization problem

bt+1 ∈ arg min
b∈U

∑

j∈K

∑

i∈N
bi,j‖x̃i − (µj)t‖22,

in which we already skipped all the constant terms in the objective function.
This problem can be solved in analogy to Problem (18). Suppose that we have
computed bt+1. The new iterates µt+1 and αt+1 are computed by solving

min
(µ,α)∈V

∑

j∈K

∑

i∈N
bt+1
i,j

(
‖xi − µj‖22 + ‖∆di‖22 +

∑

l∈P
2 ∆dil αi,j,l

)
(24a)

s. t. − αi,j,l ≤ x̃il − µjl ≤ αi,j,l, i ∈ N, j ∈ K, l ∈ P. (24b)

This is a convex quadratic optimization problem and can thus be efficiently solved
by standard state-of-the-art solvers; see, e.g., [8, 16] for an overview of algorithms
and complexity results for convex problems. The overall method to compute a
partial minimum of Problem (6) is formally given in Algorithm 3. As in the last
section, Theorem 5.1 can be applied again, yielding that Algorithm 3 leads to partial
minima of the strictly robust counterpart.
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5.4. An ADM for the Γ-Robust k-Means Clustering Problem. As in Sec-
tion 5.3 we now first discuss how to obtain the set V for applying Algorithm 1 to
Problem (9).

Note that in Problem (9), the continuous variables λ and β are always bounded
in the direction of optimization since they are non-negative and minimized. Thus,
there exist constants Mλ and Mβ with

0 ≤ λ ≤Mλ, 0 ≤ βil ≤Mβ , i ∈ N, l ∈ P.
Now, we consider the following non-empty and compact sets

Vλ := {λ ∈ R : 0 ≤ λ ≤Mλ} , Vβ :=
{
β ∈ Rp×n : 0 ≤ βil ≤Mβ , i ∈ N, l ∈ P

}
.

With these sets and the sets in (22) and (23) at hand, we can define the non-empty
and compact set V as

V := Vµ × Vα × Vλ × Vβ . (25)
Thus, the variable splitting is represented by the sets (16) and (25). In this case
now, we have coupling constraints (9b). In the notation of (15), we define these
constraints formally as c : Rnu+nv → Rp×n with

c(l,i)(b, α, λ, β) = λ+ βil −
∑

j∈K
bi,j
(
(∆dil)

2 + 2 ∆dil αi,j,l
)
, (l, i) ∈ P ×N.

In the following, we describe how we solve the ADM subproblems. To solve
Problem (9) into the direction of U , we first need to choose µ0, α0, λ0, and β0.
Suppose that µ0 is given, and we obtain b0 as in Steps 3–6 of Algorithm 2 w.r.t. x̃i.
Then, we can compute α0, λ0, and β0 by solving the linear optimization problem

min
(α,λ,β)∈V

Γλ+
∑

(l,i)∈P×N
βil (26a)

s. t. c(l,i)(b
0, α, λ, β) ≥ 0, (l, i) ∈ P ×N, (26b)

− αi,j,l ≤ x̃il − (µjl )
0 ≤ αi,j,l, i ∈ N, j ∈ K, l ∈ P. (26c)

With the initial values for µ0, α0, λ0, and β0 at hand, the problem in the direction
of U in iteration t reads

min
b∈U

∑

j∈K

∑

i∈N
bi,j‖x̃i − (µj)t‖22 (27a)

s. t. c(l,i)(b, α
t, λt, βt) ≥ 0, (l, i) ∈ P ×N, (27b)

where we already skipped all constant terms in the objective function.
Note that for t = 0, we obtain b1 = b0 by solving Problem (27). This is because b0

is feasible for (27) and b0 leads to the optimal objective value since it has been
obtained as in Algorithm 2 w.r.t. x̃i. Thus, there is no need to compute α0, λ0, as
well as β0 and we can directly proceed with the problem into the direction of V
using b0, as described below.

Suppose that µ0 is given and b0 is obtained as in Algorithm 2. Thus, in each
iteration t, we compute µt+1, αt+1, λt+1, and βt+1 by solving

min
(µ,α,λ,β)∈V

∑

j∈K

∑

i∈N
bti,j‖x̃i − µj‖22 + Γλ+

∑

(l,i)∈P×N
βil (28a)

s. t. c(l,i)(b
t, α, λ, β) ≥ 0, (l, i) ∈ P ×N, (28b)

− αi,j,l ≤ x̃il − µjl ≤ αi,j,l, i ∈ N, j ∈ K, l ∈ P, (28c)

which is a convex quadratic optimization problem. Having this problem solved, we
obtain the next b-iterate by solving Problem (27).
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Algorithm 4 ADM applied to the Γ-robust counterpart (9)

1: Choose µ0 ∈ V .
2: for t = 0, 1, . . . do
3: if t = 0 then
4: Compute b0 by following Steps 3–6 of Algorithm 2 w.r.t. x̃i.
5: else
6: Compute bt by solving Problem (27).
7: end if
8: Solve Problem (28) to obtain µt+1, αt+1, λt+1, and βt+1.
9: Set t← t+ 1.

10: end for
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Figure 1. Comparison between the ground truth clustering (left)
and the clustering result of the ADM (right) for the instance Un-
balance. Obviously, the partial minimum is of low quality.

Algorithm 4 summarizes the main steps to compute a partial minimum of Prob-
lem (9). Again, Theorem 5.1 ensures that Algorithm 4 computes partial minima of
the Γ-robust counterpart.

6. Restart Heuristic

There are specific clustering instances for which the ADMs described so far obtain
visibly bad results; see, e.g., the clustering obtained for the instance Unbalance in
Figure 1. For the details about the benchmark data sets we refer to Section 7.2.
Observe that Algorithm 2 identified two clusters, S1 and S2, where there should be
only one, and identified one cluster, S3, where there should be two. This leads to
the situation that the loss within cluster S1 and within cluster S2 is much smaller
than the one within cluster S3. Here and in what follows, we compute the weighted
value of the loss function h in (2) restricted to cluster Sj by

hj =
1

|Sj |
∑

xi∈Sj

‖xi − µj‖22. (29)

Suppose now that we join clusters S1 and S2 to form a new cluster S12. If the
total loss within cluster S12 is still smaller than the one within cluster S3, then our
algorithm is actually not minimizing the sum of total losses, because there exists a
better point when we split cluster S3 into two clusters and join clusters S1 and S2.
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Based on these observations, we propose a heuristic to avoid that the ADMs in
Algorithms 2–4 get stuck in a partial minimum of bad quality as shown in Figure 1;
see [25] for a similar heuristic.

Suppose that we have a partial minimum and the hj values at hand. For each
pair of clusters (Sj1 , Sj2), we also compute their joint center and the corresponding
total loss via

µj1j2 =
1

|Sj1 |+ |Sj2 |
∑

xi∈Sj1
∪Sj2

xi (30)

and
hj1j2 =

1

|Sj1 |+ |Sj2 |
∑

xi∈Sj1
∪Sj2

‖xi − µj1j2‖22. (31)

Now, consider the set

Ψ := {(Sj1 , Sj2 , Sj3) : hj1j2 < hj3} , (32)

which is the set of all possible combinations of three clusters such that the total loss
within two joined clusters is smaller than the total loss within a third cluster. Note
that the set Ψ can be empty. If so, this means that we cannot obtain a better partial
minimum by joining two clusters and splitting another one. On the other hand,
i.e., if there exists (Sj1 , Sj2 , Sj3) ∈ Ψ, then the total loss of the joined clusters Sj1
and Sj2 is smaller than the total loss within cluster Sj3 . Thus, we obtain a better
partial minimum by joining Sj1 and Sj2 and by splitting cluster Sj3 into two smaller
clusters. To this end, we update the centers in such a way that the clusters Sj1
and Sj2 are now one cluster with center µj1j2 , cluster Sj3 receives two centers which
are the two furthest points in Sj3 , and the other centers remain the same, i.e.,

µ̂j1 ← µj1j2 , µ̂j2 ← x̄i, µ̂j3 ← x̄i
′
, (33)

µ̂j ← µj for all j /∈ {j1, j2, j3}, (34)

with
(x̄i, x̄i

′
) ∈ arg max

xi,xi′∈Sj3

{
‖xi − xi′‖22

}
. (35)

Finally, if the set Ψ has more than one element, then we repeat the process starting
with the element (Sj1 , Sj2 , Sj3) that gives the minimum ratio hj1j2/hj3 . Each time
an element (Sj1 , Sj2 , Sj3) is used, we exclude all the elements that contain Sj1 , Sj2 ,
or Sj3 , because these clusters were already modified.

With µ̂ at hand, we compute a new partial minimum using µ̂ as the initial
centers. Given the new partial minimum, we repeat the process until a termination
criterion is satisfied. In Algorithm 5, we formally state the proposed heuristic as an
additional part of Algorithms 2–4. The termination criterion in our implementation
is to stop if the restart heuristic does not provide modified centers anymore and,
as a consequence, if two consecutive partial minima are the same (up to numerical
tolerances).

7. Numerical Results

In this section, we present our numerical studies, which have been carried out using
the setup described in Section 7.1. The goal here is to evaluate the performance of the
proposed methods in Algorithms 2–5. To this end, we first describe in Section 7.2 the
clustering problem instances and the evaluation metrics that we use. For analyzing
the performance of the different methods, a ground truth labeling has to be defined.
These labels are provided with the test data sets used in the numerical evaluation.
For the optimization, these ground truth labels are not used as k-means clustering
is an unsupervised learning method, i.e., the input data is not labeled. Since all
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Algorithm 5 Improved algorithms 2, 3, and 4.

1: Given initial centers µ0, compute a partial minimum with Algorithm 2, 3, or 4.
2: if termination criterion is not satisfied then
3: Compute hj as in (29) for all clusters j = 1, . . . , k.
4: Compute µj1j2 as in (30) and hj1j2 as in (31) for all j1 6= j2 ∈ {1, . . . , k}.
5: Compute the set Ψ as in (32).
6: if Ψ = ∅ then
7: return the current partial minimum.
8: else
9: while Ψ 6= ∅ do

10: Compute (j1, j2, j3) ∈ arg min{hj1j2/hj3 : (j1, j2, j3) ∈ Ψ}.
11: Compute µ̂ as in (33)–(35).
12: Update Ψ by deleting all triples that contain either j1, j2, or j3.
13: end while
14: Set µ0 := µ̂ and go to Step 1.
15: end if
16: end if

algorithms assume that initial centers are given, we briefly describe how they are
obtained in Section 7.3. In Section 7.4, we show that the proposed ADM performs
very well for typical nominal clustering problems. Moreover, we also evaluate the
effectiveness of the heuristic described in Section 6. In Sections 7.5 and 7.6, we
discuss the results that we obtain by robustifying these k-means clustering problems.
Finally, in Sections 7.7 and 7.8, we go further and evaluate the performance of the
proposed algorithms on real-world clustering instances.

7.1. Software and Hardware Setup. We implemented the algorithms in
Python 3.8.5 and solved the binary linear as well as the convex quadratic
optimization problems with Gurobi 9.1.0. We use the special Python mod-
ules sklearn.preprocessing.MinMaxScaler, sklearn.metrics.adjusted_rand_score,
sklearn.metrics.silhouette_score, and scipy.stats.wilcoxon to scale the data to the range
[0, 1], to compute the ARI (see below), to compute the Silhouette score (see below),
and to calculate the p-values for the Wilcoxon signed-rank test (see below as well),
respectively. All the computations were performed on a computer with a 3.60GHz
Intel(R) Core(TM) i3-8100 processor and 16GB RAM. For Algorithms 2–4, the
termination criterion is ‖µt+1 − µt‖∞ < 10−4.

7.2. Data Sets and Validation Metrics. To comprehensively compare the pro-
posed algorithms on a variety of clustering problems, we use (i) synthetically
generated data for which we include some uncertainty by perturbing the data points
as well as (ii) real-world data sets, which naturally contain measurement errors.

Since one of the goals of this work is to identify structural properties of clustering
problems for which a robustification is beneficial, we use six synthetic clustering
benchmark data sets (a, s, Unbalance, dim, g2, birch) proposed by [26]. These data
sets provide a perfect benchmark since they cover a wide range of typical k-means
clustering problems with different degrees of overlap, density, and sparsity. Besides
that, most of the data sets are two-dimensional, so we can also visualize and compare
the recovered nominal and robust clustering results. For reasons of comparability,
we use these data sets as a reference but exclude the data set birch with 100 clusters
that leads to extremely large and challenging problems.

It is also standard in the literature to test clustering algorithms on data sets
from the UCI Machine Learning Repository [23]; see, e.g., [3, 37, 51]. Thus, to also
evaluate the quality of robust solutions on high-dimensional and real-world data
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sets, we select 52 instances from this repository, forming a sample of clustering
problems with diverse sizes and difficulties.

For the synthetic data, the ground truth partition of all data sets is publicly
available in [26] and for the real-world instances, the true assignments (labels) of
each data point are given as well. Thus, we choose as external validity metrics
the adjusted Rand index (ARI) and the loss function value. The ARI [35, 48]
measures the similarity between two assignments, ignoring permutations, within the
range [−1, 1]. Here, 1 means perfect agreement between the two assignments.

However, in some cases, the ground truth partition corresponds to lower quality
solutions, which may lead to a subjective validation if only external metrics are used
as reference. Therefore, we also use the Silhouette score as an internal validation
metric [45]. This score is shown to have a good performance for general clustering
problems in an extensive study over a variety of validation metrics done in [5]. The
Silhouette score measures the quality of the clustering in terms of cohesion and
separation, taking values within the interval [−1, 1], where a value close to 1 means
that the data set is well clustered, whereas a result close to −1 means that most
of the data points have been misclassified or that there is no natural clustering
structure in the data set.

Further, to assess the significance of the obtained results, we apply the Wilcoxon
signed-rank test to calculate p-values [54]. With this, we are able to quantify the
observed improvements in cluster quality when comparing the Silhouette score as
well as the ARI of nominal and robust models. If the resulting p-value is smaller
than the α-error of 10%, we reject the null-hypothesis that the robust model is less
or equally good as the nominal one in terms of the Silhouette score or the ARI,
respectively. Hence, a rejection supports the hypothesis that we obtain improved
clustering results for erroneous data when using robustified models.

7.3. Starting Point Heuristic. It is well known that a poor initialization of the
centers can cause a bad clustering result. In [27], the authors study some popular
initialization heuristics and test them on a benchmark library, which is the same
synthetic data that we use to test our algorithms. On average, they conclude that
the “furthest point heuristic”, also known as “Maxmin”, reduces the clustering error
of k-means. Based on their results, we decide to compute the initial mean points µ0

with the “Maxmin” heuristic. The idea is to select the first center randomly within
the respective bounding box, and then obtain new centers one by one. In each
iteration, the next center is the point that is the furthest (max) from its nearest
(min) existing center.

7.4. Evaluation of the ADM Applied to the Synthetic Nominal Clustering
Problems. In this section, we discuss the performance of Algorithm 2 and its exten-
sion in Algorithm 5 applied to the synthetic data sets. To simplify the presentation
here, we refer to Algorithm 2 as (“ADM2”) and to Algorithm 5 as (“ADM5”). As
already mentioned at the end of Section 5.2, the ADM in Algorithm 2 exactly mimics
the classic k-means clustering algorithm. Nevertheless, we present the numerical
results for the nominal cases here as well to assess the effects of the restart heuristic
and to have a proper baseline for a computational comparison of the robustified
versions later on. First, we evaluate the quality of the partial minima computed by
ADM2 and ADM5 for 12 instances from the synthetic data sets. The results are
shown in Table 1. The objective function value is denoted by h(X,µ). We both
state the value of h corresponding to the ground truth (“GT”) and the value of h
in a partial minimum computed with ADM2 and ADM5. The Silhouette score is
computed for the ground truth assignment as well as for the ADM2 and ADM5
assignment results. The two last columns show the ARI, respectively. In Table 2, we
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Table 1. Results of Algorithm 2 and its extended Algorithm 5 on
the synthetic clustering data sets.

h(X,µ) Silhouette ARI

Instance GT ADM2 ADM5 GT ADM2 ADM5 ADM2 ADM5

a1 6.945 7.685 6.747 0.566 0.544 0.572 0.890 0.954
a2 7.617 9.853 7.544 0.582 0.530 0.584 0.857 0.977
a3 6.995 8.434 6.992 0.601 0.566 0.601 0.927 0.997
s1 10.552 15.315 10.287 0.708 0.655 0.712 0.915 0.986
s2 16.098 20.725 14.929 0.609 0.559 0.626 0.826 0.938
s3 30.580 22.138 21.656 0.385 0.478 0.485 0.701 0.713
s4 34.544 20.437 20.125 0.321 0.466 0.468 0.602 0.608

Unbalance 4.247 22.913 4.247 0.833 0.667 0.833 0.612 1.000
dim 7.337 7.158 7.158 0.945 0.945 0.945 1.000 1.000

g2-2-30 42.065 41.479 41.479 0.625 0.629 0.629 0.961 0.961
g2-2-50 53.421 46.556 46.556 0.413 0.482 0.482 0.695 0.695
g2-2-70 60.112 49.540 49.540 0.278 0.397 0.397 0.487 0.487

Table 2. Information about the synthetic data sets and the per-
formance of Algorithm 2 and its extended Algorithm 5 on these
instances.

Model Size ADM2 ADM5

Instance k n p Time It Time It

a1 20 3000 2 2.2 15.8 5.4 31.6
a2 35 5250 2 7.7 18.8 14.4 28.2
a3 50 7500 2 14.8 18.2 31.8 32.2
s1 15 5000 2 1.6 8.6 3.3 12.0
s2 15 5000 2 3.2 17.8 6.0 26.4
s3 15 5000 2 4.5 25.4 7.5 36.6
s4 15 5000 2 7.9 44.8 9.9 34.2

Unbalance 8 6500 2 1.5 10.2 29.2 9.8
dim 16 1024 32 0.1 2.0 0.2 2.0

g2-2-30 2 2048 2 0.1 4.4 0.1 5.2
g2-2-50 2 2048 2 0.2 8.6 0.2 9.0
g2-2-70 2 2048 2 0.3 13.6 0.3 13.8

state the size of the clustering problem, i.e., the number of clusters k, the number of
points n, and the number of attributes p. There we also present the runtime (“Time”;
in seconds) and the number of iterations (denoted by “It”) that the ADM2 and
ADM5 require to compute a partial minimum. Since the initialization heuristic for
the centers is a random procedure, we apply the algorithm five times with different
initializations and report the average over all five runs.

Looking at the results of ADM2 first, we note that for the instances a1, a2, a3,
s1, s2, dim, and g2-2-30, on average, the value of h and the Silhouette score in the
partial minimum are close to the ground truth and the ARI is also close to 1. This
shows that the clusterings of the partial minima are similar to the ground truth
clusterings for these instances. One can also see that the quality of the partial
minima measured in terms of the objective function h and in terms of the Silhouette
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Figure 2. The ground truth clustering (left) and the ADM5 result
(right) for the instance s4.

score can both be worse (e.g., instances s1 or s2) or better (e.g., instance g2-2-30)
compared to the ground truth.

On the other hand, for the instances s3, s4, Unbalance, g2-2-50, and g2-2-70, on
average, the ARI reveals that the corresponding clusterings have low similarity and
also the value of h in the partial minima is rather different to the ground truth.
However, the Silhouette score is better and the value of h is smaller for all these
cases except for the instance Unbalance for which we obtain a partial minimum
of very bad quality; see also Figure 1. Due to this, in Section 6, we proposed a
heuristic to improve the quality of the partial minima that are computed by the
ADM2; see Algorithm 5.

Regarding the runtime and number of iterations, the ADM2 is very fast in
computing partial minima. The median average runtime is 1.9 seconds (with
a maximum of less than 15 seconds) and the ADM2 never requires more than
45 iterations on average.

Now, looking at the results of ADM5, we note that the extended algorithm is able
to find the ground truth clustering of the instance Unbalance. Furthermore, all the
results improved in terms of the objective function h and in terms of the Silhouette
score. We also observe that the results for all g2 instances (all having k = 2) remain
the same because the heuristic proposed in Section 6 is only applicable for k > 2.

Let us briefly discuss the instance s4 for which we get the lowest ARI (0.608). In
this case, the objective function value is significantly smaller in the ADM5 result
(compared to the ground truth; 20.125 vs. 34.544), and also the Silhouette score is
better (compared to the ground truth; 0.468 vs. 0.321). Both results are shown in
Figure 2, where it is easy to see that the clusterings also qualitatively differ from
each other. Nevertheless, the low values of the Silhouette score reveal that this is a
difficult instance for clustering.

Regarding the runtime and number of iterations that the ADM5, on average,
requires to find a partial minimum, both increase due to the restart heuristic. This
is expected, because in each “outer” iteration we may have new initial centers and,
if this is the case, we apply the ADM2 again leading to additional inner ADM
iterations. Thus, the computational costs of getting better partial minima is the
increase of median average runtime from 1.9 to 5.7 seconds (with a maximum of
32 seconds for the instance a3).

We conclude that the proposed Algorithm 2 combined with the restart heuristic
proposed in Algorithm 5, i.e., the combination that we denote here by ADM5,
performs very well on the synthetic data sets. The algorithm is able to find partial
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minima of very good quality with objective function values close to or even better
than the ground truth and Silhouette scores always better than or equal to the
ground truth.

7.5. Strictly Robust Clustering Results for the Synthetic Data. Let us
start the discussion of the strictly robust clustering results with an informal note.
To this end, consider the clustering instance Unbalance in Figure 1 again. For this
instance, it is obvious that the eight clusters are very well separated and not too
close to each other. Only for a few points between the two clusters below and the
middle cluster in the right part of the figure it may be not clear to which cluster
they belong. However, the specific assignment decision for these data points will
not qualitatively change the overall clustering result. In such a setting, it cannot
be expected that a slight perturbation of a certain percentage of data points by a
certain amount will lead to a qualitatively different result. Even if all data points
are perturbed by, e.g., 1%1, the clustering will stay the same although the clusters
may be blurred a bit. This general observation is also supported by our preliminary
numerical experiments: Clustering of well separated sets of data points does not
benefit from robustification. Moreover, in such a situation there is also no need for
robustified clustering if compared with the nominal results.

Due to this and to the fact that most of the instances from the twelve synthetic
data sets provided in [26] are practically well separated, we induce some uncertainty
in the data points by perturbing them. More precisely, we consider an amount of
perturbation of 10% and different quantities of perturbed data points: 5%, 30%,
and 50%. Assuming now that the perturbed data set is the “new nominal” or given
one, we apply the nominal and the two robust models. Each data set is perturbed
10 times and every time the three approaches are applied to an instance, they start
with the same given centers. The average results for all data sets over the 10 runs
each are presented in Table 3, where we show the Silhouette score as well as the
ARI regarding the clustering results on the perturbed data compared to the nominal
ADM solution on the unperturbed set (notice that we do not compare to the ground
truth assignment here). For each instance and each validation metric, the best
average result is printed in bold. Moreover, since in some cases the differences in
terms of Silhouette and ARI among methods seem to be modest, we underline the
best robust average results for which the corresponding p-values (calculated for each
metric and each two methods) are smaller than the α-error of 10% w.r.t. the nominal
results. Therefore, the underlined average results are statistically significantly better
on a 10% level. All the calculated p-values are shown in the appendix in Table 10.

It can be directly seen that the advantage of the strictly robust model over
the nominal and Γ-robust models increases with the amount of perturbed data
points. This is the case, e.g., for the instance Unbalance. As we induce a stronger
perturbation, the clusters significantly mix with each other and the performance of
the strictly robust model becomes the best in both evaluation metrics.

Let us now discuss the quality of the robustified clusterings for the instances s3,
s4, a2, and a3 for which the data points are not well separated or for which the
clusters are close to each other; see Figure 3 (all other data sets are given in Figure 8
in the appendix). To this end, we consider Figure 4 in which we display box-plots
to analyze the quality of the robustified clustering results. On the y-axes we plot
the ARI regarding the strictly robustified clustering results on the perturbed data
compared to the nominal ADM solution on the unperturbed set divided by the ARI
regarding the nominal ADM clustering results on the perturbed data compared to

1Note that before the computations the data is scaled to [0, 1]p and the amount of perturbation
will be stated in percent for better readability.
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Table 3. Nominal and robust results on the perturbed synthetic
data sets. The perturbation amount is 10%, and the quantity of
perturbed data points is different in each block of the table: the
top block corresponds to 5%, the middle block to 30%, and the
bottom block to 50%. The Γ values are exactly the number of
perturbed data points for each instance. For each instance and
each validation metric, the best average result is printed in bold.
The best average result that is significantly better than the nominal
one, according to the calculated p-value, is underlined.

Silhouette ARI

Instance Nominal Strictly Γ Nominal Strictly Γ

a1 0.5592 0.5567 0.5511 0.9609 0.9520 0.9256
a2 0.5684 0.5683 0.5665 0.9583 0.9597 0.9491
a3 0.5776 0.5726 0.5791 0.9364 0.9261 0.9375
s1 0.6934 0.6934 0.6918 0.9905 0.9899 0.9866
s2 0.6119 0.6120 0.6096 0.9785 0.9779 0.9612
s3 0.4662 0.4645 0.4432 0.8956 0.8813 0.8059
s4 0.4556 0.4612 0.4326 0.7898 0.7734 0.6875

Unbalance 0.8026 0.8026 0.8002 0.9741 0.9744 0.9723
dim 0.9332 0.9332 0.9332 1.0000 1.0000 1.0000

g2-2-30 0.6266 0.6266 0.6147 0.9926 0.9926 0.9116
g2-2-50 0.4810 0.4810 0.4710 0.9794 0.9746 0.8699
g2-2-70 0.3968 0.3971 0.3892 0.9627 0.9398 0.7993

a1 0.4964 0.4977 0.4584 0.7937 0.7999 0.7141
a2 0.4846 0.4874 0.4741 0.7379 0.7538 0.7180
a3 0.4894 0.4882 0.4867 0.6928 0.6914 0.6910
s1 0.6075 0.6075 0.5734 0.9407 0.9425 0.8783
s2 0.5371 0.5403 0.5163 0.8583 0.8684 0.8105
s3 0.4267 0.4264 0.3830 0.7514 0.7541 0.6204
s4 0.4218 0.4225 0.3477 0.6362 0.6465 0.5070

Unbalance 0.5815 0.5822 0.5455 0.6063 0.6123 0.4885
dim 0.8831 0.8831 0.8831 1.0000 1.0000 1.0000

g2-2-30 0.6117 0.6117 0.5566 0.9617 0.9613 0.7324
g2-2-50 0.4732 0.4732 0.3625 0.8777 0.8758 0.3362
g2-2-70 0.4002 0.4002 0.3506 0.8199 0.8128 0.4087

a1 0.4435 0.4461 0.4091 0.6621 0.6709 0.5993
a2 0.4367 0.4360 0.4106 0.6147 0.6150 0.5665
a3 0.4386 0.4386 0.4237 0.5492 0.5526 0.5362
s1 0.5469 0.5469 0.5110 0.9020 0.9059 0.8311
s2 0.4795 0.4868 0.4429 0.7504 0.7745 0.6832
s3 0.3977 0.4009 0.3575 0.6337 0.6546 0.5333
s4 0.3958 0.3984 0.3676 0.5650 0.5798 0.5111

Unbalance 0.5082 0.5352 0.4599 0.5056 0.6041 0.4870
dim 0.8479 0.8479 0.8479 1.0000 1.0000 1.0000

g2-2-30 0.6013 0.6013 0.5519 0.9353 0.9351 0.7221
g2-2-50 0.4695 0.4695 0.3596 0.8095 0.8084 0.2724
g2-2-70 0.4035 0.4036 0.2797 0.7179 0.7138 0.1496
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Figure 3. The four test instances for the strictly robustified clus-
tering method.
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Figure 4. Statistical performance of the strictly robust vs. the
nominal k-means clustering methods measured as the ratio of the
respective ARIs. Values over 1 indicate higher ARI for the strictly
robust than for the nominal k-means clustering.

the nominal ADM solution on the unperturbed set. All ADMs always have been
applied using the restart heuristic described in Section 6.
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For all four instances we see that the quality of the strictly robustified clustering
is improved if the errors (in terms of the amount of perturbed points) get larger.
The detailed behavior also depends on the specific instance. Thus, we discuss two
exemplary ones. For a3 we see that the robustified clustering is advantageous only
for the case of 50% perturbed data points. Taking a look at Figure 3 again we see
that the data points in instance a3 are rather well separated but the clusters are
close to each other. Since all points are perturbed by 10% if they are perturbed
at all, a robustification is getting beneficial in the case that enough clusters mix
with each other. This does not seem to be the case for 30% of perturbed points
but is the case for 50%. We observed a similar behavior in our computations if the
number of perturbed points stays the same and if the points are perturbed by a
varying amount like 10, 20, or 30%.

As a second example let us consider instance s4; see also Figure 3. Here, all
clusters are not well separated. In such a situation, already a smaller amount of
perturbed points leads to a beneficial robustification but for larger amounts of
perturbed points no significant further improvements can be seen. If we take a look
at Table 3 again, we see that this is also the case for the Silhouette score. The
reason most likely is that for 30% of perturbed points the clusters significantly mix
with each other and that this mix is not qualitatively increased for more perturbed
points.

Now we discuss the computational performance of the robust clustering methods
for the exemplary instances previously discussed, see Table 4 (all the other results
are presented in Table 9 in the appendix), where we report the average (over ten
runs with different random perturbations) runtimes and iteration counts for the
ADM with restart heuristic applied to the nominal and the two robustified clustering
models. (The Γ columns will be discussed in the next section.) It is clearly visible
that the solution of the strictly robust clustering problems takes more time: the
average factor is 5.9 with minimum 2.0 and maximum 12.1. Moreover, the percentage
of perturbed points does not have a clear impact on the runtime. In contrast to
runtimes, the number of required iterations does not change significantly and there
are almost as many instances with decreased average iteration counts as there are
increased iteration counts. Consequently, the main additional computational work
is due to harder subproblems that need to be solved in every iteration of the ADM.

Thus, the bottom line is as follows. The strictly robustified clustering method is
harder to compute but the additional computational effort is reasonable since we
roughly stay in the same order of magnitude compared to the runtime of the nominal
method. Regarding the outcome of the robustified clustering, the results always
have to be analyzed with the structure of the measured data points in mind, since
different structures in the observed data may lead to different robustified results as
the two exemplary discussed instances show.

Let us close this section on the strictly robustified clustering method with a final
numerical result for the instance s3. In Figure 5, the green triangles are the same
in the left and the right plot of the figure and represent the clustering obtained
by the ADM including the restart heuristic when applied to the unperturbed data
set. Then, we perturb 50% of all points by 10% and again solve the ADM with
restart heuristic considering these perturbed data points as the given ones. This
results in the black (crosses) centers in the left plot of Figure 5. It is obvious, that
by considering the perturbed points as “new nominal” ones, one is not able to detect
the original centers of the clusters. In contrast, the strictly robustified clustering
result (right plot in Figure 5) almost perfectly recovers the original centers.

7.6. Γ-Robust Clustering Results for the Synthetic Data. We start with the
analysis of the computational performance of the Γ-approach; see Table 4 again.



ROBUST k-MEANS CLUSTERING AND TAILORED DECOMPOSITION METHODS 25

Table 4. Average runtime and iteration counts for the correspond-
ing ADMs with restart heuristic for the nominal, the strictly, and
the Γ robust models on the perturbed (10%) synthetic data sets.
The blocks are separated according to different amounts (5, 30,
50%) of randomly perturbed data points, respectively.

Time (sec) Iterations

Instance Nominal Strictly Γ Nominal Strictly Γ

a2 25.2 121.0 289.6 54.6 50.1 51.5
a3 56.7 216.7 575.0 59.2 47.9 54.8
s3 8.2 50.3 85.5 43.2 29.7 23.5
s4 7.8 94.4 89.4 31.9 46.9 22.6

Unbalance 23.2 47.0 62.4 9.3 8.7 8.6

a2 26.2 130.6 278.3 54.7 53.9 50.3
a3 71.0 296.3 733.3 72.5 69.8 74.3
s3 7.9 51.7 89.5 40.1 30.0 26.1
s4 12.4 95.4 103.1 52.4 57.2 30.9

Unbalance 8.0 36.3 44.0 13.5 12.4 10.1

a2 25.1 124.2 207.6 56.3 50.2 37.0
a3 53.8 239.4 551.0 58.3 55.3 55.6
s3 6.8 53.4 86.8 35.6 32.5 25.7
s4 9.3 78.0 91.1 48.5 53.7 27.2

Unbalance 8.7 51.2 60.2 14.2 17.3 9.3
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Figure 5. Nominal vs. strictly robustified clustering results for the instance s3.

First, one can observe that the number of iterations is again in the same order
of magnitude as the number of iterations required to solve the nominal as well
as the strictly robust clustering problems. Interestingly, the Γ-approach requires
fewer iterations for 11 out of 15 instances. However, the computation times are, on
average, a factor of 9.4 longer then for the nominal problems with a minimum factor
of 2.7 and a maximum factor of 12.8. This means that the computation times for
the Γ-robustified models are roughly two times longer than the ones for the strictly
robust versions.

The motivation for Γ-robustness in [13] was to introduce a concept that leads to
a less conservative notion of robustness—especially compared to strict robustness.
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Figure 6. The instance g2-2-50.

This less conservative concept had many applications and was also shown to be
useful for classification in [11], which is, to the best of our knowledge, the first and
only application of Γ-robustness in classification so far.

The question now is whether a Γ-robustification is also beneficial in the context
of clustering problems. Unfortunately, an analysis comparable to the one given in
Figure 4 does not show a benefit in general; see Table 3 again. Our analysis of the
results revealed two major explanations for this. First, the aim of the Γ-approach
is to hedge against worst-case realizations in Γ many parameters with the specific
parameters being unknown beforehand. In particular, these Γ many parameters do
not need to correspond to those, e.g., 30% of the parameters that are randomly
chosen and perturbed in our simulations. Thus, it is likely to be the case that the
randomly perturbed ones are not the ones that the Γ-approach hedges against. Let
us discuss this on the example of instance g2-2-50, which is shown in Figure 6.
Here, the two clusters are not well separated. The interesting data points for the
Γ-approach most likely are the ones near the diagonal of the plot. Thus, only a
small percentage of points can be expected to be the points for which a perturbation
might lead to a beneficial behavior of the Γ-approach. In Figure 7, we analyze the
performance of the Γ-approach. It can be seen that the Γ-approach can lead to an
improvement compared to the nominal and to the strictly robust approach—but only
if the parameter Γ is chosen appropriately; see, e.g., the case in which Γ corresponds
to 0.1% of the data points. Unfortunately, it is not clear on how to choose this
parameter appropriately in advance.

Let us also briefly comment on the results reported on beneficial Γ-robustifications
in case of SVMs in [11]. There, the authors apply this approach in the case in
which the labels are subject to uncertainty, which is not the situation here since
no labels are considered. In the case that the authors of [11] call “feature-robust”,
which corresponds to our setting here, they also use strictly robustified models.

Figure 7 also makes another issue visible, namely that the Γ-robustified results
do not tend to the strictly robust solutions if Γ is getting larger. In theory, however,
this should be the case. Our experiments revealed that this is due to non-optimal
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Figure 7. Performance of the Γ-robustified vs. the nominal k-
means clustering method measured as the ratio of their respective
ARIs.

partial minima computed by the ADM in Algorithm 4—although we present here
the results for which the restart heuristic is used as well. This problem is not visible
for the strictly robustified problems that we also solve using a tailored ADM, which
might be simply explained by the overall increased complexity of the Γ-robustified
models compared to the nominal or strictly robust models.

To sum up, we found an interesting case in which less conservatism does not
lead to better results—as it is often expected in robust optimization in general.
Moreover, the advantageous clustering results based on the strictly robust models
are even more pronounced because these models are also significantly easier to solve;
see Table 4 again. Thus, if no specific value of Γ is available, we strongly suggest to
use the strictly robustified clustering method for data sets with unstructured errors.
Therefore, in Section 7.8, we only consider the strictly robustified model for the
real-world data sets.

7.7. Evaluation of the ADM Applied to Nominal Real-World Clustering
Problems. In this section, we evaluate the performance of Algorithm 2 with the
restart heuristic applied to a sample of 52 real-world data sets taken from [23].
Considering the starting point procedure described in Section 7.3, the ADM is
applied five times considering different initial centers. The average (over the five
runs) runtimes and iterations counts are present in Table 5, where we also give
information on the size of the instances. Again, as seen for the synthetic data, the
ADM is very fast in computing partial minima. The median average runtime is
0.1 seconds and the maximum number of required iterations is, on average, less
than 57. Interestingly, the ADM is significantly faster for these real-world instances
compared to the synthetic data sets. Thus, the proposed method seems to scale
very well.

Let us now discuss the quality of the partial minima. To this end, we consider
again the ARI as external validation metric since the true labels are available and
we also report the Silhouette score to evaluate how good the clustering is in terms
of separation and cohesion. The average results over the five runs are shown in
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Table 5. Computational performance of Algorithm 2 using the
restart heuristic on the real-world clustering data sets.

Data set information

Instance n p k Time (sec) Iterations

balance-scale 625 4 3 0.1 13.4
banknote-authentication 1372 4 2 0.2 18.2

blood-transfusion 748 4 2 0.1 12.0
breast-cancer 683 9 2 0.0 6.2

breast-cancer-diagnostic 569 30 2 0.1 11.4
breast-cancer-prognostic 194 32 2 0.0 13.2
climate-model-crashes 540 18 2 0.1 15.6
connectionist-bench 990 10 11 1.2 29.8

connectionist-bench-sonar 208 60 2 0.0 5.4
contraceptive-method-choice 1473 9 3 0.8 28.4

dermatology 358 34 6 0.2 18.2
ecoli 336 7 8 0.1 14.0

fertility 100 9 2 0.0 4.2
glass-identification 214 9 6 0.0 6.2

haberman 306 3 2 0.0 8.2
heart-disease-cleveland 297 13 5 0.1 8.4

hepatitis 80 19 2 0.0 6.0
hill-valley 606 100 2 0.0 5.0

hill-valley-noise 606 100 2 0.0 5.8
image-segmentation 210 19 7 0.1 8.8

ionosphere 351 34 2 0.0 5.2
iris 150 4 3 0.0 7.8

libras-movement 360 90 15 0.2 11.2
magic-gamma-telescope 19020 10 2 4.5 25.0
mammographic-mass 830 5 2 0.0 5.0

monks-1 124 6 2 0.0 7.6
monks-2 169 6 2 0.0 10.2
monks-3 122 6 2 0.0 6.8

optical-recognition 3823 64 10 9.2 56.2
ozone-level-eight 1847 72 2 0.3 17.8
ozone-level-one 1848 72 2 0.3 17.0

parkinsons 195 21 2 0.0 18.2
pen-based-recognition 7494 16 10 9.1 35.0

planning-relax 182 12 2 0.0 12.2
qsar-biodegradation 1055 41 2 0.1 7.0

seeds 210 7 3 0.0 6.4
seismic-bumps 2584 14 2 0.1 3.0
soybean-large 266 35 15 0.1 5.8
soybean-small 47 35 4 0.0 4.8
spambase 4601 57 2 0.2 4.0
spect-heart 80 22 2 0.0 4.4
spectf-heart 80 44 2 0.0 2.4

statlog-german-credit 1000 24 2 0.1 6.8
statlog-landsat-satellite 4435 36 6 6.4 48.6

teaching-assistant-evaluation 151 5 3 0.0 5.4
thyroid-disease-ann 3772 21 3 0.6 7.0
thyroid-disease-new 215 5 3 0.0 5.8
wall-following-robot-2 5456 2 4 2.9 16.2
wall-following-robot-4 5456 4 4 0.8 10.0

wine 178 13 3 0.0 6.6
yeast 1484 8 10 1.2 27.6
zoo 101 16 7 0.0 3.6
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Table 6, where we additionally compute the Silhouette score for the true labels.
First, we can see that for some instances the clustering result is very bad. Negative
values for the ARI mean that the ADM assignment result has little similarity with
the true assignment. However, taking a closer look at the Silhouette score in the
true labels, the negative (or very small) values of the ARI happen exactly when this
score is also very small. The most likely explanation for this is that the data set
simply does not have an underlying clustering structure and, consequently, does not
fit well the k-means clustering idea.

In contrast to this, when the Silhouette score in the true labels is larger than,
e.g., 0.2, then the ARI is also closer to 1 in general. Thus, the ADM assignment
result is more similar to the true labeling. In other words, if the real-world data
set possesses an underlying clustering structure, then the proposed ADM combined
with the restart heuristic performs very well and is able to find partial minima of
good quality.

7.8. Strictly Robust Clustering Results on Real-World Data Sets. As seen
in the last section, several of the real-world data sets among the 52 instances turned
out to be instances that are not suitable for the k-means clustering method because
they do not possess an underlying clustering structure. Moreover, our experiments
reveal that applying the strictly robustified k-means model to these instances does
not significantly improve an already bad nominal clustering result. Therefore, from
now on, we only focus on those instances for which the Silhouette score for the true
labels is larger than 0.2 and we also focus on the strictly robustified model here due
to our previous results on synthetic data sets.

In order to compare the nominal method against its strictly robust counterpart,
we apply each method five times with different seeds for the initialization procedure
and both methods start with the same given initial centers. The average results over
the five runs are presented in Table 7, where the best ARI result for the data set is
highlighted in bold. As for the synthetic data sets, we calculated p-values to assess
the significance of the obtained results. Therefore, we underline the average results
for which the difference in the ARI of the nominal vs. the strictly robust method is
reasonable (p-value smaller than an α-error of 10%). All calculated p-values are
shown in Table 11 in the appendix.

Note that for the Silhouette score there is no big difference between the results.
On the other hand, the ARI is more telling here since we compare how similar
the two assignment results are to the true labeling. We can see that only for the
instance mammographic-mass the nominal method outperforms the strictly robust
method. For 10 out of the 15 instances, the strictly robust model performs the
best, yielding clustering results that have more similarity to the true classes than
the nominal clustering results do. Moreover, the underlined average results reveal
that the improvement in clustering quality attained with the strictly robust method
is significant. Thus, in the presence of potential measurement errors, the strictly
robustified k-means clustering method is able to give more accurate results than its
nominal counterpart.

The running times and iterations counts are listed in Table 8. Clearly, on average
the strictly robust method needs more time to find a partial minimum. However, it
is still rather fast, never requiring more than 39 seconds on average. In contrast to
runtimes, the number of iterations does not change significantly.

We conclude that the strictly robustified k-means clustering model is also bene-
ficial for real-world clustering instances, which likely contain uncertainties due to
measurement errors. Specifically, for almost all of the instances, the strictly robust
model leads to improvements regarding the recovery of the true assignment over the
nominal model.



30 J. P. BURGARD, C. MOREIRA COSTA, M. SCHMIDT

Table 6. Results of Algorithm 2 using the restart heuristic on the
real world clustering data sets.

Silhouette

Instance True Labels ADM ARI

balance-scale 0.0888 0.1656 0.1584
banknote-authentication 0.2103 0.3308 0.0219

blood-transfusion 0.0445 0.4935 −0.0062
breast-cancer 0.5715 0.5968 0.8465

breast-cancer-diagnostic 0.3389 0.3845 0.7302
breast-cancer-prognostic 0.0041 0.1960 0.0318
climate-model-crashes 0.0264 0.0388 0.0158
connectionist-bench −0.0024 0.1816 0.1709

connectionist-bench-sonar 0.0341 0.1986 0.0001
contraceptive-method-choice −0.0218 0.2840 0.0144

dermatology 0.2373 0.2438 0.5024
ecoli 0.2403 0.3040 0.5389

fertility 0.0121 0.1731 0.0128
glass-identification −0.0553 0.5078 0.2505

haberman 0.0325 0.3869 −0.0040
heart-disease-cleveland 0.0232 0.2066 0.1492

hepatitis 0.0697 0.1860 0.2302
hill-valley 0.0033 0.8847 0.0006

hill-valley-noise −0.0021 0.8505 −0.0006
image-segmentation 0.2068 0.3685 0.4746

ionosphere 0.1614 0.3301 0.1073
iris 0.4570 0.5043 0.7163

libras-movement 0.0215 0.2493 0.2986
magic-gamma-telescope 0.1388 0.3185 0.0318
mammographic-mass 0.2775 0.5803 0.3421

monks-1 0.0388 0.1981 −0.0018
monks-2 0.0013 0.2060 0.0129
monks-3 0.0594 0.1978 −0.0043

optical-recognition 0.1728 0.1876 0.6181
ozone-level-eight −0.0458 0.3209 −0.0222
ozone-level-one −0.0534 0.3210 −0.0124

parkinsons 0.1041 0.3030 −0.0588
pen-based-recognition 0.1928 0.3192 0.5196

planning-relax −0.0101 0.1588 −0.0029
qsar-biodegradation 0.0167 0.3640 −0.0519

seeds 0.3823 0.4221 0.6980
seismic-bumps 0.3153 0.7691 0.0022
soybean-large 0.1415 0.2533 0.3475
soybean-small 0.3498 0.3498 1.0000
spambase 0.0441 0.6858 −0.0045
spect-heart 0.0975 0.2973 0.1117
spectf-heart 0.0651 0.5671 0.0015

statlog-german-credit 0.0237 0.1456 0.0401
statlog-landsat-satellite 0.1977 0.3571 0.5309

teaching-assistant-evaluation −0.0273 0.4817 0.0477
thyroid-disease-ann −0.0459 0.4170 −0.0276
thyroid-disease-new 0.4577 0.5624 0.6283
wall-following-robot-2 0.2334 0.6285 0.1275
wall-following-robot-4 −0.0067 0.3948 0.0839

wine 0.2923 0.2998 0.8431
yeast 0.0040 0.2182 0.1905
zoo 0.3689 0.3727 0.8037
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Table 7. Performance of the strictly robust vs. the nominal k-
means clustering method on real-world clustering data sets. For
each instance, the best average ARI result is printed in bold. The
average result that is significantly better than the nominal one
according to the calculated p-value is underlined.

Silhouette ARI

Instance Nominal Strictly Nominal Strictly

banknote-authentication 0.3307 0.3314 0.0223 0.0264
breast-cancer 0.5968 0.5961 0.8465 0.8630

breast-cancer-diagnostic 0.3845 0.3787 0.7302 0.7354
dermatology 0.2481 0.2480 0.6211 0.7113

ecoli 0.2963 0.2984 0.5401 0.5458
image-segmentation 0.3467 0.3570 0.4276 0.4377

iris 0.4999 0.4995 0.7132 0.7188
mammographic-mass 0.5803 0.5795 0.3421 0.3336

seeds 0.4221 0.4221 0.6980 0.6980
seismic-bumps 0.7691 0.7691 0.0022 0.0022
soybean-small 0.3498 0.3498 1 1

thyroid-disease-new 0.5504 0.5451 0.5799 0.5932
wall-following-robot-2 0.6117 0.5447 0.1681 0.3567

wine 0.2995 0.3007 0.8409 0.8600
zoo 0.3735 0.3735 0.8167 0.8167

Table 8. Computational performance of the nominal and strictly
robust models on real-world clustering data sets.

Time (sec) Iterations

Instance Nominal Strictly Nominal Strictly

banknote-authentication 0.25 14.99 19.8 28.0
breast-cancer 0.04 3.78 5.4 5.0

breast-cancer-diagnostic 0.05 15.28 9.8 7.4
dermatology 0.19 38.15 15.0 16.6

ecoli 0.16 5.34 16.8 11.2
image-segmentation 0.04 7.11 6.2 7.0

iris 0.02 0.46 7.6 5.0
mammographic-mass 0.04 2.70 4.8 5.2

seeds 0.02 1.19 6.2 5.6
seismic-bumps 0.08 16.82 3.0 3.0
soybean-small 0.00 1.27 5.2 4.6

thyroid-disease-new 0.03 1.10 5.6 5.2
wall-following-robot-2 2.39 38.16 15.8 15.4

wine 0.01 1.95 5.8 6.0
zoo 0.01 1.91 3.8 3.4

8. Conclusion

In this paper, we derived the strictly and Γ-robust counterpart of the k-means
clustering problem to hedge clustering results against errors without known structure
in the observed data. The robustification makes it possible to obtain clusterings that
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are closer to clusterings of the original, i.e., error-free, data although only erroneous
input data can be considered. Since already the nominal problem is NP-hard, we
develop tailored alternating direction methods to quickly compute (robust) feasible
solutions of good quality. Since these methods only converge to so-called partial
minima that may correspond to clusterings of bad quality, we develop a restart
heuristic for which we experimentally show that it significantly improves the quality
of the computed clusterings. Our comparison of the strictly and Γ-robust clustering
method reveals the interesting aspect that the less conservative Γ-approach is
outperformed by the classic concept of strict robustness. Most importantly, the
strictly robustified clustering method is able to recover clusterings of the original
data even if only erroneous measurements are observed. Thus, we see that the
studied robustifications can lead to more reliable models.

Let us finally sketch some open problems that we do not resolve in this paper.
One issue with the Γ-approach is that partial minima are obtained that do not
correspond to globally optimal clusterings. Consequently, the development of
methods to compute global optima of robustified clustering problems may be a
worthwhile topic of future work. Moreover, we do not answer the question on how
to derive practically meaningful uncertainty sets for the robustification, which may
be done for practical applications by means of cross-validation. Further, other
uncertainty sets such as polyhedral and ellipsoidal sets should be considered in
future works as well.

Finally, one could study whether other clustering approaches such as spectral or
hierarchical clustering can also be robustified so that they can cope with uncertain
data. However, these approaches are not based on a clear-cut optimization model so
that new robust concepts need to be developed that are maybe not directly based
on robust optimization.
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Appendix

In this section, we present additional information that complement those given
in Section 7.5 and Section 7.8. Specifically, in Figure 8 we present the plots of
the remaining instances, in Table 9 we present the computational performance for
the instances not discussed in Section 7.5, and in Tables 10 and 11 we present the
calculated p-values for each validation metric and each pair of methods.
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Figure 8. Some of the synthetic clustering instances used for the
experiments; originally proposed in [26].
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Table 9. Average runtime and iteration counts for the correspond-
ing ADMs with restart heuristic for the nominal, the strictly, and
the Γ-robust models on the perturbed (10%) synthetic data sets.
The blocks are separated according to different amounts (5, 30,
50%) of randomly perturbed data points, respectively.

Time (sec) Iterations

Instance Nominal Strictly Γ Nominal Strictly Γ

a1 4.5 37.5 61.1 29.4 33.7 24.4
s1 4.0 39.5 70.8 16.9 19.3 18.5
s2 6.1 43.4 93.2 28.1 22.9 26.0

dim 0.1 58.9 70.0 2.0 2.0 2.0
g2-2-30 0.1 2.7 4.3 5.5 5.0 4.7
g2-2-50 0.2 4.1 8.2 9.9 8.6 9.3
g2-2-70 0.3 6.6 11.2 13.4 15.3 13.1

a1 6.7 42.8 68.0 42.2 39.0 28.9
s1 4.7 41.8 77.7 20.4 21.0 21.9
s2 6.4 48.0 93.6 29.0 26.0 27.6

dim 0.1 60.0 68.8 2.0 2.0 2.0
g2-2-30 0.1 3.1 5.7 5.7 5.7 6.9
g2-2-50 0.2 4.6 6.6 10.1 9.4 8.1
g2-2-70 0.3 5.3 6.7 12.0 11.0 8.2

a1 6.3 42.6 55.2 40.9 40.0 23.0
s1 5.9 41.6 89.3 27.1 21.5 26.7
s2 5.4 47.1 75.1 27.5 25.6 21.5

dim 0.1 58.8 67.6 2.0 2.0 2.0
g2-2-30 0.1 3.1 5.9 6.4 5.9 7.6
g2-2-50 0.2 4.5 7.0 10.1 9.5 9.2
g2-2-70 0.3 5.8 7.1 13.1 12.6 9.3
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Table 10. Calculated p-values using the Wilcoxon signed-rank
test for the synthetic data sets w.r.t. each validation metric and
each pair of methods. The (“-”) means that the average results are
the same for both methods and so the p-value is not calculated.

p-values Silhouette p-values ARI

Instance Nom. vs. Str. Nom. vs. Γ Str. vs. Γ Nom. vs. Str. Nom. vs. Γ Str. vs. Γ

a1 0.105 0.002 0.064 0.010 0.002 0.014

a2 0.004 0.002 0.002 0.064 0.002 0.002
a3 0.002 0.432 1.000 0.322 0.432 1.000

s1 - 0.004 0.004 0.002 0.010 0.027

s2 0.002 0.002 0.002 0.275 0.002 0.002
s3 0.375 0.027 0.037 0.375 0.020 0.037

s4 0.049 0.002 0.002 0.322 0.004 0.002
unbalance - 0.002 0.002 0.046 0.193 0.131

dim - - - - - -
g2-2-30 - 0.002 0.002 - 0.002 0.002
g2-2-50 - 0.002 0.002 0.002 0.002 0.002

g2-2-70 0.064 0.002 0.002 0.002 0.002 0.002

a1 0.695 0.002 0.004 0.064 0.002 0.004

a2 1.000 0.131 0.014 0.064 0.131 0.004

a3 0.846 0.492 0.625 0.922 0.770 0.922
s1 0.846 0.002 0.002 0.004 0.002 0.002

s2 0.557 0.131 0.027 0.002 0.131 0.027

s3 0.625 0.002 0.002 0.625 0.002 0.002
s4 1.000 0.002 0.002 0.625 0.020 0.002

unbalance 0.002 0.002 0.002 0.002 0.002 0.002

dim - - - - - -
g2-2-30 - 0.002 0.002 0.180 0.002 0.002

g2-2-50 0.176 0.002 0.002 0.237 0.002 0.002

g2-2-70 0.922 0.002 0.002 0.010 0.002 0.002

a1 0.375 0.002 0.002 0.064 0.002 0.002

a2 1.000 0.004 0.002 1.000 0.002 0.002
a3 0.770 0.010 0.006 0.625 0.049 0.020

s1 0.432 0.002 0.002 0.004 0.002 0.002

s2 0.105 0.010 0.004 0.064 0.010 0.004
s3 0.322 0.002 0.002 0.002 0.002 0.002

s4 0.625 0.002 0.002 0.020 0.002 0.002
unbalance 0.002 0.232 0.131 0.002 1.000 0.232

dim - - - - - -
g2-2-30 - 0.002 0.002 0.893 0.002 0.002
g2-2-50 0.735 0.002 0.002 0.463 0.002 0.002

g2-2-70 0.492 0.002 0.002 0.086 0.002 0.002
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Table 11. Calculated p-values using the Wilcoxon signed-rank
test for the real-world data sets w.r.t. each validation metric and
each pair of methods. The (“-”) means that the average results are
the same and so the p-value is not calculated.

Nominal vs. Strictly

Instance p-value Silhouette p-value ARI

banknote-authentication 0.063 0.063
breast-cancer 0.063 0.063

breast-cancer-diagnostic 0.063 0.063
dermatology 0.625 0.813

ecoli 0.813 1.000
image-segmentation 0.285 0.285

iris 0.317 0.317
mammographic-mass 0.063 0.063

seeds - -
seismic-bumps - -
soybean-small - -

thyroid-disease-new 0.046 0.046
wall-following-robot-2 0.063 0.063

wine 0.083 0.083
zoo - -
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Minimum Sum-of-Squares Clustering Problem
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Thomas Kleinert, Martin Schmidt

Abstract. The minimum sum-of-squares clustering problem is a very impor-
tant problem in data mining and machine learning with very many applications
in, e.g., medicine or social sciences. However, it is known to be NP-hard in all
relevant cases and to be notoriously hard to be solved to global optimality in
practice. In this paper, we develop and test different tailored mixed-integer
programming techniques to improve the performance of state-of-the-art MINLP
solvers when applied to the problem—among them are cutting planes, propaga-
tion techniques, branching rules, or primal heuristics. Our extensive numerical
study shows that our techniques significantly improve the performance of the
open-source MINLP solver SCIP. We now solve many instances that are not
solvable without our techniques and we obtain much smaller gaps for those
instances that can still not be solved to global optimality.

1. Introduction

Given a set of data points in a vector space and a number of clusters, the
clustering problem consists in deciding which data point should be assigned to which
cluster. Moreover, a representative point for each cluster needs to be determined.
Clustering problems form a highly relevant sub-class of unsupervised learning in
machine learning and computational statistics. Its relevance is supported by many
applications, e.g., in functional data analysis (Cuesta-Albertos and Fraiman 2007;
Sangalli et al. 2010), image processing (Chen et al. 1998), bio-informatics (Datta
and Datta 2003), economics (He et al. 2007), and social sciences (Han 2022).
For a detailed survey of the history of clustering problems we refer to Steinley
(2006). Depending on, e.g., the way how vicinity is measured and on whether the
representative is an arbitrary point or one of the data points, different variants of
clustering problems arise. In this paper we consider the minimum sum-of-squares
clustering (MSSC) problem. Here, distance between data points is measured using
the squared Euclidean norm and any point can be chosen as the representative for
each cluster.

Modeling this problem leads to a nonconvex mixed-integer nonlinear optimization
problem (MINLP) that is extremely hard to solve for high-dimensional real-world
problems. Moreover, the problem is known to be NP-hard even in the case of
two dimensions; see, e.g., Aloise et al. (2009), Dasgupta (2007), and Mahajan
et al. (2012). This is why the problem is most frequently solved using heuristics
out of which the k-means clustering method is the most prominent one; see, e.g.,
Lloyd (1982) and MacQueen (1967). However, solving such clustering problems
only heuristically may come with severe disadvantages. Since solving the MSSC
problem is an unsupervised learning problem, the outcome typically requires the
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interpretation of experts from the specific field of application such as medicine or
social sciences. This interpretation, however, may be completely wrong in the case
that the expert is confronted with a heuristic clustering solution of bad quality.
Moreover, it is easy to imagine that such a misleading interpretation might have some
severe, e.g., medical, consequences. Thus, there is a strong need for sophisticated
optimization techniques to improve the process of solving clustering problems to
global optimality and this is exactly the contribution of this paper: We develop
novel mixed-integer programming techniques that enable us to solve MSSC problems
to global optimality that have not been solvable before.

Of course, we are not the first ones trying to solve the MSSC problem to global
optimality. To the best of our knowledge, the earliest application of branch-and-
bound methods is presented by Fukunaga et al. (1975), which has been refined
later on by Diehr (1985). Another variant of a so-called repetitive branch-and-
bound method has been devised by Brusco (2006), where the authors conclude
that their method is well-suited for a small number of clusters. A more recent
branch-and-bound approach is presented by Sherali and Desai (2005). The authors
use reformulation-linearization-techniques (RLT) embedded in a branch-and-bound
method to solve the problem to global optimality. In their introduction, they also
talk about a “limited number of optimization techniques” as opposed to a rather
large number of heuristics that are used in practice. As an additional technique,
the authors present further valid inequalities to tackle the inherent symmetry of
the problem. Regarding symmetry breaking for clustering problems we also refer
to Plastria (2002), which is, generally speaking, a modeling tutorial paper but
which also contains a discussion of symmetry breaking constraints for the clustering
problem. Aloise and Hansen (2011) also consider the MSSC problem and try to
re-produce the results of Sherali and Desai (2005). However, the re-production
failed since significantly longer running times have been observed. Consequently, the
computational efficiency of the RLT-based branch-and-bound method may be taken
with some care. Another algorithmic technique is the column generation approach
presented first in Merle et al. (1999) and which has been re-considered and improved
by Aloise et al. (2012). Also other classic techniques of mixed-integer (non)linear
optimization have been applied such as generalized Benders decomposition in Floudas
et al. (1989) and Tan et al. (2007). Alternatively, Peng and Xia (2005a) consider the
MSSC problem as a concave minimization problem and adapt Tuy’s cut method, see
Horst and Tuy (1996), for solving the problem. Further, Prasad and Hanasusanto
(2018) propose improved conic reformulations of the MSSC problem and also study
some symmetry breaking techniques. Tîrnăucă et al. (2018) follow a more geometric
approach that is based on Voronoi diagrams. Finally, there is a rather large branch
of literature towards the application of techniques from semi-definite programming
(SDP). Peng and Wei (2007) and Peng and Xia (2005b) proved the equivalence
between the MSSC problem and a 0-1 SDP reformulation. Based on this 0-1 SDP
model, Aloise and Hansen (2009) propose a branch-and-cut algorithm and solve
instances with up to 202 data points to global optimality. More recently, Piccialli
et al. (2021) consider the same mixed-integer SDP for the MSSC problem and
propose another branch-and-bound algorithm that is capable of solving real-world
instances with up to 4000 data points. To the best of our knowledge, this is the
most recent state-of-the-art branch-and-bound algorithm for the MSSC problem.
SDP-like models have also been used in de Rosa and Khajavirad (2020) to use
Z = XX> ∈ [0, 1]n×n for encoding the clustering instead of X ∈ {0, 1}n×k. The
authors derive cutting planes and show a relation of their cutting planes to the cut
polytope; see Deza and Laurent (1997) for a survey on the latter. The presented
numerical experiments show that these novel cutting planes can be strong but the
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authors only solve the initial LP relaxation and do not apply a complete branch-
and-bound method. Finally, some recent ideas based on reduced-space techniques
seem to be very promising, see Hua et al. (2021) and Liberti and Manca (2021).
Besides that, in Liberti and Manca (2021), the authors discuss the MSSC problem
with several side constraints. One of their base models is, in particular, the convex
MINLP that we present in the next section.

In our contribution, we add to the literature on solving the MSSC problem
to global optimality. To this end, we develop novel mixed-integer programming
techniques that are mainly motivated by geometric insights and that improve the
branch-and-cut solution process of an MINLP solver. To be more precise, we
present two MINLP formulations of the problem (Section 2), develop cutting planes
(Section 3), propagation methods (Section 4), as well as problem-specific branching
rules (Section 5) and primal heuristics (Section 6). We implement and test all
techniques in the open-source MINLP solver SCIP; see Gamrath et al. (2020). By
doing so, we also automatically apply state-of-the-art symmetry breaking techniques
to the problem. Our numerical results are presented and discussed in Section 8,
where we show that our techniques significantly improve the solution process. We
close the paper with some concluding remarks and some potential topics for future
work in Section 9. Our code is publicly available at GitHub1.

2. MINLP Models for the MSSC Problem

We now model the minimum-sum-of-squares clustering (MSSC) problem as a
mixed-integer nonlinear optimization problem (MINLP). To this end, we are given
a set of data points p ∈ P ⊆ Rd and a positive integer 2 ≤ k ≤ |P |, which is the
number of clusters of the problem. The task is then to assign every data point p ∈ P
to a cluster (indexed by j ∈ [k] := {1, . . . , k}) so that the sum of the Euclidean
distances between the data points and the corresponding centroids cj is minimal.
This problem is modeled via the following MINLP:

min
x,c

∑

p∈P

∑

j∈[k]

xpj‖p− cj‖2 (1a)

s. t.
∑

j∈[k]

xpj = 1, p ∈ P, (1b)

xpj ∈ {0, 1}, p ∈ P, j ∈ [k], (1c)

cj ∈ B, j ∈ [k]. (1d)

The binary variables xpj are the assignment variables that model whether the data
point p is assigned to cluster j (xpj = 1) or not (xpj = 0). Moreover, B ⊆ Rd
is a set that contains all points in P . This can, e.g., be the bounding box of P .
That is, if for each i ∈ [d], `i = min{pi : p ∈ P} and ui = max{pi : p ∈ P},
then B = {c ∈ Rd : `i ≤ ci ≤ ui, i ∈ [d]} is a valid choice. Note that (1d) is
not necessary for the correctness of Model (1). Nevertheless, we include it in our
implementation, because Model (1) is a nonconvex MINLP, for which bounds on
variables are usually beneficial. The objective function measures the sum of the
squared Euclidean distances between the data points and the centroids of the clusters
to which they belong. Finally, Constraint (1b) ensures that every point is assigned
to exactly one cluster.

Note that this model is cubic since the objective function uses multiplications of
the assignment variables x with the norms that depend on the centroids c, which
are variables of the problem as well. In particular, Model (1) is a nonconvex MINLP.
However, it can also be re-written as a convex MINLP in a lifted space by using its

1https://github.com/christopherhojny/globally-solving-MSSC
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epigraph formulation. To this end, we model each term in the objective function
using a separate variable and bound it in a newly introduced constraint. The
resulting mixed-integer second-order cone programming (MISOCP) problem then
reads

min
x,c,η

∑

p∈P

∑

j∈[k]

ηpj (2a)

s. t. ηpj ≥ ‖p− cj‖2 −Mp(1− xpj), p ∈ P, j ∈ [k], (2b)
∑

j∈[k]

xpj = 1, p ∈ P, (2c)

xpj ∈ {0, 1}, p ∈ P, j ∈ [k], (2d)

cj ∈ B, j ∈ [k], (2e)
ηpj ≥ 0, p ∈ P, j ∈ [k], (2f)

where Mp are sufficiently large numbers. The objective function is linear now and
we obtain the additional quadratic and convex constraints in (2b).

For every p ∈ P , Mp can be chosen to be the maximum distance of p to any other
point p̃ ∈ P . An overestimation can be easily computed via

Mp = M = (u1 − `1)2 + · · ·+ (ud − `d)2,

where `i and ui are the componentwise bounds of the bounding box given above.
Moreover, for a given cluster assignment x, an optimal choice for the cluster centroids
is immediate, an observation that we will exploit frequently.

Observation 2.1. For a given assignment of x-variables adhering to (1b) or (2c),
respectively, the optimal choice for cj, j ∈ [k], is∑

p∈P p xpj∑
p∈P xpj

,

i.e., the barycenter of all points assigned to cluster j.

3. Cutting Planes

Without doubt, cutting planes are among the most powerful techniques to enhance
the solution process for mixed-integer problems. Modern MI(N)LP solvers have
many general-purpose cutting planes built-in. However, it is very often beneficial
to derive problem-specific cutting planes. This is particularly important for the
MSSC problem, since it is well-known that one of the most challenging issues for
developing an efficient branch-and-bound algorithm for the MSSC problem is the
computation of good lower bounds in a reasonable amount of time. In this section,
we state two tailored cutting planes. The first one is applicable to Model (1) and (2)
whereas the second one is only applicable to Model (2).

3.1. Cardinality Cuts. We first briefly discuss cardinality cuts, which are already
mentioned in Aloise et al. (2012) as well as Sherali and Desai (2005). Consider an
optimal solution of Model (1). In this optimal solution, there cannot be any empty
cluster, because otherwise the corresponding objective value can be decreased by
assigning a point that is not a centroid to that empty cluster. On the other extreme,
a cluster contains |P | − k + 1 data points if every other cluster consists of only a
single data point. Thus, to tighten the formulation (1), the following cardinality
cuts can be added to Model (1):

1 ≤
∑

p∈P
xpj ≤ |P | − k + 1, j ∈ [k].
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Obviously, the same cuts are also valid for Model (2).
The idea of cardinality cuts can also be localized, i.e., the cardinality bounds can

be adapted to take local variable bounds at a node of the branch-and-bound tree
into account. To this end, we introduce, for each j ∈ [k] the integral variable κj
with range {k − 1, . . . , |P | − 1} and link it with the x-variables via the linear
constraint κj +

∑
p∈P xpj = |P |, j ∈ [k]. That is, κj describes the number of data

points that are not assigned to cluster j. If a lower bound κj and an upper bound κ̄j
on κj is given, this equation implies the inequalities

1 ≤ |P | − κ̄j ≤
∑

p∈P
xpj ≤ |P | − κj ≤ |P | − k + 1, j ∈ [k].

That is, they describe localized versions of cardinality cuts that get stronger if x-
variables get fixed. Another side effect of the auxiliary variables κj is that a solver
might decide to branch on these variables. In doing so, it imposes bounds on the
size of cluster j ∈ [k].

3.2. Outer Approximation Cuts. We now focus on Model (2). The only non-
linear constraints (2b) in this problem are convex. Thus, their first-order Taylor
approximations are global underestimators at any point (η̄, c̄, x̄) and thus provide
valid inequalities that are linear in (η, c, x):

d∑

i=1

2c̄ji c
j
i − 2pic

j
i + (pi)

2 − (c̄ji )
2 − ηpj −Mp(1− xpj) ≤ 0, p ∈ P, j ∈ [k]. (3)

This allows to solve Model (2) in an outer approximation or LP/NLP-based branch-
and-bound fashion; see Duran and Grossmann (1986) and Fletcher and Leyffer
(1994) or Quesada and Grossmann (1992), respectively. We start by relaxing the
constraint set (2b). Next, we assume that (η̄, c̄, x̄) is a solution of this relaxation,
i.e., it particularly fulfills the binary conditions (2d). If the relaxation’s solution
is feasible for the nonlinear constraints (2b), it is also a solution for Model (2). If
not, we can compute a feasible point (η̂, ĉ, x̄) of Model (2). In the original outer
approximation method, this is done by fixing the binary variables x̄ in Model (2)
and solving the resulting convex NLP subproblem; see Duran and Grossmann (1986).
The benefit in our specific application is that solving the subproblem boils down
to a simple computation of the barycenters ĉ, see Observation 2.1, followed by an
evaluation of the distances η̂ according to Constraints (2b) and (2f).

From the theory of outer approximation, it is well-known that when adding the
inequalities (3) at the solution (η̂, ĉ, x̄) of the subproblem, it holds

∑

p∈P

∑

j∈[k]

ηpj ≥
∑

p∈P

∑

j∈[k]

η̂pj

for all feasible points (η, c, x̄) of the updated relaxation. In other words, adding the
outer-approximation cuts bounds the optimal objective value of the relaxation with
fixed binaries x = x̄ from below by

∑
p∈P

∑
j∈[k] η̂pj . Consequently, the updated

relaxation yields a solution with a new, previously unseen, cluster assignment x or
the optimality gap is closed. Thus, iterating this process terminates after a finite
number of steps; see Duran and Grossmann (1986) or Fletcher and Leyffer (1994)
for more details. We note that the number of inequalities (3) does not depend on
the dimension d, which might be beneficial for problems with higher dimensions.

Instead of implementing an LP/NLP-based branch-and-bound from scratch, we
can use solvers such as SCIP to solve Model (2). In this setting, we can separate
and add cuts (3) to tighten the LP relaxations. Since for larger |P | and k, adding
all inequalities (3) might be impracticable, we may also add only a certain amount
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of cuts. In particular, in our implementation in SCIP, we add only 10 cuts per
separation round.

4. Propagation

Suppose we are at a node of the branch-and-bound tree. Due to branching
decisions and further reductions, some variables might have been fixed or their
bounds have been tightened in comparison to the original problem formulation. The
aim of propagation is to find further variable fixings or bound tightenings that are
valid at the current node. That is, one tries to apply further reductions based on
local variable bound information. According to Observation 2.1, every assignment
of x-variables that satisfies (1b) or (2c) can be extended to a feasible solution of (1)
or (2), respectively. Thus, it is crucial to derive propagation mechanisms that
exclude assignments of x-variables that cannot be optimal. Moreover, we develop
algorithms to strengthen bounds of the c-variables and the objective variables.
Before we discuss our propagation algorithms, we fix the following notation and
terminology.

For every j ∈ [k], we denote by Pj ⊆ P the set of all data points p ∈ P whose
corresponding variable xpj has been fixed to 1 at the current node of the branch-
and-bound tree. That is, we have already decided to assign p to cluster j. Moreover,
we denote by P ′j ⊆ P all data points p such that xpj has not been fixed to 0 yet,
i.e., p is already or can still be assigned to cluster j. Note that Pj ⊆ P ′j . For a
continuous variable z, i.e., for the c- and η-variables, we denote by z and z̄ the lower
and upper bound on z at the current node, respectively.

4.1. Barycenter Propagation. Given a non-empty set of data points Q ⊆ P
defining a cluster, the optimal choice for its centroid is the barycenter

C(Q) :=
1

|Q|
∑

p∈Q
p

of all data points in Q. Its distance value is D(Q) =
∑
p∈Q ‖p− C(Q)‖2. The idea

of the barycenter propagation is to use this observation to find lower bounds on the
objective and to strengthen the bounds for the c-variables.

4.1.1. Bound Tightening for the Objective Function Values. To find a lower bound on
the objective in Model (1), note that for sets Q ⊆ Q′ ⊆ P , we have D(Q) ≤ D(Q′).
Consequently, a lower bound on the objective is given by

∑
j∈[k]D(Pj). The

barycenter propagator uses this value to possibly tighten the lower bound on the
objective at the current node of the branch-and-bound tree. Computing this lower
bound for all clusters can be done in O(kd|P |) time.

For Model (2), no immediate lower bound on the objective can be enforced because
the objective is decoupled via the η-variables. Nevertheless, for each (p, j) ∈ P × [k],
the following steps can be done. We can prune a node of the branch-and-bound tree
if p /∈ P ′j and ηpj > 0, because an optimal solution has ηpj = 0 as data points not
assigned to a cluster do not contribute to D(Pj). Otherwise, if p /∈ P ′j and ηpj = 0,
we can fix ηpj to 0.

4.1.2. Bound Tightening for the Centroids. Besides strengthening bounds on the
objective, barycenter information can also be used to tighten bounds on centroid
variables cji with (i, j) ∈ [d] × [k]. Suppose P ′j \ Pj = {p1, . . . , ps} such that p1

i ≤
p2
i ≤ · · · ≤ psi . For each r ∈ [s]0 := [s]∪{0}, we compute γj,r = C(Pj ∪{p1, . . . , pr}).

Lemma 4.1. A valid lower bound on cji is given by minr∈[s]0 γ
j,r
i .
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q

Figure 1. Illustration of cone-based propagation. If q is not contained in the red
cluster, none of the black points can be contained in the red cluster. Assigning the
white points to the red cluster is still possible.

Proof. Let Q ⊆ P ′j\Pj and assume |Q| = r. Then, C(Pj∪Q)i ≥ C(Pj∪{p1, . . . , pr})i,
because the points p1, . . . , pr are points with the r smallest ith coordinates.
Consequently, to find a lower bound on the centroids, it is sufficient to con-
sider C(Pj ∪ {p1, . . . , pr}) for each r ∈ [s]0. �

Analogously, an upper bound is given by maxr∈[s]0 C(Pj ∪ {ps−r, . . . , ps})i. Since
computing an iterative sequence of barycenters can be done using the formula

γj,r+1 =
(|Pj |+ r)γj,r + pr+1

|Pj |+ r + 1
,

we can compute the minimum and maximum values for all coordinates and clusters
in O(kd|P |) time.

4.2. Convexity and Cone Propagation. Based on optimality arguments, we can
also derive rules to assign data points p ∈ P ′j \ Pj to cluster j ∈ [k]. The key idea of
the convexity propagator is the following simple observation.

Lemma 4.2. There exists an optimal solution of MSSC with clusters P1, . . . , Pk
such that, for each j ∈ [k], we have conv(Pj) ∩ P = Pj.

Proof. Given an optimal allocation of the k centroids, the Voronoi cells

Cj = {x ∈ Rd : ‖x− cj‖ ≤ ‖x− cj′‖, j′ ∈ [k]}
for j ∈ [k] cover the entire Rd and only intersect at their boundaries. Since Voronoi
cells are full-dimensional polyhedra, we can use the following mechanism to prove
the assertion. We start with cluster 1 and observe that P1 ⊆ C1 in any optimal
solution. If there exist p ∈ P \ P1 that are contained in C1, they are necessarily
contained in the boundary of C1. Hence, if we change the assignment of these points
to P1, this does not change the objective of MSSC. The assertion thus holds for P1,
and we can use the same arguments iteratively to conclude the proof. �

As a consequence, the convexity propagator computes conv(Pj) for each j ∈ [k].
If there exists p ∈ P ∩ conv(Pj) it performs the following steps: If p /∈ P ′j holds,
then we can prune the current node of the branch-and-bound tree, because the
local variable bounds cannot lead to an optimal solution adhering to Lemma 4.2.
Otherwise, xpj can be fixed to 1.

Besides pruning nodes and fixing variables to 1, Lemma 4.2 has another conse-
quence that allows us to fix some variables to 0, which is illustrated in Figure 1.

Lemma 4.3. Let P1 ∪ · · · ∪ Pk be a partition of a finite set P ⊆ Rd. Suppose
conv(Pj) ∩ P = Pj for each j ∈ [k]. Then, for every q ∈ P \ Pj,

q + cone{−(p− q) : p ∈ Pj} ⊆ P \ Pj .
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Proof. Note that q + cone{p − q : p ∈ Pj} is the smallest cone with apex q that
contains conv(Pj), because q /∈ Pj and we shoot rays from q through each of the
finitely many points in Pj . Hence, negating these rays leads to a cone that cannot
contain any point from Pj as it does not contain conv(Pj). �

We can use this observation as follows. If there is q ∈ P \ P ′j , i.e., xqj is fixed
to 0, then all points in q + cone{−(p− q) : p ∈ Pj} can be fixed to 0 as well.

In arbitrary dimensions, the convexity propagator cannot be implemented ef-
ficiently, because conv(Pj) might have Ω(2d) many facets. In small dimensions,
computing convex hulls can be done rather quickly and, as our numerical results
will indicate, have a very positive impact on the time needed to solve MSSC.

4.3. Distance Propagation. The distance propagator provides another set of rules
to fix variables xpj , (p, j) ∈ P × [k], to 0. To this end, it defines for each j ∈ [k] the
bounding box Bj = {y ∈ Rd : cji ≤ yi ≤ c̄ji , i ∈ [d]} for the centroids. That is, the
smallest box that contains the centroid for cluster j based on local variable bound
information. Afterward, for each p ∈ P and j ∈ [k], it computes the minimum and
maximum distances Dmin

j,p and Dmax
j,p to the bounding box Bj , i.e.,

Dmin
j,p = min {‖p− x‖ : x ∈ Bj} , Dmax

j,p = max {‖p− x‖ : x ∈ Bj} .
Since a data point is assigned to a centroid of minimum distance in an optimal
solution, p cannot be assigned to cluster j ∈ [k] if there is j′ ∈ [k] with Dmax

j′,p < Dmin
j,p .

Consequently, xpj can be fixed to 0 in this case.
Finding Bj and computing the minimum and maximum distance of a point to

a box can be done in O(d) time. Hence, the distance propagator runs in O(kd|P |)
time.

5. Branching rules

After a node of the branch-and-bound tree has been processed (adding cutting
planes, propagation), branching rules split the current subproblem into further
subproblems to, e.g., tighten the problem formulation or enforce integrality of
variables. The decision on how to split the current subproblem is typically guided by
the solution of the subproblem’s LP relaxation. To enforce integrality of variables
(in the notation of the MSSC problem), one typically selects a variable xpj whose
value in the LP solution is non-integral. Then, two subproblems are created that
fix xpj to 0 and 1, respectively. Despite the existence of many branching rules that
perform well for generic problems, see Achterberg et al. (2005), there also exist
branching rules tailored to a specific problem. This becomes relevant, because they
might allow to derive further reductions based on problem structure or further
components of a solver such as propagation mechanisms.

For integer programs, Gilpin and Sandholm (2011) proposed four families of
branching rules motivated from an information-theoretic perspective. The common
ground of all their rules is to interpret the values xpj as the probability that a
point p ∈ P is assigned to cluster j ∈ [k]. Using their rules, they aim at reducing
the assignment uncertainty in the current subtree. The first and second rule use
a look-ahead approach, similar to strong branching. For the MSSC problem with
a large number of clusters or points, look-ahead branching rules may become
computationally prohibitive when applied to the full problem. Hence, we do not
use them. The third family is called entropic look-ahead-free variable selection and
the fourth is its extension for a multi-variable branching version. Since we think
that the third family might be helpful for the MSSC problem, we describe it in
the following. Afterward, two novel branching rules for the MSSC problem will be
presented.
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5.1. Entropy Branching. Suppose that the optimal LP solution of the current
subproblem does not satisfy the integrality constraints, which means that the relaxed
solution x̄ is non-integral. Let X̄ be the set of all branching candidates that are
non-integral in this LP solution, i.e.,

X̄ := {x̄pj : x̄pj ∈ (0, 1), p ∈ P, j ∈ [k]} .
Since each of these x̄pj is non-integral, the cluster assignment of point p is not fixed.
For the assignment to be fixed, x̄pj has to be one. Due to Constraints (1b) or (2c),
x̄pj can be seen as a kind of posterior probability of point p to belong to cluster j
(Zheng et al. 2017). A good strategy for branching would be to select the point p
for which the probabilities for each cluster assignment are almost the same.

The most unclear situation is where x̄pj = 1
k holds for all j ∈ [k]. Here, each

cluster assignment is equally probable for point p. This can be seen as a homogeneous
information setting. The level of homogeneity can be measured via the Shannon
entropy of point p (Shannon 1948). More precisely, for each variable x̄pj ∈ X̄ the
entropy of point p with probabilities x̄pj , j ∈ [k], is

Hp = −
∑

j∈[k]

x̄pj log2(x̄pj).

The maximum entropy (Hp = log2 k) occurs in the above mentioned extreme case.
That is, the current LP solution does not provide any information on the best (or
most probable) cluster assignment of point p. The minimum entropy is obtained
when there is a clear cluster assignment. In this situation, let the point p be already
assigned to a cluster, e.g., to cluster j = 1 and hence x̄p1 = 1. Due to (1b) (or (2c)),
x̄pj′ = 0 for j′ ∈ [k] \ {1}. The entropy of p is then

Hp = −1 log2 1− 0 log2 0− · · · − 0 log2 0 = 0,

where 0 log2 0 is taken to be zero.
We are interested in finding the point corresponding to the fractional vari-

able x̄p∗j∗ ∈ X̄ such that the entropy of point p∗ is the maximal over all points with
fractional variables, i.e., we search for the most uncertain assignment. The point is
formally given by

p∗ ∈ arg max
{p∈P : x̄pj∈X̄, j∈[k]}

Hp.

For this point p∗, we select the cluster index j to branch on arbitrarily, i.e., we
create two subproblems by adding either x̄p∗j = 1 or x̄p∗j = 0.

5.2. Distance Branching. Next, we describe three branching rules with a geomet-
ric motivation. The first one, called distance branching, is based on the intuition that
clusters should be rather compact (opposed to being spread out). Given the current
LP solution with its suggestion for the centroids cj , j ∈ [k], the variable xpj ∈ X̄
selected for branching is the one corresponding to the data point p and cluster j
that are most apart from each other, i.e., we find

(p∗, j∗) ∈ arg max
{(p,j)∈P×[k] : x̄pj∈X̄}

‖p− cj‖.

Then, we branch on the fractional variable x̄p∗j∗ , creating two subproblems by
adding either x̄p∗j∗ = 1 or x̄p∗j∗ = 0. If an optimal cluster is indeed compact,
then the 0-subproblem contains an optimal solution. Otherwise, the convexity
propagator has the potential to also fix additional variables that lie between p∗ and
the remaining points of cluster j∗ in the 1-subproblem.
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5.3. Centrality Branching. Since the distance branching rule is tailored towards
the extremes of compact vs. far spread-out clusters, the centrality branching rule
takes a more balanced approach by selecting a point whose distance to a cluster is
not too big. Given the current LP solution with its suggestion for the centroids cj ,
j ∈ [k], we would like to branch on the non-integral variable xpj corresponding to
the data point p and cluster j that is lying in the center of the cloud of unassigned
data points. To obtain a cheap evaluation, we take the point p∗ that is in the center
of all centroids, i.e.,

p∗ ∈ arg min
{p∈P : x̄pj∈X̄, j∈[k]}

∑

j∈[k]

‖p− cj‖.

From this point p∗, we select an arbitrary variable x̄p∗j∗ , creating two subproblems
by adding either x̄p∗j∗ = 1 or x̄p∗j∗ = 0. If the distance of p∗ to cluster j∗ is not
too small, then there is a chance that the convexity propagator can fix further data
points to be contained in cluster j∗ in the 1-subproblem. Opposed to the distance
branching rule, however, also the 0-subproblem becomes relevant for the convexity
propagator as it might fix some variables to 0 based on its cone propagation.

5.4. Pairs-in-the-Middle-of-Pairs Branching. The next branching rule is a
variation of the last one, but now we branch on more general linear inequalities.
Given the current LP solution with its suggestion for the centroids cj , j ∈ [k], we
would like to branch on the sum of a pair of non-integral variables corresponding to
the two data points located in the middle of a pair of clusters.

First assume that there are only two clusters with corresponding centroids c1
and c2. We want to find the points that are nearest to the point lying half way
from centroid c1 to centroid c2. Any point p ∈ P that lies on the line segment
between c1 and c2, minimizes the sum ‖p− c1‖+ ‖p− c2‖ by the triangle inequality
of the Euclidean distance. With the same reasoning, the smaller this sum is, the
nearer is point p to the line segment between the two clusters. However, there can
be multiple points p with the same value for ‖p− c1‖+ ‖p− c2‖. We are interested
in the ones that are nearest to the middle. Thus, we penalize longer distances by
minimizing the sum ‖p− c1‖2 + ‖p− c2‖2 of squares instead.

Now assume that there are more than two clusters which have pairwise the exact
same distance of centroids to each other. Then, still looking for the two points p ∈ P
that minimize ‖p− cj‖2 + ‖p− cj′‖2 for j, j′ ∈ [k] with j 6= j′ gives us the desired
points. Let p and q be the selected points and j and j′ be the selected clusters. We
then compute the sums in the current LP solution, x̄pj + x̄qj and x̄pj′ + x̄qj′ , and
select the sum that is most fractional or least fractional. Both versions are tested
in our numerical experiments. Suppose that the first sum is selected, which means
that the selected cluster is j. Then, we branch on

x̄pj + x̄qj ≤ bx̄pj + x̄qjc
and

x̄pj + x̄qj ≥ dx̄pj + x̄qje.

6. Primal Heuristics

Primal heuristics try to find feasible solutions of good quality in a short amount
of time. Having good feasible solutions at hand early in the solving process is crucial.
Feasible solutions help to prune branch-and-bound nodes based on bounding as
well as to perform further fixings and reductions. Moreover, a user may already be
satisfied with the quality of the heuristic solution, such that the solving process can
be stopped at an early stage. In this section we present three primal heuristics for
the MSSC problem.
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6.1. A Root-Node Heuristic. To obtain a first feasible point, i.e., a point for
warm-starting, we use the k-means algorithm, which is the most popular heuristic
for finding a feasible solution for the MSSC problem; see, e.g., Lloyd (1982) and
MacQueen (1967). It consists of two main steps. First, given an initial guess for
the location of the centroids, each data point is assigned to the nearest centroid.
Afterward, each centroid is updated by calculating the mean of the data points
assigned to this centroid. This process is repeated until the centroids no longer
change. To obtain an initial guess for the location of the centroids, we use the
“furthest point heuristic”, also known as “Maxmin” (Gonzalez 1985). The idea is
to select the first centroid randomly within the respective bounding box and then
obtain new centroids one by one. In each iteration, the next centroid is the point
that is the furthest (max) from its nearest (min) existing centroid. Here, we choose
the first data point as the first centroid. For a comparison of several initialization
heuristics, see, e.g., Fränti and Sieranoja (2019).

6.2. A Rounding Heuristic. Feasible solutions can be obtained at each node
by applying a rounding scheme to the LP solution. We use the rounding heuristic
proposed by Sherali and Desai (2005). For completeness, we also describe it here.

Given a non-integral LP solution (x̃, c̃), or (x̃, c̃, η̃) for Model (2), at a node of the
branch-and-bound tree, we round the non-integral x̃-solution to the closest feasible
binary solution x̄, while respecting the decisions that have already been made, i.e., if
a data point is already assigned to a cluster it will remain in that cluster. First, we
ensure that there are no empty clusters by finding, for each j ∈ [k] with Pj = ∅, the
point p̄ ∈ P \ ∪j∈[k]Pj such that p̄ ∈ arg max

{
x̃pj : p ∈ P \ ∪j∈[k]Pj

}
, and setting

x̄p̄j = 1. To break a tie, the point with smallest index is chosen. Now, to ensure
that the point p̄ is only in one cluster, we set x̄p̄j′ = 0, for all j

′ ∈ [k] \ {j}.
Furthermore, for each data point p ∈ P such that x̃pj , j ∈ [k], is not yet rounded,

we find a cluster j∗ such that x̃pj∗ ∈ max {x̃pj : j ∈ [k]}. Again, we break ties by
selecting the cluster with the smallest index. Then, we set x̄pj∗ = 1 and x̄pj = 0
for all j ∈ [k] \ {j∗}. With x̄ at hand, we can then compute the centroids for each
cluster, see Observation 2.1, and obtain a feasible solution for the MSSC problem.

6.3. An Improvement Heuristic. Given a feasible solution (x̄, c̄) of Model (1) or
(x̄, c̄, η̄) of Model (2), we try to improve this solution by evaluating the loss function
(i.e., the intra-variance) within each cluster. For that, consider the weighted value
of the loss function restricted to cluster Cj as

Fj =
1

|Cj |
∑

p∈Cj

‖p− c̄j‖2.

It may happen that some clusters have a large loss function value, while some other
clusters may have a very small one. Thus, we may find a better solution—regarding
the sum of all losses—by splitting a cluster into two smaller clusters and joining
two other clusters. This heuristic has been proposed in Burgard et al. (2020), where
the motivation for its development is explained in more details.

The procedure is described as follows. For each pair of clusters (Cj1 , Cj2), we
compute their joint centroid and the corresponding total loss via

cj1j2 =
1

|Cj1 |+ |Cj2 |
∑

p∈Cj1
∪Cj2

p

and
Fj1j2 =

1

|Cj1 |+ |Cj2 |
∑

p∈Cj1
∪Cj2

‖p− cj1j2‖2.
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Now, consider the set

Ψ := {(Cj1 , Cj2 , Cj3) : Fj1j2 < Fj3} ,
which is the set of all possible combinations of three clusters such that the total
loss within two joined clusters is smaller than the total loss within a third cluster.
Note that the set Ψ can be empty. If so, this means that we cannot obtain a better
solution by joining two clusters and splitting another one. On the other hand, i.e., if
there exists (Cj1 , Cj2 , Cj3) ∈ Ψ, then the total loss of the joined clusters Cj1 and Cj2
is smaller than the total loss within cluster Cj3 . Thus, we obtain a better solution
by joining Cj1 and Cj2 and by splitting cluster Cj3 into two smaller clusters. To
this end, we update the centroids in such a way that the clusters Cj1 and Cj2 are
now one cluster with centroid cj1j2 , cluster Cj3 receives two new centroids, and the
other centroids remain the same, i.e.,

ĉj1 ← cj1j2 , ĉj2 ← c̃, ĉj3 ← c̃′,

ĉj ← c̄j for all j /∈ {j1, j2, j3},
where c̃ and c̃′ are obtained as follows. First we find the two furthest points in Cj3
to be the initial guesses for the location of the centroids, i.e.,

(c̃, c̃′) ∈ arg max
p,p′∈Cj3

{
‖p− p′‖2

}
.

Next, each point in Cj3 is assigned to the closest centroid, either c̃ or c̃′. Then, the
centroids c̃ and c̃′ are updated based on this assignment. Now, the update of the
assignments and centroids is repeated until they do not change anymore. This way
we obtain the new centroids c̃ and c̃′ that give us the desired splitting of cluster Cj3 .

Finally, if the set Ψ has more than one element, then we repeat the process
starting with the element (Cj1 , Cj2 , Cj3) that gives the minimum ratio Fj1j2/Fj3 .
Each time an element (Cj1 , Cj2 , Cj3) is used, we exclude all the elements that
contain Cj1 , Cj2 , or Cj3 , because these clusters have already been modified.

With ĉ at hand, we can easily compute x̂ and, thus, a new feasible solution (x̂, ĉ)
is obtained. If the objective function value is better at this new solution, then we
have found an improved solution out of (x̄, c̄).

7. Symmetry breaking

Note that both Model (1) and (2) are symmetric with respect to cluster assign-
ments. That is, once a feasible solution has been found, one can generate equivalent
(symmetric) solutions by exchanging the labels of the clusters. Such symmetries are
known to deteriorate the performance of search-based approaches like branch-and-
bound, because symmetric subproblems are created repeatedly without providing
the solver with new information. Such cluster symmetries can be handled in both
models by imposing additional restrictions on the x-variables. If we interpret x
as a binary matrix whose columns are labeled by clusters, then we can handle
symmetries by enforcing that the columns of x need to be sorted lexicographically
non-increasing. Since each row of matrix x has exactly one 1-entry due to (1b)
and (2c), the lexicographic sorting can be imposed by orbitopal fixing, see Kaibel
et al. (2011), and separating the symmetry handling inequalities developed by Kaibel
and Pfetsch (2008).

8. Numerical Experiments

In this section, we report extensive computational results that show the benefits
of the techniques proposed in Sections 3–6. To this end, we have incorporated all
these techniques into the state-of-the-art solver SCIP; see Gamrath et al. (2020). As
a reference for comparison, we use plain SCIP for both problem formulations (1)
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Table 1. Information about the test sets. The first part corresponds to real-world
test sets whose instances come from different sources. The second part corresponds
to the synthetic test set.

ID Instance Reference n d

1 Fisher150iris Dua and Graff (2017) and Fisher (1936) 150 4
2 German22 Späth (1980) 22 2
3 German59 Späth (1980) 59 2
4 body-measurements Heinz et al. (2003) 507 5
5 cities-coord-202 Grötschel (1991) 202 2
6 cities-coord-666 Grötschel (1991) 666 2
7 concrete-compressive Dua and Graff (2017) 1030 8
8 glass-identification Dua and Graff (2017) 214 9
9 image-segmentation Dua and Graff (2017) 2310 19
10 padberg-rinaldi-hole-dri Padberg and Rinaldi (1991) 2392 2
11 reinelt-hole-drilling Reinelt (1991) 1060 2
12 ruspini Ruspini (1970) 75 2
13 telugu-indian-vowel Pal and Majumder (1977) 871 3

14 a1 Fränti and Sieranoja (2018) 3000 2
15 a2 Fränti and Sieranoja (2018) 5250 2
16 a3 Fränti and Sieranoja (2018) 7500 2
17 dim Fränti and Sieranoja (2018) 1024 32
18 g2-2-30 Fränti and Sieranoja (2018) 2048 2
19 g2-2-50 Fränti and Sieranoja (2018) 2048 2
20 g2-2-70 Fränti and Sieranoja (2018) 2048 2
21 s1 Fränti and Sieranoja (2018) 5000 2
22 s2 Fränti and Sieranoja (2018) 5000 2
23 s3 Fränti and Sieranoja (2018) 5000 2
24 s4 Fränti and Sieranoja (2018) 5000 2
25 unbalance Fränti and Sieranoja (2018) 6500 2

and (2). That is, we solve the two formulations without our problem-specific
enhancements but with enabled symmetry handling.

To conduct the experiments, we use different test sets from the literature, which
contain both real-world as well as synthetic instances. The test sets and the general
computational setup are described in Sections 8.1 and 8.2, respectively. Then, in
Section 8.3, we start the discussion of the numerical results for the case k = 2.
We evaluate the benefits of each particular technique and indicate which setting
performs best. Next, in Section 8.4, we repeat the discussion but for the case k = 3.
Finally, in Section 8.5, we present results on a larger test set in order to draw solid
and comprehensive conclusions about the performance of the novel techniques.

8.1. Test Sets. We evaluate the impact of the presented algorithmic ideas for
solving the MSSC problem using both synthetic and real-world test sets. To be
able to draw conclusions on a reliable basis, we have collected all publicly available
instances that have been used in the related literature for solving the MSSC problem
to global optimality. Thus, to the best of our knowledge, our results are based on
the largest publicly available test set for the MSSC problem consisting of realistic
instances. Specifically, we use the instances that have been used in Aloise and
Hansen (2011) and Sherali and Desai (2005), as well as in Aloise et al. (2012). Since
these instances come from different sources, we provide the source for every instance
in Table 1. The synthetic test set has been proposed in Fränti and Sieranoja (2018).
The authors show that these synthetic instances cover a wide range of classic MSSC
instances. In particular, the test set contains instances with different degrees of
overlap, density, and sparsity of data points.

Note that some of the synthetic instances contain data points with very large
coordinate values. In preliminary experiments, we have observed that this leads to
very large big-M values in Model (2), which in turn causes numerical instabilities.
To avoid numerical issues, we therefore re-scale these instances as follows. First, for
each coordinate, we shift the data points such that their coordinate-wise minimum
and maximum value is the same to have a “symmetric” distribution. Then, we
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re-scale the data points if they do not fit into [−103, 103]d. More precisely, for
each dimension i ∈ [d], we compute the maximum and minimum coordinate value
obtaining v̄i and vi, respectively. Then, we take ui = 0.5(v̄i+vi) and shift each data
point p obtaining p̂i = pi−ui for all i ∈ [d]. If we do this for all data points, they get
centered around the origin. Now, if wi = vi−ui < −103 or w̄i = v̄i−ui > 103 holds,
we re-scale the data. The desired new bounds then are zi = −103 and z̄i = 103.
Thus, the re-scaled data point p̃ is

p̃i =
p̂i − wi
w̄i − wi

· (z̄i − zi) + zi, i ∈ [d].

The corresponding instances that needed to be re-scaled are s1, s2, s3, s4, and un-
balance.

8.2. Computational Setup. To conduct our experiments, we use SCIP 7.0.3 as
a branch-and-bound framework. All LP relaxations are solved using CPLEX 12.8.
Our novel techniques discussed in Sections 3–6 are implemented as SCIP plugins
written in C/C++ and our code is publicly available at GitHub2 (githash 19003a37).
To handle symmetries, we use the orbitope constraint handler plugin of SCIP, which
implements orbitopal fixing and the symmetry handling inequalities as mentioned in
Section 7. To compute convex hulls and cones in the convexity propagator proposed
in Section 4.2, we use the Qhull3 C++ interface proposed by Barber et al. (1996).
We have also conducted experiments using the CDD library (Fukuda 1997) for
computing convex hulls and cones, but due to numerical instabilities therein, we
decided to use Qhull. Moreover, since we observed that many of SCIP’s internal
heuristics require a lot of running time without generating a feasible solution, we
disabled these heuristics. A list of disabled heuristics can be found in Appendix A.
All computations were performed on a computer with two Intel Xeon CPU E5-2699
v4 at 2.20 GHz (2×44 threads) and 756 GBRAM. The time limit of all computations
is 1 h per instance.

In the following, we discuss the impact of our techniques on solving the MSSC
problem for k = 2 and k = 3 clusters. We only report on aggregated results in
the discussion and refer the reader to Appendix B for results per instance. The
tables that we present show for both the quadratic and epigraph formulation the
mean number of nodes in the branch-and-bound tree (column #nodes), the mean
running time per instance in seconds (time), and the number of solved instances
(#solved). Instances that cannot be solved within the time limit contribute 3600 s
to the mean time value. Moreover, we report on the used setting, where each
of the following subsections describes how the settings are encoded in the tables.
All mean numbers of measurements t1, . . . , tn are provided as shifted geometric
means

∏n
i=1(ti + s)1/n − s to reduce the impact of outliers. For time we use a shift

of s = 10 and for nodes a shift of s = 100.

8.3. Discussion of the Numerical Results for 2 Clusters. We start with the
discussion of the numerical results for the case when there are 2 clusters. First,
we apply plain SCIP to all the 25 instances presented in Table 1. Afterward, we
gradually enable our techniques in SCIP and evaluate the benefits of each particular
technique as well as the benefits of different combinations of techniques. To allow
for a concise encoding, we abbreviate the different techniques as described below.
Whether a technique is enabled (resp. disabled) is encoded by 1 (resp. 0) in the
corresponding tables.

2https://github.com/christopherhojny/globally-solving-MSSC
3http://www.qhull.org.
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Table 2. Comparison of mean number of nodes, mean running time per instance
(in seconds), and number of solved instances using different heuristics for 2 clusters.

setting quadratic model epigraph model

round. impr. init #nodes time #solved #nodes time #solved

0 0 0 14 218.4 3406.45 1 23 275.1 2959.08 1
1 1 1 17 106.6 3273.37 1 19 884.9 2945.94 1

Table 3. Comparison of mean number of nodes, mean running time per instance (in
seconds), and number of solved instances using different propagators for 2 clusters.

setting quadratic model epigraph model

bary. conv. cone dist. #nodes time #solved #nodes time #solved

0 0 0 0 17 106.6 3273.37 1 19 884.9 2945.94 1
1 0 0 0 91 401.7 2853.27 1 18 868.4 2863.78 2
0 1 0 0 3607.3 1735.34 4 10 478.6 1902.80 4
0 1 1 0 3029.8 1565.24 5 7448.3 1529.15 6
1 1 1 0 5996.1 835.39 8 6784.9 1527.04 5

Primal Heuristics. We start by evaluating the impact of primal heuristics. A
summary of the obtained results is presented in Table 2, where “round.”, “impr.”, and
“init”, serve as abbreviations for the rounding, improvement, and root-node heuristic,
respectively. Recall that the improvement heuristic is only active for k > 2, i.e.,
it has no effect in the experiments discussed next. The first row shows the results
obtained by plain SCIP. It can be directly seen that the MSSC problem is extremely
hard to solve. Note that SCIP is able to solve only 1 instance to global optimality,
regardless of which model is used. Enabling all primal heuristics still does not allow
to solve more instances. However, we can see that the mean running time decreases
in both models, where the impact is larger for the quadratic model. That is, the
single instance that can be solved is solved in approximately 3.9 % faster using
heuristics.

Let us stress that, based on preliminary experiments, the main difficulty of
solving the MSSC problem to global optimality, is to obtain good dual bounds
in a reasonable amount of time. For this reason, the impact of heuristics on the
solving process is expected to be minor in comparison to the impact of techniques
that improve the dual bound. However, since we needed to disable many of SCIP’s
internal heuristics as described above, we enable all our heuristics in the following
experiments as their running time is low and they produce good solutions.

Propagators. The results of our experiments regarding propagators are summarized
in Table 3, where “bary.”, “conv.”, “cone”, and “dist.” abbreviate the barycenter,
convexity, cone, and distance propagator, respectively. However, we do not include
the results using the distance propagator here, since in preliminary numerical
experiments we observed that this propagator is not able to derive many reductions
if used alone. In later experiments, we will enable it again to investigate whether it
is able to improve the solution process if also other components are enabled.

The first row of results in Table 3 corresponds to the setting where only primal
heuristics are enabled. It can be directly seen that as more propagators are enabled,
more instances are solved. Without propagators only 1 instance is solved to global
optimality. Using all our propagators, we are able to solve 8 instances with the
quadratic model. Thus, the geometric ideas incorporated into the propagators are
an important component to solve the MSSC problem effectively. In particular, plain
SCIP is not able to make use of the simple geometric observations on its own. In
the following, we discuss the benefits of each particular propagator in more detail.
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Barycenter Propagator. By using the barycenter propagator and the quadratic
model, much more nodes can be processed if compared with the previous setting
and, more importantly, in significantly less time. The reason for this is that the
barycenter propagator is able to perform many reductions, which in turn simplifies
the LP relaxations. As a consequence, the dual bounds obtained with the quadratic
model drastically improve by using the barycenter propagator. This can be clearly
seen in Figure 2, where we plot the instances vs. the corresponding gap between
the primal and dual bounds. This already demonstrates the great benefit that the
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Figure 2. Instance ID vs. gap (in percentage and log-scale) for 2 clusters. Since
the y-axis is in log-scale, if a particular instance is solved to global optimality by a
particular method, then the gap is zero and hence it does not appear in the plot.
Whereas, if the gap is equal or larger than 104, then it assumes the gap limit of 104

in the plot.

barycenter propagator adds to the solution process. As discussed in Section 4.1.1,
the barycenter propagator is less powerful for the epigraph model as it is for the
quadratic model, which is also reflected in the results. Nevertheless, it allows 1 more
instance to be solved to global optimality and it slightly reduces the running times.
Looking at Figure 2 again, we also see that for many instances the gaps improve.

Convexity+Cone Propagator. The convexity propagator is based on geometric ideas
and is extremely powerful. Using only this propagator alone and heuristics, we can
already solve 3 more instances if the quadratic model is used, and 2 more instances
if the epigraph model is used. Without the convexity propagator, these instances
cannot be solved. This technique drastically helps in the solution process of the
MSSC problem. Besides allowing more instances to be solved, it also requires half
of the time that was needed before. Moreover, the number of nodes that need to be
processed to solve the instances also reduces significantly.

Using the cone propagation in combination with the convexity propagator, this
effect is even more pronounced. It allows 1 more instance to be solved if the quadratic
model is used, and 2 more instances if the epigraph model is used and results in
much lower mean running times.

Barycenter+Convexity+Cone Propagators. Although the barycenter and convexity-
cone propagators alone already significantly improved SCIP’s performance, their
combination allows to solve three further instances in the quadratic model. This
results in a significant reduction of running time by approximately 46 %. Interestingly,
the mean number of nodes in the combined setting is roughly twice as large as if
just the convexity-cone propagator is used. This again shows that the reductions
found by the propagators simplify the structure of relaxations drastically, which
allows SCIP to process more nodes. In turn, this allows to solve more instances. In
the epigraph model, the combination of the three propagators does not qualitatively
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Figure 3. Comparison of gaps using different propagators for 2 clusters.

change the results. Although 1 less instance can be solved, for many instances the
gaps improved; see Figure 3.

We conclude that, for both the quadratic and epigraph model, our propagation
algorithms are an important component to solve the MSSC problem to global
optimality. In particular, using combinations of these propagators creates synergies
that allow to solve more instances in comparison with just using a single propagator,
where the effect is more prominent for the quadratic model.

Cutting Planes. Next, we evaluate the impact of cutting planes on SCIP. As before,
we also enable all heuristics and, due to the positive effect of propagators, also the
convexity-cone and barycenter propagator. Preliminary numerical results showed
that by localizing the cardinality cuts, no positive impact on the solution process can
be achieved in general. Therefore, we focus only on the outer-approximation (OA)
cuts. Since these cuts are only applicable for the epigraph model, we concentrate
only on the epigraph model in the following discussion. Table 4 summarizes our
results.

Table 4. Comparison of mean number of nodes, mean running time per instance
(in seconds), and number of solved instances using or not the OA cuts for 2 clusters.

epigraph model

setting #nodes time #solved

w/o OA cuts 6784.9 1527.04 5
w/ OA cuts 1526.8 1552.97 5

At first glance, it seems that OA cuts only have a minor impact on SCIP’s
performance as the number of solved instances does not change. Comparing the
gaps with and without OA cuts, however, reveals a clear impact; see Figure 4. For 8
instances, we observe a change in the gap if cuts are enabled. In three cases, the
gaps slightly degrade when OA cuts are enabled. For the remaining five instances,
however, OA cuts either reduce or drastically reduce the gap. Thus, although
no clear trend is visible, we may conclude that OA cuts are helpful when solving
MSSC problems. The effect of OA cuts is less pronounced compared to the effect
of propagators, which might be explained by the fact that OA cuts do not exploit
the specific problem structure of MSSC. In contrast to this, our novel propagator
techniques are tailored to the MSSC problem and thus allow stronger reductions.
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Figure 4. Comparison of gaps using propagators with the OA cuts enabled or not
for 2 clusters.

Distance Propagator. As reported above, the distance propagator alone is not able
to significantly improve SCIP’s performance. For this reason, we test its effect if
also further components are enabled. From Table 5, we can see that using the
distance propagator together with our other techniques has a slightly positive effect.
Therefore, it is also enabled in the experiments discussed next.

Table 5. Comparison of mean number of nodes, mean running time per instance
(in seconds), and number of solved instances using or not distance propagator for 2
clusters.

quadratic model epigraph model

setting #nodes time #solved #nodes time #solved

w/o dist. propagator 5996.1 835.39 8 1526.8 1552.97 5
w/ dist. propagator 5976.4 813.00 8 1809.9 1497.49 6

Branching Rules. The last components to be tested are branching rules. We have
implemented all branching rules described in Section 5. Preliminary numerical
experiments, however, revealed that only the entropy and distance branching rules
may be beneficial for some instances. In contrast, the centrality and pairs-in-the-
middle-of-pairs harm the solution process leading to a less well-performing code.
Therefore, we focus only on the branching rules that have a positive impact on some
instances in the following discussion. We present the summary results in Table 6.
By “standard” we refer to SCIP’s default branching rule.

Our experiments show that no branching rule dominates the others. On the one
hand, by using the distance branching rule and the quadratic model, 1 additional
instance can be solved. On the other hand, the number of nodes and the time
required increases. If the epigraph model is used, then the entropy branching rule is
performing best: The number of solved instances remains the same but the running
times are slightly lower. The overall impact of branching rules, however, seems
to heavily depend on the underlying instance to solve, which does not allow us to
provide a clear winner.

Best Setting. To conclude the discussion of the numerical results for k = 2, we show
a comparison of plain SCIP with the best combination of the techniques proposed in
this paper. The latter comprises primal heuristics, propagators, OA cuts (for the
epigraph model), and the standard branching rules of SCIP, since our branching
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Table 6. Comparison of mean number of nodes, mean running time per instance
(in seconds), and number of solved instances using different branching rules for 2
clusters.

quadratic model epigraph model

setting #nodes time #solved #nodes time #solved

standard 5976.4 813.00 8 1809.9 1497.49 6
entropy 6613.7 863.79 8 2541.1 1446.77 6
distance 6942.0 845.73 9 1878.8 1488.07 6
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Figure 5. Running times and gaps comparison between plain SCIP and SCIP enabled
with the best setting for 2 clusters.

rules and standard branching rules are performing equally good on average. This
comparison in shown in Figure 5.

Regarding the performance of plain SCIP, we emphasize that the dual bounds
found by SCIP in the quadratic model are very weak which leads to very large gaps.
In contrast to this, if the epigraph formulation is used, better dual bounds can
be obtained by using plain SCIP. Despite their simplicity, the plots show that our
novel geometric ideas drastically improve on the performance of SCIP, thus adding
powerful methods to the toolbox for solving the MSSC problem to global optimality
if k = 2.

8.4. Discussion of the Numerical Results for 3 Clusters. We now turn our
attention to the experiments for k = 3. The MSSC problem is much harder to solve
to global optimality in this setting. We proceed as in the last section.

Primal Heuristics. The summary results of plain SCIP and SCIP enabled with our
primal heuristics are presented in Table 7.

By using plain SCIP and the epigraph model, we can solve only 1 instance to global
optimality. Enabling heuristics does not change the number of solved instances.
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Table 7. Comparison of mean number of nodes, mean running time per instance
(in seconds), and number of solved instances using different heuristics for 3 clusters.

setting quadratic model epigraph model

round. impr. init #nodes time #solved #nodes time #solved

0 0 0 7365.1 3600.00 0 5756.0 3094.27 1
1 1 1 8400.1 3600.00 0 6998.6 3113.39 1
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Figure 6. Comparison of gaps using or not the heuristics for 3 clusters.

Table 8. Comparison of mean number of nodes, mean running time per instance (in
seconds), and number of solved instances using different propagators for 3 clusters.

setting quadratic model epigraph model

bary. conv. cone dist. #nodes time #solved #nodes time #solved

0 0 0 0 7365.1 3600.00 0 5756.0 3094.27 1
1 0 0 0 20 902.8 2983.99 1 7409.5 2977.89 1
0 1 0 0 8066.6 3250.65 1 9169.4 2939.98 1
0 1 1 0 11 815.9 3385.49 1 7196.0 2743.45 3
1 1 1 0 26 530.7 2856.07 2 6057.0 2760.58 3

This is in line with the observations made above: the main difficulty in solving
the MSSC problem to global optimality is to provide tight dual bounds, which
are not provided by primal heuristics. However, we observe that by enabling the
heuristics in the epigraph model, the primal-dual gap improves for many instances
substantially; see Figure 6. For this reason, we enable heuristics in the following
experiments.

Propagators. Next, we evaluate the impact of our propagation techniques for k = 3.
In Table 8, we show the summarized results obtained by activating our primal
heuristics and the propagators. Taking a general look at the results and comparing
the first row (SCIP + heuristics) with the last row, we can see that 2 more instances
can be solved to global optimality, using either the quadratic or the epigraph model.
Thus, although the MSSC problem for k = 3 is much harder to solve than for k = 2,
the propagation techniques are still helpful; see also Figure 7 where we compare
the gaps obtained by using propagators. Therefore, in what follows, we discuss the
benefits of the separate propagators in turn.

Barycenter Propagator. By enabling only the barycenter propagator, we see that
more nodes can be explored in the branch-and-bound tree. Particularly, when the
quadratic model is used, there is a huge difference in the number of nodes when
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Figure 7. Comparison of gaps using different propagators for 3 clusters.

comparing the first two rows of Table 8. Moreover, the barycenter propagator allows
one more instance to be solved, which could not be solved before by the quadratic
model, resulting in a much lower mean running time. Finally, although the number
of solved instances increases only slightly, we can see that the barycenter propagator
has also a very positive effect on the other instances: the primal-dual gap improves
significantly, in particular, for the quadratic model; see Figure 7.

Besides the improvement in the gaps for the epigraph model, the barycenter
propagator also allows more nodes to be explored while reducing the running times
considerably. Therefore, also for k = 3, the barycenter propagator allows to simplify
the relaxations used in branch-and-bound.

Convexity+Cone Propagator. If we use only the convexity propagator and compare
the results with plain SCIP and enabled heuristics, then we see that more nodes can
be processed in significantly less time. Additionally enabling the cone propagator
also allows to solve two more instances in the epigraph model; see Figure 7 again.
Regarding the quadratic model, using the convexity and cone propagators allows to
process more nodes in the branch-and-bound tree. This, however, comes at the price
that the solvable instance requires more time. We conclude that the convexity and
cone propagators enhance the solution process, where the effect is more dominant
for the epigraph model.

Barycenter+Convexity+Cone Propagator. The quadratic model clearly benefits
from using the barycenter propagator together with convexity and cone propagation
as one more instance can be solved and in less time. For the epigraph model, no
significant change regarding running times can be observed, however it has a positive
effect on some gaps; see Figure 7.

Cutting Planes. Regarding the cutting planes, we again focus only on the OA cuts,
since the localized version of the cardinality cuts does not positively affect the
solution process in general. In Table 9 we present the aggregated results for the
epigraph model with and without OA cuts. Note that by using the OA cuts we can
solve the same number of instances, while requiring less time and much less nodes.
The OA cuts help mainly in terms of dual bounds; see also Figure 8. Therefore, we
conclude that the OA cuts are also beneficial for the epigraph model in the harder
case of k = 3.

Distance Propagator. The distance propagator does not impact the solution process
if used standalone. The reason is that, for most of the instances, the propagator
does not find any reduction. However, as more reductions and fixings are being
made by other components, the distance propagator slightly helps; see the summary
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Table 9. Comparison of mean number of nodes, mean running time per instance
(in seconds), and number of solved instances using OA cuts for 3 clusters.

epigraph model

setting #nodes time #solved

w/o OA cuts 6057.0 2760.58 3
w/ OA cuts 3601.0 2686.29 3
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Figure 8. Comparison of gaps using different propagators and using or not the OA
cuts for 3 clusters.

Table 10. Comparison of mean number of nodes, mean running time per instance
(in seconds), and number of solved instances using or not the distance propagator
for 3 clusters.

quadratic model epigraph model

setting #nodes time #solved #nodes time #solved

w/o dist. propagator 26 530.7 2856.07 2 3601.0 2686.29 3
w/ dist. propagator 29 947.6 2821.97 2 4602.5 2629.80 3

results shown in Table 10. The distance propagator improves the solution process
of both models, since more nodes can be explored and in less time while solving
the same number of instances. Therefore, we enable this propagator as well in the
following experiments.

Branching Rules. Finally, we report on the effect of branching rules. Again, the
centrality and pairs-in-the-middle-of-pairs rule hinder the solution process. Therefore,
we focus only on the entropy and distance branching rules, which are summarized in
Table 11. The branching rules do not really change the results. In Figure 9, we see
that the entropy branching rule has a positive effect on four gaps of the quadratic
model, but harms the solution process of two other instances. Moreover, it requires
more time. For the epigraph model, it is visibly bad. The standard and distance
branching rules perform equally good for the quadratic model; see Figure 9 again.
While, for the epigraph model, the standard branching rule performs best.

Best Setting. To finalize the discussion of the numerical results for the case k = 3,
we again compare plain SCIP with the best setting so far. We consider as the best
setting the following: the primal heuristics, the four propagators, the OA cuts (for
the epigraph model), and the standard branching rules that are part of SCIP, all
enabled. The comparison is presented in Figure 10. As for the case k = 2, the dual
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Table 11. Comparison of mean number of nodes, mean running time per instance
(in seconds), and number of solved instances using different branching rules for 3
clusters.

quadratic model epigraph model

setting #nodes time #solved #nodes time #solved

standard 29 947.6 2821.97 2 4602.5 2629.80 3
entropy 31 264.8 3059.02 1 5839.5 2843.52 2
distance 32 084.3 2833.34 2 7674.1 2628.51 3
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Figure 9. Comparison of gaps using different branching rules for 3 clusters.
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Figure 10. Running times and gaps comparison between plain SCIP and SCIP
enabled with the best setting for 3 clusters.

bounds obtained with the epigraph model are better than the ones obtained with
the quadratic model if plain SCIP is used. Although not many instances can be



24 J. P. BURGARD, C. MOREIRA COSTA, C. HOJNY, T. KLEINERT, M. SCHMIDT

solved by using our techniques, the improvement that they bring to the solution
process is significant in terms of primal-dual gaps.

8.5. Discussion of the Numerical Results for Samples of Instances. The
results discussed in the last two sections indicate that our techniques are highly
beneficial for SCIP when solving the MSSC problem with a number of data points
that is not too large. On the tested instances, this roughly means n < 1000 and d = 2.
To further support this hypothesis, we conducted experiments on a broader test set
of smaller instances. We have formed 10 new sub-test sets by extracting samples
of sizes {100, 200, . . . , 1000} from the two-dimensional and large instances a1, a2,
a3, s1, s2, s3, s4. Each sub-test set is comprised of 7 instances, which in total
yields additional 70 instances. To sample the data, we use the Python routine
skopt.sampler.Sobol; for Sobol sequences see Sobol’ (1967). In Figure 11, we show
two examples of these samples (or sub-instances). The blue points represent the
original data points, while the red crosses represent the obtained sample. We believe
that these samples extract meaningful information of the larger instances as the
samples look similar to the full instances.
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Figure 11. Example of samples extracted from the s1 instance. The sample sizes
are: 200 (left) and 500 (right). The blue points represent the original data points,
while the red crosses represent the sampled data points.

In the following, we investigate how our novel methods scale with increasing
problem size. We focus on the case k = 2, because the instances for k = 3 are still
very challenging to solve and drawing reliable conclusions is difficult.

Primal Heuristics and Propagators. Table 12 shows aggregated results obtained by
enabling our primal heuristics and propagators in SCIP. We can immediately see
that SCIP’s performance clearly improves if more of our components are enabled
as more instances can be solved and the running times decrease drastically. In
particular, enabling all our techniques allows us to solve using the quadratic model
all 7 instances per sub-test set for up to 500 data points. Using the epigraph model,
all instances with up to 900 data points can be solved to global optimality within the
time limit. Moreover, for both models, we can solve almost all instances with 1000
data points if all our methods are enabled. Without our techniques, SCIP cannot
solve a single instance even if the number of data points is 100.

Cutting Planes. We again only focus on the OA cuts and on the epigraph model.
The summarized results are presented in Table 13. Interestingly, the OA cuts do
more harm than good in this experiment. We can thus conclude that since these
cuts are not based on problem-specific clustering ideas, they do not help as much as
the propagators do for solving the MSSC problem effectively.
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Table 12. Comparison of mean number of nodes, mean running time per instance
(in seconds), and number of solved instances using different propagators for the
sampled instances and 2 clusters.

setting quadratic model epigraph model

bary. conv. cone dist. #nodes time #solved #nodes time #solved

Sample ( 100 )
0 0 0 0 148 998.2 3600.00 0 145 954.6 3600.00 0
1 0 0 0 1 430 149.6 3600.00 0 124 688.3 3600.00 0
0 1 0 0 11 516.5 55.03 7 8304.1 129.77 7
0 1 1 0 5084.5 24.22 7 2026.4 39.89 7
1 1 1 0 1715.9 1.88 7 2171.7 43.00 7
1 1 1 1 1715.9 1.90 7 2171.7 42.65 7

Sample ( 200 )
0 0 0 0 66 858.5 3600.00 0 75 996.9 3600.00 0
1 0 0 0 613 716.4 3600.00 0 62 344.1 3600.00 0
0 1 0 0 38 690.2 512.18 7 39 877.6 1291.27 7
0 1 1 0 9265.9 115.06 7 3375.9 134.83 7
1 1 1 0 3239.7 6.96 7 3094.1 123.98 7
1 1 1 1 3229.1 6.95 7 3094.1 124.43 7

Sample ( 300 )
0 0 0 0 29 917.0 3600.00 0 57 146.0 3600.00 0
1 0 0 0 395 799.2 3600.00 0 40 245.3 3600.00 0
0 1 0 0 82 681.6 2013.81 6 60 333.7 2995.39 4
0 1 1 0 13 246.8 393.49 6 4834.3 284.08 7
1 1 1 0 4624.5 12.25 7 4387.3 258.03 7
1 1 1 1 4632.5 12.45 7 4387.3 262.19 7

Sample ( 400 )
0 0 0 0 19 447.9 3600.00 0 43 183.8 3600.00 0
1 0 0 0 289 341.7 3600.00 0 32 858.2 3600.00 0
0 1 0 0 61 044.7 3600.00 0 50 033.9 3600.00 0
0 1 1 0 18 772.3 525.20 7 5914.5 461.67 7
1 1 1 0 5366.1 16.29 7 5430.1 415.82 7
1 1 1 1 5356.3 16.24 7 5430.1 408.90 7

Sample ( 500 )
0 0 0 0 13 686.3 3600.00 0 37 474.9 3600.00 0
1 0 0 0 217 871.4 3600.00 0 25 936.2 3600.00 0
0 1 0 0 37 497.1 3600.00 0 35 275.6 3600.00 0
0 1 1 0 19 621.3 1307.09 5 6170.0 627.29 7
1 1 1 0 5953.0 20.67 7 6998.6 672.39 7
1 1 1 1 5956.7 20.94 7 6998.6 681.69 7

Sample ( 600 )
0 0 0 0 9475.0 3600.00 0 29 099.4 3600.00 0
1 0 0 0 181 258.9 3600.00 0 21 186.1 3600.00 0
0 1 0 0 28 615.5 3600.00 0 28 174.6 3600.00 0
0 1 1 0 21 447.4 1941.54 4 7426.4 913.55 7
1 1 1 0 5837.4 61.37 6 8077.5 948.55 7
1 1 1 1 5863.2 61.20 6 8077.5 974.16 7

Sample ( 700 )
0 0 0 0 7734.4 3600.00 0 26 465.3 3600.00 0
1 0 0 0 152 656.8 3600.00 0 19 163.8 3600.00 0
0 1 0 0 23 220.9 3600.00 0 21 774.4 3600.00 0
0 1 1 0 30 603.9 1780.14 6 7814.5 1131.49 7
1 1 1 0 6372.9 138.53 5 8800.0 1257.95 7
1 1 1 1 6325.5 140.55 5 8800.0 1274.35 7

Sample ( 800 )
0 0 0 0 6139.6 3600.00 0 22 311.9 3600.00 0
1 0 0 0 130 506.2 3600.00 0 17 108.1 3600.00 0
0 1 0 0 18 217.5 3600.00 0 17 203.4 3600.00 0
0 1 1 0 26 364.9 2506.24 4 9310.2 1518.02 7
1 1 1 0 7861.5 80.38 6 9628.0 1570.32 7
1 1 1 1 7840.7 79.63 6 9628.0 1546.33 7

Sample ( 900 )
0 0 0 0 5808.0 3600.00 0 20 471.8 3600.00 0
1 0 0 0 118 504.8 3600.00 0 15 074.9 3600.00 0
0 1 0 0 16 275.8 3600.00 0 13 287.0 3600.00 0
0 1 1 0 25 767.8 3174.30 3 9624.2 1885.05 7
1 1 1 0 5741.3 301.63 4 9732.6 1898.40 7
1 1 1 1 7102.9 177.60 5 9732.6 1862.99 7

Sample ( 1000 )
0 0 0 0 4839.0 3600.00 0 17 887.6 3600.00 0
1 0 0 0 104 220.5 3600.00 0 14 923.6 3600.00 0
0 1 0 0 12 403.4 3600.00 0 11 910.6 3600.00 0
0 1 1 0 23 446.3 3372.88 2 10 227.0 2127.64 6
1 1 1 0 8852.9 109.65 6 10 752.2 2148.66 6
1 1 1 1 7873.6 182.62 5 10 840.9 2089.13 6
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Table 13. Comparison of mean number of nodes, mean running time per instance
(in seconds), and number of solved instances using or not the OA cuts for the
epigraph model.

epigraph model

setting #nodes time #solved

Sample ( 100 )
w/o OA cuts 2171.7 42.65 7
w/ OA cuts 2459.9 50.21 7

Sample ( 200 )
w/o OA cuts 3094.1 124.43 7
w/ OA cuts 3327.1 177.07 7

Sample ( 300 )
w/o OA cuts 4387.3 262.19 7
w/ OA cuts 5051.0 385.62 7

Sample ( 400 )
w/o OA cuts 5430.1 408.90 7
w/ OA cuts 6171.4 624.12 7

Sample ( 500 )
w/o OA cuts 6998.6 681.69 7
w/ OA cuts 7249.4 1004.41 7

Sample ( 600 )
w/o OA cuts 8077.5 974.16 7
w/ OA cuts 7792.4 1292.30 7

Sample ( 700 )
w/o OA cuts 8800.0 1274.35 7
w/ OA cuts 9289.0 1754.04 7

Sample ( 800 )
w/o OA cuts 9628.0 1546.33 7
w/ OA cuts 10 139.6 2224.56 7

Sample ( 900 )
w/o OA cuts 9732.6 1862.99 7
w/ OA cuts 10 387.2 2300.25 6

Sample ( 1000 )
w/o OA cuts 10 840.9 2089.13 6
w/ OA cuts 9838.3 2622.94 4

Branching Rules. Now we evaluate the performance of our branching rules. Again,
we focus only on the two branching rules that yield some improvement in the solution
process of the MSSC problem. The comparison results are displayed in Table 14.
The entropy branching rule performs better if the epigraph model is used, whereas
both the distance and the standard branching rules of SCIP are equally good if the
quadratic model is used.

Best Setting. As in the last sections, we conclude the analysis by comparing plain
SCIP with the best setting, see Figure 12. One can clearly see the significant
improvement achieved by using our techniques. Moreover, it is also visible that as
the sizes of the instances get larger, the harder the instances become. Therefore,
if the size of the MSSC problem at hand is not too large, i.e., the number of data
points n is around 1000, the dimension d is 2, and the number of cluster k is 2, then
our techniques can be efficiently used to solve the problem to global optimality in
just a few seconds.

From this experiment, we also conclude that, in general, the quadratic model
performs better regarding running times, whereas the epigraph model performs
better regarding the dual bounds, which in turn leads to more instances being
solved.
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Table 14. Comparison of mean number of nodes, mean running time per instance
(in seconds), and number of solved instances using different branching rules.

quadratic model epigraph model

setting #nodes time #solved #nodes time #solved

Sample ( 100 )
standard 1715.9 1.91 7 2459.9 50.21 7
distance 2220.6 2.50 7 1990.6 46.67 7
entropy 2133.9 2.38 7 2043.8 41.30 7

Sample ( 200 )
standard 3229.1 6.78 7 3327.1 177.07 7
distance 3715.7 8.33 7 3626.5 218.33 7
entropy 3652.8 7.94 7 3572.1 164.08 7

Sample ( 300 )
standard 4632.5 12.25 7 5051.0 385.62 7
distance 5134.7 14.29 7 5174.6 493.21 7
entropy 4445.0 35.91 6 4959.5 354.50 7

Sample ( 400 )
standard 5356.3 16.11 7 6171.4 624.12 7
distance 5601.1 18.33 7 5934.1 792.31 7
entropy 5169.0 44.84 6 6164.3 571.01 7

Sample ( 500 )
standard 5956.7 21.09 7 7249.4 1004.41 7
distance 5086.9 58.55 6 7653.5 1182.79 7
entropy 6205.8 59.10 6 7124.9 902.84 7

Sample ( 600 )
standard 5863.2 61.93 6 7792.4 1292.30 7
distance 7754.0 34.30 7 9088.0 1763.90 7
entropy 6690.4 27.86 7 7922.3 1083.07 7

Sample ( 700 )
standard 6325.5 139.71 5 9289.0 1754.04 7
distance 7288.0 82.41 6 10 056.9 2147.21 7
entropy 7625.7 34.99 7 9250.8 1540.31 7

Sample ( 800 )
standard 7840.7 78.82 6 10 139.6 2224.56 7
distance 6844.6 163.07 5 10 594.9 2518.07 5
entropy 7535.0 151.02 5 10 435.5 1969.20 6

Sample ( 900 )
standard 7102.9 174.98 5 10 387.2 2300.25 6
distance 6872.1 166.80 5 8988.8 2390.23 5
entropy 6307.4 158.35 5 11 012.2 2308.25 5

Sample ( 1000 )
standard 7873.6 180.79 5 9838.3 2622.94 4
distance 9924.7 62.60 7 9021.6 2705.16 4
entropy 8833.3 200.34 5 11 400.1 2663.63 5

9. Conclusion

Solving the MSSC problem to global optimality is a very challenging task that al-
ready has received considerable attention in the literature. Nevertheless, the problem
is far from being “practically solved”. In this paper, we propose different techniques
(including propagation, cutting planes, branching rules, or primal heuristics) that
can be incorporated in a branch-and-bound framework for solving the problem. Our
extensive numerical study shows that these novel techniques significantly help to
improve the solution process. On the one hand, we can now solve instances that
have not been solvable before. On the other hand, the optimality gaps for those
instances that remain unsolvable are significantly reduced.

Not surprisingly, there are still some ideas left for future research. Let us sketch
two of them. First, we show that our techniques can be used to globally solve
instances of moderate size. Thus, our methods could also be used in solution
approaches for the MSSC problem that rely on reducing the dimension or the size
of the originally given problem; see, e.g., Hua et al. (2021). Second, there further
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Figure 12. Running times and gaps comparison between plain SCIP and SCIP
enabled with the best setting for the sampled instances and for 2 clusters.

exist variants of the MSSC problem with additional side constraints as discussed in,
e.g., Liberti and Manca (2021). Such side constraints allow for solution techniques
that are feasibility-based, whereas all our techniques are optimality-based. Hence,
a combination of both could yield an overall branch-and-bound framework that is
even more effective for side-constrained MSSC problems.
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Appendix A. List of SCIP heuristics disabled in our experiments

We disabled the following SCIP heuristics: alns, mpec, subnlp, rens, locks,
objpscostdiving, distributiondiving, clique, nlpdiving, rins, linesearchdiving, conflict-
diving, crossover, fracdiving, guideddiving, pscostdiving, randrounding, veclendiving,
adaptivediving.

Appendix B. Numerical results per instance

Here we present the detailed numerical results obtained for each instance. The
running time (in seconds) is encoded as “time”. The gap (in percentage) between
the primal and dual bounds is encoded as “gap”.

Table 15. Results for 2 clusters using plain SCIP.

quadratic model epigraph model

instance #nodes time gap #nodes time gap

Fisher150iris 909 913 3600.00 ∞ 18 956 3600.00 170.24
German22 207 026 900.31 0.00 1343 17.25 0.00
German59 203 438 3600.00 ∞ 112 482 3600.00 32.98
body-measurements 38 934 3600.00 ∞ 8862 3600.00 3338.16
cities-coord-202 84 088 3600.00 ∞ 30 276 3600.00 284.64
cities-coord-666 16 459 3600.00 ∞ 19 784 3600.00 2886.05
concrete-compressive 12 496 3600.00 ∞ 8505 3600.00 79149.66
glass-identification 240 834 3600.00 ∞ 12 176 3600.00 1920.57
image-segmentation 3026 3600.00 ∞ 2870 3600.00 8405.89
padberg-rinaldi-hole-dri 2654 3600.00 ∞ 114 594 3600.00 ∞
reinelt-hole-drilling 2265 3600.00 ∞ 235 206 3600.00 ∞
ruspini 874 673 3600.00 ∞ 137 981 3600.00 132.28
telugu-indian-vowel 846 3600.00 ∞ 13 681 3600.00 5082.69
a1 3024 3600.00 ∞ 88 111 3600.00 ∞
a2 5338 3600.00 ∞ 67 159 3600.00 ∞
a3 6852 3600.00 ∞ 41 941 3600.00 ∞
dim 3175 3600.00 ∞ 738 3600.00 ∞
g2-2-30 13 927 3600.00 ∞ 10 273 3600.00 22444.38
g2-2-50 11 804 3600.00 ∞ 10 837 3600.00 13433.08
g2-2-70 2376 3600.00 ∞ 8235 3600.00 19192.83
s1 5032 3600.00 ∞ 58 633 3600.00 ∞
s2 5050 3600.00 ∞ 47 121 3600.00 ∞
s3 5035 3600.00 ∞ 55 728 3600.00 ∞
s4 5029 3600.00 ∞ 53 218 3600.00 ∞
unbalance 6544 3600.00 ∞ 37 468 3600.00 ∞

(J. P. Burgard) Trier University, Department of Economic and Social Statistics,
Universitätsring 15, 54296 Trier, Germany

Email address: burgardj@uni-trier.de
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Table 16. Results for 2 clusters using enabled heuristics.

quadratic model epigraph model

instance #nodes time gap #nodes time gap

Fisher150iris 818 860 3600.00 ∞ 15 462 3600.00 219.06
German22 112 049 327.16 0.00 1141 14.39 0.00
German59 266 506 3600.00 ∞ 142 167 3600.00 32.20
body-measurements 100 130 3600.00 ∞ 7959 3600.00 2441.41
cities-coord-202 74 901 3600.00 ∞ 37 155 3600.00 234.43
cities-coord-666 13 015 3600.00 ∞ 16 950 3600.00 1980.38
concrete-compressive 26 517 3600.00 ∞ 4933 3600.00 17012.20
glass-identification 253 985 3600.00 ∞ 10 690 3600.00 905.82
image-segmentation 2666 3600.00 ∞ 1601 3600.00 28016.73
padberg-rinaldi-hole-dri 4703 3600.00 ∞ 101 082 3600.00 ∞
reinelt-hole-drilling 2081 3600.00 ∞ 189 387 3600.00 ∞
ruspini 736 505 3600.00 ∞ 142 065 3600.00 85.06
telugu-indian-vowel 852 3600.00 ∞ 10 886 3600.00 2774.03
a1 5913 3600.00 ∞ 76 717 3600.00 ∞
a2 5156 3600.00 ∞ 24 795 3600.00 ∞
a3 7083 3600.00 ∞ 38 235 3600.00 ∞
dim 3991 3600.00 ∞ 1257 3600.00 ∞
g2-2-30 13 412 3600.00 ∞ 9103 3600.00 5636.36
g2-2-50 10 475 3600.00 ∞ 9832 3600.00 8397.81
g2-2-70 11 617 3600.00 ∞ 11 084 3600.00 8115.49
s1 4840 3600.00 ∞ 29 981 3600.00 ∞
s2 9902 3600.00 ∞ 47 364 3600.00 ∞
s3 9786 3600.00 ∞ 44 516 3600.00 ∞
s4 4917 3600.00 ∞ 45 528 3600.00 ∞
unbalance 6075 3600.00 ∞ 28 532 3600.00 ∞

Table 17. Results for 2 clusters using enabled heuristics and barycenter propagator.

quadratic model epigraph model

instance #nodes time gap #nodes time gap

Fisher150iris 1 291 451 3600.00 390.75 36 671 3600.00 133.79
German22 735 1.00 0.00 603 3.14 0.00
German59 298 474 3600.00 60.67 181 024 3302.02 0.00
body-measurements 175 149 3600.00 4020.08 10 707 3600.00 2023.87
cities-coord-202 209 526 3600.00 182.11 53 429 3600.00 135.06
cities-coord-666 6326 3600.00 2030.10 29 584 3600.00 1624.17
concrete-compressive 78 715 3600.00 5124.69 5448 3600.00 18755.18
glass-identification 378 677 3600.00 327.75 13 634 3600.00 449.85
image-segmentation 13 938 3600.00 41771.35 251 3600.00 ∞
padberg-rinaldi-hole-dri 215 038 3600.00 5111.74 115 222 3600.00 ∞
reinelt-hole-drilling 548 760 3600.00 1821.46 243 529 3600.00 ∞
ruspini 371 336 3600.00 172.24 202 409 3600.00 62.62
telugu-indian-vowel 482 986 3600.00 1188.41 11 452 3600.00 2802.01
a1 154 455 3600.00 9892.16 76 186 3600.00 ∞
a2 79 802 3600.00 14609.94 28 009 3600.00 ∞
a3 50 747 3600.00 28536.14 8957 3600.00 ∞
dim 20 279 3600.00 12806.54 938 3600.00 ∞
g2-2-30 68 620 3600.00 10686.30 9677 3600.00 8018.12
g2-2-50 69 035 3600.00 8460.72 11 622 3600.00 6694.39
g2-2-70 75 071 3600.00 6784.35 10 224 3600.00 6502.58
s1 78 784 3600.00 29879.42 30 042 3600.00 ∞
s2 82 041 3600.00 18242.68 34 579 3600.00 ∞
s3 87 351 3600.00 17978.65 32 344 3600.00 ∞
s4 87 945 3600.00 17583.74 35 208 3600.00 ∞
unbalance 70 452 3600.00 5680.62 22 020 3600.00 ∞
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Table 18. Results for 2 clusters using enabled heuristics and convexity propagator.

quadratic model epigraph model

instance #nodes time gap #nodes time gap

Fisher150iris 1 262 448 3600.00 ∞ 38 295 3600.00 130.60
German22 621 1.47 0.00 523 2.55 0.00
German59 2887 10.46 0.00 1979 17.74 0.00
body-measurements 232 593 3600.00 ∞ 12 806 3600.00 1701.41
cities-coord-202 150 793 293.82 0.00 37 339 1333.65 0.00
cities-coord-666 179 651 3600.00 12.50 17 055 3600.00 93.41
concrete-compressive 771 3600.00 ∞ 6482 3600.00 31862.98
glass-identification 210 831 3600.00 ∞ 12 077 3600.00 885.51
image-segmentation 1946 3600.00 ∞ 2394 3600.00 28016.73
padberg-rinaldi-hole-dri 111 3600.00 ∞ 33 732 3600.00 ∞
reinelt-hole-drilling 231 3600.00 ∞ 131 094 3600.00 ∞
ruspini 9953 20.64 0.00 1957 36.14 0.00
telugu-indian-vowel 171 3600.00 ∞ 8986 3600.00 354.14
a1 183 3600.00 ∞ 40 666 3600.00 ∞
a2 377 3600.00 ∞ 20 874 3600.00 ∞
a3 64 3600.00 ∞ 12 275 3600.00 ∞
dim 3278 3600.00 ∞ 1502 3600.00 ∞
g2-2-30 107 172 3600.00 ∞ 5668 3600.00 29.91
g2-2-50 196 144 3600.00 ∞ 3547 3600.00 34.49
g2-2-70 226 646 3600.00 ∞ 2775 3600.00 92.31
s1 84 3600.00 ∞ 22 269 3600.00 ∞
s2 182 3600.00 ∞ 18 286 3600.00 ∞
s3 89 3600.00 ∞ 23 013 3600.00 ∞
s4 98 3600.00 ∞ 22 590 3600.00 ∞
unbalance 98 3600.00 ∞ 26 895 3600.00 ∞

Table 19. Results for 2 clusters using enabled heuristics and convexity+cone
propagator.

quadratic model epigraph model

instance #nodes time gap #nodes time gap

Fisher150iris 1 254 550 3600.00 ∞ 38 867 3600.00 114.71
German22 539 1.40 0.00 269 1.28 0.00
German59 2139 7.71 0.00 627 7.45 0.00
body-measurements 247 712 3600.00 ∞ 10 235 3600.00 1460.22
cities-coord-202 49 373 142.42 0.00 4759 155.58 0.00
cities-coord-666 63 323 773.03 0.00 3644 525.23 0.00
concrete-compressive 962 3600.00 ∞ 6464 3600.00 31862.98
glass-identification 216 426 3600.00 ∞ 12 824 3600.00 877.58
image-segmentation 2175 3600.00 ∞ 2193 3600.00 28016.73
padberg-rinaldi-hole-dri 53 3600.00 ∞ 44 395 3600.00 ∞
reinelt-hole-drilling 26 3600.00 ∞ 161 496 3600.00 ∞
ruspini 6875 15.21 0.00 549 10.29 0.00
telugu-indian-vowel 361 3600.00 ∞ 8627 3600.00 171.65
a1 340 3600.00 ∞ 40 987 3600.00 ∞
a2 22 3600.00 ∞ 10 912 3600.00 ∞
a3 219 3600.00 ∞ 5419 3600.00 ∞
dim 3318 3600.00 ∞ 1655 3600.00 ∞
g2-2-30 172 536 3600.00 ∞ 6249 3460.79 0.00
g2-2-50 205 102 3600.00 ∞ 4509 3600.00 11.25
g2-2-70 190 472 3600.00 ∞ 3714 3600.00 44.85
s1 206 3600.00 ∞ 15 937 3600.00 ∞
s2 58 3600.00 ∞ 14 702 3600.00 ∞
s3 70 3600.00 ∞ 14 203 3600.00 ∞
s4 34 3600.00 ∞ 16 303 3600.00 ∞
unbalance 24 3600.00 ∞ 20 735 3600.00 ∞
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Table 20. Results for 2 clusters using enabled heuristics and barycen-
ter+convexity+cone propagator.

quadratic model epigraph model

instance #nodes time gap #nodes time gap

Fisher150iris 1 333 676 3600.00 180.59 47 822 3600.00 84.02
German22 155 0.21 0.00 179 0.96 0.00
German59 509 0.98 0.00 631 7.57 0.00
body-measurements 316 874 3600.00 3781.81 12 521 3600.00 1281.91
cities-coord-202 3385 5.74 0.00 3954 139.40 0.00
cities-coord-666 2800 14.04 0.00 4116 562.66 0.00
concrete-compressive 91 207 3600.00 5087.22 5158 3600.00 18171.42
glass-identification 542 435 3600.00 326.10 13 759 3600.00 442.45
image-segmentation 17 008 3600.00 39499.81 257 3600.00 ∞
padberg-rinaldi-hole-dri 1469 3600.00 23.52 80 303 3600.00 ∞
reinelt-hole-drilling 1788 3600.00 19.02 155 237 3600.00 ∞
ruspini 487 0.95 0.00 505 9.96 0.00
telugu-indian-vowel 28 388 3600.00 60.12 7274 3600.00 143.63
a1 1718 3600.00 25.16 35 274 3600.00 ∞
a2 936 3600.00 30.58 13 296 3600.00 ∞
a3 886 3600.00 84.06 6954 3600.00 ∞
dim 21 686 3600.00 12465.58 884 3600.00 ∞
g2-2-30 6383 114.73 0.00 5959 3600.00 7.10
g2-2-50 14 995 217.03 0.00 5967 3600.00 13.32
g2-2-70 36 329 370.00 0.00 2531 3600.00 19.68
s1 2367 3600.00 244.12 13 093 3600.00 ∞
s2 676 3600.00 173.69 15 993 3600.00 ∞
s3 3971 3600.00 133.13 11 323 3600.00 ∞
s4 4708 3600.00 102.62 23 422 3600.00 ∞
unbalance 181 3600.00 ∞ 15 874 3600.00 ∞

Table 21. Results for 2 clusters using enabled heuristics, barycen-
ter+convexity+cone+distance propagators, and OA cuts (only applicable
for epigraph model).

quadratic model epigraph model

instance #nodes time gap #nodes time gap

Fisher150iris 1 594 034 3600.00 163.35 89 287 3600.00 53.12
German22 155 0.18 0.00 247 1.12 0.00
German59 509 0.83 0.00 571 5.63 0.00
body-measurements 374 487 3600.00 3670.49 14 984 3600.00 1609.83
cities-coord-202 3383 5.40 0.00 4146 111.59 0.00
cities-coord-666 2800 13.41 0.00 5023 648.54 0.00
concrete-compressive 99 409 3600.00 5038.68 5290 3600.00 14466.75
glass-identification 653 118 3600.00 326.46 20 036 3600.00 286.45
image-segmentation 18 400 3600.00 38483.96 1200 3600.00 10007.79
padberg-rinaldi-hole-dri 1469 3600.00 23.52 598 3600.00 882.60
reinelt-hole-drilling 1788 3600.00 19.02 625 3600.00 250.56
ruspini 487 0.92 0.00 573 7.89 0.00
telugu-indian-vowel 28 388 3600.00 60.12 6074 3600.00 132.42
a1 1718 3600.00 25.16 7080 3600.00 754130.50
a2 936 3600.00 30.58 828 3600.00 3488806.65
a3 886 3600.00 84.06 49 3600.00 26935734.14
dim 24 323 3600.00 12218.34 573 3600.00 ∞
g2-2-30 6383 87.79 0.00 6989 2924.55 0.00
g2-2-50 14 995 172.40 0.00 7800 3600.00 11.49
g2-2-70 36 329 320.03 0.00 5514 3600.00 19.66
s1 2367 3600.00 244.12 183 3600.00 1124074.89
s2 676 3600.00 173.69 211 3600.00 2062192.77
s3 2815 3600.00 220.62 213 3600.00 12046.53
s4 2657 3600.00 182.74 1512 3600.00 11820.60
unbalance 181 3600.00 ∞ 461 3600.00 269814.70
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Table 22. Results for 2 clusters using enabled heuristics, propagators, cuts, and
entropy branching rule.

quadratic model epigraph model

instance #nodes time gap #nodes time gap

Fisher150iris 1 462 878 3600.00 226.87 68 847 3600.00 169.43
German22 357 0.43 0.00 155 0.69 0.00
German59 765 1.32 0.00 649 4.26 0.00
body-measurements 410 938 3600.00 3632.71 18 072 3600.00 1396.68
cities-coord-202 3541 5.47 0.00 3249 68.49 0.00
cities-coord-666 2604 11.45 0.00 5308 690.09 0.00
concrete-compressive 104 887 3600.00 5502.52 10 227 3600.00 10001.54
glass-identification 650 169 3600.00 567.57 26 316 3600.00 304.25
image-segmentation 22 334 3600.00 51123.06 885 3600.00 9677.16
padberg-rinaldi-hole-dri 1080 3600.00 32.60 748 3600.00 56479.73
reinelt-hole-drilling 1857 3600.00 16.07 1243 3600.00 686.79
ruspini 1039 1.81 0.00 555 5.95 0.00
telugu-indian-vowel 160 309 580.64 0.00 13 930 3600.00 695.29
a1 2863 3600.00 18.17 3496 3600.00 177852.67
a2 936 3600.00 30.58 1677 3600.00 26840744.46
a3 886 3600.00 84.06 1604 3600.00 1784421.45
dim 11 684 3600.00 12621.01 1488 3600.00 ∞
g2-2-30 6123 79.84 0.00 6399 2314.59 0.00
g2-2-50 8169 3600.00 6.84 9044 3600.00 15.52
g2-2-70 39 249 455.03 0.00 6310 3600.00 32.64
s1 2367 3600.00 244.12 1690 3600.00 91869.90
s2 676 3600.00 173.69 433 3600.00 163413.35
s3 2815 3600.00 220.62 173 3600.00 71533.78
s4 2657 3600.00 182.74 2898 3600.00 600335.95
unbalance 181 3600.00 ∞ 459 3600.00 179555.61

Table 23. Results for 2 clusters using enabled heuristics, propagators, cuts, and
distance branching rule.

quadratic model epigraph model

instance #nodes time gap #nodes time gap

Fisher150iris 1 445 510 3600.00 273.88 84 174 3600.00 94.85
German22 237 0.31 0.00 119 0.61 0.00
German59 585 1.16 0.00 511 4.13 0.00
body-measurements 374 844 3600.00 2935.07 23 410 3600.00 1291.14
cities-coord-202 3387 5.31 0.00 2483 98.77 0.00
cities-coord-666 3374 51.94 0.00 3790 933.78 0.00
concrete-compressive 96 489 3600.00 5507.69 5754 3600.00 9840.40
glass-identification 642 905 3600.00 510.17 22 912 3600.00 278.33
image-segmentation 19 217 3600.00 20930.03 1810 3600.00 5250.19
padberg-rinaldi-hole-dri 1569 3600.00 23.35 562 3600.00 2523.55
reinelt-hole-drilling 1739 3600.00 20.79 1020 3600.00 284.00
ruspini 775 1.43 0.00 447 4.82 0.00
telugu-indian-vowel 235 233 900.46 0.00 10 812 3600.00 1517.12
a1 1812 3600.00 26.21 700 3600.00 1048553.26
a2 1072 3600.00 27.26 979 3600.00 1638209.19
a3 886 3600.00 84.06 218 3600.00 4281949.92
dim 25 692 3600.00 12414.26 1036 3600.00 ∞
g2-2-30 5273 78.59 0.00 5879 2728.94 0.00
g2-2-50 16 711 213.54 0.00 7746 3600.00 25.14
g2-2-70 60 799 1077.49 0.00 7419 3600.00 25.05
s1 2367 3600.00 244.12 145 3600.00 240688.00
s2 676 3600.00 173.69 430 3600.00 138269.06
s3 2815 3600.00 220.62 299 3600.00 5086.40
s4 2657 3600.00 182.74 1454 3600.00 12635.99
unbalance 181 3600.00 ∞ 857 3600.00 13305.57
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Table 24. Results for 3 clusters using plain SCIP.

quadratic model epigraph model

instance #nodes time gap #nodes time gap

Fisher150iris 328 941 3600.00 ∞ 15 619 3600.00 2920.40
German22 571 240 3600.00 ∞ 10 291 72.95 0.00
German59 123 665 3600.00 ∞ 88 236 3600.00 545.93
body-measurements 12 390 3600.00 ∞ 2842 3600.00 25911.96
cities-coord-202 46 192 3600.00 ∞ 20 439 3600.00 2308.37
cities-coord-666 16 802 3600.00 ∞ 10 309 3600.00 30744.67
concrete-compressive 1998 3600.00 ∞ 2794 3600.00 ∞
glass-identification 58 342 3600.00 ∞ 7863 3600.00 2890.58
image-segmentation 1030 3600.00 ∞ 215 3600.00 ∞
padberg-rinaldi-hole-dri 2578 3600.00 ∞ 6 3600.00 ∞
reinelt-hole-drilling 1046 3600.00 ∞ 220 258 3600.00 ∞
ruspini 169 938 3600.00 ∞ 154 343 3600.00 1144.37
telugu-indian-vowel 864 3600.00 ∞ 3971 3600.00 127881.44
a1 10 052 3600.00 ∞ 162 3600.00 ∞
a2 10 825 3600.00 ∞ 1165 3600.00 ∞
a3 0 3600.00 ∞ 7602 3600.00 ∞
dim 1295 3600.00 ∞ 259 3600.00 ∞
g2-2-30 1972 3600.00 ∞ 4387 3600.00 284987.85
g2-2-50 2059 3600.00 ∞ 4542 3600.00 180381.38
g2-2-70 1204 3600.00 ∞ 3030 3600.00 ∞
s1 5072 3600.00 ∞ 24 037 3600.00 ∞
s2 5038 3600.00 ∞ 15 072 3600.00 ∞
s3 5055 3600.00 ∞ 2529 3600.00 ∞
s4 5056 3600.00 ∞ 56 226 3600.00 ∞
unbalance 6530 3600.00 ∞ 4841 3600.00 ∞

Table 25. Results for 3 clusters using enabled heuristics.

quadratic model epigraph model

instance #nodes time gap #nodes time gap

Fisher150iris 256 654 3600.00 ∞ 12 293 3600.00 1564.99
German22 1 054 474 3600.00 ∞ 11 121 86.71 0.00
German59 270 221 3600.00 ∞ 115 879 3600.00 307.58
body-measurements 15 441 3600.00 ∞ 2697 3600.00 ∞
cities-coord-202 48 173 3600.00 ∞ 29 327 3600.00 597.37
cities-coord-666 18 724 3600.00 ∞ 12 652 3600.00 3497.69
concrete-compressive 4809 3600.00 ∞ 2059 3600.00 626164.64
glass-identification 82 131 3600.00 ∞ 8477 3600.00 9802.40
image-segmentation 1097 3600.00 ∞ 334 3600.00 ∞
padberg-rinaldi-hole-dri 7066 3600.00 ∞ 2883 3600.00 ∞
reinelt-hole-drilling 2091 3600.00 ∞ 279 756 3600.00 ∞
ruspini 307 187 3600.00 ∞ 174 971 3600.00 262.23
telugu-indian-vowel 858 3600.00 ∞ 5074 3600.00 31376.38
a1 2952 3600.00 ∞ 708 3600.00 ∞
a2 5176 3600.00 ∞ 942 3600.00 ∞
a3 0 3600.00 ∞ 74 3600.00 ∞
dim 1630 3600.00 ∞ 342 3600.00 ∞
g2-2-30 1508 3600.00 ∞ 3883 3600.00 149048.30
g2-2-50 1490 3600.00 ∞ 4571 3600.00 429183.10
g2-2-70 1246 3600.00 ∞ 3982 3600.00 48797.08
s1 4858 3600.00 ∞ 23 482 3600.00 ∞
s2 9740 3600.00 ∞ 15 041 3600.00 ∞
s3 4889 3600.00 ∞ 17 745 3600.00 ∞
s4 4950 3600.00 ∞ 47 178 3600.00 ∞
unbalance 6224 3600.00 ∞ 12 385 3600.00 ∞
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Table 26. Results for 3 clusters using enabled heuristics and barycenter propagator.

quadratic model epigraph model

instance #nodes time gap #nodes time gap

Fisher150iris 280 605 3600.00 1734.55 28 221 3600.00 880.33
German22 15 992 23.58 0.00 6493 21.91 0.00
German59 314 057 3600.00 241.47 268 192 3600.00 251.06
body-measurements 43 177 3600.00 11222.63 8046 3600.00 ∞
cities-coord-202 103 462 3600.00 943.44 60 570 3600.00 423.04
cities-coord-666 11 930 3600.00 5752.10 19 756 3600.00 4775.80
concrete-compressive 6277 3600.00 ∞ 2448 3600.00 ∞
glass-identification 118 483 3600.00 1069.56 14 447 3600.00 1443.69
image-segmentation 3574 3600.00 ∞ 322 3600.00 ∞
padberg-rinaldi-hole-dri 78 593 3600.00 ∞ 450 3600.00 ∞
reinelt-hole-drilling 255 437 3600.00 833137.03 443 947 3600.00 ∞
ruspini 292 533 3600.00 715.82 211 537 3600.00 237.44
telugu-indian-vowel 230 083 3600.00 143344.25 6129 3600.00 30813.12
a1 59 081 3600.00 ∞ 142 3600.00 ∞
a2 11 561 3600.00 ∞ 594 3600.00 ∞
a3 0 3600.00 ∞ 74 3600.00 ∞
dim 6135 3600.00 ∞ 323 3600.00 ∞
g2-2-30 11 274 3600.00 399488.15 4714 3600.00 788662.43
g2-2-50 13 451 3600.00 206676.83 5048 3600.00 449014.04
g2-2-70 5850 3600.00 ∞ 4677 3600.00 ∞
s1 16 290 3600.00 ∞ 23 627 3600.00 ∞
s2 15 558 3600.00 ∞ 76 626 3600.00 ∞
s3 19 054 3600.00 ∞ 1999 3600.00 ∞
s4 20 110 3600.00 ∞ 35 733 3600.00 ∞
unbalance 1 3600.00 ∞ 15 560 3600.00 ∞

Table 27. Results for 3 clusters using enabled heuristics and convexity propagator.

quadratic model epigraph model

instance #nodes time gap #nodes time gap

Fisher150iris 442 269 3600.00 ∞ 36 077 3600.00 497.90
German22 122 884 273.42 0.00 4506 13.19 0.00
German59 694 633 3600.00 ∞ 371 493 3600.00 58.32
body-measurements 60 146 3600.00 ∞ 7474 3600.00 14488.38
cities-coord-202 636 337 3600.00 ∞ 102 010 3600.00 737.75
cities-coord-666 26 103 3600.00 ∞ 45 587 3600.00 6491.97
concrete-compressive 1 3600.00 ∞ 1 3600.00 ∞
glass-identification 51 612 3600.00 ∞ 11 479 3600.00 9409.18
image-segmentation 977 3600.00 ∞ 388 3600.00 ∞
padberg-rinaldi-hole-dri 3483 3600.00 ∞ 2883 3600.00 ∞
reinelt-hole-drilling 1372 3600.00 ∞ 415 922 3600.00 ∞
ruspini 753 684 3600.00 ∞ 323 701 3600.00 248.52
telugu-indian-vowel 410 343 3600.00 ∞ 8846 3600.00 20873.74
a1 368 3600.00 ∞ 708 3600.00 ∞
a2 2688 3600.00 ∞ 942 3600.00 ∞
a3 0 3600.00 ∞ 74 3600.00 ∞
dim 1343 3600.00 ∞ 429 3600.00 ∞
g2-2-30 8084 3600.00 ∞ 14 399 3600.00 ∞
g2-2-50 12 276 3600.00 ∞ 5698 3600.00 104726.70
g2-2-70 3745 3600.00 ∞ 3829 3600.00 96142.33
s1 3447 3600.00 ∞ 53 673 3600.00 ∞
s2 582 3600.00 ∞ 24 445 3600.00 ∞
s3 322 3600.00 ∞ 11 619 3600.00 ∞
s4 448 3600.00 ∞ 49 473 3600.00 ∞
unbalance 4324 3600.00 ∞ 16 934 3600.00 ∞
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Table 28. Results for 3 clusters using enabled heuristics and convexity+cone
propagator.

quadratic model epigraph model

instance #nodes time gap #nodes time gap

Fisher150iris 229 614 3600.00 ∞ 34 610 3600.00 531.20
German22 234 561 770.50 0.00 6162 21.35 0.00
German59 501 525 3600.00 ∞ 145 215 1285.61 0.00
body-measurements 55 863 3600.00 ∞ 8049 3600.00 12590.36
cities-coord-202 233 440 3600.00 ∞ 91 917 3600.00 275.14
cities-coord-666 26 776 3600.00 ∞ 18 046 3600.00 2763.85
concrete-compressive 1 3600.00 ∞ 1 3600.00 ∞
glass-identification 72 842 3600.00 ∞ 11 375 3600.00 9515.46
image-segmentation 882 3600.00 ∞ 384 3600.00 ∞
padberg-rinaldi-hole-dri 8466 3600.00 ∞ 2883 3600.00 ∞
reinelt-hole-drilling 1022 3600.00 ∞ 350 191 3600.00 ∞
ruspini 710 135 3600.00 ∞ 123 603 1317.54 0.00
telugu-indian-vowel 90 336 3600.00 ∞ 7121 3600.00 37240.30
a1 0 3600.00 ∞ 708 3600.00 ∞
a2 27 022 3600.00 ∞ 942 3600.00 ∞
a3 0 3600.00 ∞ 74 3600.00 ∞
dim 1579 3600.00 ∞ 395 3600.00 ∞
g2-2-30 23 034 3600.00 ∞ 4736 3600.00 440006.61
g2-2-50 21 069 3600.00 ∞ 4186 3600.00 7295513.20
g2-2-70 30 670 3600.00 ∞ 3783 3600.00 ∞
s1 10 659 3600.00 ∞ 49 155 3600.00 ∞
s2 1772 3600.00 ∞ 22 270 3600.00 ∞
s3 7235 3600.00 ∞ 2985 3600.00 ∞
s4 4709 3600.00 ∞ 49 473 3600.00 ∞
unbalance 3769 3600.00 ∞ 16 966 3600.00 ∞

Table 29. Results for 3 clusters using enabled heuristics and barycen-
ter+convexity+cone propagator.

quadratic model epigraph model

instance #nodes time gap #nodes time gap

Fisher150iris 348 209 3600.00 1890.73 29 323 3600.00 767.07
German22 7569 10.77 0.00 4576 18.24 0.00
German59 534 709 1949.13 0.00 143 355 1226.50 0.00
body-measurements 74 701 3600.00 15297.12 8419 3600.00 16458.64
cities-coord-202 218 931 3600.00 727.52 92 471 3600.00 246.47
cities-coord-666 26 602 3600.00 58814.95 18 797 3600.00 3456.63
concrete-compressive 1 3600.00 ∞ 1 3600.00 ∞
glass-identification 145 443 3600.00 1034.68 14 558 3600.00 1439.54
image-segmentation 4374 3600.00 ∞ 317 3600.00 ∞
padberg-rinaldi-hole-dri 150 154 3600.00 ∞ 450 3600.00 ∞
reinelt-hole-drilling 379 375 3600.00 ∞ 363 311 3600.00 ∞
ruspini 819 053 3600.00 871.99 145 815 1793.26 0.00
telugu-indian-vowel 281 326 3600.00 ∞ 9796 3600.00 637541.95
a1 111 630 3600.00 ∞ 142 3600.00 ∞
a2 30 873 3600.00 ∞ 594 3600.00 ∞
a3 0 3600.00 ∞ 74 3600.00 ∞
dim 7302 3600.00 ∞ 294 3600.00 ∞
g2-2-30 35 125 3600.00 99442.00 3825 3600.00 ∞
g2-2-50 34 063 3600.00 69060.41 3766 3600.00 960564.45
g2-2-70 12 876 3600.00 ∞ 5841 3600.00 293061.36
s1 5624 3600.00 ∞ 21 594 3600.00 ∞
s2 5496 3600.00 ∞ 65 969 3600.00 ∞
s3 1599 3600.00 ∞ 1365 3600.00 ∞
s4 65 193 3600.00 ∞ 35 733 3600.00 ∞
unbalance 5514 3600.00 ∞ 13 148 3600.00 ∞
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Table 30. Results for 3 clusters using enabled heuristics, barycen-
ter+convexity+cone propagators, and OA cuts.

quadratic model epigraph model

instance #nodes time gap #nodes time gap

Fisher150iris 348 209 3600.00 1890.73 37 080 3600.00 711.88
German22 7569 10.77 0.00 3247 12.81 0.00
German59 534 709 1949.13 0.00 90 712 594.55 0.00
body-measurements 74 701 3600.00 15297.12 11 605 3600.00 41450.30
cities-coord-202 218 931 3600.00 727.52 90 433 3600.00 187.54
cities-coord-666 26 602 3600.00 58814.95 21 894 3600.00 2596.30
concrete-compressive 1 3600.00 ∞ 1 3600.00 ∞
glass-identification 145 443 3600.00 1034.68 14 860 3600.00 947.23
image-segmentation 4374 3600.00 ∞ 304 3600.00 ∞
padberg-rinaldi-hole-dri 150 154 3600.00 ∞ 1027 3600.00 ∞
reinelt-hole-drilling 379 375 3600.00 ∞ 9789 3600.00 174671.81
ruspini 819 053 3600.00 871.99 216 584 2304.35 0.00
telugu-indian-vowel 281 326 3600.00 ∞ 9217 3600.00 97407.83
a1 111 630 3600.00 ∞ 558 3600.00 ∞
a2 30 873 3600.00 ∞ 747 3600.00 ∞
a3 0 3600.00 ∞ 533 3600.00 ∞
dim 7302 3600.00 ∞ 544 3600.00 ∞
g2-2-30 35 125 3600.00 99442.00 4829 3600.00 1247530.48
g2-2-50 34 063 3600.00 69060.41 5487 3600.00 2292990.33
g2-2-70 12 876 3600.00 ∞ 3349 3600.00 195477.72
s1 5624 3600.00 ∞ 1730 3600.00 ∞
s2 5496 3600.00 ∞ 837 3600.00 ∞
s3 1599 3600.00 ∞ 920 3600.00 ∞
s4 65 193 3600.00 ∞ 1004 3600.00 ∞
unbalance 5514 3600.00 ∞ 971 3600.00 ∞

Table 31. Results for 3 clusters using enabled heuristics, barycen-
ter+convexity+cone+distance propagators, and OA cuts.

quadratic model epigraph model

instance #nodes time gap #nodes time gap

Fisher150iris 446 923 3600.00 1849.96 59 165 3600.00 659.99
German22 7569 8.77 0.00 3247 10.52 0.00
German59 534 709 1597.28 0.00 91 402 503.05 0.00
body-measurements 83 144 3600.00 14592.81 15 451 3600.00 37113.59
cities-coord-202 239 312 3600.00 699.49 130 068 3600.00 147.72
cities-coord-666 27 921 3600.00 57591.83 29 912 3600.00 1974.12
concrete-compressive 1 3600.00 ∞ 1 3600.00 ∞
glass-identification 168 283 3600.00 1013.11 19 760 3600.00 817.90
image-segmentation 4830 3600.00 ∞ 393 3600.00 ∞
padberg-rinaldi-hole-dri 174 185 3600.00 ∞ 3265 3600.00 ∞
reinelt-hole-drilling 419 551 3600.00 ∞ 14 618 3600.00 52928.16
ruspini 906 635 3600.00 796.01 218 941 1775.63 0.00
telugu-indian-vowel 325 351 3600.00 ∞ 10 984 3600.00 97407.83
a1 143 309 3600.00 ∞ 699 3600.00 ∞
a2 41 088 3600.00 ∞ 803 3600.00 ∞
a3 0 3600.00 ∞ 1335 3600.00 ∞
dim 7947 3600.00 ∞ 682 3600.00 ∞
g2-2-30 35 530 3600.00 98431.46 5812 3600.00 1203432.46
g2-2-50 37 600 3600.00 63371.45 6492 3600.00 683571.57
g2-2-70 13 865 3600.00 ∞ 4075 3600.00 126844.00
s1 4586 3600.00 ∞ 1798 3600.00 ∞
s2 11 726 3600.00 ∞ 941 3600.00 ∞
s3 1599 3600.00 ∞ 997 3600.00 ∞
s4 52 430 3600.00 ∞ 1093 3600.00 ∞
unbalance 10 689 3600.00 ∞ 1340 3600.00 15265661.41
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Table 32. Results for 3 clusters using enabled heuristics, propagators, cuts, and
entropy branching rule.

quadratic model epigraph model

instance #nodes time gap #nodes time gap

Fisher150iris 343 703 3600.00 1477.66 71 751 3600.00 22683.70
German22 45 150 52.35 0.00 5333 12.16 0.00
German59 936 893 3600.00 56.04 336 433 1635.47 0.00
body-measurements 60 997 3600.00 14613.99 14 271 3600.00 16576.14
cities-coord-202 296 551 3600.00 301.34 155 242 3600.00 421.92
cities-coord-666 26 269 3600.00 7757.89 45 297 3600.00 2234.12
concrete-compressive 1 3600.00 ∞ 1 3600.00 ∞
glass-identification 169 038 3600.00 2547.47 19 694 3600.00 4728.44
image-segmentation 4722 3600.00 ∞ 1068 3600.00 ∞
padberg-rinaldi-hole-dri 171 210 3600.00 ∞ 11 198 3600.00 ∞
reinelt-hole-drilling 418 898 3600.00 ∞ 45 383 3600.00 ∞
ruspini 786 957 3600.00 384.48 393 872 3600.00 225.40
telugu-indian-vowel 317 636 3600.00 ∞ 8674 3600.00 194927.78
a1 138 799 3600.00 ∞ 1212 3600.00 ∞
a2 41 024 3600.00 ∞ 594 3600.00 ∞
a3 0 3600.00 ∞ 276 3600.00 ∞
dim 6776 3600.00 ∞ 1002 3600.00 ∞
g2-2-30 30 811 3600.00 72575.07 8337 3600.00 42157.54
g2-2-50 41 034 3600.00 61675.17 6234 3600.00 62328.59
g2-2-70 9287 3600.00 ∞ 5348 3600.00 174453.15
s1 4586 3600.00 ∞ 252 3600.00 ∞
s2 11 726 3600.00 ∞ 2999 3600.00 ∞
s3 1599 3600.00 ∞ 1978 3600.00 ∞
s4 52 430 3600.00 ∞ 3053 3600.00 ∞
unbalance 10 689 3600.00 ∞ 409 3600.00 ∞

Table 33. Results for 3 clusters using enabled heuristics, propagators, cuts, and
distance branching rule.

quadratic model epigraph model

instance #nodes time gap #nodes time gap

Fisher150iris 429 083 3600.00 2347.78 92 344 3600.00 1390.57
German22 11 515 15.42 0.00 2855 6.51 0.00
German59 295 515 1301.84 0.00 148 496 711.93 0.00
body-measurements 80 408 3600.00 29828.45 12 074 3600.00 ∞
cities-coord-202 254 608 3600.00 879.26 163 946 3600.00 470.39
cities-coord-666 39 469 3600.00 16406.07 74 088 3600.00 ∞
concrete-compressive 1 3600.00 ∞ 1 3600.00 ∞
glass-identification 167 142 3600.00 1986.31 17 442 3600.00 1406.33
image-segmentation 7073 3600.00 ∞ 3111 3600.00 ∞
padberg-rinaldi-hole-dri 175 960 3600.00 ∞ 10 875 3600.00 106261.12
reinelt-hole-drilling 411 784 3600.00 ∞ 5711 3600.00 ∞
ruspini 919 006 3600.00 578.31 221 022 1548.04 0.00
telugu-indian-vowel 340 173 3600.00 ∞ 15 303 3600.00 ∞
a1 141 729 3600.00 ∞ 7476 3600.00 ∞
a2 41 553 3600.00 ∞ 526 3600.00 ∞
a3 0 3600.00 ∞ 894 3600.00 ∞
dim 9647 3600.00 ∞ 1015 3600.00 ∞
g2-2-30 40 223 3600.00 231297.98 7569 3600.00 ∞
g2-2-50 37 147 3600.00 33690.28 5833 3600.00 ∞
g2-2-70 33 182 3600.00 ∞ 5532 3600.00 65019.56
s1 4586 3600.00 ∞ 4366 3600.00 ∞
s2 11 726 3600.00 ∞ 3905 3600.00 ∞
s3 1599 3600.00 ∞ 7583 3600.00 ∞
s4 52 430 3600.00 ∞ 10 129 3600.00 ∞
unbalance 10 398 3600.00 ∞ 1212 3600.00 ∞
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An Alternating Method for Cardinality-Constrained
Optimization: A Computational Study for the Best
Subset Selection and Sparse Portfolio Problems

Carina Moreira Costa, Dennis Kreber, Martin Schmidt

Abstract. Cardinality-constrained optimization problems are notoriously
hard to solve both in theory and practice. However, as famous examples
such as the sparse portfolio optimization and best subset selection problems
show, this class is extremely important in real-world applications. In this
paper, we apply a penalty alternating direction method to these problems.
The key idea is to split the problem along its discrete-continuous structure
to obtain two subproblems that are much easier to solve than the original
problem. In addition, the coupling between these subproblems is achieved via
a classic penalty framework. The method can be seen as a primal heuristic
for which convergence results are readily available from the literature. In our
extensive computational study, we first show that the method is competitive
to a commercial MIP solver for the portfolio optimization problem. On these
instances, we also test a variant of our approach that uses a perspective
reformulation of the problem. Regarding the best subset selection problem, it
turns out that our method significantly outperforms commercial solvers and
that it is at least competitive to state-of-the-art methods from the literature.

1. Introduction

In many cases, optimization models require a cardinality constraint to filter
underlying data. Such a mechanism is required if, for instance, the number of
utilized variables should be small such that the solution is easier to interpret or
such that variables are not used, which allegedly contain no valuable statistical
information. On the other hand, it might happen that the usage of a variable is
bound to some cost and a given budget cannot be exceeded. Moreover, a cardinality
constraint can be interpreted as an optimization version of Occam’s razor, i.e.,
one wants to compute a good solution while only using a small proportion of the
available assumptions.

In this paper, we consider optimization problems of the general form
min
x∈Rn

f(x)

s.t. x ∈ C,
|supp(x)| ≤ k

(CC)

with f : Rn → R being a convex function, C ⊆ Rn being a convex set, supp(x) :=
{i ∈ [n] : xi 6= 0}, [n] := {1, . . . , n}, and k ∈ N being a fixed cardinality ceiling. Even
though Problem (CC) does not exhibit any integer variables explicitly, it has a
discrete structure and hence can be formulated as a mixed-integer problem. This
fact can easily be seen by introducing new variables z ∈ {0, 1}n and reformulating
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the constraint |supp(x)| ≤ k as

−Mz ≤ x ≤Mz,

n∑

i=1

zi ≤ k, z ∈ {0, 1}n (1)

with M being an upper bound on ‖x‖∞.
Applications like the best subset selection problem [13, 59] or the cardinality-

constrained portfolio optimization problem [11, 16] exactly fit into the formula-
tion (CC). Moreover, extensions using nonconvex objective functions are also
considered in the literature, e.g., for sparse principal component analysis [29]. How-
ever, let us note that there is also research on reformulating the sparse principal
component analysis problem as a mixed-integer semidefinite program [10, 55], and
hence as a mixed integer convex problem. The combinatorial structure combined
with frequently occurring nonlinear objective functions makes this problem class
difficult to solve in theory and practice. Hence, major research interests have been
sparked in recent years. A wide range of results includes the perspective refor-
mulation [35, 36, 47], which enables a tight formulation of Problem (CC), studies
concerning bound tightening [5], or the application of disjunctive programming [19].
Additionally, local solvers are subject of interest as well; see, e.g., [21]. Interestingly,
some methods from the low-rank optimization literature are similar in their spirit
to the method that we propose in this paper; see, e.g., the nonlinear factorization
method of [22] or the alternating least squares implementation of softimpute [48].
Although these methods are concerned with low-rank optimization problems, a rank
constraint on a matrix is in fact a cardinality constraint on its singular values. Both
in the cited papers as well as in this paper, the way to handle the present nonconvex
constraints is to make use of alternating direction optimization schemes.

1.1. Contribution. Due to the hardness of (CC), fast local methods or primal
heuristics are desired to deliver feasible points of good quality for warmstarting a
global solver or—on the other hand—they can even act as standalone approaches
for large-scale instances. Our contribution is to derive such a primal heuristic that,
additionally, can be analyzed theoretically. To this end, we consider the special
combinatorial structure of Problem (CC). On the one hand, the considered problems
can be solved efficiently if the cardinality constraint is omitted and, on the other
hand, the cardinality constraint, if decoupled from the rest, is easy to handle as
well since its set of feasible indicator vectors is the uniform matroid [61]. Thus, we
consider these two parts of the problem separately, each with its own set of variables.
In other words, we consider these parts as separate directions of optimization in a
higher dimensional space. However, only optimizing into each direction individually
would very likely not yield a feasible point for the complete problem as we would only
consider the feasible region for each direction independently. As a remedy, one can
add a coupling condition that penalizes the deviation between the solutions of the two
directions forcing them to be equal if the penalization is sufficiently large. We later
show evidence that the proposed approach is very fast and reliably provides feasible
points of very good quality. In particular, by using the classic theory of alternating
direction methods, it can be shown that a partial minimum, i.e., a solution which
cannot be improved in any of the decomposed parts, is returned. Thus, unlike many
other heuristics, our proposed method guarantees certain qualitative characteristics.
Our numerical results show that this method is competitive to commercial software
packages for the cardinality-constrained portfolio optimization problem and that it
significantly outperforms them for the case of the best subset selection problem. For
the latter, our method also outperforms or is competitive to other heuristics that
are state-of-the-art in the current literature. In particular, we compared our method
with the MaxMin method as proposed in [14] as well as with the L0Learn method
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as discussed in [28, 50]. For the portfolio optimization problem, we also tested
a variant of our method using the perspective reformulation of the problem; see,
e.g., [35]. However, although this can yield an improvement in terms of objective
function values, it leads to a significantly slower approach compared to the originally
proposed method.

1.2. Structure of the Paper. As just mentioned, we decided to focus in our
computational analysis on important instances of the general framework (CC)
instead of analyzing the general problem class calibrated with, e.g., random data.
Hence, we apply the method to the best subset selection problem and the sparse
portfolio optimization problem, which we introduce in detail in Section 2. Afterward,
in Section 3, we review PADMs in general and show how to apply them to the best
subset selection and the cardinality-constrained portfolio optimization problems.
In Section 4, we recall how the perspective reformulation techniques are applied
to the aforementioned problems for obtaining strong relaxations of the underlying
MIQPs and we also discuss a possible combination of the perspective reformulation
techniques with the PADM proposed in Section 3. In Section 5, we then present
the numerical results of the PADM applied to both problems studied and the paper
closes with some concluding remarks in Section 6.

2. Applications

In this section, we discuss two famous instances of the general problem class
in (CC): the cardinality-constrained portfolio optimization problem (Section 2.1)
and the best subset selection problem (Section 2.2).

2.1. The Cardinality-Constrained Portfolio Optimization Problem. During
the last decades, there has been a lot of research in the optimization and investment
communities regarding the famous mean-variance Markowitz optimization model [56].
This attention is mainly due to the inclusion of real-world financial constraints,
which makes the traditional model more realistic but also more complex. For a
survey on different constraints proposed in the literature; see, e.g., [52, 58]. One
popular constraint is the cardinality constraint, which limits the number of assets to
be included in the portfolio. In what follows, we describe the resulting cardinality-
constrained portfolio optimization problem.

We are given n possibly risky assets with mean return vector r ∈ Rn and
covariance matrix Σ ∈ Rn×n as well as the level of expected portfolio return R > 0.
Then, the traditional Markowitz optimization framework computes the optimal
proportion of each asset such that the risk is minimized for the given desired
return or the return is maximized for a given level of risk. Let 0 < k ≤ n be
the maximum number of assets that can be included in the portfolio. Thus, the
cardinality-constrained portfolio optimization problem is given by

min
x∈Rn

x>Σx

s.t. r>x ≥ R,
e>x = 1,

x ≥ 0,

‖x‖0 ≤ k,

(CCPO)
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where e is the vector of all ones in suitable dimension. By introducing binary
variables z ∈ {0, 1}n, this problem can be reformulated as

min
x,z

x>Σx

s.t. r>x ≥ R, e>x = 1,

0 ≤ xi ≤ zi for all i = 1, . . . , n,
n∑

i=1

zi ≤ k, zi ∈ {0, 1} for all i = 1, . . . , n.

(2)

This is a mixed-integer quadratic program (MIQP). In general, this is an NP-hard
problem [8, 40] and there are a couple of branch-and-bound algorithms [15, 16, 18,
27, 36, 37, 40, 68, 71] for solving Problem (CCPO) to global optimality. However, it
is not always suitable to use such global methods to find optimal solutions, especially
for large-scale instances. To the best of our knowledge, the exact method that scales
best even for large instances has been recently proposed in [8], where instances are
solved for which the number of assets is around 1000 or larger. Heuristics and local
search methods have also been studied. Earlier heuristics rely on genetic algorithms,
tabu search, and simulated annealing [26]. More recent heuristics are mostly based
on first-order methods; see, e.g., [8, 64]. In particular, we highlight [64], because it
uses a similar decomposition idea as we do—however, the resolution approach is
rather different. In [8], a heuristic tailored to the sparse portfolio problem is used to
compute high-quality feasible solutions, which are then used to warm-start an exact
method. This heuristic has been initially proposed in [13] for realizing warm-starts
for the best subset selection problem, which we discuss next.

2.2. The Best Subset Selection Problem. Consider the linear regression
model y = Xβ0 + ε with response vector y ∈ Rn, observed data X ∈ Rn×p,
true predictors β0 ∈ Rp, and errors ε ∈ Rn. Assuming that β0 and ε are unknown,
we try to estimate the true predictors β0 with a linear regression. However, it is
often not known which recorded variables are actually relevant, i.e., the regressors β0

are sparse. More formally, this means that |supp(β0)| < p holds. The best subset
selection problem [59] aims to address this aspect by allowing to have only k many
non-zero entries in β. The objective is then to select k out of p features, which
best describe the relation between X and y. Usually, a proper k is then chosen via
cross-validation. Accordingly, the best subset selection problem is defined as the
optimization problem

min
β∈Rp

‖Xβ − y‖22
s.t. |supp(β)| ≤ k.

(BSS)

Clearly, the best subset selection fits the framework of (CC) and, hence, is an
appropriate candidate for studying our proposed methods. Problem (BSS) is NP-
hard [60] and it is folklore that it is indeed notoriously difficult to solve in practice as
well [13, 57]. Hence, the problem gained a lot of research interest in recent years [3,
13, 14, 32]. Since (BSS) is considered computationally hard and since it is common
to consider thousands of variables in practice, some research has concentrated on
finding viable heuristics [57, 72] for the best subset selection problem. The most
prominent approach is the Lasso method [20, 65], which replaces |supp(β)| with ‖β‖1.
Often the modified cardinality constraint is then put into the objective function as
a regularization term:

min
β∈Rp

‖Xβ − y‖22 + λ‖β‖1. (LASSO)

The Lasso method enjoys major scientific interest and thus many results exist
proving beneficial characteristics of Lasso under various assumptions concerning the
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underlying data [20]. These assumptions include the compatibility condition [42]
or the restricted isometry property [24]. Unfortunately, if these conditions are not
satisfied, the resulting statistical properties can cease to hold [13, 57, 70]. Moreover,
testing the conditions is NP-hard [30, 67].

In contrast, empirical evidence indicates that the best subset selection can produce
solutions that have superior predictive quality compared to Lasso [13, 57]. Since
the best subset selection is still computationally challenging and because Lasso can
have disadvantages concerning the statistical performance, it is of high interest to
develop better heuristics for (BSS).

Recently, more efforts have been made to leverage techniques from discrete
optimization to find good heuristic solutions for (BSS). The authors of [13] propose
a first-order method combined with the hard-thresholding operator. Their efforts
are focused on solving the best subset selection exactly and, hence, they use their
heuristic as a warmstart. Another approach [14] takes the dual of the continuous
part of the problem and transforms it to a max-min problem, which can be solved
efficiently as a second-order cone problem. This MaxMin method provides very
good results and will be one of the benchmarks that we compare our method with.
One of the very recent and most promising approaches is the L0Learn method [28,
50]. Similar to the algorithms used to find a solution for Lasso, L0Learn utilizes a
coordinate-descent approach. L0Learn also serves as a comparison for our proposed
method.

Additionally, screening and excluding variables to decrease the dimension can also
be helpful in solving (BSS). In [2], the authors propose rules, which can be efficiently
checked and which provide guarantees for variables to be excluded. Relaxing the
condition that a decision variable must be either 0 or 1 in every optimal solution to
be excluded leads to the backbone method [12]. Here, it is enough that a variable is
set to 1 in at least one near-optimal solution in order to fix it.

3. Decomposition and Penalty Alternating Direction Methods

Next, we review penalty alternating direction methods (PADMs) in general
(Section 3.1) and then discuss in detail on how to efficiently apply these methods to
the cardinality-constrained portfolio optimization problem (Section 3.2) and to the
best subset selection problem (Section 3.3).

3.1. General Description of PADMs. To describe the general ideas behind
PADMs, we consider the general problem

min
u,v

f(u, v) (3a)

s.t. g(u, v) = 0, h(u, v) ≥ 0, (3b)
u ∈ U ⊆ Rnu , v ∈ V ⊆ Rnv , (3c)

for which we make the following assumption.

Assumption 1. The objective function f : Rnu+nv → R and the constraint
functions g : Rnu+nv → Rm, h : Rnu+nv → Rq are continuous and the sets U and V
are non-empty and compact.

Alternating direction methods are iterative procedures that solve Problem (3) by
alternatingly solving two simpler subproblems. Given an iterate (ul, vl), Problem (3)
with v fixed to vl is solved into the direction of u, yielding a new u-iterate ul+1.
Subsequently, u is fixed to ul+1 and Problem (3) is solved into the direction of v,
yielding a new v-iterate vl+1. The method is formally stated in Algorithm 1. The
for-loop is repeated until a termination criterion is reached. To present the general
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convergence result of Algorithm 1, we need the following definition that uses the
abbreviation

Ω = {(u, v) ∈ U × V : g(u, v) = 0, h(u, v) ≥ 0} ⊆ U × V
for the feasible set of Problem (3).

Algorithm 1 A standard ADM.

1: Choose initial values (u0, v0) ∈ U × V .
2: for l = 0, 1, . . . do
3: Compute

ul+1 ∈ arg min
u

{
f(u, vl) : g(u, vl) = 0, h(u, vl) ≥ 0, u ∈ U

}
.

4: Compute

vl+1 ∈ arg min
v

{
f(ul+1, v) : g(ul+1, v) = 0, h(ul+1, v) ≥ 0, v ∈ V

}
.

5: Set l← l + 1.
6: end for

Definition 2. Let (u∗, v∗) ∈ Ω be a feasible point of Problem (3). Then, (u∗, v∗) is
called a partial minimum of Problem (3) whenever it satisfies

f(u∗, v∗) ≤ f(u, v∗) for all (u, v∗) ∈ Ω,

f(u∗, v∗) ≤ f(u∗, v) for all (u∗, v) ∈ Ω.

Consider now the set of possible future iterates starting from the current iter-
ate (ul, vl), i.e.,

Θ(ul, vl) =
{

(u∗, v∗) : f(u∗, vl) ≤ f(u, vl)∀u ∈ U ; f(u∗, v∗) ≤ f(u∗, v)∀v ∈ V
}
.

The general convergence result of Algorithm 1 is stated in the following theorem;
see Theorem 4.9 in [46] for the proof. For further details on the convergence theory
of classic ADMs; see also [69].

Theorem 3. Let {(ul, vl)}∞l=0 be a sequence generated by Algorithm 1 with
(ul+1, vl+1) ∈ Θ(ul, vl). Suppose that the solution of the first optimization problem
(in Line 3) is always unique. Then, every convergent subsequence of {(ul, vl)}∞l=0

converges to a partial minimum. In addition, if w and w′ are two limit points of
such subsequences, then f(w) = f(w′) holds.

Usually, the feasible set of Problem (3) is not completely decomposable into the
disjoint sets U and V since the constraints in (3b) couple the two subproblems.
These coupling constraints may lead to poor convergence rates in practice. Thus, an
extension of the ADM called penalty alternating direction method (PADM) has been
proposed in [43], which has been already used successfully to solve many problems
in practical applications; see, e.g., [23, 44, 45, 53, 62]. The main idea is to move the
coupling constraints g and h to the objective function by means of an `1 penalty
function, yielding

φ1(u, v;µ, ρ) := f(u, v) +

m∑

i=1

µi|gi(u, v)|+
q∑

i=1

ρi[hi(u, v)]−,

with [α]− = max {0,−α} and µ = (µi)
m
i=1, ρ = (ρi)

q
i=1 ≥ 0 being the penalty

parameters of the equality and inequality constraints, respectively.
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The penalty ADM works as follows. Given a starting point and initial values for
all penalty parameters, the ADM of Algorithm 1 computes a partial minimum of
the penalty problem

min
u,v

φ1(u, v;µ, ρ) s.t. u ∈ U, v ∈ V. (4)

With this partial minimum at hand, we verify if the coupling constraints are satisfied.
If they are, we stop with a feasible solution of Problem (3). If not, the penalty
parameters are updated and the next penalty problem is solved to partial minimality.
In this way, the method is composed out of an inner and an outer loop. In the inner
loop, a partial minimum of the current penalty problem is computed with a classic
ADM, while in the outer loop, the penalty parameters are updated producing a
new penalty problem. Thus, the PADM generates a sequence of partial minima
of a sequence of penalty problems of type (4). The method is formally stated in
Algorithm 2.

Algorithm 2 The `1 penalty ADM.

1: Choose initial values (u0,0, v0,0) ∈ U × V and penalty parameters µ0, ρ0 ≥ 0.
2: for t = 0, 1, . . . do
3: Set l = 0.
4: while (ut,l, vt,l) is not a partial minimum of (4) with µ = µt and ρ = ρt do
5: Compute

ut,l+1 ∈ arg min
u

{
φ1(u, vt,l;µt, ρt) : u ∈ U

}
.

6: Compute

vt,l+1 ∈ arg min
v

{
φ1(ut,l+1, v;µt, ρt) : v ∈ V

}
.

7: Set l← l + 1.
8: end while
9: if (ut,l, vt,l) satisfies the coupling constraints then

10: Stop with (ut,l, vt,l) being a feasible point of (3).
11: else
12: Choose new penalty parameters µt+1 ≥ µt and ρt+1 ≥ ρt.
13: end if
14: end for

In the following, we state the general convergence result of Algorithm 2; see [43]
for a proof (Theorem 8) and for further details about the method.

Theorem 4. Suppose that Assumption 1 holds and that µti ↗∞ for all i = 1, . . . ,m
and ρti ↗∞ for all i = 1, . . . , q. Moreover, let (ut, vt) be a sequence of partial minima
of (4) (for µ = µt and ρ = ρt) generated by Algorithm 2 with (ut, vt) → (u∗, v∗).
Then, there exist µ̄, ρ̄ ≥ 0 such that (u∗, v∗) is a partial minimizer of the weighted `1
feasibility measure

χµ̄,ρ̄(u, v) :=
m∑

i=1

µ̄i|gi(u, v)|+
q∑

i=1

ρ̄i[hi(u, v)]−.

If, in addition, (u∗, v∗) is feasible for the original problem (3), the following holds:
(a) If f is continuous, then (u∗, v∗) is a partial minimum of (3).
(b) If f is continuously differentiable, then (u∗, v∗) is a stationary point of (3).
(c) If f is continuously differentiable and f and Ω are convex, then (u∗, v∗) is a

global optimum of (3).
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Let us note that the above result does not ensure the convergence of iterates
or the feasibility of limit points but states properties of the limit points in case
of convergence. However, our numerical results later show that we neither face
convergence nor infeasibility issues for the two problems that we apply our methods
to.

3.2. Application to the Cardinality-Constrained Portfolio Optimization
Problem. We now turn to the application of Algorithm 2 to Problem (CCPO).
First, we duplicate the continuous variables x ∈ Rn via the introduction of new
variables w ∈ Rn and rewrite Problem (CCPO) as

min
x,w

x>Σx

s.t. r>x ≥ R, e>x = 1, x ≥ 0,

x = w, ‖w‖0 ≤ k.
The constraint x = w is the so-called copy constraint that couples the variables x
and w. It allows us to transfer the hard cardinality constraint previously on x to w.
Copy constraints are commonly used in decomposition methods to split the genuine
problem into parts. Now, to alleviate this constraint, we move it to the objective
function by means of an `1 penalty term with penalty parameter µ ≥ 0, obtaining
the following problem which is in the form of (4)

min
x,w

x>Σx+ µ‖x− w‖1

s.t. x ∈ Ũ := {x̃ ∈ Rn : r>x̃ ≥ R, e>x̃ = 1, x̃ ≥ 0},
w ∈ Ṽ := {w̃ ∈ Rn : e>w̃ = 1, ‖w̃‖0 ≤ k}.

(5)

Note that the constraint e>w̃ = 1 does not necessarily need to be included in the
set Ṽ since the same constraint is considered for x. However, previous computational
experiments revealed that having this constraint in both subproblems significantly
improves the solution process of the PADM.

Now, we can fully decompose the variable space of Problem (5) into two blocks:
one for x and the other one for w. Thus, given the outer iteration t, in each inner
iteration l of Algorithm 2 the two subproblems that need to be solved are given by

xt,l+1 ∈ arg min
x∈Ũ

x>Σx+ µt‖x− wt,l‖1, (6)

and
wt,l+1 ∈ arg min

w∈Ṽ
‖xt,l+1 − w‖1. (7)

Here, we already discarded the constant term (xt,l+1)
>

Σxt,l+1 and the penalty
parameter µt in the objective function of Problem (7) since they do not have an
effect on the solution of the optimization problem.

These problems can be solved efficiently. Problem (6) is the traditional portfolio
optimization problem with an `1 regularization term. Therefore, it is a convex
optimization problem which can be solved by any state-of-the-art quadratic pro-
gramming solver. However, it might not have a unique solution. On the other hand,
a solution of Problem (7) can be stated in closed form, which is what we show in
the next two propositions. In order to simplify the presentation, we denote the
sub-vector of a vector x ∈ Rn corresponding to the index set S = {i1, . . . , im} ⊆ [n]
by xS ∈ Rm, i.e., xS := (xi1 , . . . , xim)>.

Proposition 5. Suppose that x̄ is an optimal solution of Problem (6). For every
optimal solution w̃ of Problem (7) with supp(w̃) = S, there exists an optimal
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solution w∗ of Problem (7) such that supp(w∗) = S and

w∗i =

{
x̄i/(e

>x̄S), if i ∈ S,
0, otherwise,

(8)

holds.

Proposition 6. Suppose that x̄ is an optimal solution of Problem (6). Let x̄i1 ≥
x̄i2 ≥ · · · ≥ x̄in be the sorted entries of x̄. Then, there exists an optimal solution w∗
of Problem (7) such that S = {i1, . . . , ik} = supp(w∗) holds.

The proofs are given in Sections A.1 and A.2 in the appendix. From Proposition 5,
we can directly compute a solution of Problem (7) using Formula (8) and the set S
characterized in Proposition 6. Although both the first and the second subproblem
do not necessarily have to possess unique solutions, Formula (8) also serves as a
“tie-breaking” rule that stays the same over all iterations. Thus, the general PADM
theory applies.

3.3. Application to the Best Subset Selection Problem. In this section,
we propose a tailored version of Algorithm 2 to compute partial minima of Prob-
lem (BSS).

For applying the PADM to the best subset selection problem we first duplicate
the continuous variables of Problem (BSS) using the new variables γ, δ ∈ Rp and
then rewrite the problem equivalently as

min
γ,δ

‖Xγ − y‖22
s.t. γ = δ,

|supp(δ)| ≤ k.
Now, we move the coupling condition γ = δ to the objective function by using an `1
penalty term with penalty parameter µ ≥ 0, yielding

min
γ,δ

‖Xγ − y‖22 + µ‖γ − δ‖1

s.t. γ ∈ Ū := Rp,
δ ∈ V̄ := {δ′ ∈ Rp : ‖δ′‖0 ≤ k}.

(9)

Note that this problem is of the form of Problem (4). Thus, we can apply Algorithm 2
to Problem (9) with the search space decomposed into two blocks: one for γ and
the other one for δ.

In each inner iteration, the two subproblems to be solved read

γt,l+1 ∈ arg min
γ∈Ū

‖Xγ − y‖22 + µt‖γ − δt,l‖1, (10)

and
δt,l+1 ∈ arg min

δ∈V̄
‖γt,l+1 − δ‖1. (11)

With these two subproblems at hand we have to ensure two properties. First,
considering that we want to avoid the computational hardness of (BSS) both
subproblems (10) and (11) should be easier to handle. Second, we have to make
sure that Theorem 3 can be applied.

We first show that both directions are efficiently solvable. For Problem (10) it
is easy to see that the optimization problem is convex and thus, can be solved
in polynomial time. Moreover, Problem (10) rather closely resembles (LASSO).
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Indeed, this first subproblem can be solved via the Lasso method by substituting
γ̃ := γ − δt,l. Consequently, we can solve the equivalent optimization problem

min
γ̃∈Rp

∥∥Xγ̃ −
(
y −Xδt,l

)∥∥2

2
+ µt ‖γ̃‖ (12)

by using tailored solvers such as the coordinate descent solver in [39] or a LARS
solver [33], which exploit the sparsity structure of the solution. These specialized
solvers are known to be exceptionally fast.

For Problem (11), a simple Greedy algorithm finds a global optimal solution.
This is shown in the next proposition. The proof is given in Section A.3 in the
appendix.

Proposition 7. Given the outer iteration t, the inner iteration l, and a solu-
tion γt,l+1 of Problem (10). Then, the optimal solution of Problem (11) is given
by

δt,l+1 = (γt,l+1
1 , . . . , γt,l+1

k , 0, . . . , 0),

with |γt,l+1
1 | ≥ · · · ≥ |γt,l+1

k | ≥ · · · ≥ |γt,l+1
p |.

Hence, both subproblems can be solved very fast. It remains to be clarified if the
assumptions of Theorem 3 hold. Clearly, Assumption 1 is satisfied. Thus, we only
need to check if one of the two subproblems always yields a unique solution. For
Problem (11) this is not the case. It is possible that the coefficients γt,l+1 do not
have a unique order if there are multiple k-largest elements, i.e.,

|γt,l+1
1 | ≥ · · · ≥ |γt,l+1

k | = |γt,l+1
k+1 | = · · · = |γ

t,l+1
k+q | ≥ · · · ≥ |γt,l+1

p |
for some q ≥ 1. Fortunately, (10) has a unique solution under some mild assumptions.
That is, the following result, taken from [66], holds for the Lasso problem and
consequently for (10) as well.

Proposition 8. If the entries of X ∈ Rn×p are drawn from a continuous probability
distribution on Rn×p, then for any y and λ > 0, the Lasso solution is unique with
probability one.

The assumption that X is drawn from a continuous probability distribution is not
a major restriction since it usually holds in real-world applications. Note that no
requirements for y are needed. Thus, we can safely apply the transformation (12).

Furthermore, we could also force the second subproblem (11) to be unique
by adding a regularization term π

∑p
i=1 i χδi 6=0(δi) to (9) with χδi 6=0 being the

indicator function that returns 1 if δi is non-zero and 0 otherwise. If π is chosen
sufficiently small, the optimal selection will not be changed but nevertheless it
causes Problem (11) to always have a unique solution. While this is a mathematical
technicality, in the algorithm it would simply mean to first pick the element with
the smallest index if there is no unique choice during the greedy selection.

Thus, the PADM fits well for being applied to the best subset selection problem.
For the relation between the PADM and the trimmed Lasso method, we refer to
Section A.4 in the appendix, where we also discuss some robustness aspects of the
mentioned methods.

4. Perspective Reformulations

Exact methods for solving problems of the form of (CC) are usually based on
branch-and-bound techniques. Thus, a good continuous relaxation of the problem is
essential. The standard big-M formulation obtained by reformulating the cardinality
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constraint via (1) usually provides only weak continuous relaxations, which slows
down branch-and-bound. For a more detailed discussion, see [17].

Fortunately, problems of the form of (CC) are MIQPs with semi-continuous
variables x and binary variables z. For such problems, a better MIQP reformulation
is proposed in [35] using so-called perspective cuts. For doing so, the authors explore
the convex envelope of the objective function and show that it is the perspective
function of the continuous part of the objective function. This insight can be used to
provide a reformulation with a tighter continuous relaxation—called the perspective
reformulation. However, this technique is only applicable for problems with convex
and separable objective functions but, in the same work [35], the authors present
a trick for problems such as (CCPO) with non-separable cost matrix Σ so that
the technique can be applied again. The idea is to extract a positive semidefinite
diagonal matrix D such that Σ−D is positive semidefinite. This gives rise to a new
separable part containing D. Different ways exist for computing a proper diagonal
matrix; see, e.g., [38]. The matrix D, which gives the tightest continuous relaxation
is presented in [71], but requires solving a structured semidefinite program.

We now discuss how the perspective reformulation can be applied to Prob-
lem (CCPO). First, a positive semidefinite diagonal matrix D with entries Dii ≥ 0,
i ∈ [n], is extracted from Σ such that Σ−D is still positive semidefinite. With this
at hand, we re-write the problem as follows:

min
x,z

x>(Σ−D)x+ x>Dx

s.t. r>x ≥ R, e>x = 1,

0 ≤ x ≤ z, e>z ≤ k, z ∈ {0, 1}n.
Now, the perspective reformulation is applied to the convex and separable part x>Dx,
i.e., this term is replaced by its convex envelope, which is exactly its perspective
function, yielding

min
x,z

x>(Σ−D)x+
∑

i∈[n]

Di,i
x2
i

zi

s.t. r>x ≥ R, e>x = 1,

0 ≤ x ≤ z, e>z ≤ k, z ∈ {0, 1}n.
Here, we assume that x2

i /zi = 0 if zi = 0 for all i ∈ [n]. Note that the fractional
term renders this problem intractable at a first glance. To resolve this issue,
another reformulation is discussed in [1, 34, 47, 63], which further allows to impose
the cardinality constraint via second-order cone (SOC) constraints and drop the
(considerably weaker) big-M constraints in (1), resulting in the mixed-integer second-
order cone problem (MISOCP)

min
x,z,θ

x>(Σ−D)x+
∑

i∈[n]

Di,i θi

s.t. r>x ≥ R, e>x = 1,

e>z ≤ k, z ∈ {0, 1}n,
x2
i ≤ θizi for all i = 1, . . . , n,

x, θ ≥ 0.

(13)

This reformulation has been shown to outperform the big-M formulation in several
works; see, e.g., [8, 9, 71].



12 C. MOREIRA COSTA, D. KREBER, M. SCHMIDT

4.1. Combining Perspective Reformulations with PADM. We now show
how we can use perspective reformulations in combination with the PADM. We
discuss the main ideas for the case of Problem (CCPO). The ideas can, however, be
applied to Problem (BSS) as well. We start with the problem

min
x,w

x>(Σ−D)x+ w>Dw

s.t. r>x ≥ R, e>x = 1, x ≥ 0,

x = w, ‖w‖0 ≤ k,
which is equivalent to (CCPO). As before, we penalize the coupling constraints via
an `1 penalty term

min
x,w

x>(Σ−D)x+ w>Dw + µ‖x− w‖1

s.t. r>x ≥ R, e>x = 1, x ≥ 0, ‖w‖0 ≤ k.
Thus, given the outer iteration t, in each inner iteration l of Algorithm 2, the two
subproblems that need to be solved are

xt,l+1 ∈ arg min
x∈Rn

x>(Σ−D)x+ µt‖x− wt,l‖1

s.t. r>x ≥ R, e>x = 1, x ≥ 0,

and
wt,l+1 ∈ arg min

w∈Rn
w>Dw + µt‖xt,l+1 − w‖1

s.t. e>w = 1, ‖w‖0 ≤ k.
(14)

Note that, when compared to the subproblem (7), we are now adding more infor-
mation from the original problem to the subproblem in the direction of w. The
underlying rationale is that this may improve the performance of PADM especially in
cases for which the covariance matrix Σ is diagonally dominant. On the other hand,
this comes with additional difficulties. First, a closed form solution for (14) seems to
be out of reach. Nonetheless, we can again introduce binary variables z, apply the
perspective reformulation to the term w>Dw, and reformulate it as an MISOCP
similarly to as it is done in the previous section. Second, the first subproblem is
now “less convex” since we are extracting the matrix D from Σ. Consequently, we
may loose uniqueness properties for the first subproblem. These difficulties may
harm the solution process of PADM. Therefore, we explore this in more depth in
our numerical studies.

5. Computational Study

In this section, we present and discuss the numerical results for the cardinality-
constrained portfolio optimization problem in Section 5.2 and the best subset
selection problem in Section 5.3. Before, we briefly discuss the software and
hardware setup in the next section.

5.1. Software and Hardware Setup. All computations were conducted on a
computer with two Intel Xeon CPU E5-2699 v4 at 2.20 GHz (2× 44 threads) and
756 GBRAM.

The PADM approach for the best subset selection problem has been implemented
in C++. For solving the Lasso subproblems, we use the PICASSO library [41]. For
computing the global solutions and for solving second-order cone programs, we use
CPLEX 12.8. The PADM for portfolio optimization has been coded in Python and
GUROBI 9.03 is used for solving the first subproblem (6) as well as the big-M and
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the MISOCP formulations. The PADM implementation and the setup of the com-
putational study is available under an open-source license at https://gitlab.com/
Dnis/computational-study-padm-for-cardinality-constrained-problems.

5.2. Numerical Results for the Cardinality-Constrained Portfolio Opti-
mization Problem. In this section, we present the computational results for
real-world as well as large-scale and randomly generated cardinality-constrained
portfolio optimization instances. First, we comment on some implementation details
in the next section. The test set that we consider is described in Section 5.2.2.
Finally, in Section 5.2.3, we evaluate the performance of the algorithm proposed
in Section 3.2 in terms of solution quality and running time by comparing it with
the commercial solver Gurobi applied to the big-M based MIQP formulation (2). In
cases for which a diagonal matrix D (see Section 4) is available, we also compare
against the MISOCP formulation (13). Moreover, we also present and discuss some
results obtained by combining the PADM with the perspective reformulation.

5.2.1. Implementation Issues. We set the initial penalty parameter µ0 based on
the magnitude of usual objective function values of the problem. This criterion
turned out to give a good balancing between feasibility and optimality. Thus,
for the real-world instances, the initial penalty parameter is set to 10−4, while
for the random instances, it is set to 1. In both cases the penalty parameter is
updated using the factor 10. Each inner loop is stopped when a partial minimum is
obtained, i.e., whenever ‖(xt,l, wt,l)− (xt,l−1, wt,l−1)‖∞ < 10−5. Finally, the PADM
terminates with a feasible partial minimum if the coupling constraint is satisfied,
i.e., if ‖x− w‖1 < 10−5 holds.

5.2.2. Description of the Test Set. We first consider the five mean-variance portfolio
optimization problems described in [26]. These instances are publicly available in
the OR-Library test set [4]. They are built from weekly price data using real-world
capital market indices and have been widely used to test algorithms for the sparse
portfolio optimization problem. Since a required level of return R is not given, we
define it similarly to [8, 71], i.e., first we compute

Rmin = r>x∗, x∗ = arg min
x

{
x>Σx : e>x = 1, x ≥ 0

}
,

Rmax = r>x̄, x̄ = arg max
x

{
r>x : e>x = 1, x ≥ 0

}
,

and then set R = Rmin + 0.3(Rmax −Rmin).
Another test set of mean-variance portfolio optimization problems that is widely

used in the literature is described in [38].1 In total, there are 90 instances, 30 for
each value of n ∈ {200, 300, 400}. Moreover, for each n, there are three subsets
of 10 instances identified as n+, n0, and n−, where the superscript represents the
degree of diagonal dominance, i.e., strongly, weakly, and not diagonally dominant,
respectively. A proper matrix D, as discussed in Section 4, is given as well. Specif-
ically, we use those in the folder “s” which are independent of the choice of the
sparsity k and are obtained by solving the SDP discussed in [38].

The largest of all those instances contains 400 assets. To test our algorithm
on large-scale instances, we also consider further randomly generated cardinality-
constrained portfolio problems. To this end, we follow the procedure given in [51],
and use the Python implementation made available by [25].2 This procedure generates
random covariance matrices in a way so that they mimic covariance matrices of
real-world data. In total, we use 60 randomly generated instances with the number

1The data is available at http://groups.di.unipi.it/optimize/Data/MV.html.
2The implementation is available at http://sertalpbilal.github.io/randomportfolio/.
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Table 1. Comparison of running times (in seconds) and objective
function values obtained with PADM and Gurobi on five real-world
cardinality-constrained portfolio instances.

Instance n k PADM Big-M

Time Obj. Value Time Obj. Value

port1 31 5 0.06 0.000 76 0.03 0.000 76
10 0.02 0.000 75 0.01 0.000 75
20 0.02 0.000 75 0.01 0.000 75

port2 85 5 0.34 0.000 25 0.28 0.000 24
10 0.81 0.000 19 0.12 0.000 19
20 0.17 0.000 18 0.07 0.000 18

port3 89 5 0.10 0.000 31 0.49 0.000 28
10 0.82 0.000 25 0.88 0.000 25
20 0.18 0.000 24 0.08 0.000 24

port4 98 5 0.94 0.000 25 8.38 0.000 25
10 4.36 0.000 20 5.63 0.000 20
20 0.05 0.000 18 0.37 0.000 18

port5 225 5 12.83 0.000 36 0.40 0.000 36
10 0.96 0.000 34 0.35 0.000 34
20 0.23 0.000 34 0.15 0.000 34

of assets varying from 400 to 5000. Again, we compute the level of expected return R
as described above.

5.2.3. Discussion of the Results. We start with the discussion of the results for
the five real-world instances. We first compute partial minima using the proposed
PADM and globally optimal solutions with the big-M formulation (2) using Gurobi
without a time limit. In Table 1, we present the instance ID, the size n of the
problem, the given cardinality bound k, the solution time (in seconds) required
to find a solution, and the objective function value reported by both PADM and
Gurobi. For each problem instance, the smaller running time is printed in bold.
Regarding the running times, there is no clear trend in general. Both approaches
are able to compute a solution very quickly. For some instances, Gurobi is the faster
approach while for other instances, PADM is faster. In terms of solution quality,
PADM always finds a partial minimum that is very close to the optimal solution
or it even finds the optimal solution. In fact, only two instances are not solved to
global optimality by PADM. Therefore, we conclude that PADM is competitive to
the commercial solver Gurobi on these instances.

We now turn to the discussion of the results for the instances generated in [38].
Since the required diagonal matrices are available for these instances, the perspective
reformulation techniques from Section 4 will also be employed. First, we compare
our plain PADM with the big-M as well as the MISOCP formulations (the latter two
both solved with Gurobi) in terms of running times and objective function values. The
results are presented in Table 2, where we display the instance ID (see Section 5.2.2
for the details), the cardinality ceiling k, the average running times (in seconds),
and the average objective function values over the 10 instances for each method.
The column “Gap” shows the relative gap computed as (fPADM − fLB)/|fLB|,
where fPADM denotes the average objective function value of PADM and fLB denotes
the best average objective function value, i.e., the best lower bound obtained either
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Table 2. Results on the mean-variance portfolio optimization
problems generated by [38]. The running times are shown in
seconds, and the time limit is 600 s. The column “Gap” shows
the relative gap between the average objective function value of
PADM and the best lower bound.

PADM MISOCP Big-M

ID k Time Obj. Gap Time Obj. Time Obj.

200+ 5 0.51 422.04 0.02 13.81 413.65 527.75 413.65
2000 0.72 150.70 0.04 70.16 145.26 600.03 145.26
200− 0.59 110.74 0.05 131.53 105.94 520.07 105.98
200+ 10 0.58 219.50 0.03 23.41 212.87 600.04 212.92
2000 0.58 78.61 0.03 287.88 76.03 600.04 76.03
200− 0.54 59.18 0.05 491.74 56.38 600.04 56.38
200+ 15 0.59 151.56 0.04 31.01 146.31 600.05 146.35
2000 0.51 54.84 0.03 384.01 53.04 600.04 53.07
200− 0.56 41.72 0.04 547.66 39.99 600.04 39.99

300+ 5 1.03 619.04 0.02 61.61 609.17 600.06 609.17
3000 1.09 223.20 0.03 349.67 217.77 600.05 217.73
300− 1.04 176.65 0.05 382.18 168.66 432.43 168.55
300+ 10 1.04 316.45 0.02 242.60 309.79 600.05 309.78
3000 1.28 116.68 0.04 570.89 112.80 600.05 112.60
300− 1.49 93.70 0.06 505.59 88.78 544.30 88.64
300+ 15 1.05 215.61 0.03 235.08 209.97 600.05 210.04
3000 0.89 80.58 0.04 579.31 77.68 600.05 77.62
300− 0.91 66.11 0.07 527.58 62.15 545.99 62.03

400+ 5 1.36 848.43 0.03 332.55 820.23 542.89 820.20
4000 1.33 296.64 0.03 576.75 288.00 600.07 287.74
400− 1.37 215.27 0.05 602.26 206.32 600.07 205.97
400+ 10 1.81 435.12 0.04 534.34 418.24 600.07 417.67
4000 1.67 153.95 0.04 602.42 148.36 600.07 147.77
400− 1.75 113.41 0.06 602.16 107.21 600.07 106.58
400+ 15 1.73 297.04 0.04 488.91 284.76 600.08 284.66
4000 1.71 106.19 0.05 601.92 101.64 600.06 101.29
400− 1.75 78.22 0.06 601.92 73.79 600.07 73.54

from the MISOCP or the big-M formulation. Taking a closer look at the gap values,
we can see that the PADM computes feasible points with objective function values
very close to the optimal solution or to the best known lower bound—the largest gap
is 7 %. Thus, the solutions of PADM are almost as good as the solutions of the exact
methods. Regarding running times, we can directly see that PADM always finds a
feasible solution very quickly, never requiring more than 2 seconds on average. The
MISOCP formulation solved with Gurobi is able to find the optimal solution in a
reasonable amount of time, especially for the diagonally dominant instances, but as
the size of the instances grows, the required solution time also increases. In contrast,
Gurobi applied to the big-M formulation almost always reaches the time limit and,
thus, is outperformed by the MISOCP formulation as expected. We conclude from
this experiment that the PADM performs very well across all variants of diagonal
dominance properties of the covariance matrices.
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As discussed in Section 4.1, the PADM may be improved by exploiting perspective
reformulations. Our expectation is that this particularly might lead to improvements
in terms of the objective function values for those cases for which the covariance
matrices are diagonally dominant. Therefore we also test the Perspective-PADM
variant on the same instances as discussed in Table 2. However, as shown in
Table 3, the solution process of the PADM is significantly harmed by using these
ideas: Although some of the obtained objective function values are better when
incorporating the perspective formulation, the running times slow down significantly.
What happens is that the two subproblems in each iteration are much harder
to solve now. As a consequence, we are no longer able to compute a feasible
solution for all of the instances. The percentage of instances (among the 10 for
each scenario) for which the PADM could find a feasible solution is shown in the
column “Feasible” of Table 3. Note that only for the diagonally dominant instances
with 200 assets and k = 5 the PADM was able to find feasible solutions for all of
the 10 instances. Nevertheless, for the same scenario, the relative gap (last column)
is worse (compared to Table 2, the relative gap is 4 % vs. 2 %). Thus, the numerical
results show that the Perspective-PADM variant does not seem to be beneficial.
We tried to further improve on this in several ways. First, we observed that the
constraint r>x ≥ R is very hard to be satisfied in the w-space, leading to very many
inner ADM iterations. We tried to overcome this issue by including this constraint
also in the subproblem (14). However, this was only beneficial for a few instances.
Second, we scaled the diagonal matrices by a factor < 1 so that its effect on the
subproblems is smaller. However, again, this was only beneficial for a few instances.
Another idea for an improvement that could be tried is to calibrate a parameter
that controls the balancing between feasibility and optimality in Subproblem (14).
However, this would require many experiments to find a parameter that works for
all of the instances—if this is possible at all. For this reason and because we are
already satisfied with the results shown in Table 2, we refrained from executing
additional adjustments.

Let us now discuss the results for the large-scale and randomly generated instances.
Here, we set the time limit to 1 h. The results are shown in Table 4, where we
report averages since we randomly generated 10 instances for each value of n. Again,
we indicate the faster running time in bold. First, it can be seen that by using
the big-M formulation, Gurobi is not able to compute an optimal solution within
the time limit for all instances with k ∈ {5, 10}. Thus, smaller values of k seem
to make the problem much harder from the point of view of solving it to global
optimality. In contrast, PADM never reaches the time limit and always returns
a feasible point of good quality very fast for these instances. For the instances
with k = 50, PADM is much faster than Gurobi and the reported objective function
values are the same. Thus, PADM is able to compute globally optimal solutions for
k = 50. Larger values of k, i.e., k ∈ {100, 200}, also makes the problem easier to
solve for PADM. For these k, Gurobi is the faster method, but also PADM always
finds the globally optimal solution within reasonable time. Possibly, an MISOCP
formulation would perform better than the big-M formulation if the covariance
matrices of these instances are diagonally dominant. However, in this work, we
refrain from testing an MISOCP formulation on these instances, since this would
require computing proper diagonal matrices D, which is not at the core of this
paper.

Our further computational analysis has shown that Gurobi often needs a lot of
time to prove global optimality of an already found feasible solution. Thus, we also
run Gurobi on the large-scale and randomly generated instances setting the time
limit to the time that PADM required to compute a partial minimum. Afterward, we
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Table 3. Results of Perspective-PADM on the portfolio optimiza-
tion problems generated by [38]. The column “Feasible” shows the
percentage of instances for which Perspective-PADM was able to
find a feasible solution. For those instances, we present the average
running times (in seconds) and average objective function values.
The time limit is 600 s. The column “Gap” shows the relative gap
between the average objective function value of Perspective-PADM
and the best lower bound (the latter shown in Table 2).

Perspective-PADM

ID k Feasible (%) Time Obj. Gap

200+ 5 100 61.84 431.97 0.04
2000 80 53.59 148.70 0.02
200− 90 117.73 109.75 0.04
200+ 10 80 95.13 222.24 0.04
2000 90 126.93 77.13 0.01
200− 80 151.76 58.09 0.03
200+ 15 80 23.89 147.39 0.01
2000 90 47.19 53.64 0.01
200− 80 12.76 40.69 0.02

300+ 5 70 123.73 613.86 0.01
3000 70 125.70 228.35 0.05
300− 50 89.28 171.56 0.02
300+ 10 50 149.34 309.86 0.00
3000 80 228.24 117.40 0.04
300− 60 140.11 92.82 0.05
300+ 15 60 187.56 210.66 0.00
3000 50 34.29 80.84 0.04
300− 40 97.74 62.56 0.01

400+ 5 70 54.88 867.89 0.06
4000 70 94.68 304.51 0.06
400− 70 52.64 218.95 0.06
400+ 10 50 260.40 457.56 0.1
4000 70 272.18 160.22 0.08
400− 60 252.50 109.24 0.03
400+ 15 30 107.03 313.83 0.1
4000 10 33.79 102.71 0.01
400− 30 392.40 76.00 0.03

compare the best solution found by Gurobi within this time limit with the solution
computed by PADM. This setting provides a reasonable comparison between our
primal heuristic and primal heuristics implemented in Gurobi. The results are shown
in the last column of Table 4, where we report the ratio between the objective
function value at the partial minimum obtained with PADM and the objective
function value of the best feasible point that Gurobi found within this time limit. We
observe that when k is small, Gurobi is also able to give a feasible solution and it is
slightly better than the feasible solution given by PADM. However, the deviation of
these ratios from 1 is almost in the range of numerical tolerances. For the remaining
instances, both give the same solution.
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Table 4. Performance of PADM and big-M formulation solved
with Gurobi on large-scale randomly generated cardinality-
constrained portfolio instances. The time limit is 1 h for the results
in columns 3–7. The last column compares the objective function
values obtained by Gurobi within the time limit set to the time
required by PADM to compute a partial minimum.

n k PADM Big-M PADM/Big-M

Time Obj. Time Obj. Gap (%)

400 5 1.37 20.63 > 3600 20.54 4.84 1.0045
10 6.47 19.74 > 3600 19.71 1.85 1.0016
50 0.68 19.25 8.46 19.25 0.01 1.0000
100 0.28 19.25 0.25 19.25 0.00 1.0000
200 0.28 19.25 0.26 19.25 0.00 1.0000

600 5 1.96 20.52 > 3600 20.45 5.49 1.0033
10 14.78 19.64 > 3600 19.61 2.06 1.0017
50 1.70 19.14 390.94 19.14 0.01 1.0000
100 0.52 19.13 0.47 19.13 0.00 1.0000
200 0.50 19.13 0.49 19.13 0.00 1.0000

1000 5 10.11 20.50 > 3600 20.40 6.16 1.0047
10 39.14 19.57 > 3600 19.54 2.30 1.0017
50 3.40 19.05 753.16 19.05 0.01 1.0000
100 1.44 19.04 1.11 19.04 0.00 1.0000
200 1.42 19.04 1.24 19.04 0.00 1.0000

2000 5 63.64 20.33 > 3600 20.25 6.68 1.0041
10 212.16 19.41 > 3600 19.39 2.58 1.0014
50 14.44 18.88 2654.62 18.88 0.02 1.0000
100 8.07 18.88 3.94 18.88 0.00 1.0000
200 8.13 18.88 3.88 18.88 0.00 1.0000

3000 5 115.194 20.20 > 3600 20.16 6.74 1.0017
10 915.89 19.35 > 3600 19.31 2.63 1.0022
50 96.96 18.80 2828.98 18.80 0.02 1.0000
100 21.53 18.79 7.96 18.79 0.00 1.0000
200 21.49 18.79 8.14 18.79 0.00 1.0000

5000 5 378.63 20.15 > 3600 20.05 6.78 1.0050
10 1679.16 19.22 > 3600 19.20 2.68 1.0015
50 126.31 18.69 > 3600 18.69 0.03 1.0000
100 42.58 18.68 13.41 18.68 0.00 1.0000
200 42.63 18.68 13.32 18.68 0.00 1.0000

From this experiment, we conclude that PADM is competitive to the commercial
solver Gurobi on the tested cardinality-constrained portfolio optimization problems.
For k not being too small, PADM always computed the global optimum and for k
being not too large, it is even faster than Gurobi. However, one of course has to
mention that PADM does not provide any guarantee that the solution is globally
optimal.

5.3. Numerical Results for the Best Subset Selection Problem. In this
section, we present and discuss the results for the best subset selection problem.
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Similarly to Section 5.2, we first discuss the issue of selecting a good initial penalty
parameter in Section 5.3.1, then explain the test data setup in Section 5.3.2, and
finally discuss the results in the remaining part of this section.

5.3.1. Selection of the Initial Penalty Parameter. In the case of the best subset
selection problem, the PADM resembles Lasso in the first part of its iterations. Since
Lasso is known to produce sparse solutions, it can happen that |supp(γ0,1)| < k
holds if the initial penalty parameter is chosen too large. It can easily be seen that
each further iteration either decreases the number of non-zero entries or keeps it
unchanged. Hence, once a solution γt,l has less than k non-zero entries, the final
result will have less than k non-zero values as well.

However, there always exists a global optimal solution to (BSS) that has exactly
k non-zero values. Moreover, if a solution with cardinality less than k is globally
optimal, then either rank(X) < k holds or a subset S ⊆ [p] exists with |S| < k
such that y ∈ span(XS) holds for the response vector y. Therefore, if these unusual
cases are not given, having a cardinality less than k means that the result cannot
be optimal.

That is why we want to avoid starting with a penalty parameter that is too
large. Fortunately, many applications for which Lasso is conventionally used require
the computation of the entire λ-path, i.e., all solutions for all λ > 0 or, at least,
for a large sample of λ values. Consequently, most Lasso solvers are specialized
to compute the λ-path. In particular, the LARS method computes the λ-path for
[λ′,∞) as a side product of just solving (LASSO) for λ′.

For computing the initial penalty parameter, we hence proceed as follows. We
first compute the λ-path and search for the largest λ that yields a solution with k
or more non-zero entries. Since the penalty parameter controls the balance between
optimality and feasibility in the PADM, we want to avoid a penalty parameter that
directly leads to a feasible solution. Instead, our preliminary numerical experiments
revealed that setting µ = 0.3λ results in the overall best performance of the method.
After that, we double the penalty parameter in each outer iteration.

5.3.2. Description of the Test Set. For the test data, we replicate the standard setup
as seen in [13, 49] and create the test data for the best subset selection problem
as follows. First, we synthetically generate the design matrix X ∈ Rn×p, true
coefficients β0 ∈ Rp, and noise ε ∈ Rn as described in detail below. Then, the
response y ∈ Rn is computed by y = Xβ0 + ε. This has the advantage that we know
the true predictors and that we can examine the selection accuracy of the methods,
i.e., we can assess how many correct non-zero coefficients are chosen. We generate
the following instance sizes for n > p:

• dim-small: n = 180, p = 60, ‖β0‖0 = 30,
• dim-medium: n = 300, p = 100, ‖β0‖0 = 50,
• dim-large-1: n = 1500, p = 500, ‖β0‖0 = 250,
• dim-large-2: n = 6000, p = 2000, ‖β0‖0 = 600,
• dim-large-3: n = 24 000, p = 8000, ‖β0‖0 = 2500,
• dim-huge: n = 45 000, p = 15 000, ‖β0‖0 = 5000.

We deliberately choose n = 3p for all these settings such that the predictive
qualities are comparable between the setups. Furthermore, we study the following
degenerated instances where p > n holds:

• dim-deg-1: n = 200, p = 1000, ‖β0‖0 = 100,
• dim-deg-2: n = 200, p = 10 000, ‖β0‖0 = 100.

According to the setting, we draw each row of X i. i. d. from Np(0, I), where Np
denotes the multivariate normal distribution. Note that the correlation matrix I can
be a parameter as well. However, preliminary results showed that the correlation
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does not seem to have any notable effect on the relative performance of the examined
methods. Hence, we only consider the identity correlation matrix. We then draw
β0 ∈ Rp subject to the sparsity condition for the respective setting’s dimension. To
this end, if k is the number of desired non-zero values, a subset of size k is uniformly
sampled from [p] and the entries of β0 are set to 1 if the respective index is an
element of the sampled subset or 0 otherwise. In other words, we draw a subset
S ⊆ [p] with |S| = k and create the entries of β0 according to the rule

β0
i :=

{
1, if i ∈ S,
0, otherwise.

After creating the coefficients, we generate the noise ε added to Xβ0, which is
drawn i. i. d. from the multivariate normal distribution Nn(0, σ2I), with σ2 chosen
in accordance to the signal-to-noise ratio (SNR). Low SNR means that there is a
high disturbance in the signal. Otherwise, if the SNR is high, noise is relatively low.
The ratio is defined as

SNR :=
Var(x0β0)

Var(ε)
=
‖β0‖22
σ2

.

For dim-small and dim-medium, we consider the SNR values SNR ∈ {0.05, 0.3, 1, 6}
and for dim-large and dim-huge, we only assess SNR = 1.

Moreover, for each setting except for dim-huge, we generate 50 instances. Due to
its size, we only examine 5 instances for dim-huge.

We compare the following four approaches:
• PADM, as proposed in this article,
• CPLEX applied to compute an exact solution,
• the MaxMin method as proposed in [14], and
• L0Learn as discussed in [28, 50].

For the global solution, we are using the big-M reformulation with M chosen as
in [54]. The third method is a max-min approach, which can be stated as a second-
order cone program. This heuristic is both known to be very efficient and to yield
feasible points of good quality. We will refer to the heuristic proposed in [14] as
the MaxMin method. Finally, the L0Learn method is a well-known state-of-the-art
heuristic providing fast and good heuristic solutions. However, the method does not
aim to solve the cardinality-constrained best subset selection problem as discussed
in this article. Instead, it tries to find a solution to the regularized best subset
selection problem

min
β∈Rp

‖Xβ − y‖22 + κ|supp(β)|,

where κ > 0 is a regularization parameter. While both the truncated and the
regularized problem aim to induce sparsity in the coefficients, there is no one-to-one
connection between the sparsity parameter k and the regularization parameter κ.
Indeed, there exist cases for which certain cardinalities cannot be generated by
the regularized best subset selection, no matter how κ is chosen [54]. Hence,
L0Learn does not exactly fit our setting, and is, thus, inherently at a disadvantage.
L0Learn provides a parameter for setting the maximum cardinality. We utilize
this functionality to compute a κ-path and then pick the solution with the largest
sparsity—ideally equal to k. In addition, we also evaluate L0Learn using a more
sophisticated and finetuned setting. In this case, the maximum support is set
to 2k, we set the scaleDownFactor to 0.95, and the size of the λ grid to bk2 c. This
finetuned variant yields solutions with support larger than k. Hence, from the
solution path we manually select the largest subset smaller or equal to k. We will
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Figure 1. Relative gap (in %) of the methods PADM (blue),
L0Learn (yellow), finetuned L0Learn (green), MIP (orange), and
MaxMin (purple) for the settings dim-small, dim-medium, and dim-
large-1.

later see that this finetuning of parameters is especially tailored for large values of p,
whereas it might lead to an inferior behavior for smaller instances.

For all four approaches we set a time limit of 1 h and a termination tolerance of
1× 10−8. We always set k to the number of correct predictors.

5.3.3. Solution Quality. We now start by discussing the quality of the feasible
solutions provided by PADM. To this end, we compare the objective function values
of the heuristics with the exact solution.

Since the best subset selection problem is very hard to solve to global optimality,
the dim-small instances are the only ones for which we can compute provably optimal
solutions using the global solver. For the other cases we compare the relative gap
between the different approaches. In particular, for each instance we determine the
smallest residual sum of squares of all approaches for the particular instance. We
denote this minimum value by R̂SS. Then, assuming RSS is the residual sum of
squares for one of the approaches, the gap is defined by

RSS− R̂SS
RSS

· 100.

Clearly, a gap of 0 % means that the approach yields the best solution and, in the
case of dim-small, provably the globally optimal point. A higher gap indicates that
the method returned an inferior solution.

Looking at Figure 1 we find that the solutions produced by MaxMin have the
highest gap for p = 500 whereas the finetuned version of L0Learn produces the
highest gaps for p ∈ {60, 100}. Although we are not able to receive provably optimal
solutions from the MIP approach for every setting, solving an MIP provides the
best objective values. Comparing L0Learn and PADM we observe that, in average,
PADM provides slightly worse solutions—however, with less variance compared to
L0Learn. Furthermore, it seems that PADM performs better on noisy data and
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Figure 2. Relative gap (in %) of the methods PADM (blue),
L0Learn (yellow), and finetuned L0Learn (green) for the settings
dim-large-2, dim-large-3, and dim-huge.

looses some ground when noise is low. These differences are, however, in a range of
< 1 %, which is rather small in absolute terms.

The picture changes when we consider larger instances; see Figure 2. The
plot shows the relative gaps between PADM, L0Learn, and finetuned L0Learn for
the settings dim-large-2, dim-large-3, and dim-huge. We see that with increasing
dimension the solutions produced by L0Learn become significantly worse and can
reach a gap of around 40 % in relation to PADM. On the other hand, the finetuned
version of L0Learn now performs much better compared to the results for smaller p
as shown in Figure 1. The finetuned version reaches gaps that are larger than those
of PADM but is never worse than 5 % in relation to PADM.

5.3.4. Running Times. In summary, we conclude that PADM provides points very
close to the global optimum and very competitive values compared to MaxMin and
(finetuned) L0Learn. In the following we want to study the computational efficiency
of the PADM. Since the subproblems in our proposed approach can be solved in a
highly efficient way, we expect our proposed method to have competitive running
times.

We compare the running times via performance profiles as introduced in [31].
That is, for an instance i we have the running times tmi for each method m ∈
M = {PADM, L0Learn, finetuned L0Learn, MaxMin, MIP}. We then compute the
performance ratio

tmi
min {tai : a ∈M}

for each m ∈M and plot the resulting data via an ECDF plot.
Figure 3 shows the performance profiles. We see that L0Learn dominates all

other approaches as it is always the fastest approach. Our proposed approach comes
second, closely followed by the finetuned L0Learn method. MaxMin comes fourth,
and the exact approach fifth. About 50 % of all instances could not be solved within
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Table 5. Average running times in seconds. Dashes indicate that
the experiments were not conducted because they failed due to the
time limit (MaxMin) or already reached the time limit in smaller
experiments (MIP). For the degenerated cases only L0Learn and
PADM are applicable.

Instance MIP MaxMin L0Learn finetuned L0Learn PADM

dim-small 58.446 0.032 0.007 0.015 0.010
dim-medium 980.111 0.076 0.013 0.022 0.023
dim-large-1 3600.01 5.87 0.39 0.83 0.58
dim-large-2 – 219.70 3.27 11.03 10.77
dim-large-3 – – 30.67 188.82 258.85
dim-huge – – 114.63 1212.35 994.37

dim-deg-1 – – 0.10 0.10 0.23
dim-deg-2 – – 0.45 0.36 0.80
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Figure 3. Performance profile for PADM (blue), L0Learn (yellow),
finetuned L0Learn (green), MIP (orange), and MaxMin (purple).

the time limit by the exact approach and a small amount of instances could also
not be solved within the time limit by MaxMin.

Additionally, Table 5 shows the average running times for the different instances.
We can see a similar pattern: L0Learn consistently outperforms PADM, while
PADM outperforms MaxMin and the exact solver by large margins. Moreover, the
finetuned version of L0Learn and PADM have rather comparable running times.
However, it seems that L0Learn’s performance comes at a cost. The difference
in running times becomes especially apparent in higher dimensions. In the last
section, we have already seen that solutions become significantly worse for L0Learn
in these settings and we will see that this effect also occurs when considering the
statistical quality and the sparsity of the solutions. On the other hand, PADM and
the finetuned version of L0Learn are both comparable w.r.t. running times and the
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Figure 4. Selection accuracy values between PADM (blue),
L0Learn (yellow), finetuned L0Learn (green), the exact solver
(orange), and MaxMin (purple) for dim-small, dim-medium, and
dim-large-1.

quality of the solutions. However, for both measures PADM performs slightly better
than the finetuned version of L0Learn and has the additional advantage that no
finetuning is required.

5.3.5. Statistical Performance. Finally, we discuss the selection accuracy of the three
methods. The selection accuracy is the percentage of correctly selected predictors.
To this end, suppose that S ⊆ [p] is the set of selected indices and that S0 ⊆ [p]
is the true set of indices, i.e., S0 is given by S0 = supp(β0). Then, the selection
accuracy is defined by

1− |S∆S0|
|S|+ |S0|

,

where ∆ is the symmetric difference. Although the objective function value and the
selection accuracy could be correlated, they do not have to be. That is because the
solution of the optimization problem depends on the given training data. However,
it, of course, does not depend on new, i.e., unknown, data to which it later is
applied to. It might select a subset that indeed is optimal, but only because the
noise interference caused it to be optimal. Hence, it also makes sense to consider
statistical performance, for example indicated by the selection accuracy. For all our
tested methods we set k to the correct sparsity.

In Figure 4 we can observe that PADM is highly competitive and in some cases
it even yields the most accurate selection. This is, e.g., the case for the dim-large-1
instances. Interestingly, we have previously seen that, in this setting, PADM
provides solutions that are slightly worse than those of L0Learn w.r.t. the objective
function value. Nevertheless, the selection accuracy is superior. One possible
explanation might be that this is a side-effect of the connection between our method
and (trimmed) Lasso. Specifically, it is shown in [6, 7] that both Lasso and trimmed
Lasso have a robustification effect, which can positively affect the prediction quality.
Since each inner loop of the PADM algorithm is aiming to solve a trimmed Lasso
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Figure 5. Selection accuracy values between PADM (blue),
L0Learn (yellow), and finetuned L0Learn (green) for dim-large-
2, dim-large-3, and dim-huge.

problem (or a Lasso problem in the very first iteration), it might happen that PADM
returns a subset for which the selection is influenced by the robustification effects
caused by Lasso and trimmed Lasso. A detailed analysis of this hypothesis could be
further examined in future research but is out of scope of this work.

Even more interesting is the selection behavior for large scale instances. In
Figure 5 we compare the selection accuracy of PADM and (finetuned) L0Learn for
the instances dim-large-2, dim-large-3, and dim-huge. While PADM keeps a steady
selection accuracy of about 80 %, the accuracy of L0Learn falls off sharply with
increasing dimension. The accuracy of the finetuned version of L0Learn is also
around 80 % but slightly worse than the one of PADM. The observation is consistent
with the results for the relative gap, which also becomes worse for L0Learn in
higher dimensions. We have noted that the sparsity of L0Learn cannot be controlled
directly. Hence, we suspected that the decrease in selection accuracy and objective
quality could be linked to a decrease of the support size. Indeed, in Figure 6 we
see the relative support size |supp(β)|/k for the high-dimensional settings. Clearly,
a value of 1 means that the method yields a support of correct size and a value
smaller than 1 means that the method only yields a proportion of the aimed sparsity.
We can see that with increasing dimension the relative support size produced by
L0Learn decreases while it is almost perfect for its finetuned version.

Finally, we consider the degenerated cases dim-deg-1 and dim-deg-2. Here, we can-
not observe that L0Learn suffers from a significantly smaller support. Nevertheless,
we notice a different behavior for the PADM and L0Learn for these instances.

Figure 7 shows the plots for the gaps and the selection accuracy for the degenerated
cases. We see that PADM has a significantly worse residual sum of squares, i.e.,
much worse objective values. The same is true for the finetuned version of L0Learn
for p = 10 000. Yet, PADM selects predictors with much higher accuracy than
(finetuned) L0Learn. Since our overall objective with the best subset selection is to
find a well-suited prediction model, the selection accuracy is the more important
metric for the end result. Our guess is that this behavior is, once again, due to
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Figure 6. Relative support size |supp(β)|/k between PADM (blue),
L0Learn (yellow), and finetuned L0Learn (green) for dim-large-1,
dim-large-2, dim-large-3, and dim-huge.

the Lasso and trimmed Lasso method. After all, it is comparable to having a
regularization. With a regularization we pay the price of a worse objective value
but gain improved predictive performance.

Our proposed method delivers very good results. The PADM provides feasible
points that are very close to a global optimum in a very fast manner. That is, we
have measured running times magnitudes faster on average than the MaxMin
approach and while solving the problem to global optimality can take between
hundreds and thousands of seconds, PADM stays under a second for instances
up to dim-large-1. However, compared to the prominent L0Learn approach, our
proposed methods can be up to 30 times slower. Nevertheless, we have seen that this
performance advantage comes at a cost, i.e., for higher dimensions L0Learn declines
immensely in solution quality (or needs to be finetuned, which requires detailed
knowledge about the method itself) whereas PADM stays consistent. Moreover, the
relative gap for PADM compared to the MIP approach is in the range of a single
digit and oftentimes less than 1 %.

Furthermore, we have shown that our approach is able to solve instances with
15 000 variables in about 15 min with consistently good results and without compro-
mises in selection accuracy.

6. Conclusion

In this paper, we applied a penalty alternating direction method to two famous
instantiations of cardinality-constrained optimization problems: (i) the cardinality-
constrained portfolio optimization problem and (ii) the best subset selection problem.
The decomposition of these problems along their discrete-continuous structure allows
to alternatingly solve two subproblems that are much easier to solve, while the
convergence of the iterates is ensured by a classic penalty framework. The numerical
results are very convincing. For cardinality-constrained portfolio optimization,
our method is competitive with highly evolved commercial solvers. Interestingly,
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another variant of our method that uses a perspective reformulation of the portfolio
optimization problems only improved the obtained objective function values while
it significantly slows down the method. For the best subset selection problem, we
compared our method with an exact approach and two other heuristic approaches
that are state-of-the-art in the current literature. Our numerical study shows that
we are at least competitive to these methods. In particular, the statistical quality of
our solutions are superior to those of the other methods.

Let us finally mention some open topics for future research. First, we “only”
considered two exemplary instantiations of cardinality-constrained models and
further examples can be studied as well. Moreover, one could also embed the
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proposed method as a primal heuristic in a branch-and-bound algorithm to further
enhance the solution process for obtaining globally optimal solutions.

Acknowledgments

The first author thanks the DFG for their support within RTG 2126 “Algorith-
mic Optimization”. The third author thanks the DFG for their support within
project A05 and B08 in the “Sonderforschungsbereich/Transregio 154 Mathematical
Modelling, Simulation and Optimization using the Example of Gas Networks”. Fi-
nally, we are very grateful to two anonymous reviewers whose comments contributed
significantly to improving the quality of this paper.

Appendix A. Omitted Proofs and Remarks

A.1. Proof of Proposition 5.

Proof. If e>x̄S = 1 we have proven the result because w̃S = x̄S must hold for w̃
to be an optimal solution. Hence, we only have to consider the case e>x̄S < 1
because e>x̄S > 1 is infeasible. First, we show that w̃i ≥ x̄i holds for all i ∈ S.

Note that if e>w̃ = e>w̃S = 1 and e>x̄S < 1 holds, then there must be at least
one index i ∈ S with w̃i > x̄i. By contradiction, assume that there also exists an
index j ∈ S with w̃j < x̄j . Next, we define γ := min{w̃i − x̄i, x̄j − w̃j} > 0 and
consider ŵ ∈ Rn such that

ŵl :=





w̃i − γ, if l = i,

w̃j + γ, if l = j,

w̃l, otherwise,
(15)

holds. Clearly, e>ŵ = 1 and supp(ŵ) = S hold. Thus, ŵ is feasible for (7).
Furthermore, it holds that ŵi ≥ x̄i and ŵj ≤ x̄j . From this and (15), it follows

‖ŵ − x̄‖1 =

n∑

l=1

|ŵl − x̄l| =
n∑

l=1
l/∈{i,j}

|ŵl − x̄l|+ |ŵi − x̄i|+ |ŵj − x̄j |

=
n∑

l=1
l/∈{i,j}

|ŵl − x̄l|+ ŵi − x̄i + x̄j − ŵj

=

n∑

l=1
l/∈{i,j}

|w̃l − x̄l|+ w̃i − γ − x̄i + x̄j − w̃j − γ

= ‖w̃ − x̄‖1 − 2γ < ‖w̃ − x̄‖1,
which is a contradiction to w̃ being an optimal solution of (7). Thus, w̃i ≥ x̄i holds
for all i ∈ S.

Consider now w∗ ∈ Rn with

w∗l :=

{
x̄l/(e

>x̄S), if l ∈ S,
0, otherwise.

Clearly, w∗ is feasible for (7) and w∗i ≥ x̄i holds for all i ∈ S. We are now ready to
show that w∗ is also an optimal solution of (7):

‖w̃ − x̄‖1 =
∑

l/∈S
|x̄l|+

∑

l∈S
w̃l − x̄l =

∑

l/∈S
|x̄l|+ 1− e>x̄s

=
∑

l/∈S
|x̄l|+

∑

l∈S
w∗l − x̄l = ‖w∗ − x̄‖1. �
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A.2. Proof of Proposition 6.

Proof. Let S∗ = {i1, . . . , ik} and w∗ ∈ Rn with

w∗l :=

{
x̄l/(e

>x̄S∗), if l ∈ S∗,
0, otherwise.

Moreover, assume that there is an optimal solution w̃ of (7) with S̃ = supp(w̃). Due
to Proposition 5, we can assume without loss of generality that w̃ has the form

w̃l :=

{
x̄l/(e

>x̄S̃), if l ∈ S̃,
0, otherwise,

and, hence, that w̃ ≥ x̄ holds. Then, it follows that

‖w̃ − x̄‖1 =
∑

l/∈S̃
x̄l +

∑

l∈S̃
w̃l − x̄l =

∑

l/∈S̃
x̄l + 1−

∑

l∈S̃
x̄l ≥

∑

l/∈S∗

x̄l + 1−
∑

l∈S∗

x̄l

=
∑

l/∈S∗

x̄l +
∑

l∈S∗

w∗l − x̄l = ‖w∗ − x̄‖1.

Thus, w∗ is an optimal solution of (7). �
A.3. Proof of Proposition 7.

Proof. We need to prove two properties: feasibility and optimality of δt,l+1. To
prove feasibility, we need to check whether δt,l+1 ∈ V̄ . This is obvious since there are
at most k non-zero entries in δt,l+1 and all the others p−k entries are zero. Now, we
prove that δt,l+1 is optimal. Suppose that δ in Problem (11) is not restricted to the
set V̄ , i.e., the problem is an unconstrained problem. Then, the minimum objective
value that one can obtain is zero and this is reached by setting δt,l+1 = γt,l+1.
However, if δ is restricted to the set V̄ and γt,l+1 is not the zero vector, at most k
entries of δ are allowed to be non-zero and then one needs to choose the k out of p
that minimize the sum of the absolute values of the 1 norm. Clearly, the best choice
are the k largest entries of γt,l+1, because then the k corresponding terms in the
sum are zero and the other p− k are the smallest entries of γt,l+1. This concludes
the proof. �
A.4. Remark on The Robustness of Our Heuristic. The PADM can be
understood as cutting off the smallest coefficients in each iteration to construct a
sparse solution. This idea is similar to the trimmed Lasso [7]. Trimmed Lasso is a
generalization of Lasso. For the latter, the coefficients are penalized by an `1 norm
term, while for the trimmed Lasso, the regularization is given by

Tk(β) = min
δ: |supp(δ)|≤k

‖β − δ‖1,

i.e., the trimmed Lasso is the optimization problem

min
β∈Rp

‖Xβ − y‖22 + µTk(β). (16)

Interestingly, the two components of the trimmed Lasso, i.e., the least-squares
part and the regularization, are the two subproblems that we identified to be the
directions for the PADM. In other words, the result of an inner loop of the PADM
can be considered a heuristic solution to the trimmed Lasso. The connection of
the PADM theory and the theory behind the trimmed Lasso reveals an interesting
relation. In [7] it is shown that for some sufficiently large µ, Problem (16) is
equivalent to the best subset selection problem. This insight can as well be derived
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from Theorem 4. Moreover, the optimization problem (16) can be reformulated as
a robust optimization problem. The authors in [7] prove that problem

min
β∈Rp

min
I⊆[p]
|I|=p−k

max
∆∈LµI

‖(X + ∆)β − y‖22 (17)

with

LµI := {∆ ∈ Rn×p : ‖∆i‖2 ≤ µ for all i ∈ [p] for ∆i = 0 for all i 6∈ I},
is equivalent to (16). Hence, the inner loop solution of the PADM can be considered a
solution to (17)—i.e., a robustification of the usual least-squares problem. Therefore,
each outer iteration of the PADM increases the robustification severity. Thus,
even though we are only guaranteed to obtain a partial minimum, the effects of
the underlying robustification can lead to results which are still very good from a
statistical point of view.
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