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This thesis presents four contributions in the domains of schema/ontology align-
ment and query processing. First, we present a novel alignment approach, denoted
as FiLiPo [ZS21] (Finding Linkage Points), to align the schema of RDF knowledge
bases with the response schema of RESTful Web APIs. FiLiPo only requires knowl-
edge about a knowledge base (e.g., class names) but no prior knowledge about the
Web APIs’ data structure. It uses fifteen different string similarity metrics to find an
alignment between the schema of a knowledge base and that of a Web API.

Next, a benchmark system named ETARA[Zei+23] (Evaluation Toolkit for API
and RDF Alignment) is introduced that was created with the goal to simulate REST-
ful Web APIs and is able to cover all important characteristics of Web APIs, i.e., la-
tency, timeouts, rate limits and, furthermore, provides configurable response struc-
tures (e.g., JSON or XML). Additionally, it was designed to support researchers dur-
ing the development of alignment systems.

Afterward, the alignments determined by FiLiPo are used to create a hybrid and
federated query processor named TunA [ZHS23] (Tunable Query Optimizer for Web
APIs and User Preferences), which allows SPARQL queries combining knowledge
bases and RESTful Web APIs and is tunable towards user preferences, i.e., cover-
age, reliability and execution time. The primary goal of TunA is to return a query
result that satisfies the user’s preferences in terms of data quality, even when using
unreliable data sources by performing a majority vote over multiple sources.

Lastly, we present a federated query processor, denoted as ORAQL [ZHS24]
(Overlap and Reliability Aware Query Processing Layer), which uses overlap in-
formation to reduce the number of selected sources that are available in a federa-
tion. The goal is to reduce redundant data and, hence, improve the query execution
speed. Therefore, ORAQL uses a profile feature that provides information about
the overlap between all data sources of a federation. Furthermore, we extend the
quality estimation of TunA to cover Triple Pattern Fragment interfaces to ensure a
user-provided reliability goal.

HTTP://WWW.UNI-TRIER.DE
https://www.uni-trier.de/universitaet/fachbereiche-faecher/fachbereich-iv/fachbereich-iv
https://www.uni-trier.de/index.php?id=4671




ix

Summary
To access the data of an RDF knowledge base, the SPARQL query language was

developed. It enables users to formulate queries and execute them against various
RDF knowledge bases.

Several different Web interfaces, denoted as Linked Data Fragment interfaces, for
querying RDF knowledge bases have been developed. The most common interfaces
are classic SPARQL endpoints and the interface that generates the least amount of
server load (besides dumps) is denoted as Triple Pattern Fragment interface. All
available interfaces differ in their capabilities (e.g., SPARQL expressiveness) and
their query costs. While classic SPARQL endpoints have the most expressiveness,
they can be very costly for data providers. However, TPF interfaces have a low ex-
pressiveness, as they can receive only a single triple pattern at a time. Hence, this
facilitates the distribution and usage of TPF interfaces.

Since version 1.1, SPARQL offers the option of requesting various SPARQL end-
points with a single query. The results are then collected and presented to the users.
This combination of endpoints is known as a federation. Traditional federations
usually only consist of SPARQL endpoints, which offer the full functionality and
expressiveness of the SPARQL query language. However, the increasing popularity
of different LDF interfaces leads to the challenge that federations have to support
various interfaces, denoted as heterogeneous federations, and since more relevant
sources are available, have to process more data sources to retrieve a query result.

In addition, federations mostly focus on performance aspects such as query ex-
ecution times and how many data sources are requested. However, users querying
federations often have different demands on their results than just a fast retrieval.
With access to more data on the Web, it is becoming increasingly important to eval-
uate the quality of the data. Data quality plays a key role in query processing over
federations. Since different data providers have different levels of quality regarding
their data, not all sources can be trusted equally. Hence, the question often arises,
what data from which sources can be trusted.

Additionally, there is a non-ignorable amount of datasets that are not available
via LDF interfaces. The vast amount of open data sources are still only accessible
through RESTful Web APIs, e.g., CrossRef, Springer Nature and IMDB. Most (fed-
erated) query processors so far do not focus on combining those two kinds of data
sources and focus only on LDF interfaces (mostly SPARQL endpoints).

While SPARQL endpoints naturally deliver their responses in a triple format,
the responses from Web APIs are usually in JSON or XML format. Thus, query
processors must parse and transform responses into a suitable format for processing.
To realize this transformation, however, the data schemas of the RDF knowledge
bases and RESTful Web APIs must be aligned with each other.

This thesis consists of four major contributions: First, we present a novel align-
ment approach, denoted as FiLiPo [ZS21] (Finding Linkage Points), to align the
schema of RDF knowledge bases with the response schema of RESTful Web APIs.
FiLiPo only requires knowledge about an RDF knowledge base (e.g., class names)
but no prior knowledge about the Web APIs’ data structure. It uses fifteen differ-
ent string similarity metrics to find an alignment between the schema of an RDF
knowledge base and that of a Web API.

The presented evaluation showed that FiLiPo outperforms the current state-of-
the-art system named DORIS in terms of precision in most cases and clearly beats
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DORIS in terms of recall. The approach of the baseline system uses for the alignment
process the entities with the most facts leads to the problem that rare features of en-
tities (e.g., a specific publisher like Elsevier) are missed. In contrast, FiLiPo uses a
random sampling technique which ensures an equal distribution of all contained en-
tities and entity variations (e.g., conference, informal or journal publications). More-
over, using only one similarity method results in a relatively high precision, but is
also too rigid to map values presented in different spellings. Therefore, DORIS loses
recall in contrast to FiLiPo.

Next, a benchmark system named ETARA[Zei+23] (Evaluation Toolkit for API
and RDF Alignment) is introduced that was created to simulate RESTful Web APIs
and is able to cover all important characteristics of Web APIs, i.e., latency, time-
outs, rate limits and, furthermore, provides configurable response structures (e.g.,
JSON or XML). Additionally, it was designed to support researchers during the de-
velopment of alignment systems. Further, it provides a set of knowledge bases (of
different domains, e.g., bibliographic, filmographic, etc.) and response structures
that follow the FAIR1 design principles. Further, it provides tools to create custom
response templates or modify the provided ones. It is designed as an open-source
project and can be deployed locally or on a server.

Moreover, it provides a well-known and established alignment visualization,
namely alignment cubes [Iva+17], that supports interactive views on different levels
of granularity. The target audience are developers and researchers of alignment sys-
tems that want to perform reproducible evaluations. Additionally, ETARA provides
a component to create gold standard alignments that can be used to evaluate the re-
sults of alignment systems. The performed evaluation of FiLiPo and DORIS shows
very precisely the strengths and weaknesses of both systems.

Afterward, the alignments determined by FiLiPo are used to create a hybrid and
federated query processor named TunA [ZHS23] (Tunable Query Optimizer for Web
APIs and User Preferences), which allows SPARQL queries combining knowledge
bases and RESTful Web APIs and is tunable towards user preferences, i.e., coverage,
reliability and performance. The primary goal of TunA is to return a query result that
satisfies the user’s preferences in terms of data quality, even when using unreliable
data sources by performing a majority vote over multiple sources.

The comparison of TunAs generated service plans against optimal service plans
showed that even if TunA uses more calls, it is close to the optimal execution time
and in some cases can even beat the execution time of an optimal plan. The per-
formed evaluations showed that TunA is granularly tunable and always provide
service plans that meet the user’s preferences in terms of coverage and reliability.
TunA performs equally well in terms of coverage as the current state-of-the-art sys-
tem named ANGIE while performing significantly better in terms of reliability.

Lastly, we present a federated query processor, denoted as ORAQL [ZHS24]
(Overlap and Reliability Aware Query Processing Layer), which uses overlap in-
formation to reduce the number of selected sources that are available in a federa-
tion. The goal is to reduce redundant data and, hence, improve the query execution
speed. Therefore, ORAQL uses a profile feature that provides information about
the overlap between all data sources in a federation. Furthermore, we extend the
quality estimation of TunA to cover Triple Pattern Fragment interfaces to ensure a
user-provided reliability goal.

Even if the identification of redundant data (set cover problem) is NP-hard we
presented an approximation with a significant reduction in requested endpoints

1https://www.go-fair.org/fair-principles/

https://www.go-fair.org/fair-principles/
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without losing results (recall). We evaluated ORAQL against a traditional federated
query engine and an optimal solution. Our evaluation showed that traditional query
engines are quite capable of reducing the number of data sources. Furthermore, our
evaluation showed that ORAQL is able to significantly reduce the number of se-
lected sources compared to traditional federated query engines while maintaining
complete coverage (no information is lost).

Further, we have shown that ORAQL is granularly tunable towards reliability
and can beat the current state-of-the-art system, that was proposed by Heling and
Acosta [HA22c], in terms of coverage and reliability.
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2 1. Introduction

1.1 Linked Open Data and RDF Knowledge Bases

When the foundations of the internet were laid, namely the World Wide Web, the
aim was to exchange knowledge, data and information as quickly and easily as pos-
sible and, above all, to make it easily accessible. Multiple decades later, these goals
are still important but have been extended by new challenges, such as the constantly
growing amount of websites, data sources, and general information. One of these
new challenges is that while websites are easy for humans to interpret, information
cannot be easily retrieved and interpreted by machines (e.g., computer programs)
due to their very heterogeneous structures.

An example are ordinary websites, also denoted as “Web of Documents” that are
used every day. Some websites consist only of plain text and possibly images. Other
websites structure the most important data in tables and some pages combine text,
tables, images and more. Due to this very different structure, computer programs
cannot simply filter a requested piece of information, such as a book title, from a
set of Web pages, as this sometimes occurs in the middle of a continuous text and
on other web pages in a table. This structural heterogeneity confronts computer
programs with major challenges.

Another problem is a heterogeneous semantic. For example, the name of a per-
son is given as “name” or “full name” on some websites and as “label” or “person
label” on others. Therefore, it can be challenging (even for humans) to find the same
information on other sites if they use completely different semantics. For classical
crawlers1 the use of different semantics is a big challenge since the used synonyms
need to be known or estimated.

Due to the use of different semantics on the Web, it is desirable to link concepts,
see figure 1.1, presented on a website (e.g., information of people, their inventions,
etc.) and provide an explanation. For example, the author “Alan Turing” may be
known but not all of his contributions and products or applications based on his
contributions. Hence, this is often referred to as the Web of Documents. However,
the degree of linking on most (ordinary) websites is very low.

hyperlink hyperlink

hyperlink

FIGURE 1.1: Web of documents.

1A crawler is a computer program that automatically searches documents on the web.
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1.2. Linked Data Fragment Interfaces 3

As solution for the above mentioned challenges, the Semantic Web, also denoted
as “Web of Data”, was introduced. The Semantic Web is an additional layer on top
of the Web in which the data of an ordinary website is enriched with structured data
in order to make the meaning (i.e., semantics) of the information easier for machines
to analyze, interpret and use.

The idea of Linked Open Data2 was proposed by Tim Berners-Lee in order to
create machine-readable, interpretable, and open accessible data. Linked Open Data
are structured data sources that are interlinked with other (structured) data sources.
The vision of this approach is to create a global data source. It serves as an additional
layer alongside the normal Web (i.e., Web of Documents). It is therefore based on
classic Web technologies such as HTTP and URIs.

The standard data format that is used to create Linked Open Data is the Re-
source Description Framework (RDF). Data in RDF format represents a directed and
labeled graph (see figure 1.2) in the form of triple statements and is denoted as an
RDF knowledge base (KB). A triple represents a statement over a semantic entity
(subject), e.g., that the name of person is “Alan Turing”. A triple is represented by a
starting node (subject), an edge (predicate) that goes from a subject to another node
or a value (object). Even though this model is simple, it has a high expressive power
to grasp complex relationships between nodes (usually called entities).

Human Concept

"Alan Turing" "Turing Machine"

"Computer"Machine

a

a

a

name label

label

developed
founder

conceptOf

basedOn

workedWith

proposed

h1 c1

m1

FIGURE 1.2: Web of data.

1.2 Linked Data Fragment Interfaces

To access the data of an RDF knowledge base, the SPARQL query language3 was
developed. It enables users to formulate queries and execute them against various
RDF knowledge bases. A SPARQL query consists of (multiple) triple patterns (see
figure 1.3) in addition to operators like FILTER, UNION, and others.

Several different Web interfaces, denoted as Linked Data Fragment (LDF) inter-
faces, for querying RDF knowledge bases have been developed. The most common

2https://www.w3.org/DesignIssues/LinkedData.html
3https://www.w3.org/TR/rdf-sparql-query/

https://www.w3.org/DesignIssues/LinkedData.html
https://www.w3.org/TR/rdf-sparql-query/
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SPARQL Query:

SELECT ?title
WHERE{

     ?book ex:title ?title.
    
     ?book ex:year "2020"

}

SPARQL
Endpoint

TPF
Interface

?title

A Book Title

Another Book Title

More Booktitles

result

SPARQL Client

?title

A Book Title

Another Book Title

More Booktitles

result

sen
d req

uest

send request

send request
partial
results

Part a

Part b

FIGURE 1.3: SPARQL endpoints and TPF interfaces.

LDF interfaces are the SPARQL endpoint interface (only denoted as SPARQL end-
point), the Triple Pattern Fragment (TPF) interface [Ver+16], the Bindings-Restricted
TPF (brTPF) interface [HB16], the SaGe interface [MSM19], and the smart-KG inter-
face [Azz+20].

The most common interfaces are classic SPARQL endpoints and the one that gen-
erates the least amount of server load is are Triple Pattern Fragment (TPF) interfaces.
All available LDF interfaces differ in their capabilities (e.g., SPARQL expressiveness)
and their query costs. While classic SPARQL endpoints have the most expressive-
ness, they can be very costly (in terms of server resources) for data providers. A
short example of a SPARQL query that is executed against a SPARQL endpoint and
the query result are shown in figure 1.3, part a. On the other hand, providing access
to data dumps is cheap but has a clear lack of expressiveness.

The interface that generates the least server load (besides dumps) is a TPF inter-
face. It only has a low expressiveness, as it can receive only a single triple pattern
at a time (see figure 1.3, part b), but hence, only a comparingly small server load is
generated. This facilitates the distribution and usage of TPF interfaces, as shown by
Hartig et al. [HLP17]. However, the corresponding query engine (SPARQL client)
has to be able to collect the result of each triple pattern and create a suitable query
result itself. Hence, the generated load during query execution is shifted from the
server to the client side.

SPARQL
Endpoint

brTPF
Interface

Heterogeneous
SPARQL Client

TPF
Interface

SaGe
Interface

Smart-KG

SPARQL Client

Traditional Federation
Heterogeneous

Federation

SPARQL
Endpoint

FIGURE 1.4: Homogeneous and heterogeneous Federations.
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1.3. Source Selection 5

Since version 1.1, SPARQL offers the option of requesting multiple SPARQL end-
points with a single query. The results are then collected and presented to the users.
This combination of LDF interfaces is known as a federation. Traditional federations
usually consist of SPARQL endpoints only, which offer the full functionality and ex-
pressiveness of the SPARQL query language. However, the increasing popularity
of different LDF interfaces leads to the challenge that federations have to support
various interfaces (denoted as heterogeneous federations, see figure 1.4) and, since
more relevant sources are available, have to process more data sources to retrieve a
query result.

1.3 Source Selection

The combination of different LDF interfaces in a heterogeneous federation is de-
sirable, as otherwise important data sources will be ignored. With the develop-
ment and distribution of further LDF interfaces (e.g., TPF interfaces), new challenges
arise. One of these challenges are the heterogeneous properties of the endpoints
themselves. For example, classic SPARQL endpoints have a higher expressiveness
than TPF interfaces. On the other hand, TPF interfaces can be provided with fewer
(server) resources than SPARQL endpoints. Therefore, different source selection and
join strategies have to be developed for heterogeneous federations.

Source selection approaches for traditional federated systems, i.e., only SPARQL
endpoints are considered, use different strategies to efficiently select all relevant and
needed sources. They involve the usage of ASK queries, Bloom filters, and more com-
plex approaches. However, while those systems produce good results for SPARQL
federations, they cannot be used for TPF interfaces since they do not support ASK
queries and other aspects. Therefore, alternative source selection strategies have to
be developed for heterogeneous federations.

While several works already tackle the challenges arising with LDF interface fed-
erations [HLP17; CH22a; CH22b; CH23], the problem of increasing numbers of avail-
able data sources and thus increasing data volume is only dealt with to a limited
extent. Typically, federation engines query all endpoints that provide relevant data
for a query. However, considering the overlap, a subset of sources might already be
sufficient to obtain a complete answer.

It is a well-known observation [FKL97; VP98] that sources for the same domain(s)
overlap in their information. Hence, this can be used for better source selection
approaches. Figure 1.5, part (a) presents the overlap a several data sources in form of
a Venn diagram. Since Ga ∩Gb ∩Gc ∩Gd ̸= ∅ yields, there is at least one publication
whose title is included in all four sources.

class publication
with property title

class author with
property name

Ga
Gb

Gc
Gd

Ga

Gb

Gc

Gb
Ga

Gd Gc This is an Example Title
This is an example title
Some ErroneousTitle

Some Name
Name, Some
S. Name

(a)
(b)

(c)

FIGURE 1.5: Example of overlapping data sources.
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However, depending on the type of data (e.g., publications and authors) the data
sources may overlap in different degrees. Part (b) and (c) of figure 7.2 show an exam-
ple for this. While part (a) considers the entire overlap of a bibliographic federation,
the focus in part (b) is on publications only, i.e., information on authors, conferences,
universities and institutes is not considered. In part (c), on the other hand, informa-
tion about authors, e.g. names, titles, etc., is considered.

It can be observed in figure 1.5 that there is a significantly different degree of
overlap between the data considered in each case. This may be due to the fact that
some data sources focus on authors and others on publications. Moreover, other
data sources may only store certain information, e.g., a title, an author’s name and a
publication year but not the name of the conference the publication was published
in. Hence, a query requesting titles needs to request in case of figure 1.5 only the
sources Ga and Gd, since Ga contains all titles of Gb and Gd contains all titles of
Gc. Moreover, a query requesting author information such as the author name only
needs to request in case of figure 1.5 the sources Gb and Gc, since Ga is contained by
Gb and Gc, and Gd stores no author information.

Based on this observation, a fine grained overlap index that captures separate
overlap information for the different data properties, such as titles or author names,
and for the different classes, such as publications and authors is needed. This infor-
mation can subsequently be used during query planning to enable a better source
selection with less redundancy.

1.4 Data Alignment and Hybrid Federations

Next to heterogeneous federations and LDF interfaces, there exists a non-ignorable
amount of datasets that are not available via LDF interfaces. The vast amount of
open data sources are still only accessible through RESTful Web APIs, e.g., CrossRef,
Springer Nature and the International Movie Database (IMDB).

SPARQL
Endpoint

Hybrid
SPARQL Client

SPARQL Client

Web API

Web API Web API

Alignments

alignments are based on

a knowledge baseSPARQL Query

GET Request GET Request

G
ET

 R
eq

ue
st

SP
AR

Q
L 

Q
ue

ry

FIGURE 1.6: Example of hybrid federations.

According to Koutraki et al. [KVP15a], Web APIs seem to be a sweet-spot be-
tween making data openly accessible and protecting it. The main reason for this is
most likely due to the few resources that servers have to provide in order to provide
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RESTful Web APIs. TPF interfaces are very similar to RESTful Web APIs in this re-
spect, as they also only require a few resources. However, it is important to remem-
ber that TPF interfaces have only recently been introduced and many data providers
already offer RESTful Web APIs and will not simply switch to a new technology.

Additionally, most (federated) query processors do not focus on combining LDF
interfaces and Web APIs (denoted as hybrid federation, see figure 1.6) and focus only
on LDF interfaces. Further, most federated engines focus on SPARQL endpoints
since they provide more expressiveness.

In contrast to SPARQL endpoint, Web APIs usually can not process SPARQL
queries or single triple patterns but rather respond to GET requests, that a send
via the Hypertext Transfer Protocol (HTTP). In this case, information about the re-
quested data is added to the URL, under which the Web API is accessible, by adding
a parameter separated by a question mark (see listing 1.1). Hence, if combining RDF
knowledge bases with Web APIs, a query processor must be capable of identifying,
which data can be used to create a valid request (e.g., the DOI of a publication can
be used to request the API in listing 1.1).

1 www.example-api.com/publications?doi=<placeholder>

LISTING 1.1: GET request against a Web API.

Moreover, SPARQL endpoints naturally deliver their responses in a triple format,
the responses from Web APIs are usually in JSON or XML format. Thus, query
processors must parse and transform responses into a suitable format for processing.
To realize this transformation, however, the data schemas of the RDF knowledge
bases and RESTful Web APIs must be aligned with each other. “Aligning” describes
the process by which relations and classes from a knowledge base are mapped to
relations and entities from external sources, thus creating a mapping between the
local and the external data schemas. A short example of this process is presented
in figure 1.7. Afterward, the data from a Web API can be transformed into an RDF
format and regularly integrated into the result of a SPARQL query.

au
th

or
ed

B
y

"How to SPARQL"title

"2022"

year

RDF Graph

p1

id
"123"

ty
pe

Publication

name "John Doe"

Person
a2

type

API Response

au
tho

r

label
"How to SPARQL"

facets

"2022"
value 0

"John Doe"
name

1
"Computer Science"

value

Mappings / Alignments

authoredBy.name = author.name

FIGURE 1.7: Example of an alignment.

The usual process of schema alignment is to download data dumps and align
the schemas of an RDF knowledge base with these dumps. However, using live
data through Web APIs instead of converting dumps [KVP15a; KPV17] to an RDF
format allows access to more recent data. The benefit of such approaches is clear:
they provide access to a significantly larger number of data sources.
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1.5 Data Quality Aspects

Another aspect that is ignored by most federated engines are data quality aspects
(e.g., coverage and reliability). Most federated query processors, whether homoge-
neous, heterogeneous or hybrid federations, focus on performance, i.e., fast execu-
tion time. However, with access to more data on the Web, it is becoming increasingly
important to evaluate the quality of the data. Data quality plays a key role in query
processing over federations. Since different data providers have different levels of
quality regarding their data, not all sources can be trusted equally. Hence, the ques-
tion often arises, what data from which sources can be trusted.

However, estimating data quality is often neglected or dealt with in a trivial
manner [Ali+18; HA22c; Zen+03; Pre+10; Pre+09; Har09] by simply excluding non-
reliable data sources. This approach may not always be possible, as no other sources
may be available, and they may be the only source providing the requested data.

Additionally, users querying federations often have different data quality pref-
erences. For example, the reliability of the data may not be important to a user at
first, but it is important to get a large number of results for a query (e.g., to see how
an ethnic population spreads, individual errors are not important). In other cases,
it may not be so important to collect a large amount of data because the quality of
the data is more important. Therefore, query optimizers should not only optimize
query performance but also take additional quality goals such as result coverage or
reliability into account.

For example, many digital humanities tasks focus on the processing of historical
data with questionable quality, e.g., collecting data on medieval ethnic communi-
ties [Ass16]. Moreover, since different data providers have different levels of quality
regarding their data, not all sources can be trusted equally. Hence, the question often
arises, what data from which sources can be trusted and if it needs to be verified, for
example, by cross-comparison.

However, this problem exists not only for historical data, but also in other do-
mains. For example, bibliographic datasets can also have data quality issues (e.g.,
tracking citations, etc.) and complement/support each other. For example, the RDF
version of dblp4 can be enriched by information from the Web APIs of CrossRef,
Springer Nature and arXiv.

To achieve this, information from different sources can be compared to increase
the reliability of the query result. In contrast to source selection, additional (redun-
dant) sources are required to confirm the correctness of the information. This can be
realized by a voting procedure as shown in figure 1.8.

To sort the same titles of a publication into the correct buckets and thus ensure a
correct voting result, a string similarity method must be used that is robust to minor
deviations (see the titles in figure 1.8 (A) or the names in (B)) but sorts too strong
deviations (such as encoding errors) into different buckets.

Furthermore, a solution has to be found to determine how likely it is that the
result of a vote is actually as reliable as demanded by users. Additionally, cases
where multiple data sources are available, it is not clear what combination of data
sources will deliver the most reliable result with the least amount of Web API calls,
execution time and more. Hence an approach is needed to identity a suitable query
plan that combines RDF knowledge bases and Web APIs.

4https://dblp.org/rdf/

https://dblp.org/rdf/
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The Gamma Encoding

The γ encoding

The \gamma Encoding �□ �□ �□ �□ �□ �

(A) Clustering and voting over a set of titles.

Sven Svenson

S. Svenson

Svenson, Sven Sven Bjön Steven Svenson

(B) Clustering and voting over a set of names.

FIGURE 1.8: Clustering and voting of Web API responses.

1.6 Contribution

Summarizing the previous sections and aspects, this thesis presents a system for
aligning RDF knowledge bases with RESTful Web APIs, an associated benchmark
system, and two query processor approaches to incorporate data quality aspects
into the construction of a query plan. We only focus on textual data, which means
that other data types that are referred to by RDF knowledge bases or Web APIs (e.g.,
multi-media content) are ignored.

The first system that is presented is called FiLiPo[ZS21] (Finding Linkage Points),
a system to automatically discover alignments between knowledge bases and REST-
ful Web APIs, focusing on detecting predicate/path alignments. We omit aligning
classes because classes and types (in terms of semantic classes, e.g., URLs) do not
exist in typical Web API responses. FiLiPo is designed to work with single record
response APIs, i.e., APIs that return only a single record as a response and not a
list of most similar search results, and works for datasets of arbitrary domains. In
contrast to other systems [QCJ12], users of FiLiPo only require information about a
knowledge base (e.g., class names) but no prior knowledge about a Web APIs’ data
structure. To the best of our knowledge, FiLiPo is the first aligning system that auto-
matically detects what information from a knowledge base has to be used as input of
a Web API to retrieve responses. Thus end users do not have to determine the best
input, significantly reducing manual effort. In contrast to the current state-of-the-
art system [KVP15a], FiLiPo uses fifteen different string similarity metrics to find
an alignment between the schema of a knowledge base and that of a Web API. A
single string similarity method is not suited to compare different kinds of data, for
example, ORCIDs require exact matching, ISBNs and names can be represented in
different formats. A user only needs to specify the number of requests sent to a Web
API in order to keep the approach simple.

Next, a benchmark system named ETARA[Zei+23] (Evaluation Toolkit for API
and RDF Alignment) is introduced. ETARA was created to simulate RESTful Web
APIs and is able to cover all important characteristics of APIs, i.e., latency, timeouts,
rate limits and provides configurable response structures (e.g., JSON or XML). Ad-
ditionally, it was designed to support researchers during the development of align-
ment systems and to be easy to use so that existing alignment systems can easily
integrate ETARA. Further, it provides a set of databases (of different domains, e.g.,
bibliographic, filmographic, etc.) and response structures that follow the FAIR5 de-
sign principles. Moreover, it provides tools to create custom response templates or
modify the provided ones. It is designed as open-source project and can be deployed
locally or on a server.

5FAIR stands for Findability, Accessibility, Interoperability, and Reuse.
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Additionally, it provides a well-known and established alignment visualization,
namely alignment cubes [Iva+17], that supports interactive views on different levels
of granularity. The target audience are developers and researchers of alignment sys-
tems that want to perform reproducible evaluations. Additionally, ETARA provides
a component to create gold standard alignments that can be used to evaluate the
results of alignment systems.

The first query processor presented, focusing on data quality aspects, is denoted
as TunA[ZHS23] (Tunable Query Optimizer for Web APIs and User Preferences). It
allows SPARQL queries combining RDF knowledge bases and RESTful Web APIs
and is tunable towards user preferences, i.e., coverage, reliability and performance.
The primary goal of our query optimizer is to return a query result that satisfies the
user’s preferences in terms of data quality, even when using unreliable data sources.
Our contribution is threefold: (1) we present a formal model to estimate the quality
of an execution plan. More precisely, we introduce methods to estimate coverage
and reliability when using external sources. (2) We present an algorithm that cre-
ates a suitable execution plan that satisfies user preferences and (3) a voting-based
integration approach that guarantees the requested reliability in the query result.

The last query processor presented focuses on heterogeneous federations and
proves that an approach similar to TunA can be used for RDF federations. The de-
veloped processor is denoted as ORAQL[ZHS24] (Overlap and Reliability Aware
Query Processing Layer). ORAQL consists of three main contributions: (1) We in-
troduce a profile feature that provides information about the overlap between all
data sources of a federation. (2) This overlap information is afterward used to re-
move endpoints that are covered by other members of the federation to reduce re-
dundancy in data sources.(3) A user-provided reliability goal is taken into account
during query processing. To this end, we extended the the approach used for the de-
velopment of TunA to TPF interfaces, which use a hierarchical agglomerative clus-
tering to simulate a majority vote over all selected data sources. In this part of the
thesis, we focus on TPF interfaces, since they are the least expressive interfaces and
hence, from a query processor perspective, provide more restrictions that need to be
overcome than for example SPARQL endpoints.

1.7 Outline

The remainder of this thesis is structured as follows: Chapter 2 introduces all needed
preliminaries. Afterward, in chapter 3, related work will be discussed and differ-
entiated from the approaches presented in this thesis. Chapter 4 presents FiLiPo,
an approach to align the schema of RDF knowledge bases with the data schema of
RESTful Web APIs. Next, in chapter 5, an evaluation toolkit is presented that was de-
veloped in order to support alignment systems and make their results reproducible
and comparable. The next two chapters, chapter 6 and chapter 7, focus on two differ-
ent kinds of query processors that incorporate data quality aspects into their query
planning. The last chapter consists of a conclusion and gives an outlook for future
work.
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12 2. Preliminaries

This chapter introduces all the basic definitions that are used in this thesis. The
formalisms and definitions presented in this section follow those in [CH19; Pre+10;
HA22a; Zav+15; WS96; Für15] and are in tune with the current standards.

First, the most important data quality aspects are introduced, followed by a gen-
eral introduction to RDF knowledge bases, SPARQL queries and query evaluation.
Next, different forms of Web interfaces are introduced, starting with RESTful Web
APIs, including their limitations. Next, the two most important Linked Data Frag-
ment interfaces for this work are introduced and, finally, the different forms of fed-
erations that are focused on in this thesis are introduced (i.e., heterogeneous and
hybrid federations). Note that only the foundations needed in (almost) every chap-
ter of this work are introduced here. Further definitions needed in the individual
chapters 4 to 7 are introduced there.

2.1 Data Quality Dimensions

As previously mentioned, data quality plays a key role in many intelligent applica-
tions. However, as stated by Zaveri et al. [Zav+15], data quality can vary wildly,
ranging from extensively curated datasets (e.g., dblp) to crowd sourced and ex-
tracted data of relatively low quality (e.g., Wikidata). For this reason, not all data
sources can be equally important when it comes to quality. Hence, the question
arises: which sources should be prioritized? In order to answer this question suffi-
ciently, however, the term data quality needs to be defined properly.

Determining data quality is not trivial and, according to Fürber [Für15], can be
carried out from a consumer’s or creator’s point of view according to various cri-
teria, usually denoted as dimensions. For example, it is evident that the quality
objectives of consumers and producers can differ. Data quality is often defined for
(data) consumers as the degree to which certain requirements and aspects are ful-
filled. Hence, data quality is often interpreted as data sources that are “fit to use” for
a consumer’s use case (e.g., extracting ISBNs). Over the years, these requirements
have materialized as dimensions of data quality.

Integrity

Uniqueness

Data Quality
Dimensions

Completeness

Accuracy

Consistency

Validity

FIGURE 2.1: Reduced dimensions of data quality.
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2.1. Data Quality Dimensions 13

As described by Fürber, there are over 100 dimensions that can be considered.
Since so many dimensions can never be considered at once, Wang and Strong [WS96]
reduced them to the most important ones and identified fifteen dimensions of data
quality. Moreover, these fifteen dimensions can be further subdivided into different
categories, such as intrinsic, contextual, representational and accessible.

However, as many of these dimensions (e.g., “timeliness” or “believability”) are
practically impossible to assess and depend highly on the individual consumer of
the data. Hence, the scientific literature mostly considers the six dimensions of data
quality shown in figure 2.1: completeness, accuracy, consistency, validity, unique-
ness and integrity. The main focus of the contributions in this thesis relies on com-
pleteness and accuracy (also denoted as reliability). In the following, each of the six
dimensions is described in more detail.

Completeness

Completeness, or sometimes referred to as coverage, is a dimension that is easy to
understand but can be interpreted differently from application to application. Für-
ber [Für15] refers to this dimension as the extent to which data are of sufficient depth,
breadth, and in scope for the task at hand.

This definition does not necessarily refer to the fact that a data set is entirely
complete, but can also refer to the fact that all the information required to execute
a specific task is available in the dataset. In the latter case, the completeness of the
data set depends on the considered task. The completeness of a data set is therefore
linked to the task, as there can be many different tasks in companies, for example.
If a new task is created that requires different data than the other tasks and the data
set does not provide this, the data set would be immediately incomplete. Hence it
makes sense to consider the task at hand.

Completeness is one of the most important dimensions as it plays a decisive role
in the result of the individual tasks that are executed against a data set.

Accuracy

Fürber [Für15] refers to this dimension as the extent to which data are correct, re-
liable and certified free of error. In various use cases, data accuracy (sometimes
also referred to as reliability) is often the most important dimension of data quality,
alongside completeness. An incorrectly stored article number, telephone number,
etc. can lead to major subsequent errors, especially in industrial use cases or in ma-
chine learning scenarios.

However, it should be noted that different types of formatting are not taken into
account here. For example, telephone numbers can be formatted in different ways
(e.g., 0123/4567 or 0123 45 67) and are correct in both cases. The same logic also
applies to more complex issues, such as different spellings of names (e.g., Joanne
Rowling or Rowling Joanne). In both cases, the author’s name is correct, it is just a
different order. The problem that information is written or formatted differently is
not considered under accuracy but in the next dimension, consistency.

Consistency

Consistency is about whether the same information is represented or stored in the
same way across the entire dataset. For a dataset that stores metadata about books,
such as Harry Potter or Lord of the Rings, the authors should always be named in
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14 2. Preliminaries

the same way. For example, an author name is stored inconsistently if the author
of “Harry Potter and the Philosopher’s Stone” is referred to as Joanne Rowling but
for “Harry Potter and the Chamber of Secrets” as Rowling Joanne. This would also
make it much more difficult to find all of Joanne Rowling’s books in a dataset.

Validity

Validity is about whether the data adheres to specified rules (e.g., for formatting tele-
phone numbers or zip codes). This dimension is particularly important if the data
is forwarded to other systems, for example, to visualize location data such as cus-
tomer addresses on an (interactive) map. If the data contains incorrect characters, for
example, the customer’s address cannot be displayed, and hence the data is invalid.

Uniqueness

This data quality dimension indicates that, if possible, only single instances of a
specific information should appear and redundancy and duplication should be pre-
vented. A high uniqueness assures minimized duplicates and simplifies data main-
tenance and finding errors.

Integrity

In contrast to consistency, integrity considers the entire life cycle of the data. The aim
is to ensure that the data is not changed during processing, updating and writing,
thus ensuring its integrity.

2.2 RDF Knowledge Bases and Query Evaluation

Next, in order to apply the dimensions of data quality to data sets, all important def-
initions are introduced. The focus of this thesis is on Linked Data Fragment (LDF)
interfaces and RESTful Web APIs and therefore other forms of databases, e.g., rela-
tional databases or key value stores, are not considered.

First, fundamental terms such as triples, RDF knowledge bases and queries are
introduced. This is followed by a chapter focusing on the various Web interfaces for
accessing data (e.g., LDF interfaces and, additionally, RESTful Web APIs). Finally,
various forms of federations and their properties are defined.

2.2.1 RDF Knowledge Bases

As previously stated, RDF is a standard model that extends the classic Web and
is used to create machine-readable, interpretable, and open accessible data. The
technical specifications of RDF data sets can be found in the corresponding W3C
standard1. In addition to the technical specifications, there is also a formal notation.
The notation introduced in this thesis is based on the work of Preda et al. [Pre+10]
and defined as follows:

1https://www.w3.org/TR/rdf-syntax-grammar/

https://www.w3.org/TR/rdf-syntax-grammar/
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2.2. RDF Knowledge Bases and Query Evaluation 15

Definition 2.2.1: Triple and RDF Graph

Let the sets of RDF terms U, B, and L be pairwise disjoint sets of IRIs, blank
nodes, and literals. A triple (s, p, o) ∈ (U ∪ B)×U × (U ∪ B ∪ L) is called an
RDF triple. A set of RDF triples is an RDF graph G, and the universe of RDF
graphs is denoted as G.

To make the definition more accessible, a simplified example of an RDF graph,
typically called an RDF knowledge base, is shown in figure 2.2. What is only in-
directly implied by the above definition is that types or classes can be assigned to
entities (subjects) in RDF. The RDF standard provides the rdf:type predicate as the
only term for typing.

prefix ex: <http://www.example.com/schema#>

prefix author: <http://www.example.com/author#>
prefix pub: <http://www.example.com/publication#>

Prefixes:

ex
:n

am
e

"How to SPARQL"ex:authoredBy

ex:authoredBy

ex:title

ex:id

"Sven Svenson"

"2022"

"2021"

ex:year

ex:year

ex:Person

ex:Publication

G'

G:

auth:a1
pub:p1

pub:p2
"234"

ex:id
"123"

rd
f:t

yp
e

rd
f:t

yp
e

ex:Publication

G''

ex:Author

rdf
:ty

pe

FIGURE 2.2: An example of an RDF graph and consisting of triples.

Note that rdf in this case is the prefix of rdf:type and represents the URI prefix
http://www.w3.org/1999/02/22-rdf-syntax-ns#. Hence, rdf:type represents a
short version of http://www.w3.org/1999/02/22-rdf-syntax-ns#type. Moreover,
multiple prefixes can be defined in an an RDF knowledge base. As shown in fig-
ure 2.2, the RDF knowledge base G uses three different prefixes.

The graph shown in figure 2.2 consists of three types/classes. The first type
represents a person and is labeled with the class ex:Person. The second represents
an author labeled with the class ex:Author. The third type represents a scientific
publication and is therefore labeled as ex:Publication.

http://www.w3.org/1999/02/22-rdf-syntax-ns#
http://www.w3.org/1999/02/22-rdf-syntax-ns#type
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16 2. Preliminaries

As stated in the RDF standard, nodes with a rdf:type predicate are convention-
ally called typed nodes in a knowledge base. Moreover, subjects can be assigned to
multiples types as in the case of auth:a1 in figure 2.2 which is assigned to the types
ex:Person and ex:Author.

A combination of start node (subject), edge (predicate) and target node (object)
is also referred to as a triple or statement. The corresponding triple to map auth:a1
to its classes is shown in line 6 and 7 of listing 2.1. A single triple will be formally
represented as (ex:a1,rdf:type,ex:Person) for the remainder of this work.

1 prefix rdf:<http://www.w3.org/1999/02/22-rdf-syntax-ns#>
2 prefix ex:<http://www.example.com/schema#>
3 prefix pub:<http://www.example.com/publication#>
4 prefix author:<http://www.example.com/author#>
5

6 auth:a1 rdf:type ex:Person .
7 auth:a1 rdf:type ex:Author .
8 auth:a1 ex:name "Sven Svenson" .
9

10 pub:p1 rdf:type ex:Publication .
11 pub:p1 ex:id "123" .
12 pub:p1 ex:title "How to SPARQL" .
13 pub:p1 ex:year "2022" .
14 pub:p1 ex:authoredBy auth:a1 .
15

16 pub:p2 rdf:type ex:Publication .
17 pub:p2 ex:id "234" .
18 pub:p2 ex:year "2021" .
19 pub:p2 ex:authoredBy auth:a1 .

LISTING 2.1: Example of an RDF graph in triple form.

The two nodes pub:p1 and pub:p2 shown in green in figure 2.2 represent enti-
ties whose type is denoted as pub:Publication. Furthermore, the graph also con-
tains information in the form of literals (i.e., strings). An example is the triple
(pub:p1,ex:year,"2022") or (pub:p2,ex:year,"2021"). Furthermore, note that real-
world RDF knowledge bases (e.g., Wikidata, DBpedia or YAGO) can quickly have
several billion triples.

2.2.2 SPARQL Queries

In order to query RDF knowledge bases, the SPARQL query language is commonly
used. As stated before, it enables users to formulate queries and execute them
against various RDF knowledge bases. Next to the corresponding W3C standard, the
formal notation introduced in this thesis, which formalizes the algebraic structure of
SPARQL, is based on the work of Harth et al. [HHS14] and Hartig et al. [CH19].

As described in the W3C standard for SPARQL2 and by Harth et al. [HHS14], a
SPARQL query consists of five parts:

1. Prefix Declaration: Similar to the example in listing 2.1, IRIs can be shortened
for better readability by declaring several prefixes at the beginning of a query.

2. Dataset Clause: Next, users can specify which RDF knowledge base should be
used to answer the SPARQL query.

2https://www.w3.org/TR/sparql11-query/

https://www.w3.org/TR/sparql11-query/
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3. Result Clause: The result clause is used to specify the type of query (SELECT,
CONSTRUCT, etc.) and which information is to be returned.

4. Query Clause: This is the core component of a SPARQL query, as the query
patterns that the given RDF knowledge base is matched against is specified
here.

5. Solution Modifier: The last part of every SPARQL query are so-called solution
modifiers, which allow a query result to be sorted, grouped, sliced, and others.

As an example for the above mentioned parts a SPARQL query is presented in
listing 2.2 that is divided into the above mentioned five parts.

1 # Prefix Declaration
2 PREFIX ex: <http://www.example.com/schema#>
3

4 # Dataset Clause
5 FROM <http://www.bibliographic-datatset.com/sparql>
6

7 # Result Clause
8 SELECT ?title
9

10 # Query Clause
11 WHERE {
12 ?paper ex:title ?title .
13 }
14

15 # Solution Modifier
16 ORDER BY DESC(?title)

LISTING 2.2: Overview of query parts.

First, all necessary prefixes are introduced, followed by a declaration of the RDF
knowledge base that will be queried. Note that the shown URL presents an interface
(i.e., access point) to request data stored in a RDF knowledge base. More details
about RDF interfaces will be presented in section 2.3.2.

Afterwards, the corresponding result clause is introduced. The query presented
in the example represents a SELECT query requesting titles of publications that match
the pattern presented in the query clause. The result of a SELECT query is presented
in a result table as sown in table 2.1. More details about the evaluation of a query is
presented in the next section (see section 2.2.3).

The query clause is the core part of the query, defining what information is re-
quested by users. It contains a pattern that is matched against the previously de-
clared RDF knowledge base followed by a solution modifier. In this case the solution
modifiers orders all titles in the result table in descending order.

TABLE 2.1: Query result of the select query presented in listing 2.2.

?title

1 “An Example Title”

2 “Another Example Title”

3 “More Publication Titles”
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18 2. Preliminaries

As mentioned, the result clause is used to specify what kind of query it is and
what information is output. To ensure a better understanding of the result clause,
all four types of SPARQL queries are listed next and briefly explained:

• SELECT Queries: A SELECT query is the most conventional type of query. It
creates a set of solution bindings for each variable specified in a query. A solu-
tion binding is the association of a variable used in the query with an answer
value in the RDF knowledge base. Therefore, the answer to a SELECT query is
displayed in the form of a table.

• CONSTRUCT Queries: This type of query can be used to query sub-graphs from
an RDF knowledge base. The result is in contrast to a SELECT query not a
solution binding in a tabular form but rather a graph (or set of triples) itself.

• ASK Queries: This type of query is used to indicate whether an RDF knowl-
edge base contains the requested data. Hence, the result of this query type is a
boolean value.

• DESCRIBE Queries: A DESCRIBE query can be executed by a user to familiarize
with the RDF terms (predicates, types, etc.) used by a given RDF knowledge
base. For example, a user may request a description for the class Publication.

According to the W3C standard of SPARQL, the result clause is the only manda-
tory part of a query. However, in real-world scenarios a SPARQL query at least
consists of a result and query clause.

As mentioned before, the query clause is the core component of a SPARQL query.
As presented in listing 2.2 a query clause is (usually) specified by using the WHERE
keyword. The main aspect of a query clause consists of a set of triple patterns (also
denoted as SPARQL expressions). A query clause of a query is formally defined as
presented in the definition below. The presented definition is based on the work of
Hartig et al. [CH19].

Definition 2.2.2: Query Clause

A query pattern of a query clause over an RDF graph G ⊂ (U ∪ B)×U× (U ∪
B ∪ L) and a set V of variables defines SPARQL expressions W recursively:

(i) A tuple t = (s, p, o) ∈ (V ∪U ∪ B)× (V ∪U)× (V ∪U ∪ B ∪ L) and the
empty tuple t∅ = () are a SPARQL expressions called a triple pattern.

(ii) If P1 and P2 are SPARQL expressions, then so are the following combi-
nations:

– (P1 JOIN P2),

– (P1 UNION P2),

– (P1 MINUS P2),

– (P1 OPTIONAL P2),

– (P1 FILTER C) where C is a filter condition.

Further, V(W) denotes the set of all variables in the triple patterns used in a
query clause W. W denotes the set of all queries clauses.
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2.2. RDF Knowledge Bases and Query Evaluation 19

A query clause W is a SPARQL expression that is constructed of triple patterns
(containing IRIs, blank nodes, literals and variables) in addition to operators like
AND, UNION, and others.

Afterward, we present and overview of SPARQL solution modifiers. Since the
SPARQL query language is a complex and feature rich language, we do not provide
examples and detailed explanations for each modifier. Only a short overview of the
modifiers will be given that are in scope with this thesis. Therefore, the following
overview gives a short list of the available solution modifiers:

• ORDER BY: As already presented in listing 2.2 the ORDER BY modifier orders a
list of solution bindings in ascending (i.e., the keyword ASC is used) or de-
scending (i.e., the keyword DESC is used) order.

• LIMIT: As described by Harth et al. [HHS14] the LIMIT modifier allows for
specifying a non-negative integer n, where n specifies the maximum number
of results to return.

• OFFSET: Similar as the LIMIT modifier, the OFFSET modifier has a non-negative
integer n as input. As a result the SPARQL engine will ignore the first n results
that would be returned.

Finally, we need to combine all above mentions aspects of a query to formally
define a query as presented in the following:

Definition 2.2.3: (SPARQL) Query

A query Q is a 4-tuple (G, S, W, M), whereby each component of Q describes
a SPARQL query part.

• G denotes the RDF graph that is requested by the query.

• S denotes the result clause for the following types:

– The tuple S = (SELECT, Vsel(W)) represents a SELECT query and
Vsel(P) denotes all variables used in the query clause W.

– The tuple S = (CONSTRUCT, W ′) represents a CONSTRUCT query and
W ′ is an additional query clause that is used to shape the output
(RDF) graph of the CONSTRUCT query.

• W denotes a query clause as introduced in definition 2.2.2.

• Lastly, M denotes a set of solution modifiers.

For the sake of simplicity we will write Q = (G, S, W) in case that M = ∅ and
hence solution modifier are not included in the query. Additionally, for the
sake of simplicity, instead of V(W) we will simply write V(Q) to denote all
used variables in a query Q. Further, Q denotes the set of all queries.

Note that the above definition only considers SELECT and CONSTRUCT queries. We
omit ASK and DESCRIBE queries, since the scope of this work focuses on SELECT and
CONSTRUCT queries. However, without limiting the generality, it could be extended
to include ASK and DESCRIBE queries.

Furthermore, the additional query clause W ′ in a CONSTRUCT query is used to
shape and create a new graph as output. Note that while in most cases W ′ = W
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yields, this is not mandatory. Hence, a construct query can be used to query a sub-
graph of an RDF knowledge base G and transform it into a RDF knowledge base G′

with a new structure or shape.
For the remainder we will first present examples of how SELECT queries are (for-

mally) created and afterwards present examples for CONSTRUCT queries.

SELECT Queries

The query Q1, shown in listing 2.3 requests (as SELECT query) all solution bind-
ings for a sub-graph containing all publications (i.e., ?paper) that have a title (i.e.,
?title). A query consisting only of triple patterns inside the query clause is de-
noted as a basic graph pattern (BGP) query.

1 PREFIX ex: <http://www.example.com/schema#>
2

3 FROM <http://www.bibliographic-datatset.com/sparql>
4

5 SELECT ?title
6 WHERE {
7 ?paper ex:title ?title .
8 }

LISTING 2.3: An example of a BGP query Q1.

According to the definition of a (SPARQL) query (see definition 2.2.3) the query
presented in listing 2.3 can be modeled formally as follows:

Let G be an arbitrary RDF knowledge base, W a specified query clause of the
form W = (?paper,ex:title,?title) and M = ∅ since the query in listing 2.3
does not use any solution modifiers. Moreover, let S = (SELECT, Vsel(W)) where
Vsel(W) = {?title}. Than the tuple Q1 = (G, S, W, M) describes formally the query
presented in listing 2.3. Since M = ∅ we simply write Q1 = (G, S, W).

Further, the variables used in a query can be retrieved by using the query clause
W so that V(W) = {?paper, ?title}. As stated in the definition, we will simply
write V(Q) to denote all used variables in a query Q.

1 PREFIX ex: <http://www.example.com/schema#>
2

3 FROM <http://www.bibliographic-datatset.com/sparql>
4

5 SELECT ?year ?title
6 WHERE {
7 OPTIONAL { ?paper ex:title ?title . }
8 ?paper ex:year ?year .
9 }

10 ORDER BY DESC(?year)

LISTING 2.4: An example of a BGP query.

Additionally, an example of a more complicated query that does not represent a
BGP query, is shown in listing 2.4. The query consists of two triple patterns, whereby
the first pattern is wrapped in an OPTIONAL expression. According to definition 2.2.2,
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2.2. RDF Knowledge Bases and Query Evaluation 21

every triple pattern in a query clause is a SPARQL expression, and since the com-
bination of a SPARQL expression and the OPTIONAL expression is again a SPARQL
expression, the first line in the query clause represents a SPARQL expression.

Note that, according to definition 2.2.2, an OPTIONAL is performed by combin-
ing two SPARQL expressions, i.e., P1 OPTIONAL P2. While P2 is represented by the
triple pattern (?paper,title,?title), shown in line 7 of listing 2.4, a matching ex-
pression for P1 needs to be defined. By applying the definition of a query clause (see
definition 2.2.2), we can use the “empty” triple pattern, denoted as t∅, to model P1
resulting in t∅ OPTIONAL (?paper,title,?title).

As before, by using the rules from definition 2.2.3, we can formalize the query
shown in listing 2.4 as follows:

Let G be an arbitrary RDF knowledge base, W a specified query clause of the
form W = ((t∅OPTIONAL(?paper, title, ?title))JOIN(?paper, ex:year, ?year) and
M = {ORDER BY DESC(?year)}.

Furthermore, let S = (SELECT, Vsel(W)) where Vsel(W) = {?year, ?title}. Than
the tuple Q2 = (G, S, W, M) describes formally the query presented in listing 2.4.

The query Q2 requests a sub-graph containing all publications ?paper that have a
publication year ?year and a title ?title if available. For Q2 the set of used variables
in the query is V(Q2) = {?paper,?title,?year} and Vsel(Q2) = {?year, ?title},
which represents the select variables.

CONSTRUCT Queries

So far, we have only dealt with SELECT queries. However, as mentioned in the def-
inition of a query (see definition 2.2.3), another option are CONSTRUCT queries. An
example in which Q1 was converted into a CONSTRUCT query is shown in listing 2.5.

1 PREFIX ex: <http://www.example.com/schema#>
2

3 FROM <http://www.bibliographic-datatset.com/sparql>
4

5 CONSTRUCT {
6 ?paper ex:title ?title .
7 }
8 WHERE {
9 ?paper ex:title ?title .

10 }

LISTING 2.5: An example of a CONSTRUCT query based on Q1.

As before, by using the rules from definition 2.2.3, we can formalize the query
shown in listing 2.5 as follows:

Let G be an arbitrary RDF knowledge base, W be a specified query clause of the
form W = (?paper,ex:title,?title) and M = ∅ since the query in listing 2.5 does
not use any solution modifiers. Moreover, let S = (CONSTRUCT, W ′) where W ′ = W.
The tuple Q3 = (G, S, W, M) describes formally the query presented in listing 2.5.
As before, since M = ∅ we simply write Q3 = (G, S, W).

Moreover, note that even if in this case W ′ = W yields, this is not mandatory.
The construct clause W ′ is used as graph template and transforms the solution of the
where clause into a (new) shape. An example for this is shown by the query Q4 pre-
sented in listing 2.6. Here, the CONSTRUCT query is used to transform the requested
sub-graph into a new structure, where different predicates are used.
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1 PREFIX ex: <http://www.example.com/schema#>
2

3 FROM <http://www.bibliographic-datatset.com/sparql>
4

5 CONSTRUCT{
6 ?paper ex:articleTitle ?title .
7 ?paper ex:pubYear ?year .
8 }
9 WHERE {

10 ?paper ex:title ?title .
11 ?paper ex:year ?year .
12 }

LISTING 2.6: An example of a BGP query.

2.2.3 Query Evaluation

When executing a SELECT query Q = (G, S, W, M) on a RDF graph G, all sub-graphs
of G corresponding to the given expression in W are collected. In doing so, a map-
ping to U, B, and L is generated for all variables V(Q) for which a corresponding
value exists in the RDF graph. The formal definition of a query evaluation shown
below is based on the work Harth et al. [HHS14] and Preda. et al.[Pre+10].

Definition 2.2.4: Evaluation of a SELECT Query

An evaluation of a SELECT query Q = (G, S, W, M) on a RDF graph G
is denoted by [[Q]]G and produces a set of solution mappings [[Q]]G =
{µ0, µ1, ..., µn}. A solution mapping is a partial function µ : V(Q) → U ∪
B ∪ L ∪ {∅} that maps variables in V(Q) to entities, relations or literals from
G. In case G contains no mapping for a variables, but the variable was part of
an OPTIONAL clause in W, the variable will be mapped to ∅.
For simplicity, we will interpret [[Q]]G as query result in a table representation
and with µr(c) we refer to the solution mapping in row r and column c.

For query Q1 presented in listing 2.3, the sub-graph G′ ∈ G in figure 2.2 provides
a solution for Q.

For Q1 The query evaluation [[Q1]]G produces the solution mapping µ0(?paper) =
ex : p1 and µ0(?title) = “How to SPARQL”. Since, the entity ex:p2 in the sub-graph
G′′ has no title relation, which was requested in Q1, ex:p2 is not part of the solution
mapping [[Q1]]G. A visual example of the sub-graphs G′ of G providing a solution
for Q1 and a list of all solution mappings is presented in figure 2.3a.

However, Q1 specifies in the corresponding result clause that only the title value
of a publication will be displayed in the result table. Since no mapping for µ2(?title)
exists, there will be no entry in the result table of Q1 as shown in table 2.2.

TABLE 2.2: Query result of Q1 in tabular form.

?title

1 “How to SPARQL”
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"How to SPARQL"ex:title

"2022"

ex:year

G':

ex:p1

μ0(?paper) = ex:p1

μ0(?title) = "How to SPARQL"

Solution Mapping:

(A) Solution for Q1.

"How to SPARQL"ex:title

"2022"

"2021"

ex:year

ex:year

G'':

ex:p1

ex:p2

μ0(?paper) = ex:p1

μ0(?title) = "How to SPARQL"

Solution Mapping:

μ0(?year) = "2022"

μ1(?paper) = ex:p2

μ1(?title) = ∅

μ1(?year) = "2021"

(B) Solution for Q2.

FIGURE 2.3: An example of solution graphs and solution mappings.

In contrast to query Q1, Q2 is a slightly more complex query. While the corre-
sponding solution mapping itself is not more complicated, the way how the final
result table is produced, however, is. As in the query before, G contains publica-
tions that do not have a title (see ex:p2 in figure 2.2) and, hence, no title can be
determined.

Usually, each triple pattern in a query clause is connected via a classic JOIN op-
eration. However, if an OPTIONAL is used, as in the case for the first triple pattern in
listing 2.4, a left join is performed. This leads to two consequences:

(1) Even solution mappings without a JOIN partner or

(2) with missing information, e.g., ex:p2 and the requested title value,

are not simply removed from the result table. An example of the query result in
tabular form is shown in table 2.3.

TABLE 2.3: Query result of Q2 in tabular form.

?year ?title

1 “2022” “How to SPARQL”

2 “2021”

As stated in definition 2.2.4, if a query Q is a SELECT query we interpret [[Q]]G as
query result in a table representation and with µr(c) we refer to the solution mapping
in row r and column c. In the example above where therefore refer with µ1(?title) to
the first row and the column with name ?title in table 2.3 and with µ2(?year) to the
second row and column with the name ?year. However, if the RDF graph G does
not contain the requested data, as in the case of ex:p2 and Q2, the corresponding
solution mapping is µ2(?title) = ∅.

In addition to SELECT queries, CONSTRUCT queries must also be evaluated. In
contrast to SELECT queries, which generate a solution mapping and represent the
result of a table, CONSTRUCT queries return a graph as result. The evaluation of a
CONSTRUCT query is formally defined as follows:
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Definition 2.2.5: Evaluation of a CONSTRUCT Query

An evaluation of a CONSTRUCT query Q = (G, S, W, M) on a RDF graph G with
S = (CONSTRUCT, W ′) is denoted by [[Q]]G and produces a graph homomor-
phism ν : W×W→ G as output.

The result of Q3 is the sub-graph G′ presented in figure 2.3a and, hence, we will
write [[Q3]]G = G′ to refer to the corresponding result graph.

As stated before, the construct clause W ′ is not necessarily equal to the query
clause W of a query. An example for this is shown by query Q4 presented in list-
ing 2.6. The construct clause is used to transform the requested sub-graph G′′ ∈ G,
presented in figure 2.3b, into a new structure, displayed in figure 2.4.

"How to SPARQL"ex:articleTitle

"2022"

"2021"

ex:pubYear

ex:pubYear

G4:

ex:p1

ex:p2

FIGURE 2.4: Solution for Q4 in form of a graph.

2.3 Web Interfaces

Although data from RDF knowledge bases can be queried using SPARQL, an inter-
face to the database must exist for this. Typically, access to (public) data is provided
via (Web) interfaces. Such a Web interface is typically made accessible via the HTTP
protocol. The Web interfaces for RDF knowledge bases are referred to as Linked
Data Fragment interfaces and can vary greatly in their functions and are usually im-
plemented as (RESTful) Web API. Note that LDF interfaces use the same technical
foundation as all (RESTful) Web interfaces but in contrast to traditional Web inter-
faces, LDF interfaces only return data in a valid RDF format (i.e., solution bindings
to display a result table or RDF triples).

Classic RESTful Web APIs, however, usually responding with data in other forms
than RDF (e.g., JSON or XML), are still by far the most widespread Web interface.
According to Koutraki et al. [KVP15a], Web APIs seem to be a sweet-spot between
making data openly accessible and protecting it. In the following, traditional REST-
ful Web APIs are introduced first, as these form the basis for most LDF interfaces.
Hence, the structure of a URL, how a request works, and what distinguishes REST-
ful Web APIs from classic Web APIs is introduced first. Next, the different types of
linked data interfaces are introduced, including their advantages and disadvantages.

2.3.1 (RESTful) Web APIs

REST is an abbreviation for Representational State Transfer and is a (software) archi-
tecture standard for Web applications that is based on a client-server architecture.
This standard is used to enable data exchange between different systems via the
internet.



2.
P

R
E

L
IM

IN
A

R
IE

S
2.

P
R

E
L

IM
IN

A
R

IE
S

2.3. Web Interfaces 25

Client
Database Server RESTful Web API

FIGURE 2.5: Traditional RESTful Architecture.

The classic process for RESTful Web APIs (shown in figure 2.5) is that a client
makes a request via the RESTful Web interface. This is hosted by a server, that pro-
cesses the request, retrieves the requested data from a database, and returns it in the
form of a response via the RESTful Web API.

Since REST is an architecture based on Web applications, the Hypertext Transfer
Protocol (HTTP) is used to send requests over the Internet to the API. HTTP provides
many different methods to send requests to an API (e.g., GET, POST, HEAD, PUT,
etc.). The most common method (especially in connection with RESTful Web APIs)
is the GET method. A major advantage of the GET method is that GET requests can
be cached, in contrast to POST requests, which are never cached3.

Web API Requests

The GET method is used to request resources (e.g., data from a database) from the
server. Information about the requested data is added to the URI via a parameter
separated by a question mark (see figure 2.6).

http://www.example.com:8080/path/to/api?fn=Alan&ln=Turing

Schema Host Port Path Query

FIGURE 2.6: Structure of a URL.

The first part of the URL depicted in figure 2.6 specifies the technical method to
be used to access the resource. There are many different methods, such as HTTP,
HTTPS, FTP and many more. However, as only HTTP is relevant in this work, the
others will not be discussed.

The second part of the URL consists of the host of the URL, followed by the port
used. While resolving the URL, the host is converted to the IP address of the server.
The default port for HTTP is 80, but servers can be reconfigured to use other ports,
as presented in figure 2.6.

Next comes the path of the URL. Traditionally, the path describes a specific re-
source (e.g., a single page of a website), but it is usually used in the context of web
APIs to link to a specific service. For example, the path /api/author can be used
to specify the service that takes care of finding authors in a database. Conferences
could be searched for via the path /api/conf or publications via /api/pub. In this
way, services can be split up and executed independently of each other or optimized
for specific queries.

3https://www.w3schools.com/tags/ref_httpmethods.asp

https://www.w3schools.com/tags/ref_httpmethods.asp
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The last part of the URL describes the query parameters and is separated from
the URL by the use of a “?” symbol. In the example in figure 2.6, the query consists of
two parameters in the form of key-value pairs. The first parameter follows directly
after the “?” and has the parameter name fn (first name). All other parameters are
then appended to the URL with a “&”, in this case ln (last name). The presented
request can be used, for example, to request all information about a person with the
first name “Alan” and the last name “Turing”.

However, in order to turn a Web API into a RESTful Web API, it must guarantee
certain principles, which are discussed next.

REST Principles

According to Fielding [FT00], the six principles consist of a client-server architec-
ture, stateless communication, the provision of a cache, the provision of a uniform
interface, a layered system as architecture, and finally, as an optional principle, the
possibility of code-on-demand. Next, each of the mentioned principles will be ex-
plained in detail.

Client-Server:
Fielding [FT00] states that the separation of concerns is the principle behind the
client-server constraints. By separating the user interface concerns from the data
storage concerns, we improve the portability of the user interface across multiple
platforms and improve scalability by simplifying the server components.

Stateless Communication:
Another principle is stateless communication. This means that every request from
a client to a server must contain all the information required to process and handle
the request. This means that the session state is only stored on the client, and the
load on the server is reduced. The result is improved scalability for the server and
the hosted service.

Cache:
The aim of a cache is to reduce the network load caused by many requests to a
server by storing responses, thus reducing the number of requests. To enable this,
responses are marked as cacheable or non-cacheable by a server.

Uniform interface:
The core feature that distinguishes REST architectures from other network archi-
tectures is the use of a uniform interface. Software engineering principles such as
(software) interfaces are used to ensure that all components that interact with the
RESTful Web API can always use the same type of call and that certain methods, in
this case APIs, are available. This use simplifies the entire system architecture.

Layered System:
Furthermore, the structure of a REST architecture is divided into layers. As stated
by Fielding [FT00] the layered system style allows an architecture to be composed of
hierarchical layers by constraining component behavior such that each component
cannot “see” beyond the immediate layer with which they are interacting. By encap-
sulating individual functions in separate layers or components, each layer stands on
its own, is independent and can also be easily replaced. Another advantage is that
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individual layers or components can also be realized by a distributed system (e.g.,
database), which allows easy scalability.

Code-on-Demand:
The final and optional principles of REST is a code-on-demand implementation. This
aspect is the most exotic of the REST architecture and is less likely to be seen in freely
accessible RESTful web APIs. The idea of code-on-demand is that a client does not
yet have to have implemented all aspects, and therefore only requests and executes
applets or scripts when they are used.

Web API Responses

The process shown in figure 2.5 shows what communication between a client and a
(RESTful) Web API looks like. However, the structure and form of the response of a
Web API are not shown in the figure and has not been discussed so far.

Requesting data via a GET request as shown in figure 2.6 leads to a query for
all information about a person with the name “Alan Turing”. The response from
the server is usually a file that can consist of different file formats (e.g., JSON, XML,
HTML, JPG, etc.). Since this thesis focuses on text based data, we only consider the
two most common text formats used to exchange data (i.e., JSON and XML).

1 {
2 "publication": {
3 "title": "How to SPARQL",
4 "id": 123,
5 "year": 2022,
6 "authors": [
7 {
8 "id": 0001,
9 "name": "Sven Svenson"

10 }
11 ]
12 }
13 }

LISTING 2.7: An example of a JSON response.

The listing 2.7 represents an example of a JSON response. JSON4 stands for
JavaScript Object Notation and, despite the name, is a data format that is indepen-
dent of programming languages. There are as a result parses and generators for all
common languages that make it possible to extract data from a JSON response (e.g.,
the title) or to create data in JSON format yourself.

JSON stores data as key-value pairs and the corresponding values consists of ob-
jects (represented by curly brackets, i.e., “{” and “}”), arrays (represented by square
brackets, i.e., “[” and “]”), strings, numbers, Boolean values and null values. Hence,
data structured in JSON format is also structured in the form of a tree.

The first entry in listing 2.7 is a JSON object that contains an entry with the key
publication. The value of the key publication is again a JSON object (marked by
“{” and “}”) which stores several key-value pairs.

The first three key-value pairs are quite trivial in their interpretation, as only the
title of a publication is stored as a string and the ID and year of publication as a

4https://datatracker.ietf.org/doc/html/rfc8259

https://datatracker.ietf.org/doc/html/rfc8259
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number. The last entry with the key authors is the most complex and stores a JSON
array. This array again consists of JSON objects that represent the authors of the
publication. In this example, the array itself only stores a single author object with
the two entries id and name.

In addition to JSON, XML5 (Extensible Markup Language) is also one of the most
widely used data formats on the Web. In listing 2.8, the example from listing 2.7 is
saved in XML format. This thesis will not discuss the complete structure of XML,
as this would go beyond the scope of this thesis, and it is a well-known format.
It is only important to know that, in contrast to JSON, the key-value structure is
achieved through so-called tags. A tag is a construct that, in the case of XML, begins
by encapsulating it with the characters “<” and “>”. Each tag also has a closing
tag, which is indicated by a “/” in front of the tag name (see <publication> and
</publication>.

Other tags can follow between a starting and closing tag, thus enabling a nested
structure, as in the case of JSON, or simply values such as the title of a publication.
A special feature compared to JSON is that the individual (start) tags, which can
be regarded as keys, can also have attributes. An attribute is a markup construct
consisting of a key-value pair that exists inside a start-tag (e.g., id="0001").

1 <?xml version="1.0" encoding="UTF-8" standalone="yes"?>
2 <publication>
3 <titel>How to SPARQL</titel>
4 <id>123</id>
5 <year>2022</year>
6 <authors>
7 <author id="0001">Sven Svenson</author>
8 </authors>
9 </publication>

LISTING 2.8: An example of an XML response.

It is evident that the tree structure of both JSON and XML allow both formats to
be converted into each other. There are numerous libraries or online services that
convert XML into JSON and vice versa. listing 2.9 shows an example of how the
data from listing 2.8 can be structured when transformed into the JSON format.

1 {
2 "titel": "How to SPARQL",
3 "id": "123",
4 "year": "2022",
5 "authors": {
6 "author": {
7 "id": "0001",
8 "value": "Sven Svenson"
9 }

10 }
11 }

LISTING 2.9: Converted XML response to JSON.

5https://www.w3.org/XML/

https://www.w3.org/XML/


2.
P

R
E

L
IM

IN
A

R
IE

S
2.

P
R

E
L

IM
IN

A
R

IE
S

2.3. Web Interfaces 29

Error Handling

In general, it can be observed that not every request leads to a response. This is
because a Web API can, in principle, respond to a request in three ways.

In the best case, a Web API responds with the HTTP status code 200 OK and
sends back a response with the requested data as shown before. Another case is
that the Web API responds with an HTTP error code (e.g., 404 Not Found) which
indicates to the client that the requested resource was not found and therefore no
response is delivered. In the last case, the server responds with 200 OK but responds
with a document (e.g., JSON) containing an error message (see Listing 2.10) stating
that the requested resource could not be found.

1 {
2 "apiMessage": "This JSON was provided by an example Web API",
3 "query": "id:xyz",
4 "result": 0
5 }

LISTING 2.10: Example of a Web API Error Message.

The error message above can vary significantly from Web API to Web API, mak-
ing it difficult in many cases to automatically detect a response that contains the
requested data.

Formalization of APIs

As already mentioned in the introduction, part of this work consists of connecting
Web APIs with RDF knowledge bases. To do this, we make use of the work of Preda
et al. [Pre+10], who have already shown that Web APIs can be combined with RDF
knowledge bases by modeling Web APIs as function definitions. The result of the
corresponding function definitions represents the Web API response. Since Web API
responses are usually in JSON or XML format, which is a tree style structured for-
mat, the result of the previously introduced function definition of a Web API can be
modeled as graph (i.e., a knowledge base). Hence, a function definition represents a
mapping from the paths and values in a response to predicates, objects and literals
of a RDF knowledge base. Note that the Web API model, presented in this thesis,
is designed to work with single record response APIs, i.e., APIs that return only a
single record as a response and not a list, e.g., a list of citations, a list of produced
movies, or a list of song titles. Hence, we formally define a Web API as follows:

Definition 2.3.1: Function Definition

A Web API can be combined with a RDF graph G with predicate set P in
form of a function definition. A function (definition) f is a query f ⊂ (U ∪
B ∪ V)× P× (U ∪ B ∪ V) where the set of variables V = Vin ∪ Vout ∪ Vint is
partitioned in three sets: input variables Vin, output variables Vout and internal
variables Vint. Edges containing an input variables are called input edges (or
pre-conditions) and edges containing an output variables are called output
edges (or post-conditions). Edges that contain no input or output variables
are called internal edges. The set of all functions is denoted with F.
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As stated in the introduction (see chapter 1), the data of Web APIs can be used to
extend an RDF knowledge base G (also referred to as RDF graph). Hence it makes
sense to incorporate the RDF graph G into the function definition to later easier
integrate the Web API data.

To execute a request to a Web API, first all input parameters must be set (see
figure 2.6). Next, the corresponding request is sent and the response is retrieved.
Hence, a Web API can be modeled as function definition f as shown in figure 2.7.

?a

f:

ex:authoredBy

ex:authId
?aid

?p
ex:name

?n

FIGURE 2.7: Visual example of a function definition.

The edges and variables of a function definition can be split in three groups:

(1) The first group is denoted as input edges or pre-conditions and is represented
with dashed red lines in figure 2.7. Pre-conditions have their name since func-
tion definitions can be executed only if the input edges are first assigned to
(suitable) values.

(2) The second group is denoted as output edges or post-conditions and are repre-
sented in green in figure 2.7. Post-conditions are placeholders for the values
that a Web API returns after it has been requested.

(3) The last group are edges containing no input or output variables and are hence
denoted as internal edges. An example of an internal edge is the edge shown
in black in figure 2.7. Since our considered Web APIs respond with JSON or
XML, they do not contain concepts such as entities (i.e., subjects or objects in
the form of a URL). Therefore, information such as publication entities (e.g., ?p
in figure 2.7) or author entities (e.g., ?a in figure 2.7) are represented as JSON
objects or arrays. However, the information cannot be agreed with RDF graphs
and is therefore only viewed internally but is not usable information.

Definition 2.3.1 does not specify precisely which values must be assigned to a
function definition. This means that the input variables can be assigned values for
which a Web API has no information. For example, an ISBN of a book could be
requested that is not contained in the Web API database. Therefore, as described
in section 2.3.1, the Web API responds with an HTTP status code (e.g., 404) or an
error response that indicates that the requested resource is unknown to the Web
API. To incorporate the possibility of a response indicating an error, we define an
error-aware function definition as follows:

Definition 2.3.2: Error-Aware Function Definition

Given an RDF graph G and a corresponding predicate set P ⊂ U. An error-
aware function definition f ⊂ (U ∪ B ∪V)× (P ∪ E)× (U ∪ B ∪V) is a func-
tion definition were the set E describes a set of predicates to denote error (e.g.,
HTTP status codes).
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To support the above definition, figure 2.8 presents an error-aware function defi-
nition ferr which represents essentially the same function as f in figure 2.7, but with
additional paths (i.e.,api:query and api:errorMsg) added. These additional paths
are only used in the event of an error or in the event that a resource is not found.

?a

ferr:

ex:authoredBy
api:query

?aid

?p
ex:name

?n
ex
:a
ut
hI
d api:errorM

sg

?q

?m

FIGURE 2.8: Example of an error-aware function definition.

Figure 2.9 shows a set of three function definitions of Web APIs, denoted as F ⊂
F. This set (simple) set of function definitions will be used for the remainder to
introduce the other concepts regarding Web APIs.

f1:

?t
ex:title

ex:id
?id

?p

f2:

?y
ex:year

ex:id
?id

?p

f3:

?n
ex:name

authId

?aid

?a

?a

ex:affiliation

FIGURE 2.9: Example for function definitions represented as graphs.

As stated earlier, before executing a function (i.e., performing a GET request),
all input variables must be substituted with values, as in the case of partial queries.
The substitution of the input variables of a function definition is denoted as partial
instantiation and is defined as follows:

Definition 2.3.3: Partial Instantiation

Given an RDF graph G and a corresponding predicate set P ⊂ U. A partial
instantiation for an (error-aware) function f ⊂ (U ∪ B ∪V)× (P ∪ E)× (U′ ∪
B′ ∪ V) with variables V = Vin ∪ Vout ∪ Vint is a homomorphism α : f → J ⊂
(U ∩ B ∩ V \ Vin)× (P ∪ E)× (U ∩ B ∩ V \ Vin) that maps variables in Vin to
entities and literals and leaves the other variables unchanged. We write Ji to
denote the partial instantiation of fi and J to denote the set of all instantiated
function definitions.

To support the definition of error-aware function definitions, figure 2.9 shows a
function definition f1 that represents a Web API which requires as input an ID and
responds with a publication title. To execute a function definition, the input values
of fi ∈ F must be set with the corresponding values. This is denoted as partial
instantiation and is represented in figure 2.10.
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J1:

?t
ex:title

ex:id
"123"

?p

Instantiation J1 of function f1 that
results in ?t = "How to SPARQL"

J2:

?y
ex:year

ex:id
"123"

?p

Instantiation J2 of function f2 that
results in ?y = "123"

J3:

Instantiation J3 of function f3 that
results in ?a = "Some University" and
?n = "Sven Svenson".

?n
name

authId

"0001"

?a

?a

ex:affiliation

FIGURE 2.10: Example for partial instantiations of f1, f2 and f3.

Assume that the RDF knowledge base from figure 2.2 can be accessed via a Web
API that is modeled by the function definition f1. The partial instantiation makes
the function executable, and the title of the publication p1 is requested.

The partial instantiation is modeled to assign values to all input variables, similar
to URLs for RESTful Web APIs (see figure 2.6). A partial instantiation thus represents
an abstraction of the URL used to request data from a (RESTful) Web API.

After instantiating a function, a GET request to the Web API is modeled, which
afterward leads to a response with the requested data, i.e., the output variables of a
function definition will be bound to values. In order to formally model a Web API
we define a complete instantiation.

Definition 2.3.4: Complete Instantiation

Given an RDF graph G and a corresponding predicate set P ⊂ U and an
(error-aware) function f with a partial instantiation J with variables V =
Vin ∪Vout ∪Vint. A complete instantiation of a partial instantiation J is a homo-
morphism β : J → R ⊂ (U ∪ B∪V \ (Vin ∪Vout))× (P∪ E)× (U ∪ B∪ {∅} ∪
V \ (Vin ∪Vout)) that maps all output variables in Vout to entities, literals or ∅.
We write Ri to denote the complete instantiation of fi and Ji.

Similar to partial instantiations, a complete instantiation assigns values to the
output variables of a function definition (see the example presented in figure 2.11).
This models an abstraction of a Web API response that neglects the response format.

ex:authId

ex:affiliation

R1:

"How to
SPARQL"

ex:title

ex:id
"123"

?p

R2:

"2022"
ex:year

ex:id "123"

?p

R3:

"Sven
Svenson"

ex:name

"0001"

?a

"Some
University"

FIGURE 2.11: Example for complete instantiations of f1, f2 and f3.

If a valid request is sent to a Web API, i.e., a resource is requested that is known to
the database of the API, a complete instantiation R1 is output as a result, as shown
in figure 2.11. However, as described before, it can happen that an unknown re-
source is requested. In this case, no all output edges can be set to a value, Therefore,
definition 2.3.4 incorporates the empty set as mapping option. Figure 2.12 shows
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an example of a function definition f1, a successful request R1 and an unsuccessful
request, leading to an error response R′1.

ex:title

f1:

?tex:title

ex
:id

?id

?p

?q

?m

api:query

api:errorM
sg

R1

"How to
SPARQL"

ex:title

ex
:id

?p

∅

∅

api:query

api:errorM
sg

"123"

R'1

"456"ex
:id

?p ∅api:query

api:errorM
sg

"456"

"Resource is
unknown"

FIGURE 2.12: Example for function definition and complete instanti-
ation incorporating error responses.

2.3.2 Linked Data Fragment Interfaces

In addition to traditional RESTful Web APIs, several different Web interfaces for
querying knowledge graphs, denoted as Linked Data Fragment (LDF) interfaces,
have been developed in the past. The most common LDF interfaces are so-called
SPARQL endpoints, Triple Pattern Fragment (TPF) interfaces [Ver+16], Bindings-
Restricted TPF (brTPF) interfaces [HB16], SaGe interfaces [MSM19], and smart-KG
interfaces [Azz+20].

These interfaces differ in their capabilities (i.e., SPARQL expressiveness, perfor-
mance and bandwidth) and their query costs. While classic SPARQL endpoints have
the most expressiveness, they can be very costly for data providers in terms of server
resources. On the other hand, providing data dumps is cheap but has a clear lack of
query expressiveness since the whole dump needs to be downloaded and processed
and not only the sub graph containing the data of interest.

The interface that generates the least server load (besides dumps) is the TPF in-
terface. It only has a low expressiveness, as it can receive only a single triple pattern
at a time, but hence, only a comparingly small server load is generated. This facili-
tates the distribution and usage of TPF interfaces, as shown by Hartig et al. [HLP17],
since it shifts the load from the server to the client side. However, the increasing
popularity of different Linked Data interfaces leads to the problem that SPARQL
clients and federated engines have to support various interfaces.

TPF Interfaces

For the scope of this thesis, only TPF interfaces are considered since they are the least
expressive interfaces and, hence, provide more restrictions that need to be overcome
than more expressive interfaces like SPARQL endpoints. Algorithms that can deal
with the restrictions of TPF interfaces can therefore also provide a solution for more
expressive interfaces and can even further be optimized for the corresponding type
of interface, resulting in a reduction of the runtime of the algorithm.

Technically, TPF interfaces respond to a query with a graph as a result, since the
core idea of TPF interfaces is to reduce the load on the server and let a client per-
form all additional steps. Hence, queries against a TPF interfaces are processed as
CONSTRUCT queries (see section 2.2.2). Moreover, TPF interfaces follow a paginated
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approach6 to avoid overly large responses. Hence, TPF interfaces use a similar tech-
nique as the OFFSET and LIMIT solution modifier of SPARQL queries, to create a
paginated approach. Additionally, metadata about the result size, page numbers
and current page is added to the resulting data. Hence, some trivial statistics about
the response are contained in the response of a TPF interface. A TPF interface can be
modeled formally as follows:

Definition 2.3.5: TPF Interface

Let ep : U → G denote the function that maps a Triple Pattern Fragment
(TPF) interface to the corresponding RDF graph. A TPF interface u ∈ U is a
Web service that supports the evaluation of a single triple pattern expression
t against a RDF graph ep(u) = G.
Moreover, a TPF interface provides metadata about the number of triples
|[[t]]G| that match the triple pattern t in G and Prel(u) : U → [0, 1] denotes
the reliability of the interface.

When requesting the solution for a triple pattern t from a TPF interface u, all
sub-graphs G′ of e(u) = G that match the pattern t are collected. The pattern-wise
evaluation of a query against a TPF interface is defined as follows:

Definition 2.3.6: Pattern-wise Evaluation

The evaluation of a query Q = (G, S, W, M), where the query clause W con-
sists of several triple patterns t0, t1, ..., tn (n ∈ N) against a TPF interface u is
given as

[[Q]]u = [[Q]]G where G =
⋃

ti∈W

[[ti]]ep(u).

The definition describes that each individual triple pattern t0, t1, ..., tn used in
the query clause of a query Q = (G, S, W, M) is executed successively against the
graph ep(u). The results of each individual query result [[ti]]ep(u) are then collected
and merged. As stated before, queries against a TPF interfaces are processed as
CONSTRUCT queries and hence the output of [[ti]]ep(u) is a RDF graph.

TPF Federations

As mentioned in the introduction (see chapter 1), the query language for RDF knowl-
edge bases, denoted as SPARQL offers since version 1.1 the option of requesting
multiple SPARQL endpoints with a single query. The results are collected and pre-
sented to users typically in a tabular form. This combination of SPARQL endpoints
is known as a federation.

However, the possibilities for evaluating SPARQL have evolved significantly
since the introduction of the SPARQL 1.1 standard. As previously mentioned, there
are now other interfaces for evaluating SPARQL queries, which is why so-called
heterogeneous federations have emerged as an alternative to traditional federations.
Heterogeneous federations consist not only of SPARQL endpoints but can be formed
by using all possible LDF interfaces available.

As stated before, for the scope of this thesis, only TPF interfaces are considered
since they are the least expressive ones. Hence, if talk about federations, only feder-
ations of TPF interfaces are considered.

6https://linkeddatafragments.org/specification/triple-pattern-fragments/#paging

https://linkeddatafragments.org/specification/triple-pattern-fragments/#paging
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In order to evaluate a query Q = (G, S, W, M) against a TPF interface u, each
individual triple pattern ti ∈ W must be evaluated against the interface u. Further,
to evaluate a query against a federation of TPF interfaces, we need to first define the
notion of a federation.

Definition 2.3.7: TPF Federation

A federation of TPF interfaces F ⊂ U is a set of URIs of TPF interfaces. The
corresponding function ep maps each TPF service ui to the RDF graph Gi
available at that service.

We denote the evaluation of a query over a federation of TPF interfaces as [[·]]F
and define its semantics as follows.

Definition 2.3.8: Federated Query Evaluation

Given a query Q = (G, S, W, M) where the query clause W consists of several
triple patterns t0, t1, ..., tn (n ∈N) and a federation F, the evaluation of Q over
F is given as

[[Q]]F = [[Q]]G with G =
⋃

u∈F

⋃
ti∈W

[[ti]]ep(u)

If a query Q = (G, S, W, M) is executed against a TPF federation F consisting of
the interfaces ui ∈ F, then each triple pattern t ∈ W the query clause is executed
against each individual TPF interface ui ∈ F. The final result is, similar to defini-
tion 2.3.6, a merged query result across all individual query results [[t]]ui .
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The systems presented in this thesis consist of a system for aligning RDF knowl-
edge bases with RESTful Web APIs, an associated benchmark system and two dif-
ferent query processor approaches to incorporate data quality aspects into the con-
struction of a query plan.

This chapter focuses on related work and, hence, has to cover all related works of
the above mentioned systems. First, current state-of-the-art federated query proces-
sors are presented with their advantages and limitations. Next, the most important
work in the area of ontology and alignment systems will be covered. Subsequently
the combinations of alignments and federations will be discussed, denoted as hybrid
federations. The amount of presented systems is limited, since this field currently
receives little to no attention. Lastly, system are presented that incorporate data
quality aspects into their query plan.

3.1 Alignments

This sections covers the current state-of-the-art alignment systems. Therefore, an
overview of traditional and well-known schema alignment systems is given. After-
wards, the focus shifts to instance based alignments and, since this topic is currently
very important and receives a lot of attention, alignment systems based on language
models will be discussed.

However, since this thesis focuses on aligning the schema of RDF knowledge
bases and the data schema of Web APIs, works that focus on wrapper inference and
Web API alignment will be discussed as well.

3.1.1 Ontology and Schema Alignment

Aligning data of RDF knowledge bases and RESTful Web APIs has similar problems
as schema/ontology alignment. The major difference is that Web API responses of-
ten do not have explicit semantics or any semantics at all, and the data schema of
the Web API is often not directly accessible to external parties. In addition, names of
the paths are often ambiguous. Semantics in form of rules (as with RDF/OWL) does
not exist in Web API responses. Also, responses usually do not provide information
about classes and relations that can be used for the alignment process. When using
Web APIs, only instance information is available and hence classical schema/ontol-
ogy approaches are not suitable. Additionally, Madhavan et al. [Mad+05] state that
RDF knowledge bases often contain multiple schemas to materialize similar con-
cepts and hence build variations in entities and their relations. This makes schema-
based matching inaccurate, which must therefore be supported by evidence in form
of instances.

Schema Alignment

Classical approaches for schema or ontology alignment take a set of independently
developed schemas as input and construct a global view [Aum+05; CAS09] over
the data. Since the schemas are independently developed, they often have different
structure and semantics. This is especially the case when the schemes are from dif-
ferent domains, of different granularity or simply developed by different people in
different real-world contexts [RB01]. The first step when performing schema align-
ment is to identify and characterize relationships that are shared by the schemas.
After identifying the shared relations they can be included in a global schema. Since
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3.1. Alignments 39

APIs do not provide any schema information it is not possible to use classical schema
or ontology alignment strategies.

Systems like COMA++[Aum+05; DR02; Maß+11] represent customisable generic
matching tools for schemas and ontologies. COMA++ relies on a taxonomy to deter-
mine an alignment and uses a so-called fragment based match approach (breaking
down a large matching problem into smaller problems). Additionally, it enables
various interaction possibilities to the user in order to influence the alignment pro-
cess. Furthermore, COMA++ does not use any instance information of the KBs.
Madhavan et al. [Mad+05] state that RDF knowledge bases often contain multiple
schemas and data models to materialize similar concepts and hence build variations
in entities and their relations. This makes purely schema-based matching inaccurate,
which must therefore be supported by evidence in form of instances from the RDF
knowledge base. To enable a similar approach, if working with Web APIs, instances
from an RDF knowledge base can be used and compared with actual values, not just
determining a match of relations at schema level.

Systems like BLOOMS [Jai+10] use schema information if it is present in the
Linked Open Data (LOD) cloud. This means that a schema no longer needs to be
explicitly declared and the schema information of reused vocabularies (ontologies)
can be accessed via the LOD cloud. However, since Web API responses (mostly) do
not contain explicit schema information (especially in terms of the LOD domain),
the procedure is not applicable. In addition, the collected answers of a Web API im-
plicitly contain a schema which only needs to be extracted [BBP14]. This is similar to
RDF knowledge bases which contain implicit schema information even without the
specification of a schema. To keep the process simple, user assistance and knowl-
edge should be avoided.

Systems like AgreementMaker [CAS09] are based on the assumption that users
of the system are domain experts and thus build on user assistance. The system
uses a large set of matching methods and enables the user to define the types of
components to be used in the aligning process, i.e. using the schema only or both
schemas and instances. However, the goal of this thesis was to develop a system that
works fully automatic and avoids user assistance while determining an alignment.

Instance-Based Alignment

Instance-based alignment systems use the information bound to instances in RDF
knowledge bases in order to find shared relations and instances between two knowl-
edge bases. These approaches can be divided into instance-based class alignment
approaches and instance-based relation alignment approaches. The main difference
between class and relation alignment lies in the fact that relations have a domain
and range. Even if relations share the same value, they can have different semantics
(e.g. editor and author).

A lot of works [QCJ12; Dha+04; Mad+05; KPV16] focus on instance-based rela-
tion alignment between two RDF knowledge bases. However, most of them focus
on finding 1:1 matches, e.g. matching publicationYear to year. The iMAP sys-
tem [Dha+04] semi-automatically determines 1:1 matches, but also considers the
complex case of 1:n matches. iMAP consists of a set of search modules, called
searchers. Each of the searchers handles specific types of attribute combinations (e.g.
a text searcher). Additionally, iMAP offers users an explanation of the determined
match containing information about why a particular match is or is not created, and
why a certain match is ranked higher than another. Instead of using searchers, dis-
tinguishing between the type of information (e.g., numeric, string, or is it a key)
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40 3. Related Work

seems more promising to find valid matches, since afterwards a suitable similarity
method for given type can be used. This increases the chances of correct matches
since not only a single generic similarity method is used.

Similar to iMAP, MWEAVER [QCJ12] also needs user assistance. MWEAVER re-
alizes a sample-driven schema mapping approach which automatically constructs
schema mappings from sample target instances given by the user. The idea of this
system is to allow the user to implicitly specify mappings by providing sample data.
However, this approach needs significant manual effort. The user must be familiar
with the target schema in order to provide samples. A widely used approach in auto-
matic alignment systems is to draw sample data randomly from an RDF knowledge
base and thus try to cover a wide range of information.

SOFYA [KPV16] is an instance-based on-the-fly approach for relation alignment
between two RDF knowledge bases. The approach works with data samples from
both knowledge bases in order to identify matching relations. The core aspect of
SOFYA is that the standard relation sameAs is used to find identical entities in two
different knowledge bases. However, this mechanism cannot be used for the align-
ment of RDF knowledge bases and Web APIs, since APIs do not contain standard-
ized sameAs links.

Language Model Based Alignment

Machine Learning and especially Large Language Models are experiencing a big
boom in the past years. Transformer based approaches such as BERT [Dev+18],
RoBERTa, BART [Lew+19] or others, enable to grasp the semantics of (textual) data
and enable a comparison between words, sentences or texts in general. Frameworks
like Flair [ABV18] enable access to the most recent transformer models and others.

Even tough with the uprising of very promising transformer models and large
language models (LLMs) like ChatGPT or FLAN, such systems have not yet out-
performed rule-based systems especially in an unsupervised setting. A disadvan-
tage of untrained machine learning alignment approaches [Sch+19; SMJ19; KPV17]
is that they require training data, which is either provided by experts or learned
from predefined mappings. Even though the results look promising, the approach
has the problem that sufficient training data must be available. However, there is
only a small number of available alignments and data sources that can be used for
an (extensive) training. In addition, the training data must cover many different
data structures and different hierarchical data types from many different domains.
Therefore, this approach is currently still subject to strong limitations.

Newer approaches, based on the advances in transformers and LLMs, have made
a big leap in their performance in recent years. Until 2021, when we developed
the FiLiPo [ZS21] system, which is a major part of this thesis, most transformer-
and LLM-based systems were inferior to rule-based systems. Neutel at al. [NB21]
state that while the performance of BERT embeddings is not good enough yet to
yield a useful alignment on their own, BERT-based embeddings mostly outperform
word2vec-based embeddings. Hence a solid combination of rule-based and trans-
former based approaches and optional user-assistance seems promising.

BERTMap [He+22] is a system that can support both unsupervised and semi-
supervised settings. It first predicts a set of mappings using a classifier based model
BERT. Afterwards, the mappings are refined by using a provided ontology structure
and logic. The evaluation of BERTMap shows, that it can perform as good as leading
alignment systems and in some cases can even outperform them.
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3.1. Alignments 41

Another system, proposed by Rudwan et al. [RD23], introduce an approach that
uses BERT as string matching function in combination with three classifiers, i.e., k-
nearest neighbor regression, decision tree regression, and support vector regression
to determine an alignment. Hence, three different variations of the same approach
where introduced. The corresponding evaluation was performed on a Ontology
Alignment Evaluation Initiative (OAEI) anatomy track dataset. Moreover, the eval-
uation showed that this approach outperforms state-of-the-art alignment systems
that participated in the OAEI 2022 challenge.

Even generative models like ChatGPT [RN18], FLAN [Chu+22] and others are
used to identify mappings [Zha+24] between relations and classes and though re-
trieve an alignment between two RDF knowledge bases.

Zhang et al. [Zha+24] propose in an extended abstract a conversational based
model, in which LLM based agents negotiate the correspondence RDF knowledge
bases. The work clearly shows that the use of modern LLMs can reduce the cognitive
burden on users and create assistance-based systems that can quickly lead to high
qualitative alignments.

The work of Norouzi et al. [NMH23] focuses on conversational ontology align-
ment. Hence, they propose different prompt designs to enable the alignment of on-
tologies based on ChatGPT. Similar as Rudwan et al. [RD23], the authors compared
their results with reference alignments provided by the OAEI 2022. The evalua-
tion clearly showed that ChatGPT can achieve high recall but at a cost of precision.
Norouzi et al. identified several aspects that lead to low precision. The limitation
for context length is clearly the biggest issue, however, also other aspects as inverse
functional properties, subclass matching, etc. present a challenge.

Another work, proposed by He et al. [He+23], evaluates the possibility of em-
ploying LLMs for zero-shot ontology alignment without user assistance. Zero-shot
describes a concept where a learner observes samples from classes which were not
observed during the training phase. Since LLM have high computational demands,
the authors focused on small RDF knowledge bases. However, their evaluation
showed that Flan-T5-XXL is able to outperform BERTMap by 0.093 in terms of f-
score. The evaluation executed on only small knowledge bases also indicates the
current disadvantage of this approach, which is scalability. Hence major efforts need
to be done in prompt design.

In contrast, the alignment approach presented in this thesis, denoted FiLiPo,
does not require the user to be a machine learning expert and assumes no assis-
tance through experts during the mapping process. Additionally, the results are
often worse than with a rule-based program or classic approaches.

Holistic Approaches

Some developed systems cannot be categorized easily since they use techniques of
all fields. ILIADS [UGM07] for example takes two OWL ontologies as input and de-
termines afterwards an alignment based on lexical, structural and extensional sim-
ilarity. They combine a flexible similarity matching algorithm with an incremen-
tal logical inference algorithm. Additionally, ILIADS uses a clustering algorithm
which considers relationships among sets of equivalent entities, rather than individ-
ual pairs of entities.

PARIS [SAS11] is an instance-based approach that aligns related entities and
relationship instances, but also related classes and relations. The goal of PARIS is to
discover and link identical entities automatically across ontologies. It was designed
such that no training data or parameter tuning is needed. PARIS does not use any
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kind of heuristics on relation names and therefore it is able to align relations with
completely different names. However, a downside of PARIS is that it is not able
to deal with structural heterogeneity. This is a major problem, because most RDF
knowledge bases (or data sets in general) are structured differently from each other,
since they have been developed by different data engineers [RB01].

Madhaven et. al. developed a system called Cupid [MBR01] which is used to
discover an alignment between RDF knowledge bases based on the names of the
schema elements, data types, constraints and structure. It combines a broad set of
techniques of various categories (e.g. instance-based, schema alignment, etc.). The
system uses an linguistic and structural approach in order to find a valid alignment.

3.1.2 Web API Alignment

Some work is already been done regarding the alignment of datasets of different
formats. However, only the DORIS system [KVP15a; KVP15b] has focused on the
alignment of RDF knowledge bases and RESTful Web APIs so far.

RDF and RESTful Web APIs

The core idea of DORIS is to build upon the schema and structure of an existing RDF
knowledge base containing instances and facts about these instances. First, the sys-
tem sends some probing requests to a chosen Web API. It uses label information of
instances as its predefined input relation for Web APIs. However, this is not always
the appropriate input parameter for a Web API since some APIs, for example, expect
DOIs or ISBNs as input parameters.

One key assumption of the DORIS system is that it is more likely to find infor-
mation on well-known, popular or famous entities (e.g., famous actors, acclaimed
books, or big cities) via Web APIs calls than for unknown entities. Additionally,
Koutraki et al. assume that RDF knowledge bases contain more facts (triples) for
well-known entities and therefore rank the entities of the input class by descending
number of available facts. While this is a reasonable approach for open-topic knowl-
edge bases like YAGO1, WikiData2 or DBpedia3, it is likely to fail for domain-specific
knowledge bases. Furthermore, this assumption does not apply to all types/classes
in a knowledge base, as for example for publications the number of facts stored by
a knowledge base is often determined by the meta data of that publication, not by
its popularity (unless citations etc. are stored). In contrast to this DORIS, the ap-
proach presented in this thesis picks randomly chosen entities of a knowledge base.
This is done to prevent the entities from being very similar to each other and thus
increase the probability of an response. For example, assuming that a Web API only
responds to entities with a specific publisher, e.g., Springer. If entities are selected in
any non-random way, e.g., according to the amount of facts like in the DORIS sys-
tem, it is possible that no entities with publisher Springer are included, and the Web
API cannot respond. As a consequence no aligning can be done and the approach
will be unsuccessful.

DORIS normalizes values by lower casing strings, ignoring punctuation, and
reordering the words in alphabetical order. A benefit of this approach is that a pair-
wise comparison of all combinations of RDF knowledge bases and Web API values

1https://www.mpi-inf.mpg.de/departments/databases-and-information-systems/
research/yago-naga/yago

2https://www.wikimedia.de/projects/wikidata/
3https://www.dbpedia.org/about/

https://www.mpi-inf.mpg.de/departments/databases-and-information-systems/research/yago-naga/yago
https://www.mpi-inf.mpg.de/departments/databases-and-information-systems/research/yago-naga/yago
https://www.wikimedia.de/projects/wikidata/
https://www.dbpedia.org/about/
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3.1. Alignments 43

is no longer necessary. A relation and a path are considered as a match if the cor-
responding values are exactly equal after normalization. Therefore, the system can
use an efficient merge-join algorithm. Normalized values of the paths and relations
are sorted in alphabetic order. Afterwards, the two lists can be merged to produce
the relation-path matches. This stands in contrast to our approach since, as stated
previously, a single method is not suited to compare all various data types. The limi-
tations of DORIS become clear when examining, for example, author names or titles.
Names are often abbreviated and the matching approach will fail because DORIS
performs an exact match on the normalized names. Similar problem will arise when
examining other data values containing typos or minor differences. In contrast the
approach in this thesis uses a set of similarity methods and picks randomly chosen
entities of a knowledge base.

Wrapper Inference

The problem of aligning RDF knowledge bases and Web APIs shares similarities
with various other fields [RB01; BMR11; KVP15a] like schema alignment, query dis-
covery and wrapper inference approaches. Wrapper inference approaches [Sen+08;
NCA12] face similar problems as alignment systems from other fields. Senellart et
al. [Sen+08] present an approach which uses domain knowledge (concept names
and instance data) in order to identify the input of form fields. They assume that
there are no specifically required fields in the form. However, this does not apply
to the majority of Web APIs, since most have a mandatory parameter. Afterwards
the structure of the data behind the form fields is aligned with concept names by ex-
ploiting the semantics of form fields and Web tables (e.g. labels, table headers, etc.).
Since paths in Web API responses do not always have a clear or any semantic at all,
path semantics cannot be used. Derouiche et al. [NCA12] also use domain knowl-
edge to extract data from Web sources. Additionally, they use for every concept (e.g.
date) a form of regular expression. Since users have to specify these expressions, this
approach significantly raises the manual effort and the needed knowledge.

3.1.3 Benchmark Systems

The increasing number of schema/ontology alignment systems demands a uniform
evaluation approach. The Ontology Alignment Evaluation Initiative (OAEI) is an
international initiative to forge such an approach. The OAEI hosts several tracks
targeting alignment issues. Currently, the OAEI uses two systems to compare the
results of alignment systems.

One of these systems is MELT [HPP19], a toolkit for ontology alignment devel-
opment, fine-tuning, packaging, and evaluation. It can be used by developers to
analyze the performance and errors of their alignment systems. It is a powerful tool,
since it can be integrated into the process of an alignment system and makes a de-
tailed analyses possible. However, the integration into the alignment process makes
the system complex to use in contrast to ETARA.

The second system used by the OAEI is HOBBIT [RKN20]. It provides a GitLab
instance which can be used to upload alignment systems in form of Docker images
and define the metadata of benchmarks. The evaluation of the provided alignment
system is performed on the servers of the HOBBIT platform. However, a clear down-
side is the complex set up and deployment. A user of this platform must have basic
understanding of Docker, how to build an image and how to integrate HOBBIT.
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The advantage on the other side is that HOBBIT provides a very detailed evaluation
possibility and comparison with other systems tested on the HOBBIT platform.

A system that was used by the OAEI until 2020 is SEALS [WGN12]. It is one
of the best-known benchmark platforms for link discovery. The output of SEALS is
the alignment between two ontologies using the Alignment API [Dav+11] format4.
However, the Alignment API is not a suitable format for aligning RDF databases
and APIs since API responses are (usually) not in a triple format. An additional
drawback of SEALS is that it was not designed to scale and is not able to deal with
datasets that demand a distributed processing.

Moreover, the success of benchmark systems is strongly linked to the usability
and how well they are able to visualize the evaluation results and thus create a suit-
able and easy interpretation of the results. In most cases alignments are measured
only in terms of precision, recall, and f-measure. As stated in [Iva+17], these mea-
sures give a good overall assessment but they do not allow for a more detailed analy-
sis. Hence, it is often difficult to determine the individual strengths and weaknesses
of alignment systems relying only on precision and recall.

The state-of-the-art visualization that addresses these problems is called Align-
ment Cubes [Iva+17]. It provides an interactive visual environment for the compar-
ative exploration and evaluation of multiple alignments at different levels of gran-
ularity. Additionally, it provides a compact way to visualize multiple alignments,
since ontologies tend to become rather large and complex. To prevent information
overload the approach supports multiple complementary views.

Other approaches are VOAR [STV17; SSV14] or SILK [Vol+09; SHK13]. However,
in contrast to Alignment Cube, the visualization of VOAR and SILK tends to clutter,
especially with large ontologies, and is only able to visualize the alignment between
two ontologies, but not multiple ones.

Naturally, there are also alignment systems [DR02; Maß+11; GPF21a; GPF21b]
that provide a visualization of their results. The problem, however, is that the visual-
izations are often very specific to the systems themselves and a comparison between
systems becomes difficult.

The benchmark systems and visualizations mentioned above are all specialized
on RDF alignments and are therefore not suitable as benchmark systems for align-
ment systems that focus on RDF databases and Web APIs. Koutraki et al. [KVP15a],
state that APIs seem to be a sweet-spot between making data openly accessible and protect-
ing it. Extending RDF databases with live data collected by APIs, e.g., by integrating
missing titles, allows improving the data quality. In contrast to traditional alignment
systems, the alignment of RDF databases and APIs brings new challenges.

Since Web APIs mostly expose their data in the form of JSON responses, tra-
ditional RDF alignment approaches are not possible. Instead, Web API responses
(typically formatted in a tree structure like JSON or XML) are interpreted as graphs.
The paths are interpreted as relations and the values as literals. Works like the one
of Koutraki et al. interpret JSON objects as nodes or entities to align relations with
each other. Other work such as that of Zeimetz and Schenkel [ZS21] is based on
aligning the full path to a literal, for example the title of a publication, with the rela-
tions of an RDF database. To determine similarities between the paths and relations
or the JSON values and literals and thus to determine an alignment, string similarity
methods are mostly used.

4https://moex.gitlabpages.inria.fr/alignapi/

https://moex.gitlabpages.inria.fr/alignapi/
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3.2 Federated Query Engines

The combination of different LDF interfaces to answer SPARQL queries is focus of
many publications [Abd+17; CTK15; GS11; HS12; MSH17; SN14; Sch+11c]. With the
development and distribution of additional LDF interfaces (e.g. TPF interfaces or
brTPF interfaces), new challenges arise. One challenge when using TPF interfaces
is the limited expressiveness and the higher client-side load. Therefore, different
source selection strategies have to be developed for federations of TPF interfaces.

3.2.1 Traditional Federations

Approaches for traditional federated systems [HS12; SN14; MSH17], consisting of
SPARQL endpoints, also focus on the selection of relevant sources.

Many traditional federated query processors such as FedX [Sch+11c; Sch+11b],
ANAPSID [Aco+11], SemaGrow [CTK15] and SPLENDID [GS11] rely on heuristics
and dynamic programming. While dynamic programming is a reasonable approach
to tackle complex optimization problems, lightweight and, hence, fast heuristics
might not lead to an optimal execution plan. However, as stated by [GN14], a down-
side of dynamic programming consists of the vast amount of possible query plans
and, therefore, is very expensive.

FedX [Sch+11c; Sch+11b] represents one of the first federated systems that pro-
posed a novel join processing strategy for heterogeneous RDF knowledge bases,
targeting to minimize the number of requests. To achieve this one step consists
of grouping triple pattern that can be exclusively evaluated at a single SPARQL
endpoint. However, since its proposal, further systems have been developed and
introduced additional or more fine-grained techniques to only request the needed
endpoints while not loosing coverage.

The system proposed by Görlitz et al. is denoted as SPLENDID [GS11]. Görlitz
et al. state that one of the biggest differences between traditional database systems
and Linked Open Data systems (i.e., SPARQL endpoints) is the missing provision
of detailed data statistics for estimating the costs of query. In contrast to FedX and
other systems, SPLENDID therefore relies on VOID statistics, which provide such
data. However, according to the evaluation of Charalambidis et al. [CTK15], the
query plans created by SPLENDID can sometimes require an order of magnitude
less data to be fetched from the remote endpoints in order to prepare the same final
results than FedX. However, SPLENDID is generally slower than FedX.

Another federated query processor is SemaGrow [CTK15]. It exploits metadata
about the endpoints of a federation to optimize the query execution. The goal was
to find an approach produces optimal plans in many situations but introduces little
processing overhead and proposes a suitable fall back strategy in case no meta data
is available. According to the evaluation of SemaGrow, it outperforms SPLENDID
and it is either on a par or much faster than FedX.

DARQ [QL08] is a query engine for federated queries and proposes a novel ap-
proach that builds a cost-effective query plan based on service descriptions that de-
scribe the capabilities of a SPARQL endpoint. Moreover, it uses query rewriting
techniques and a cost-based query optimization to speed-up query execution.

However, these systems have become obsolete over time since they work with
SPARQL endpoints only and do not support the full range of LDF interfaces and
their restrictions. In addition, aspects such as data overlap and data quality are not
considered in the created query plans.
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Adaptive and Robust Query Processing

It is also important to consider unforeseen (partial) results. For example, it may
be the case that a different query plan is significantly more efficient after the first
results have been obtained. A query processor should therefore be able to react to
such circumstances. This aspect is called adaptive or robust query processing.

As stated by Wiener et al. [WKG09], robust query processing tackles the problem
of overcoming an inefficient query execution performance caused by planning errors
and unexpected runtime conditions.

ANAPSID collects information about the used ontologies of an endpoint to de-
compose queries into sub-queries. It proposes adaptive physical operators to pro-
duce answers as soon as responses from available remote sources are received. The
main contribution of ANAPSID is the introduction of a physical SPARQL operators
that detect when a source becomes blocked or data traffic has a spike. As a result,
the query processor can adapt to the newly achieved information and modifies the
current query plan on-the-fly to request first the available (not blocked) endpoints.

Another system is denoted as ADERIS. It manages an intermediate storage that
allows bound values to be adaptively passed to other data sources, to reduce the
amount of retrieved data. Moreover, it introduces an adaptive join reordering strat-
egy, for which a cost model is defined. Additionally subsequent queries are opti-
mized to retrieve further data from data sources.

A disadvantage of all adaptive query processors listed above is that they only
work on SPARQL endpoints. The different levels of expressiveness for heteroge-
neous federations and the different granularities of statistics provided for each LDF
interface make it impossible to adapt these approaches to LDF interfaces in many
cases. In addition, aspects such as data overlap and data quality are not considered
in the created query plans.

Data Summaries and Indices

To assist the source selection and cost estimations, some systems use indexes, data
summaries, and other pre-computed profile features.

HiBISCuS is a system proposed by Saleem and Ngomo [SN14] which uses a
novel type of data summaries for SPARQL endpoints that relies on intersections
of the authority fragment of IRIs and ASK queries. Moreover, the system models
SPARQL queries as directed labelled hyper graphs. While those systems produce
good results for SPARQL federations, they cannot be used for TPF interfaces since
they do not support ASK queries and other aspects.

Next to HiBISCuS, CostFed [Sal+18] is an index-assisted federation engine for
federated query processing. Similar as HiBISCuS, CostFed utilizes a source selection
algorithm based on labelled hyper graphs. Additionally, it introduces a cost-based
query planning approach which makes use of cardinality estimations for triple pat-
terns and join operations. CostFed was able to outperform ANAPSID, SemaGrow,
SPLENDID, HiBISCuS, and FedX.

The works of Montoya et al. [MSH17] and Azzam et al.[Azz+22] additionally
consider characteristic sets to support the source selection or propose them as an
extension. Characteristic sets capture statistics about sets of entities using the same
set of predicates. These sets can be used to determine a suitable join-ordering of
basic graph pattern queries.
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The work of Montoya et al. [MSH17], denoted as Odyssey, exploits characteris-
tic sets and statistics for representing links among datasets while guaranteeing re-
sult completeness. Odyssey is able to estimate the sizes of intermediate results and
uses dynamic programming to produce an efficient query execution plan with a low
number of intermediate results.

However, the biggest challenge with characteristic sets is the creation of the in-
dices. Hence, Heling et al. [HA23] proposed an approach based on the work of Neu-
mann and Moerkotte [NM11] that estimates accurate statistical profile features based
on characteristic sets based on a random sampling approach of the original dataset.
They proved the usability of characteristic sets in federated systems by proposing a
federated query planning which leveraged feature estimations based on characteris-
tic sets to improve source selection. However, while characteristic sets have proven
excellent for grouping triple patterns and thus querying selected endpoints, they
cannot be used to predict the degree of overlap between the data sets.

A disadvantage of the indices used in this section is that they do not contain
any information about the quality of the data or the overlap of the RDF knowledge
bases used. Hence, those approaches can not be used for large federations with
a high degree of overlap, since a lot of redundant data will be requested, and for
federations with a endpoints providing a low reliability in their data.

Knowledge Base Overlap

As stated in many publications [FKL97; VP98; Sal+13b; RN07; Ble+06], endpoints
from the same domains often overlap in their data, resulting in many redundant
responses being collected. The foundation for using overlap information to imple-
ment a better source selection was already laid around 1997 by the works of Florescu
et al. [FKL97] and Vassalos et al. [VP98]. Florescu et al. have shown each source is
categorized into one or more domains, that sources for the same domain(s) overlap
in their information and that those overlaps can be used for better source selection.
In contrast, Vassalos et al. outlined the challenges in utilizing overlap statistics for
query answering and better source selection.

The system BBQ [HS12] focuses on selecting only relevant sources to enable an
efficient query processing. They proposed an overlap-aware strategy for selecting
sources for each triple pattern of a query using extended ASK operations that result
in summaries in the form of Bloom filters. The goal is to achieve the same recall as
an existing federation while querying fewer data sources.

Saleem et al. [Sal+13a] extend three well-known query processor (DARQ [QL08],
SPLENDID [GS11], and FedX [Sch+11c; Sch+11b]) with a duplicate aware compo-
nent and evaluate this extensions against the original query processors. As expected,
the evaluation shows that this approach can greatly reduce the number of queries
sent to the endpoints without while maintaining a high recall. Hence, approach
ranks the sources based on novel contribution to the query result. Additionally,
sources that are below a predefined threshold are ignored. Clearly, the threshold is
very important and, hence, a user has to define a suitable threshold in order to keep
a high recall. Furthermore, other quality aspects such as reliability of the sources is
not incorporated into the query planning.

The approach of Salloum et al. [Sal+13b] is based on the fact that for queries with
a large number of sources it is not always possible or takes a very long time to crawl
all sources. To avoid this problem, the sources are sorted according to their coverage,
cost, and overlaps. This approach is more generalized, as it considers a wide variety
of sources.



3.
R

E
L

A
T

E
D

W
O

R
K

3.
R

E
L

A
T

E
D

W
O

R
K

3.
R

E
L

A
T

E
D

W
O

R
K

48 3. Related Work

Chokshi et al. [Cho+06] developed, similar to our approach, methods for estimat-
ing size, relevance, and overlap that are necessary to support collection selection.
They use a sampling method to learn pair-wise overlaps between text collections.
Since this work focuses on text collections, it cannot, in contrast to our work, use
indexes that increase the performance of query plans.

3.2.2 Heterogeneous Federations

The first drafts regarding linked data fragments and the standardization of the var-
ious interfaces for the provision of linked data have emerged only recently. For this
reason, heterogeneous federation is still a relatively young field and there is cur-
rently only a limited amount of work dealing with it.

Regarding heterogeneous federations, Heling et al. [HA22a] proposed an ap-
proach that addresses the challenges of SPARQL query processing over federations
with heterogeneous LDF interfaces (i.e., TPF interfaces, brTPF interfaces, SPARQL
endpoints, etc.). Further, they proposed a framework for querying heterogeneous
federations focusing on query decomposition, planning, and physical operators.

Cheng et al. [HLP17; CH20; CH22a; CH22b; CH23] followed a more formal ap-
proach and generalizeable approach since they cover a wider range of LDF inter-
faces. Additionally, they proposed a first formalization to model LDF federations
and a corresponding cost-model.

Even though these approaches are promising and deal, above all, with the wide
range of possibilities of various interfaces (i.e., level of expressiveness), they did
not focus on two important aspects, that are focus of this thesis: First, the authors
do not attempt to remove redundant data sources, but only identify and exclude
data sources whose data is not included in the final query result. Second, these
approaches do not consider the reliability of the individual data sources and the
corresponding reliability of the query result.

Furthermore, the works of Heling et al. [HA22b; HA20] propose a novel cost- and
robustness-based query optimization (CROP) strategy and, hence, focus on multi-
ple aspects of robust query processing techniques for federations. They proposed a
novel cost model that is applicable for a broad spectrum of LDF interfaces. Hence
they incorporated server, network and client costs in their cost model, to cover all
cost aspects of LDF interfaces.

A disadvantage of of the strategies and systems listed in this section is that they
only focus on performance aspects but do not consider data quality aspects such
as the data reliability of the used LDF interfaces. Moreover, strategies as proposed
by BBQ (i.e., a combination of ASK queries and Bloom filters) can not be applied for
heterogeneous federations, since TPF or brTPF interfaces do not support that level
of SPARQL expressiveness.

3.2.3 Hybrid Federations

Only few works focus on combining knowledge bases and Web APIs in a (hybrid)
federations. For example, Quilitz et a. proposed with DARQ [QL08] the first feder-
ated query processor which technically included Web APIs since it also incorporates
sources with limited access patterns. A limited access pattern describes that a source
requires some variables in a query in order to be requested successful. For example,
a wrapper that transforms results from a Web form into RDF may require some in-
put values. However, the limitation of DARQ is that the used sourced returned data
in RDF format, which is not the case with most Web forms for example.
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Preda et al. [Pre+10; Pre+09] have developed a framework named ANGIE for
generating queries to encapsulate RESTful Web APIs during query execution. Their
query generator composes sequences of requests to Web APIs and integrates this in-
formation into the query result. Moreover, their method aims to reduce the number
of requests to retrieve results with sufficient recall. While ANGIE prioritizes fast and
promising Web API calls, there is no guarantee that all requests will be answered.

Romero et al. [Rom+20; RPS20] extended ANGIE so that it identifies only those
API calls that are guaranteed to deliver answers. This extension focuses on a mini-
mum number of API calls and is, hence, does not provide any methods to identify
and filter incorrect data from the query result.

3.3 Data Quality

As stated in chapter 1, with access to more data on the Web, it is becoming increas-
ingly important to evaluate the quality of the data.

As already described in Section 2.1, there are six data quality dimensions con-
sidered in literature. Most publications, like this work, mainly deal with the dimen-
sions of completeness (also known as coverage or recall) and accuracy (also known
as precision). The survey of Zaveri et al.[Zav+15] gives a broad overview of qual-
ity assessment techniques but does not tackle the challenge to incorporate quality
aspects into a query processor.

First, we will give a short overview of the most related works incorporating re-
liability and coverage aspects into their approaches. Thereby, we first focus on Web
APIs (i.e., data lakes) and afterwards introduce quality-aware query processor for
LDF interfaces.

3.3.1 Web APIs and Data Lakes

Heling and Acosta [HA22c] proposed a work focusing on taking various utility as-
pects into account during source selection, which include aspects such as the reli-
ability or latency of an endpoint. Their selection process considers only endpoints
that satisfy the user’s reliability requirements. A downside of this approach is that
excluding unreliable data sources may not always be possible since no other sources
may be available.

Most works considering data quality aspects like reliability as optimization goal
are based in the data lake domain. Some works [Ali+18; Zen+03] consider several
data-oriented quality aspects for query processing and the usage of Web APIs.

Alili et al. [Ali+18] show how data lakes can be leveraged to answer user queries,
taking into account the quality of the services and respecting the (time and mone-
tary) budget set by users. The quality of service computation is based on Zeng et
al. [Zen+03], where the service selection considers multiple criteria, such as price,
reliability, availability, etc. and is solved using linear programming methods.

The mentioned works only select individual sources and compositions to retrieve
missing information in a query result. This makes the reliability calculations consid-
erably easier since the authors assume that the data provided is complete. However,
if the data of the underlying Web APIs is incomplete, additional requests to other
Web APIs may be needed to increase the coverage and reliability of the integrated
data snippets.
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3.3.2 Linked Data Fragment Interfaces

For traditional SPARQL endpoints, Olaf Hartig proposed tSPARQL [Har09] which is
an extension allowing to query trust weighted RDF graphs. The author extended an
RDF knowledge base by a trust function that maps all triples contained in a knowl-
edge base to a trust value. Hence, tSPARQL provides a possibility to query only
trustful data based on a trust value provided by a user.

Although this approach sounds promising, it is only a filter that removes un-
trustworthy information from the query result. One of the contributions of this the-
sis consists in the use of multiple (possibly unreliable) sources to obtain reliable data
by performing a majority vote.

The only works combining LDF interfaces and Web APIs that focus on reliability
are the work of Preda et al. [Pre+10; Pre+09]. They have developed a framework
(ANGIE) for generating queries to encapsulate RESTful Web APIs during query ex-
ecution. Their query generator composes sequences of requests to Web APIs and
integrates this information into the query result. Their method aims to reduce the
number of requests to retrieve results with sufficient recall. While ANGIE prioritizes
fast and promising API calls, there is no guarantee that all requests will be answered.

A downside of ANGIE is that erroneous information from Web APIs cannot be
detected since they only remove untrusted sources, even if they may provide some
correct information.
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4.1 Motivation

As stated in the introduction (chapter 1), there is a non-ignorable amount of datasets
that are not available via LDF interfaces. The vast amount of open data sources are
still only accessible through RESTful Web APIs, e.g., CrossRef, Semantic Scholar,
Springer Nature, ArXiv, IMDB and more.

Connecting RDF knowledge bases with the data behind RESTful Web APIs can
extend the data of knowledge bases and therefore significantly improve existing in-
telligent applications. As a motivating example, we consider dblp1, a bibliographic
database of computer science publications. It accommodates different metadata
about publications, e.g., titles, publisher names, and author names, and is also avail-
able as RDF knowledge base2.

Note that even if dblp is a highly curated bibliographic database it misses infor-
mation for several entities, e.g., affiliation names for many authors. Furthermore, as
already described in chapter 1, RDF knowledge bases and Web APIs can be used to
create a hybrid federation which can be queried by users (see figure 4.1).

SPARQL
Endpoint

Hybrid
SPARQL Client

SPARQL Client

Web API

Web API Web API

Alignments

alignments are based on

a knowledge baseSPARQL Query
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FIGURE 4.1: Overview of an hybrid federation.

Missing information from RDF knowledge bases can be supplemented with in-
formation from Web APIs. Hence, if an entity is missing information such as an
affiliation name, a Web API can be requested and the missing information can be
extracted from the external sources and integrated into the query result. Hence, ex-
tending dblp with missing information from Web APIs like CrossRef, or SciGraph
can improve these applications. Additionally, the combination of RDF knowledge
bases and Web APIs can be used to identify contradictory or erroneous data and, if
necessary, correct it or notify users.

However, before the data from Web APIs can be used to extend an RDF knowl-
edge base, first a corresponding request must be formulated. As presented in the
preliminaries (see chapter 2) Web APIs usually can not process SPARQL queries or
single triple patterns but rather respond to GET requests. Hence, information about
the requested data is added to the URL, under which the Web API is accessible (e.g.,

1https://dblp.uni-trier.de/
2More details about the used data sets and APIs can be found in appendix A

https://dblp.uni-trier.de/
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www.example.com/api?q=). However, identifying which predicates in a RDF knowl-
edge base lead to values that can be used to request a Web API is not trivial but an
important aspect. So far, the current state-of-the-art alignment system [KVP15a] re-
quires a user to manually specify, which predicate leads to suitable values to request
a Web API.

Moreover, to combine RDF knowledge bases and Web APIs the data schemas of
both must be aligned with each other. “Aligning” describes the process by which
relations and classes from a knowledge base are mapped to relations and entities
from external sources, thus creating a mapping between the local and the external
data schemas. A short example of this process is presented in figure 4.2.

ex
:a

ut
ho

re
dB

y

"How to SPARQL"ex:title

"2022"

ex:year

RDF Graph

pub:p1

ex:id
"123"

rd
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e

ex:Publication

ex:name "John Doe"

ex:Person

auth:a2

rdf:type

API Response

au
tho

r

label
"How to SPARQL"

facets

"2022"
value 0

"John Doe"
name

1
"Computer Science"

value

Mappings / Alignments

ex:title = label

The edges and nodes in yellow represent a path in each graph

ex:authoredBy.ex:name = author.name

FIGURE 4.2: Example of an alignment.

As introduced in the preliminaries of this thesis (see chapter 2), knowledge bases
consists of triple and most Web API responses are in JSON format. Hence, finding
an alignment between predicates, classes and entities of a knowledge base and JSON
data is not straightforward. JSON does not contain any class or entity information,
as shown in figure 4.2, which is why only predicates can be aligned to the data (i.e.,
paths) of a Web API.

Predicates in a RDF knowledge base have a specific semantic and are presented
in form of a URL. Traditional JSON responses are formatted as tree, as shown in
figure 4.2 and contain paths that lead to its values, e.g., the yellow path from the root
via the edge with label “label” to the corresponding values. To align predicates of a
RDF knowledge base with the data of Web APIs, the paths need to be interpreted as
relations. Next, for a predicate like ex:title with value “How to SPARQL” a path is
searched for that points to the same value. By doing so, a predicate-path alignment
(also denoted as mapping) can be identified.

To identify predicate-path alignments, the current state-of-the-art alignment sys-
tem [KVP15a] only uses a single string similarity method. However, a single simi-
larity method is not suited to compare different kinds of data, for example, ORCIDs
require exact matching, ISBNs and names can be represented in different formats.
This leads to a high precision alignments with a low recall.

Moreover, note that paths can also consists of several predicates or edges as
displayed by the yellow paths displayed in figure 4.2. Here, not only ex:title
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is mapped to label but also the path consisting of ex:authoredBy and ex:name is
aligned with the path author and name.

This procedure has to be done for multiple entities in a RDF knowledge base. In
the example, presented in figure 4.2, additional publication entities next to ex:p1 are
used to find alignments between the predicates of a knowledge base and the path of
a API response. The more often the same alignments are found for different entities,
the higher the confidence in the found alignments.

4.1.1 Contribution

This chapter presents FiLiPo [ZS21] (Finding Linkage Points), a system to automat-
ically discover alignments between the predicates of RDF knowledge bases and the
paths of RESTful Web API responses, denoted as predicate/path alignments. We
omit aligning classes because classes and types (in terms of semantic classes, e.g.,
IRIs) do not exist in typical Web API responses.

FiLiPo is designed to work with Web APIs that only return information for the
requested entity (e.g., publication, author, movie, actor, etc.). This can be a response
containing all information that a Web API stores about the requested entity, or a
more granular Web API that only returns a single piece of information, e.g, the title
of a publication. Web APIs that have a similar behavior to search engines, i.e., return
the most similar k results, are not considered.

Our contribution in this chapter is twofold: (1) FiLiPo is the first aligning system
that automatically detects what information from a knowledge base has to be used
as input for a Web API to retrieve responses. Thus users of FiLiPo only require in-
formation about a knowledge base (e.g., class names) but no prior knowledge about
the Web APIs’ data structure which significantly reducing manual effort. A user
only needs to specify the number of requests sent to a Web API in order to keep the
approach simple. (2) FiLiPo uses fifteen different string similarity metrics and a gra-
dient boosting classifier to find an alignment between the schema of a knowledge
base and that of a Web API.

4.1.2 Chapter Overview

The remainder of this chapter is structured as follows: First, the challenges of classic
alignment systems are addressed, as well as new challenges, arising from the combi-
nation of RDF knowledge bases and RESTful Web APIs. Subsequently, the basic def-
initions from chapter 2 are extended, and the underlying data model is introduced.
Next, section 4.4 gives an overview of the FiLiPo system and the components it con-
sists of. The individual components of FiLiPo are explained in detail in section 4.5.
This is followed by an evaluation of the system and a summary of the results.

4.2 Challenges

This thesis addresses three challenges during the alignment of knowledge bases and
Web APIs: (1) Identifying suitable input values to request data from Web APIs, (2)
finding a mapping between the predicates of a knowledge base and the paths in a
JSON response and (3) identifying if the response of a Web API matches the request.
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4.2.1 Identification of Input Values

As explained in section 2.3.1, to request data from Web APIs a suitable input value
must be used. Hence, the first challenge is to determine which input values (e.g.,
DOI, etc.) have to be sent to a Web API to retrieve a valid response. A valid response
is one that contains information about the requested entity. In contrast, invalid re-
sponses contain information about similar entities (e.g., a list of most similar search
results) or an error message. Note that the user has to specify the URL and the pa-
rameter of an API (e.g., www.example.com/api?q=). When a resource is requested
that is unknown in the database of a Web API, the API can respond in several ways.
The classic case is that it returns an HTTP status code (e.g., 404). The more compli-
cated case is a JSON response that contains an error message or returns information
on a “similar" resource (e.g., with a similar DOI). This cannot be easily distinguished
from a “real" response, which contains data about the requested resource.

4.2.2 Determine Suitable Predicate-Path Alignments

An alignment between the schemata of a Web API and a knowledge base is deter-
mined by collecting several responses from an API and comparing this information
with the one stored in a knowledge base. Semantically equal data values between
API responses and knowledge base entities are denoted as (sample) matches (e.g.,
the match of a DOI value). In order to determine such matches, the second challenge
is that the same value may be represented slightly differently in the knowledge base
than in the Web API (e.g., names with and without abbreviated first names). Hence,
the comparison needs to apply suitable string similarity methods.

Most similarity methods have different strengths and weaknesses. For exam-
ple, Levenshtein distance is good for comparing the title of a paper or movie, but
performs poorly when comparing names of authors or actors since names are often
abbreviated and first and last names may be in different order. Hence, a suitable
similarity method needs to be determined automatically for each type of data.

A special case of this challenge is comparing identifiers, e.g., ISBNs. Identifiers
need to be equal in order to yield a match. However, the ISBN of a book can be
written in different forms (e.g., 978-3-551-35401-3 or 9783551354013) but should
be considered equal. For this reason, a simple check for equality is not sufficient,
otherwise possible alignments are lost. Note that identifiers with different formats
and spellings (e.g., IBANs or tax numbers) also exist in other domains.

Furthermore, some data values are contained in a Web API response several
times, e.g., year values. In this case, they may represent a different piece of infor-
mation, e.g., some bibliographic Web APIs respond with data containing references
and citations of a paper, which often include author names and publication years.
During the matching process, care must be taken as to which information is matched.
Just because the values match, they do not form a valid match (e.g., matching a pa-
per’s author names with the author names of the paper’s references). Hence, the
semantics and structure of the paths need to be considered, but Web API responses
do not always have a clear or a directly resulting semantics.

4.2.3 Identification of Valid API Responses

Finding a match between the information in an RDF knowledge bases and Web APIs
can be particularly problematic if Web APIs respond with information similar to the
requested one. For example, a request for a book with the title “Some example Title”
may lead to an API response for a book with the title “Some Title”. The information
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from the Web API and the RDF knowledge base may overlap, especially for values
that appear in many entities (e.g., year). Thus, the fourth challenge is to check if Web
APIs respond with the requested information. Koutraki et. al [KVP15a] state that if
knowledge bases and Web APIs share the same domain, it is likely that the data of
their entities overlap. This means that if the information stored behind the Web API
and in the knowledge base overlaps sufficiently, the API has probably responded
with the requested record.

However, this alone is not sufficient since the Web API may also respond with
an error as described in section 2.3.1. In the best case, the API responds with the
HTTP status code 200 OK or with an HTTP error code (e.g. 404 Not Found). In the
worst case, the server responds with a document containing an error message. In
this case the system cannot easily detect that some input values did not lead to a
(successful) response. Hence, a suitable method must be determined to distinguish
between valid responses and error responses.

4.3 Data Model

In this section the preliminaries (see chapter 2) are extended and the corresponding
data model is introduced. This means that the relevant aspects of RDF knowledge
bases and Web APIs (i.e., predicates and paths) are formally introduced.

Since the objective of this chapter is to connect the schema of RDF knowledge
bases with the data schema of RESTful Web APIs, a special focus is laid on the pred-
icates of a knowledge base and the paths of a Web API response. Since Web API
responses do not contain classes and types (in the sense of RDF or Semantic Web),
they cannot be aligned with each other and therefore only the alignment of the pred-
icates and paths remains.

4.3.1 (Identifier) Predicates

For the scope of this chapter, the predicates of an RDF knowledge base can be di-
vided into two classes: regular and identifier predicates.

ex:authoredBy

ex:name

"How to SPARQL"

ex:authoredBy

ex:authoredBy

ex:title

ex:id
"Sven Svenson"
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"2021"
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FIGURE 4.3: An example based on the RDF knowledge base shown
in figure 2.2.
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The first class described as regular predicates are used to describe attributes of an
entity, such as ex:title, which refers to the title of a publication, or ex:name, which
refers to the name of an author in figure 4.3.

The second class of predicates are so-called identifier predicates. Some knowl-
edge bases contain globally standardized identifiers such as DOIs, IBANs (Interna-
tional Bank Account Numbers), tax numbers and others. We will call predicates that
are used to refer to such identifiers, e.g., ex:id in figure 4.3, as identifier predicates.

Note that Web APIs are typically invoked using global identifiers, which are typ-
ically stored as literals in an RDF knowledge base. Therefore, for the remainder of
this thesis, we will only discuss predicates that point to literals. Nevertheless, the
same principle can be applied to predicates referencing entities/objects, so the gen-
erality is not limited.

In addition, it is possible to navigate through the graph, starting at any entity s,
to any value o, that is somehow connected to the entity s, by following the predicates
of a knowledge base. This results in a path of predicates to o starting at s, which can
be formally described as follows:

Definition 4.3.1: Predicate (Paths)

Given an RDF knowledge base G, if (s, p, o) ∈ G, we say that s and o are
in relation p, or formally p(s, o); in other words, there is a path from s to o
via predicate p. Further, we write p1.p2.....pn(s, o) to denote that there are
triples that each have pi (with i ∈ {1, 2, ..., n}) as predicate and that form a
chain with initial subject s and final object o. In the following we will refer
to p1.p2.....pn(s, o) as predicate-value path and denote with |p1.p2.....pn| the
depth/length of the path.

For example, in figure 4.3 the predicate ex:year(p1,"2022") describes the path
from the entity pub:p1 to the value "2022". Further, a more complex predicate-value
path of length 2 is described by ex:authoredBy.ex:name(p1,"Sven Svenson"). In
this case, starting at pub:p1, the predicate ex:authoredBy is iterated to the entity a1
and then further via the predicate ex:name to the value "Sven Svenson" is iterated.

As mentioned before, the second class or category of predicates is the set of iden-
tifier predicates. Often, RDF knowledge bases use well-known and established on-
tologies to model their data. Ontologies are a formal way to describe taxonomies,
classifications, hierarchies and more. One of the most used ontologies is the so called
Web Ontology Language3 (OWL). In simple terms, OWL is an extension of the RDF
language and provides among others special classes to mark identifier predicates
(i.e., owl:InverseFunctionalProperty). Hence, some RDF knowledge bases use
this class to indicate that a predicate is a identifier predicates as follows:

1 prefix rdf:<http://www.w3.org/1999/02/22-rdf-syntax-ns\#>
2 prefix owl:<http://www.w3.org/2002/07/owl#>
3 prefix ex:<http://www.example.com/schema#>
4

5 ex:id rdf:type owl:InverseFunctionalProperty

LISTING 4.1: Example how to mark a predicate as identifier predicate.

3For more information see https://www.w3.org/2007/OWL/wiki/RDF-Based_Semantics.html

https://www.w3.org/2007/OWL/wiki/RDF-Based_Semantics.html
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However, many RDF knowledge bases do not provide this information or have
not integrated this information into their data model, which is why identifier pred-
icates cannot be determined so easily. Hence, we introduce a method to determine
identifier predicates in a RDF knowledge base.

Identifiers are only bound to a single entity and should therefore be unique.
However, since real-world knowledge bases are created by humans and also (par-
tial) automatically by machines, identifier predicates are often error-prone, which
is why some identifier values may appear more than once. Such errors often oc-
cur in automated processes, but duplicates can also slip into manually checked RDF
knowledge bases. Therefore, predicates p that model identifier predicates have the
constraint that their inverse predicate (p−1) are “quasi-functions”, i.e., their inverse
predicates have a high functionality. Many works [KVP15a; SAS11; Hog+10] have
used the functionality to determine identifier predicates. More formally:

Definition 4.3.2: Identifier Predicate

Given an RDF knowledge base G and a predicate p. The predicate p is denoted
as identifier predicates iff yields f unc(p−1) ≥ θid ∈ [0, 1] with

f unc(p−1) :=
|{x : ∃y : p(x, y)}|
|{(x, y) : p(x, y)} .

We denote Uid(G, θid) ⊂ U as the set of all identifier predicates in an RDF
knowledge base G according to the threshold θid.

As described before, RDF knowledge bases can be erroneous and contain mul-
tiple times the same identifier. Hence, we define a threshold named thetaid to iden-
tify potential identifier predicates. Therefore, every predicate p contained in G with
f unc(p−1) ≥ θid is denoted as identifier predicate.

Note that for the scope of this thesis, we ignore identifier predicates that are
composed of multiple predicates4. An example of this is a predicate with the name
ex:doiPrefix and ex:doiSuffix which refer to the values “10.1007” and “/978−
3− 030− 82472− 3_18” respectively. Together, the two predicates result in the DOI
of a publication, i.e. “10.1007/978− 3− 030− 82472− 3_18” and therefore serves as
an identifier for a single publication.

4.3.2 Response Paths

In order to find valid alignments between RDF knowledge bases and RESTful Web
APIs, the information in the Web API responses has to be compared with all val-
ues of an entity stored in a knowledge base (entity record), which information was
previously used to request the Web API. Since Web API responses do not contain
entities, classes and types (in the sense of RDF, or Semantic Web), the corresponding
entities, classes and types of a knowledge base cannot be aligned. Hence, only paths
in the API response that lead to leafs (literals) have to be considered. This results
in a set of paths starting at the root of the API response to its leafs. This is formally
described as follows:

4In traditional database systems this is known as a composite key.
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Definition 4.3.3: Path Value Pair

Given a Web API response in form of a complete instantiation R we will write
p1.p2.....pn(o) to denote that there is a path p1, p2, ..., pn in R from the root of
the response to the leaf o using the path labels p1, p2, ..., pn. In the following
we will refer to p1.p2.....pn(o) as path-value path and denote with |p1.p2.....pn|
the depth/length of the path.

To clarify this definition, a response, also denoted as a complete instantiation, R
of a Web API is shown in figure 4.4. As a reminder, a complete instantiation (see defi-
nition 2.3.4) is divided into input and output edges. The dashed path shown in green
with the label paperId describes the input edge (i.e., pre-condition). This means that
the paperId is the information that must be contained in the (GET) request to the
Web API. All other paths in figure 4.4 describe output edges (post-conditions), and
the node in red describes the root element of the response tree5. The leaves of a path
are always shown in blue in this figure and are at the lowest level.
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Web"
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"Computer
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FIGURE 4.4: An example of a Web API response (modeled as com-
plete instantiation).

The path label("How to SPARQL") describes the path from the root of the API
response to the leaf "How to SPARQL" via the path label.

4.3.3 Path Variations

There are three different kinds of path-value paths that exist in Web API responses:
(1) regular paths (2) fixed paths and (3) branching paths.

Regular paths are paths that do not contain any numeric enumeration. An exam-
ple is the path label("How to SPARQL") or paperId("123") shown in the figure 4.4.
The alignment of the predicate path ex:title from the knowledge base presented
in figure 4.3 and the path label is therefore easy to determine and is denoted as
regular mapping. Note that more details about the alignment process itself will be
introduced in section 4.5.

5As described in chapter 2.3.1, the API responses considered in this thesis have a tree structure
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Unlike regular paths, non-regular paths (i.e., fixed paths and branching paths)
contain a numeric enumeration. This enumeration is created by using (JSON) ar-
rays in API responses. An example is the path facets or author, which lists two
facets (publication year and the corresponding conference name) and two authors
of a publication (with index values 0 and 1). The example shown in figure 4.4 is
represented as a JSON response like the following example:

1 {
2 "paperId": 123,
3 "title": "How to SPARQL",
4 "facets": [
5 {
6 "value": "2020"
7 },
8 {
9 "value": "ESWC2020"

10 }
11 ],
12 "genres": [
13 {
14 "value": "Computer Science"
15 },
16 {
17 "value": "Semantic Web"
18 }
19 ],
20 "authors": [
21 {
22 "name": "Sven Svenson"
23 },
24 {
25 "name": "John Doe"
26 }
27 ]
28 }

LISTING 4.2: The complete instantiation R as JSON response.

In the response from figure 4.4 and listing 4.2, we assume that the path facets.0
always points to the year of publication and facets.1 always points to the genre of
publication. Hence, it would make sense to align the predicate path ex:year to the
path facets.0.value. Since the numeric index is always the same, we denote this
path as a fixed path and, moreover, the alignment of ex:year and facets.0.value
as a fixed path mapping.

In contrast to facets, genres is filled in arbitrary order with genres of a pub-
lication (i.e., “Computer Science” and “Semantic Web”). Furthermore, the RDF
knowledge base presented in figure 4.3 stores only a single genre via the predicate
ex:genre. We cannot simply align the predicate path ex:genre with a fixed path,
e.g., genres.0.value, since we would lose possible genres. Hence, we need to align
ex:genre with the path genres.*.value. We use the asterisks symbol to denote a
so called branching path which indicates that all index values (e.g., 0 and 1) need
be used for the alignment. An alignment between a predicate path and a branching
path is denoted as branching path mapping.
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Since definition 4.3.3 does not cover the use of the asterisks symbol, we extend
the definition as follows:

Definition 4.3.4: Branching Path

Given a Web API response in form of a complete instantiation R we will write
p1. ∗ .p2...pn(o) to indicate that p1 points to an (JSON) array object with several
entries in arbitrary order. To indicate a branching path the asterisks symbol
(i.e., *) is used instead of the numeric index in paths. Additionally, we write
ppre f ∗ to indicate a path ppre f . ∗ .psu f that has ppre f as prefix and p as suffix,
with a branching path separating the two parts.
The same logic can be applied to predicate-value path in a knowledge base G
to denote a branching path.

In support of the above definition, the RDF knowledge base from figure 4.3 ref-
erences multiple authors for the entity pub:p1 via the predicate ex:authoredBy. In
RDF knowledge bases, it is common for predicates to be used multiple times by an
entity (e.g., ex:authoredBy by the entity pub:p1). The logic of a branching path ap-
plies here as well. Moreover, the array authors used in the response presented in
figure 4.4 and listing 4.2 is filled in arbitrary order with authors.

Hence, to align the author names of the RDF knowledge base presented with
the corresponding response paths all author entities and objects need to be aligned
with each other. Therefore, the above definition is used and the predicate path
ex:authoredBy.*.ex:name is aligned with response path authors.*.name.

4.4 System Overview

We will first give an overview of the system components to better understand how
FiLiPo works. The corresponding architecture, shown in figure 4.5, is divided into
two main components: (1) the Alignment Core and (2) the Identifier Extractor. Addi-
tionally, the system uses a set of configuration files to manage knowledge bases and
Web APIs that will be used for the alignment process.
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FIGURE 4.5: Overview of FiLiPos System Architecture.
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4.4.1 Identifier Extractor

The Identifier Extractor is used to derive identifier predicates (e.g., DOIs, ISBNs,
ISSNs, etc.) contained in a knowledge base. As explained in section 4.3, since real-
world knowledge bases may be noisy and contain errors, a perfect inverse func-
tional predicate is unlikely. Hence, we determine identifier predicates by searching
for predicates with a functionality greater or equal to 0.99.

In case for a predicate yields that the inverse predicate has a functionality greater
or equal to 0.99, the system assumes that the predicate describes an identifier. It is
important to determine the identifiers of a knowledge base because the FiLiPo sys-
tem uses several similarity methods that are inappropriate to compare identifiers
since they allow too much variance in the values (e.g., n-grams or -shingles). There-
fore, in cases an identifier predicate has to be aligned, a special similarity method
(i.e., a gradient boosting classifier) is used. The reason for this distinction is because
identifier values (e.g., an ISBN) can also have different spellings or formats (for ex-
ample, with and without a hyphen). However, this is explained in more detail in
section 4.4.3 and section 4.5.

4.4.2 Alignment Core

The Alignment Core consists of three components; the Alignment Processor, the
Similarity Methods and the gradient boosting classifier (GB Classifier).

The Alignment Processor interacts with the other components to determine a
correct alignment. The Similarity Methods and the GB Classifier are used to-
gether by the Alignment Processor to compare values of an entity record and a
Web API response.

The Similarity Methods consist of the methods provided by the string similar-
ity library developed by Baltes et al. [Bal+18]. This similarity library uses three types
of similarity methods: (1) equal, (2) edit and (3) set-based. An overview of the types
and used similarity methods can be found in table 4.1.

TABLE 4.1: Overview of used similarity methods.

Type Similarity Methods

Equal Equal, Equal Normalized, Tokken Equal, Token Equal Normal-
ized

Edit Levenshtein, Levenshtein Normalized, Damerau-Levenshtein,
Damerau-Levenshtein Normalized, Optimal-Alignment,
Optimal-Alignment Normalized, Longest-Common-
Subsequence, Longest-Common-Subsequence Normalized

Set-Based Jaccard Token, Jaccard Token Normalized, Sorensen-Dice Toke,
Sorensen-Dice Token Normalized, Overlap Token*, Overlap
Token Normalized*, Jaccard n-grams, Jaccard n-grams Nor-
malized, Jaccard n-grams Normalized Padding, Sorensen-Dice
n-grams, Sorensen-Dice n-grams Normalized, Sorensen-Dice
n-grams Normalized Padding, Overlap n-grams*, Overlap n-
grams Normalized*, Overlap n-grams Normalized Padding*,
Jaccard n-shingles, Jaccard n-shingles Normalized, Sorensen-
Dice n-shingles, Sorensen-Dice n-shingles Normalized, Over-
lap n-shingles, Overlap n-shingles Normalized



4.
FI

L
IP

O
4.

FI
L

IP
O

4.
FI

L
IP

O
4.

FI
L

IP
O

4.4. System Overview 63

String similarity methods of the equal category check for the equality of two
strings; as stated by Baltes et al. [Bal+18], edit-based methods (e.g., Levenshtein)
define the similarity of two strings based on the number of edit operations needed
to transform one string into the other. Set-based methods determine how large the
intersection of two strings is in terms of tokens (e.g., n-grams, n-shingles, etc.).

We excluded the overlap methods (marked with * in table 4.1) in the set-based
category since this method ignores word-orders and, hence, is too fuzzy and leads
to erroneous alignments (e.g., aligning a title and an abstract since they have in most
cases many tokens in common). By using this library, FiLiPo can use up to fifteen
different similarity methods with several variants.

4.4.3 Gradient Boosting Classifier

In addition to the set of similarity methods, the Alignment Processor uses a special-
ized method, i.e., a gradient boosting classifier (GB Classifier), to compare identi-
fier values. For example, to match an ISBN with a value returned by a Web API, the
values need to be semantically equal6.

As explained previously, identifiers can have several spellings and hence need
to be normalized before comparing, e.g., by removing hyphens in ISBNs. Using
fuzzy similarity methods like Levenshtein is inaccurate, but using equals is too strict.
Therefore, FiLiPo utilizes a gradient boosting classifier working on Flair [ABV18]
embeddings of identifiers to determine whether two (identifier) values are equal.

We use Flair embeddings instead of other embeddings since this framework
is character-based and therefore suits better for the comparison of two identifier
strings. A detailed explanation of the procedure of the classifier can be found in
section 4.5.3.

4.4.4 Configuration Files

There are two types of settings in FiLiPo. The first one (Global Settings) stores all
global settings, like the paths to output files and a set of various threshold values
(more in section 4.5).

The second setting (Data Management) stores information about RDF knowledge
bases and Web APIs. It is used to manage multiple data sources and therefore stores
the paths to registered knowledge bases (see listing 4.3) and the URLs under which
the registered Web APIs can be accessed (see listing 4.4). Additionally, the input
class (e.g., Publication) for every Web API that is used is specified.

1 "knowledgebases": [
2 {
3 "label": "dblp",
4 "source": "C:/Databases/dblp/dblp.nt",
5 "url": "C:/Databases/dblp/tdb/"
6 }
7 ]

LISTING 4.3: Overview of knowledge base management.

6Semantic equality is when two values are written slightly differently but still refer to the same
value, for example an ISBN with a hyphen (978-3-551-35401-3) or without (9783551354013).
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The input class describes the class of entities from the used knowledge base
whose facts are used to request information from the Web API. For example, the
Web API presented in listing 4.4 has the input class Publication and the values of
the input predicate id are used to request the Web API.

1 "webapis": [
2 {
3 "name": "Springer SciGraph",
4 "label": "scigraphDOI",
5 "parameters": [
6 {
7 "name": "q",
8 "type": "Publication"
9 }

10 ],
11 "url": "http://api.springernature.com/metadata/{format}?q={q}"
12 }
13 ]

LISTING 4.4: Overview of Web API management.

4.5 Schema Alignment

FiLiPo operates in two phases: The probing phase and the aligning phase. First, the
probing phase is executed. During this phase, FiLiPo sends various information
(e.g., DOIs, titles, etc.) to a Web API to determine which information the API re-
sponds to. Afterward, the aligning phase starts. The input of the aligning process
is the URL of the Web API (see, for example, figure 2.6 in chapter 2) and the cor-
responding input classes in the RDF knowledge base. An input class is a class of
entities that will be used to request the Web API. Next, the information returned
by a Web API is used to guess the Web API response schema and to determine an
alignment between the RDF knowledge base and the Web API.

4.5.1 Probing Phase: Overview

As already described in section 2.3.1, in this thesis we model Web APIs as function
definitions. The main problem is that it is usually not possible to tell from the name
of the input edge (pre-condition), e.g., q, or search, which predicate is to be used
in the knowledge base. Which predicate of the input class c is thus suitable for
instantiating the input edge of the function definition with suitable values (more
precisely, partial instantiate) is consequently unknown.

The probing phase, represented in algorithm 1, is used to identify a set ρc of
predicates, used by entities of class c, that reference to values which can be used to
request the Web API successfully (e.g., id). Furthermore, it takes as input a RDF
knowledge base G, a Web API in form of a function definition f , a corresponding
input class c and a number of initial requests np.

To represent algorithm 1 with an example (see figure 4.6), we assume that the
input class c of the Web API whose result is presented in figure 4.4 is Publication.
The illustrated fragment in figure 4.3 has six predicates to describe the metadata of
a publication, but the Web API only responds to an exemplary ID.
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Algorithm 1 FiLiPos Probing Algorithm denoted as probing(G, f , c, nr).

1: L← {p : ∃p(e, v) ∈ G with e is of class c, v is a literal and where |p| ≤ 2}
2: L← L \ {p : f un(p−1) < θid}
3: ρc ← ∅
4: for all p ∈ L do
5: Rp ← ∅
6: n← 0

7: while n < np do
8: e← randomEntity(G, c) ▷ Random selection of e ∈ G with class c
9: J ← α( f ) with p(e, v) ▷ Partial instantiate f with v as input

10: R← β(J) ▷ Model API response as complete instantiation
11: Rp ← Rp ∪ {R}
12: n ++
13: end while

14: for all R ∈ Rp do
15: if isError(R, Rp) then ▷ Check if R represents error response
16: Rp ← Rp \ {R} ▷ Remove all error responses
17: end if
18: end for

19: if Rp ̸= ∅ then ▷ Check if response is (not) empty
20: ρc ← ρc ∪ {p}
21: end if
22: end for

23: return ρc

The first step of algorithm 1 (see line 1) is to create the set L, that contains all
predicates that can be used as input predicate. Hence, all predicate paths of the input
class c, which for the example in figure 4.6 represents the class Publication, are first
collected up to depth 2. Additionally, predicate-value paths that do not reference to
literals (e.g., type or authoredBy objects) are ignored. This is done because usually
Web APIs need as input a literal value (i.e., numbers and strings) and not an entity,
represented as IRI.

Probing Relations

title

id
API

sending np initial
requests for each

relation
The API only
responds to IDs.
Otherwise it will
respond with
status code 404.

Relation Status

The status indicates whether it is a valid input parameter and futher requests will
be sent. In this example, title did not lead to valid responses.

FIGURE 4.6: Short example of the probing process.

Next, all predicates that are not identifier predicates are removed (see line 2).
This is done because there is no guarantee that a Web API will return the information
for the correct entity and thus leading to erroneous mappings. The predicate-value
paths remaining for this example are shown in listing 4.5.
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1 id: "123",
2 title: "How to SPARQL",
3 authoredBy.name: "John Doe",
4 authoredBy.name: "Sven Svenson"

LISTING 4.5: Input candidates for entity p1.

Afterward (line 4 until 6), the algorithm iterates over all (potential) input pred-
icate p ∈ L and a set Rp to store all responses, that are collected in the remainder
of the algorithm, is initialized. In the next step, np probing requests are send to the
Web API (line 7 until 13).

Hence, in line 8, a random entity, e.g., p1 of the knowledge base G with class
Publication, is selected (randomEntity(G,c)). Since the input class is Publication,
there is no point to probe the Web API with authors or conference information (e.g.,
author names or affiliation names). Since the entities with type of the given input
class are chosen randomly (i.e., uniformly), so are the corresponding input values
for each predicate as they are bound to the selected entity. As explained previously,
this is done to prevent the entities from being similar to each other and thus increase
the chances of selecting the type of entity to which the selected Web API reacts with
a (successful) response.

For example, suppose a Web API only responds to entities with a particular pub-
lisher, e.g., Springer. If entities are selected in a non-random way, e.g., according
to the number of facts, it is possible that no entities with the publisher Springer are
included, and hence the Web API will not respond, leading to the case that no align-
ment can be determined.

Line 9 represents the partial instantiation, which uses the value v of the input
predicate p to fill the used function definition f with (suitable) input values. The
corresponding partial instantiation and real-world request in the form of a GET re-
quest looks as presented in figure 4.7.

f1:

?ttitle

id

?id

?p

?q

?m

?r

queryapiMsg

result

J1

?ttitle

id

"123"

?p

?q

?m

?r

queryapiMsg

result

www.example.com/api?q= www.example.com/api?q=123

FIGURE 4.7: Example of a request J1 to a Web API modeled as func-
tion definition f1.

Afterward, the request is send to the API and the response, modeled as com-
plete instantiations and denoted as R, is retrieved and added to the set of collected
responses Rp, see line 10 and 11.

After np responses have been collected, a distinction must be made as to whether
these are valid responses, i.e. responses with the requested information, or so-called
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error responses. As described in section 2.3.1, a Web API can respond to a request
in a number of ways and, hence, line 14 until 18, deals with the identification and
removal of error responses.

In the best case, a Web API responds with the requested information and, there-
fore, responds with the HTTP status code 200 OK and sends back a response with
the requested data (i.e., a complete instantiation). Another case is that the Web API
responds with an HTTP error code (e.g., 404 Not Found) and no response is deliv-
ered. In the worst case, the server responds with a document containing an error
message (see listing 4.6).

1 {
2 "apiMessage": "The requested ressource could not be found.",
3 "query": "id:xyz",
4 "result": 0
5 }

LISTING 4.6: Example of a Web API error message.

In the last case, the system cannot easily detect that some input values did not
lead to a successful response and therefore will continue with the alignment phase
using the corresponding predicate. However, since this results in a considerable
increase of requests and runtime, it is important to identify error messages early. The
process of identifying an error response is explained in the next section in detail.

4.5.2 Probing Phase: Error Response Identification

Line 14 until 18 of algorithm 1 focus on the identification of error responses. Hence,
the system iterates over all responses of the probing phase and compares how simi-
lar7 they are to each other.

This procedure is based on the observation that error responses are always sim-
ilar or even the same, i.e., they usually contain the same error message or consist of
a generic error message in combination with the request value. An example of this
assumption is shown by the error response presented in listing 4.6. A similar be-
havior, i.e., response structure, could be observed in 2020 if using the Springer Web
API8. Today, they only respond with 200 OK when the requested data is found, but
this behavior was not always the default configuration.

The error response of a Web API always looks similar since a predefined template
is just filled with information about the request and a generic error message. The
only difference is in the field query since it will always contain the value that was
used to request the Web API.

In contrast, correct responses are very different from each other since they con-
tain information about various different entities. As a result, an error response is de-
termined by counting how often a response is similar (by using the Levenshtein dis-
tance) to other responses. The one that is most similar (e.g., the similarity is greater
than 0.80) to other responses is considered an error message. Hence, all responses
similar to the identified error response will be removed from Rp, and all predicates
ρc that have not received valid responses will no longer be considered as valid input
predicates. Hence, unnecessary requests are prevented during the alignment phase.

7Note that this part of the algorithm is abbreviated with the function isError().
8http://docs-dev.springernature.com/docs/

http://docs-dev.springernature.com/docs/
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Finally, the alignment phase begins, considering only the set ρc of predicates that
led to valid response (e.g., in figure 4.6 only predicates with a green check mark
will be used in the next phase). The aligning phase is divided into two parts: (1)
determining candidate alignments and (2) determining the final alignments.

4.5.3 Aligning Phase: Candidate Alignment

This phase takes as input the set of valid input predicates ρc, previously identified
by algorithm 1, a knowledge base G and a function definition f .

Algorithm 2 FiLiPos Candidate Alignment Phase.

1: Apin ← ∅ ▷ Stores candidate alignments

2: for all pin ∈ ρc do

3: i = 0
4: while i < na do
5: e← randomEntity(G, c, pin) ▷ Random selection of e ∈ G with class c
6: G(e)← {p(e, l) : p ∈ G where ∃l s.t. p(e, l) ∈ G with |p| ≤ 2}
7: Rv ← β(α( f )) with pin(e, v) as input value

8: M← ∅ ▷ Search for mappings in G(e) and Rv
9: for all p(e, o) ∈ G(e) do

10: for all p′(o′) ∈ Rv do
11: if ∃δmax s.t. δmax := max({δ : δ(o, o′) ≥ θstr with δ ∈ ∆sim}) then
12: M← M ∪ (p(e, o), p′(o′), δ)
13: end if
14: end for
15: end for

16: if overlap(G(e), Rv, M) ≥ θolap then ▷ Check for enough overlap
17: Apin ← Apin ∪M
18: end if

19: i ++
20: end while
21: end for

22: return Apin

First, algorithm 2 creates a set, denoted Apin , which is used during the execution
of the algorithm to store all identified predicate-path mappings for the next step.

Next, at line 2 until 4 of algorithm 2, for each input predicate pin ∈ ρc, na addi-
tional requests are send to the Web API. For each request, a random entity e with
(input) class c is chosen from the knowledge base G (see line 5).

Afterward, FiLiPo retrieves a set set containing all information of the entity e
stored in the RDF knowledge base G, denoted as G(e) (see line 6). The set G(e) con-
tains predicate-value paths of the form p(e, l) where p can denote a path consisting
of multiple predicates, e.g., p = p1.p2...pn. Like Koutraki et al. [KVP15a] we take
only facts into account up to depth two. This depth was chosen since facts that have
a higher distance to the focused entity e are usually not relevant anymore. To include
information where entities are connected to other entities in only one direction, in-
verse predicates, e.g., p−1, are also included.

In the next step, FiLiPo calls the Web API with values v described by pin(e, v) ∈
G(e) and stores the response in Rv (see line 7). Note that Rv denotes the complete
instantiation of a Web API that is requested with the corresponding input value v
given by pin(e, v) ∈ G.
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The next step is to find all predicate-path mappings M between G(e) and Rv (see
line 8-15 in algorithm 2).

The response Rv encodes information from the response as path-value pairs of
the form p′(o′) where p′ is the path in the response from the root to the value o′. Note
that p′ can be a path of multiple components, e.g. p′1.p′2...p′n(o′). All predicate-value
paths p(e, o) ∈ G(e) are compared to all path-value pairs p′(o′) ∈ Rv.

ex:authoredBy(pub:p1,auth:a1)

ex:title(PaperEnty,"How to SPARQL")

ex:year(pub:p1,"2020")

ex:authoredBy.ex:name(pub:p1,"Sven Svenson")

Knowledge Base Paths (G(e)):  Web API Paths (Rv):

label("How to SPARQL")

authors.0.name("Sven Svenson")

facets.0.value("2020")

authors.0.name("John Doe")

Matches (M):

(1) ex:title(...), label(...), Levensthein

(3) ex:authoredBy.name(...),
     authors.0.name(...), Jaccard

(2) ex:year(...), facets.0.value(...), Equal

FIGURE 4.8: Fragment of a knowledge base sample (G(e)) and a Web
API response (Rv).

Figure 4.8 presents an example for the title predicate. The colored lines repre-
sent comparisons between the values; the red dotted lines denote invalid matches,
and the green line represents a valid match. For each pair (p(e, o), p′(o′)), a suit-
able similarity method is determined. If o or o′ is a URI, it is important that they
are compared with equals as URIs are identifiers and hence only the same if they
are identical. The same applies to numbers, as even a small variance in the value
produces a completely different result, e.g. the publication year 2022 or 2023.

In all other cases FiLiPo uses a set ∆sim of fifteen different similarity methods9

with several variants since one string similarity method is not sufficient to compare
several data types. The method δ ∈ ∆sim returning the largest similarity of o and v
is considered (temporarily) to be a suitable method to compare both values and is
stored for the later process.

We used the string similarity library developed by Baltes et al. [Bal+18] since
it contains all major similarity methods, divided into three categories: equal, edit
and set based. Since fuzzy methods are not appropriate for identifier predicates and
comparing them for equality would be too strict, identifier predicate in Uid(G, θid)
are therefore compared with a gradient boosting classifier working on Flair [ABV18]
embeddings. We use Flair embeddings since this framework is character-based and
therefore suits better for the comparison of identifier values. Once the best similarity
method has been determined, and if it yields a similarity of at least θstr, the triple
(p(e, o), p′(o′), δmax) is created and added to the set of predicate-path mappings M.

If enough predicate-path mappings M are found, it is assumed that an input
entity e and the Web API response overlap in their information (the overlapping
information is highlighted in figure 4.8 in blue) and that the Web API has responded
with information about the requested entity. We compute the overlap by dividing
the number of predicate-path mappings |M| by the number of entries of the smallest
entity record G(e) or Rv.

Lastly, as shown in line 16-18, if the overlap is greater than a threshold θolap, the
overlap is considered sufficient, and the mappings M will be added to Apin (an exam-
ple of overlapping values/paths is presented in blue in figure 4.8 and an example
of the set Apin is given in figure 4.9). This set represents predicate-path mappings
found for the input predicate pin. If not enough matches are found, it is assumed

9All used similarity methods are listed in our manual at https://github.com/
dbis-trier-university/FiLiPo/blob/master/README.md

https://github.com/dbis-trier-university/FiLiPo/blob/master/README.md
https://github.com/dbis-trier-university/FiLiPo/blob/master/README.md
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that the Web API has responded with information about a different entity; in this
case, any matches found between the records must be ignored.

However, this implicitly means that you need a certain overlap so that you can
align an RDF knowledge base and Web API with each other. On contrast, it is a
well-known observation [FKL97; VP98] that sources for the same domain(s) overlap
in their information. Hence, for most combinations of RDF knowledge bases and
Web APIs this should not be a challenge. In addition, if both sources have almost no
overlap the overlap threshold θolap can simply be reduced for this combination.

4.5.4 Aligning Phase: Final Alignment

Afterward, Apin is used to determine the final alignment. For each predicate in Apin

the best predicate-path mapping on the Web API side is searched (if existing). As
mentioned in Section 4.3.3, there are three different kinds of paths (mappings) that
exist in Web API responses: (1) regular paths mappings (RM) (2) fixed paths (FPM)
and (3) branching paths mappings (BPM).

The simplest mapping is that of predicates and paths without branching paths,
e.g. title and label in figure 4.8, see (1). However, for matches of paths that contain
an index value (e.g., (2) and (3) in figure 4.8) we need to identify if the corresponding
match needs to be modeled as fixed path mapping or branching path mapping.

As explained before in section 4.3.3, in case of a fixed path, every entry of an
array contains a different type of information and, hence, each different index value
need to be mapped to one specific predicate. As example, in figure 4.4, the path
facets.0.value("2020") always denotes the year of the publication, whereas the
path facets.1.value("CIKM2020") denotes the conference name. Therefore, match-
ing either ex:year or ex:genre from the RDF knowledge base presented in figure 4.3
to facets.*.value is incorrect and should be prevented.

In the case of a branching path map, e.g., the author.*.name of figure 4.4, to align
the author names of the RDF knowledge base presented with the corresponding
response paths all author entities and objects need to be aligned with each other.

Confidence Score of Mappings

This section explains how to determine whether a mapping is a regular, fixed path
or branching path mapping. Therefore, various methods are introduced, which are
used to calculate the confidence of a mapping (type).

ex:title(pub:p1,"How to SPARQL"), label("How to SPARQL"), Levensthein

ex:authoredBy.ex:name(pub:p1,"Sven. Svenson"), authors.0.name("Sven Svenson"), Jaccard

ex:title(pub:p3,"Another Title"), label("Another title"), Levensthein

ex:authoredBy.ex:name(pub:p1,"John Doe"), authors.1.name("John Doe"), Jaccard

Example Counting
ex:title, label, Levensthein, 90

ex:year, facets0.value, Equal, 85

ex:authoredBy.*.ex:name, authors.*.name, Jaccard, 50

ex:year(pub:p1, "2020"), facets.0.value("2020"), Equal

ex:year(pub:p3, "2019"), facets.0.value("2019"), Equal

multiple
branching

paths

Example for Aρ in

only a single
index is used
(fixed path)

(regular mapping)

(fixed path mapping)

(branching path mapping)

FIGURE 4.9: Example fragment of Apin .

If a path p′ does not contain an index values (i.e., its not a fixed or branching
path), we deal with the case of a regular mapping. An example of a regular mapping
is title and label in the set Apin in figure 4.9. If the mapping between p and p′

occurs frequently enough in Apin , it is assumed that it is a valid mapping. To do this,
a confidence score must first be determined as follows:
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Definition 4.5.1: Regular Mapping Confidence

Given is a (regular) mapping (p, p′) consisting of a predicate-path p and a
response path p′ without an index value. The confidence score of (p, p′) is
determined by

confRM(p, p′) =
|{(p(e, o), p′(o′)) : (p(e, o), p′(o′), δ) ∈ Apin}|
|{(p(e, o), p′′(o′′)) : (p(e, o), p′′(o′′), δ) ∈ Apin}|

.

Note that we ignore the used similarity method to determine the confidence
score, since the confidence of the mapping (p, p′) is independent from the method
and should be only grounded on how frequent the mapping could be observed.

If p′ contains a branching path, we need to determine if a predicate p and a Web
API response path p′ are fixed path or branching path mappings. An example of
a fixed path is the path facets.0.value in the set Apin in figure 4.9. To indicate
the year, the Web API response always uses the same path, so the first entry in the
facets array describes the year of publication. To ensure that a predicate path p and
a response path p′ are a valid fixed path mapping, a confidence score for this match
is determined. Hence, we calculate a confidence score for the mapping in a similar
manner as for regular mappings:

Definition 4.5.2: Fixed Path Mapping Confidence

Given is a mapping (p, p′) consisting of a predicate path p and a response
path p′ of the form p′ = p′pre f .n.p′su f where n ∈ N indicates an index value.
The confidence score of (p, p′) is determined by

confFPM(p, p′) =
|{(p(e, o), p′(o′)) : (p(e, o), p′(o′), δ) ∈ Apin}|
|{(p(e, o), p′′(o′′)) : (p(e, o), p′′(o′′), δ) ∈ Apin}|

.

In the above definition, n ∈ N denotes a fixed index found in a path p′. For
example, for the path facets.0.value we have n = 0.

In the case of a branching path map, e.g., the author.*.name, all author names
of the RDF knowledge base needs to be aligned to all author names in the Web API
response. In order to identify whether the mapping is a fixed path or a branching
path, we have to check if it is always the same index that is used or if the index
varies in values. A branching path is indicated by a varying index, such as the path
authors.n.name in figure 4.9. The reason is that the author is filled in arbitrary
order with author (names). Hence, if more than one index value was found for p′∗ it
is possible that (p, p′∗) is a branching path mapping. The corresponding confidence
score is calculated as follows:

Definition 4.5.3: Branching Path Mapping Confidence

Given is a mapping (p, p′) consisting of a predicate-path p and a response
path p′ of the form p′ = p′pre f . ∗ .p′su f where n ∈ N indicates an index value.
The confidence score of (p, p′) is determined by

confBPM(p, p′) =
|{(p, p′) : (p(e, o), p′(o′), δ) ∈ Apin}|

|{(p(e, o), p′′(o′′)) : (p(e, o), p′′(o′′), δ) ∈ Apin}|
.
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For the sake of simplicity, one aspect has yet not been considered in detail. Some
predicates can potentially be matched with multiple paths in the Web API response.
For example, the predicate indicating the publication year can be matched incor-
rectly with the path that leads to the publication years of an article’s references. To
mitigate such errors, a reciprocal discount is used, i.e., the number n of matches
found for a path p′ and a predicate p is discounted by the length difference of the
paths to n/|(len(p)− len(p′))|. Thus, paths with the same length (and potentially
the same structure) as the knowledge base are preferred. At the end, the final align-
ment set contains all valid matches found for the input predicate pin.

Identify Alignment

Next, this section introduces algorithm 3 that uses the previously introduced meth-
ods to identify the final alignment between a RDF knowledge base and a Web API.

Algorithm 3 FiLiPos Final Alignment.

1: A← ∅

2: for all (p(e, o), p′(o′), δ) ∈ Apin do
3: if ¬A.containsPredicate(p) then
4: p′max ← searchMostMapped(p, Apin)

5: if p′max = pre f .n.psu f with n ∈N then ▷ Check if paths contains branching path
6: if confBPM(p, p′max) > confFPM(p, p′max) ∧ confBPM(p, p′max) ≥ θolap then
7: A← A ∪ {(p, p′max)}
8: else if confFPM(p, p′max) ≥ θolap then
9: A← A ∪ {(p, p′max)}

10: end if

11: else
12: if confRM(p, p′max) ≥ θolap then
13: A← A ∪ {(p, p′max)}
14: end if
15: end if
16: end if
17: end for

18: return A

First, a set A that is used to store the final alignments will be initialized. After-
ward, for every predicate (path) p for which at least one tuple (p(e, o), p′(o′), δ) in
Apin exists we determine the path p′max that was matched most often in Apin , regard-
less of which similarity method δ was used (see line 2 until 4).

Next, we check if p′max contains a branching path (see line 5). In case, p′max does
not contain a branching path we are in the case of a (possibly) regular mapping (see
line 11-15). To check whether it is a valid mapping, we calculate the confidence
confRM(p, p′max) and check whether it is higher than θolap. We reuse θolap based on
the assumption that the overlapping of records is also reflected in the overlapping of
predicates. In figure 4.9 (right side), it is shown that for title and year 90 matches
(using Levensthein) are found. Assuming that 100 requests are sent to the Web API
and all of them are answered, this results in a confidence score of 90

100 = 0.90 for this
match. If the score is greater or equal to θolap, it will yield a valid mapping and the
predicate-path match is added to the final alignment set A.

In case, p′max does contain a branching path (see line 5 until 11) we need to iden-
tify if p and p′max are a BPM or a FPM. Therefore it is checked if the path p′max
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only used one index value at the branching path or multiple different ones (see
Apin in figure 4.9, blue highlighted lines). If only one index value is found, it is
considered as FPM. Hence, the algorithm checks in line 6 if confBPM(p, p′max) is
greater than confFPM(p, p′max). Only if p′max contains more than one index value
confBPM(p, p′max) can be greater than confFPM(p, p′max). Additionally, we check if
confBPM(p, p′max) ≥ θolap.

In case that confBPM(p, p′max) is not greater than confFPM(p, p′max) we consider
(p, p′max) a potential FPM. Hence, we next check in line 8 if confFPM(p, p′max) ≥ θolap.
If the confidence score is greater or equal to θolap, it will yield a valid FPM and the
predicate-path match is added to the final alignment set A. In all other cases, the
match was not convincing and is therefore discarded.

4.6 Evaluation

In this section, we present the evaluation of FiLiPo. The corresponding implemen-
tation is publicly available on GitHub10.

First, we introduce the baseline system (DORIS [KVP15a]), the datasets used, and
how we determined a gold standard. Afterward, our assumptions about the users of
alignment systems are presented. Lastly, we present the results and configurations
of two performed experiments.

4.6.1 Datasets and Platform

As datasets for our evaluation we used three knowledge bases, seven bibliographic
Web APIs and two movie Web APIs. The first knowledge base is a RDF version of
the dblp11. The other knowledge bases are the Linked Movie DB12 and a self-created
RDF version of IMDB13, both containing movie information. The used APIs are Sci-
Graph 14, CrossRef 15, Elsevier16, ArXiv17, two APIs provided by Semantic Scholar18

(one with DOIs and one with ArXiv keys as input parameters) and the COCI API of
Open Citations19. All of these APIs respond with metadata about scientific articles.

To align the movie knowledge bases, we used the Web APIs of the Open Movie
Database (OMDB)20 and The Movie Database21. The Web API of OMDB responds
with metadata about movies, e.g., movie director and movie genres.

4.6.2 Gold Standard

As a gold standard22, we manually determined the correct predicate-path align-
ments for each suitable combination of knowledge base and Web API. Alignments
were ignored that could not be determined based on the data, but for which a human

10https://github.com/dbis-trier-university/FiLiPo
11provided by dblp: https://basilika.uni-trier.de/nextcloud/s/A92AbECHzmHiJRF
12http://www.cs.toronto.edu/~oktie/linkedmdb/linkedmdb-18-05-2009-dump.nt
13https://www.imdb.com/
14https://scigraph.springernature.com/explorer/api/
15https://www.crossref.org/services/metadata-delivery/rest-api/
16https://api.elsevier.com
17https://arxiv.org/help/api
18https://api.semanticscholar.org
19https://opencitations.net/index/coci/api/v1
20http://www.omdbapi.com
21https://developers.themoviedb.org/3/find/find-by-id
22Code and gold standard can be found at https://zenodo.org/record/4778531

https://github.com/dbis-trier-university/FiLiPo
https://basilika.uni-trier.de/nextcloud/s/A92AbECHzmHiJRF
http://www.cs.toronto.edu/~oktie/linkedmdb/linkedmdb-18-05-2009-dump.nt
https://www.imdb.com/
https://scigraph.springernature.com/explorer/api/
https://www.crossref.org/services/metadata-delivery/rest-api/
https://api.elsevier.com
https://arxiv.org/help/api
https://api.semanticscholar.org
https://opencitations.net/index/coci/api/v1
http://www.omdbapi.com
https://developers.themoviedb.org/3/find/find-by-id
https://zenodo.org/record/4778531
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may have been able to draw a connection. For example, sameAs predicates, in most
cases, cannot be determined automatically since the URLs may differ completely.

4.6.3 User Assumptions

We assume that users have no in-depth knowledge of the used Web APIs, but are
familiar with the structure of the used knowledge base and that. Moreover, we as-
sume users have domain knowledge and hence understand common data structures
from the genre of the knowledge base (e.g., bibliographic metadata). Additionally,
users can make further settings (e.g., changing the sample size) to fine-tune FiLiPo.

All Web APIs were executed with default settings, i.e., 25 probing with 75 addi-
tional requests (in total 100 requests) are made for every valid input relation. Since
dblp contains relatively few publications published by Elsevier, we set the number
of additional requests for Elsevier to 375.

4.6.4 Baseline System

Many systems [QCJ12; Dha+04] presented in section 3.1.1 work semi-automatically
with user assistance and are mostly designed for data of the same format. Some
of the systems exploit schema information, use semantics or “sameAs” relations to
find alignments. However, schema information rarely exists on the Web API side,
and using semantics or relations is difficult since API responses do not always have
clear semantics. Further, “sameAs” predicates are a concept of RDF and not present
in classical Web API responses. Thus, we only use DORIS[KVP15a] as a baseline.

We re-implemented DORIS for our evaluation since the original source code was
not available. It uses the label information of instances as its predefined input re-
lation for APIs. Since this is not always the appropriate input parameter for a Web
API (e.g., some APIs expect DOIs as input), we modified DORIS such that the input
relation can be specified by the user. Compared to FiLiPo, DORIS has an advantage
in the evaluation since it does not have to determine valid input relations for the
used APIs. In contrast to FiLiPo, these input relations must be specified by users,
so the runtime is shorter and there is no risk of alignment with the wrong input
relations. DORIS uses two different confidence metrics to determine an alignment:
the overlap and PCA [Gal+13] (Principal Component Analysis) confidence. We as-
sessed that the PCA confidence delivers better results for the alignment and hence
DORIS is able to match journal-related relations. Since most of the entities in dblp
are conference papers, journal-specific relations are lost when using the overlap con-
fidence. The downside is that a path that was found only once in the responses only
needs to match once to achieve a high confidence. In such cases, it is risky to trust
the match and hence a re-probing is performed, which increases the runtime con-
siderably since entities that share the matched relation are subsequently searched
and ranked. DORIS has been configured in order to send 100 requests to the APIs.
The threshold for the PCA confidence has been set to 0.1 based on a calibration ex-
periment similar to FiLiPo, testing several threshold values between 0.1 and 1.0 (in
steps of 0.1). With threshold 0.1, no erroneous alignments were made; recall was
significantly larger at 0.1 than with larger values.

4.6.5 Experiments

To find a suitable configuration (sample size and similarity thresholds) that works
for most Web APIs, we performed several experiments. FiLiPo uses two thresholds:
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the string similarity θstr and the record overlap θrec. To determine a combination of
both thresholds that provides good alignment results, we tested several combina-
tions of values for both thresholds (steps of 0.1) and calculated precision, recall and
F1 score. The found alignments had a very high precision for θstr between 1.0 and
0.5; recall was significantly better at 0.5. This is mainly due to the fact that data that
is slightly different (e.g., names) can still be matched. For large values of θrec, many
alignments are lost, because the data of a knowledge base and a Web API overlap
only slightly in the worst case. Here, a value of 0.1 to 0.2 was sufficient to prevent
erroneous matching. Hence, we used θstr = 0.5 and θrec = 0.1 in the experiments.

Regarding the sample size, we determined that 25 probing and 75 additional
requests (sample size of 100) are suitable for most Web APIs. However, since some
knowledge bases and Web APIs have few data in common, the sample size may
need to be adjusted (see figure 4.10).

FIGURE 4.10: Number of requests.

FIGURE 4.11: Execution time

Configurations

One current limitation of FiLiPo becomes clear when using IMDB. We had to set
the record overlap threshold from 0.1 to 0.3. This is because IMDB contains several
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relations with low functionality (e.g., movieLanguage) and hence incorrect matches
would be tolerated. In contrast, DORIS excludes all relations with a very low func-
tionality score from the alignment process. Hence, it prevents the result of erroneous
matches but also loses some (possibly important) matches.

Since FiLiPo pulls random records from a RDF knowledge base and uses them to
request a Web API, the alignments found may differ slightly between different runs.
Hence, the evaluation was performed three times for each combination of knowl-
edge base and API. The average runtime was approximately around 25 minutes. If
input relations are known, as it is the case for DORIS, the system needs no longer
than a few minutes since the probing phase is skipped. Note that the probing phase
is expensive in runtime because an API is requested a significant number of times to
determine valid input relations (see figure 4.11).

Experiment 1: Probing Phase

FiLiPo was able to identify all correct input relations for almost all Web APIs. The
only exception is the combination of IMDB and OMDB: IMDB contains a relation
named alternativeVersion to specify an alternative version of a movie title (e.g., a
director’s cut is an alternative version of a movie) which is a valid input for OMDB.
Of four possible input relations, it was able to identify all (alternative) title relations
(title, label and alternativeTitle) as input relation in all runs, but only deter-
mined in 60% of the runs the alternativeVersion as input. The reason for this
is that especially the alternative version of lesser-known movies are unknown to
OMDB. Hence, it can be summarized that in all cases a valid input was found but
only in 9 of 10 cases all valid input relations were found.

Experiment 2: Alignment

To evaluate the alignments, we used precision, recall and F1 score (see figures 4.13-
4.14). FiLiPo was able to achieve a precision between 0.73 and 1.00 and a recall
between 0.66 and 1.00. Values close to 1.0 were achieved mainly since there were
only a few alignments possible. However, even for more complex cases, FiLiPo was
able to achieve a precision most of the time above 0.90 and a recall over 0.80 in most
cases. The corresponding F1 scores for FiLiPo are between 0.69 and 0.95.

FIGURE 4.12: Precision results.
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FiLiPo outperforms DORIS in terms of precision in most cases and clearly in
terms of recall and F1. This is mainly caused by the two disadvantages of DORIS
discussed before: First, using for the alignment the entities with the most facts leads
to the problem that rare features of entities (e.g., a specific publisher like Elsevier) are
missed. As a result, it is not possible for DORIS to determine an alignment between
dblp and Elsevier’s Web API. Second, using only one similarity method results in
a relatively high precision, but is also too rigid to recognize slightly different data
(abbreviations of author names), thus leading to low recall.

However, DORIS was able to achieve better results using IMDB, mainly because
DORIS excludes all relations with a very low functionality from the alignment pro-
cess. This is also the reason why DORIS was significantly worse in terms of recall in
the other alignment tests. However, since OMDB responds with only a small amount
of information, in which no information with a high functionality was included, this
limitation does not have a negative effect but rather a positive one.

FIGURE 4.13: Recall results.

FIGURE 4.14: Results of F1 score.
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4.7 Summary

This chapter focuses on the schema alignment of RDF knowledge bases and the data
schema of RESTful Web APIs. The presented system, denoted as FiLiPo, automat-
ically discovers alignments between knowledge bases and Web APIs. A user only
needs knowledge about the knowledge base but no prior information about a Web
API’s data schema.

In contrast to the current state-of-the-art system DORIS, FiLiPo is additionally
able to determine valid input relations for Web APIs, which significantly reduces
manual effort by the user. The only exception is the combination of IMDB and
OMDB: IMDB contains a relation named alternativeVersion to specify an alter-
native version of a movie title (e.g., a director’s cut is an alternative version of a
movie), which is a valid input for OMDB. This input relation could only be deter-
mined in 60% of the runs as an input relation. However, it should be noted that this
is an alternative input and the actual input relation is described with title. By far,
not all films have a title that can be labeled with alternativeVersion but all films
have a relation title. In all cases, a valid input relation was found by FiLiPo, but
only in 9 of 10 cases all input relations were found.

FiLiPo was able to achieve a precision between 0.73 and 1.00 and a recall be-
tween 0.66 and 1.00. Even for complex cases, FiLiPo was able to achieve a precision
most of the time above 0.90 and a recall over 0.80 in most cases. Furthermore, our
evaluation showed that FiLiPo outperforms DORIS in terms of precision in most
cases and clearly beats DORIS in terms of recall. The approach of the baseline sys-
tem uses for the alignment process the entities with the most facts, which leads to
the problem that rare features of entities (e.g., a specific publisher like Elsevier) are
missed. In contrast, FiLiPo uses a random sampling technique that ensures an equal
distribution of all contained entities and entity variations (e.g., conference, informal
or journal publications). Moreover, using only one similarity method results in a
relatively high precision, but is also too rigid to map values presented in different
spellings. Therefore, DORIS loses recall in contrast to FiLiPo.
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5.1 Motivation

As described in the previous chapters, several alignment approaches [ZS21; KPV17;
SMJ19; Sch+19] have been developed with different strengths and weaknesses, mak-
ing them difficult to compare. Nevertheless, to be able to highlight different char-
acteristics and support the development of such systems, various benchmark sys-
tems [HPP19; RKN20; WGN12] have been developed.

As shown in chapter 4 the alignment of RDF knowledge bases and Web APIs
brings new challenges in addition to the traditional ones. Access to Web APIs is
usually realized by using HTTP GET requests and is restricted in terms of latencies,
timeouts between requests and a maximum number of requests (rate limit). As intro-
duced in section 2.3.1, HTTP GET requests contain (input) values such as an internal
ID or a movie title. If the requested information (e.g., actors in a movie) of the given
entity is unknown to the Web API, usually an HTTP error or a response containing
an error message is returned. This confronts alignment systems with the challenge
of filtering between valid and error responses. Moreover, traditional alignment chal-
lenges, i.e., how two different schemes can be aligned, remain as well.

While benchmark systems have been developed for several tasks, e.g. ontology
or schema alignment, there are no such systems for the alignment of RDF databases
and RESTful Web APIs. Benchmark systems clearly help during the development
and evaluation of an alignment system. However, current state-of-the-art bench-
mark systems [HPP19; RKN20; GCEGGP10; WGN12] are not able to cover specific
challenges that arise when aligning knowledge bases and Web APIs. Hence, re-
searchers of alignment systems, like we did in the evaluation of FiLiPo, use well-
known real-world Web APIs for their evaluation. Although this seems like an ap-
propriate approach, it prevents the reproducibility of the results since the data and
the schema of Web APIs will evolve over time, which makes results hard or even
impossible to reproduce and compare.

5.1.1 Contribution

The main contribution of this chapter is the ETARA [Zei+23] (Evaluation Toolkit
for API and RDF Alignment) benchmark system. ETARA was created to simulate
RESTful Web APIs and is able to cover all important characteristics of Web APIs,
i.e., latency, timeouts, rate limits and provides configurable response structures (e.g.,
JSON or XML). It was designed to be easy to use so that existing alignment systems
can easily integrate ETARA. It provides a set of knowledge bases (of different do-
mains, e.g., bibliographic, filmographic, etc.) and response structures that follow
the FAIR1 design principles. Moreover, it provides tools to create custom response
templates or modify the provided ones. It is designed as an open-source project and
can be deployed locally or on a server.

Additionally, it provides a well-known and established alignment visualization,
namely alignment cubes [Iva+17], that supports interactive views on different levels
of granularity. The target audience are developers and researchers of alignment sys-
tems that want to perform reproducible evaluations. Additionally, ETARA provides
a component to create gold standard alignments that can be used to evaluate the
results of alignment systems.

1FAIR stands for Findability, Accessibility, Interoperability, and Reuse. More information is pro-
vided under the following URL: https://www.go-fair.org/fair-principles/

https://www.go-fair.org/fair-principles/
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5.1.2 Chapter Overview

The rest of this section is structured as follows: Section 5.2 presents a set of use cases
and their core tasks. Section 5.3 gives an overview of the ETARA benchmark system
and its possibilities, whereas section 5.4 explains how users interact with ETARA
and perform a benchmark on existing alignment systems using an example scenario.

5.2 Benchmark Requirements and Tasks

Existing works [ANC15; LT07; PER11; SSV15] have identified tasks that support the
development of alignment systems. However, they focus only on classic alignment
systems between databases of the same format, e.g., ontology alignment systems.
None of the presented works focus on tasks needed to support the development of
alignment systems between knowledge bases and Web APIs. Hence, we identify
and present all the necessary tasks in this section.

5.2.1 Simulation of RESTful Web APIs

To support the development of alignment systems that focus on determining an
alignment between Web APIs and knowledge bases, a benchmark system needs
to be able to simulate Web APIs, including their characteristics and their response
structure. Hence, it has to cover all important characteristics of real Web APIs, i.e.,
latency, timeouts and more. In addition, users need to be able to control the more
complex behaviors of Web APIs, e.g., error and request management.

Regarding the error management, we identified during the development of FiL-
iPo three classes of how Web APIs deal with errors, e.g., if a requested resource is
unknown. In most cases, Web APIs return an HTTP status code. In other cases, an
empty response with some metadata about the request or a response that contains
an (HTTP) error message is returned.

Additionally, Web APIs have different response strategies. Most Web APIs re-
ceive a key value, e.g., a DOI, ISBN, etc., via an HTTP Get request. The requested
data is queried against a database. However, there are Web APIs that do not search
for exact values but return the most similar results. In other words, if information
about the movie “The Matrix” is requested, information about all movies that have
a similar title (e.g., “The Matrix Reloaded”) will be returned.

5.2.2 Customizable Response Templates

Web APIs differ not only in response time, rate limits, etc., but especially in the
structure of the response schema. Some Web APIs differ in their output formats
(e.g., XML or JSON). Additionally, some data providers offer very specialized Web
APIs that return only a single piece of information, such as the title of a publication
or the name of an actor, while other APIs provide all available data in their response
and thus require significantly more bandwidth and latency. Furthermore, the data
schema itself can be very heterogeneous. For example, some Web APIs return author
names as a single string, while other Web APIs differ between the first and last name.

Hence, a benchmark system must provide a component that allows the creation
of a response template that can be customized. It can be used to mimic the response
structure of existing Web APIs and their behavior, as well as to create specific chal-
lenging templates for alignment systems.
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5.2.3 Gold Standard and Alignment Visualization

To compare and analyze alignments and alignment systems, a suitable visualization
and a perfect alignment, denoted as the gold standard alignment, are needed. The
creation of a gold standard is a time-consuming task performed by an expert. Hence,
a benchmark system needs to provide suitable gold standard alignments and, in case
new alignments need to be created, a suitable component to supports the creation of
gold standard alignments.

Moreover, as described in the work of Ivanova et al. [Iva+17], core aspects of
benchmark systems cover an interactive visualization and exploration that supports
various views on different levels of granularity. Further, the visualization should
support the selection, combination and fine-tuning of alignment systems. It needs
to support the interactive development process of alignment systems and provide
information about the strengths and weaknesses of the systems.

5.2.4 Providing Reproducible Evaluations

The target audience of alignment benchmarks are developers and researchers of
alignment systems that want to perform reproducible evaluations. Using existing
real-world Web APIs to evaluate alignment systems is not a viable option since their
behavior, or their database may change over time, or they may be discontinued.

For many existing alignment systems, e.g. the baseline system DORIS used in
chapter 4, reproducible results are not possible because the used Web APIs no longer
exist, or the data has changed significantly. Hence, a benchmark system has to pro-
vide a set of databases and a configurable component for simulating Web APIs, in-
cluding all their characteristics, e.g., latency, rate limits and response structures. The
corresponding evaluation results can be reproduced since configurations can be doc-
umented and data sets are publicly available.

5.3 Toolkit Overview

ETARA is a benchmark system that supports the development of alignment systems.
First, we present an overview of the configuration possibilities provided by ETARA
to simulate Web APIs. Afterward, the Apache FreeMarker template engine will be in-
troduced, which is used to create response templates that are dynamically filled with
requested data. To evaluate the quality of alignments, we will give an overview of
the used alignment cube visualization and, lastly, introduce a gold standard component,
which can be used to manually craft gold standard alignments.

5.3.1 Requirements and Configuration

To simulate Web APIs, several requirements needs to be met. First, ETARA needs
access to databases that represent the pool of available data for the simulated APIs.
Currently, ETARA is only able to process RDF knowledge bases, but this aspect will
be extended in the future. With the registration of the knowledge base, requested
information can be extracted and integrated into response templates.
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FIGURE 5.1: Knowledge base overview.

Knowledge Base Configuration

Figure 5.1 presents an exemplary overview of all knowledge bases registered in the
ETARA system. In the overview, some (but not all) information about each knowl-
edge base is displayed. First, the name or label of the knowledge base is displayed.
This represents the unique name of the knowledge base in the system and is used
to reference it, e.g., if a simulated Web API will use it as a data source. Moreover,
it displays the location of the stored index and the identifier map, which will be ex-
plained in detail in the next section. If users click the edit button, the detail view is
displayed, which is shown in figure 5.2.

FIGURE 5.2: Knowledge base detailed view.

The detail view (of the dblp knowledge base) gives access to a few configuration
options of a knowledge base, e.g., source files, index paths, and the location of the
identifier map. The path field describes the path to the knowledge base index (e.g.,
a TDB index2 or SPARQL endpoint). The source field points to the raw text file of
the dblp knowledge base (i.e., dblp.nt).

2A TDB index is an RDF index that is supplied with the Apache Jena framework and can be used
to persist and query RDF triples.
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Access to the raw data is needed for two reasons: (1) The gold standard builder
and (2) the so-called identifier map. ETARA will parse the raw knowledge base at
the start and create an index containing various information, e.g., what predicates
exist and which of them are identifier predicates. Identifier predicates are, similar as
in chapter 4, determined by using the functionality presented in definition 4.3.2.

The provided gold standard builder needs these index files for several reasons,
which are explained in more detail in section 5.3.3. In addition to the created index,
ETARA initially generates a so-called identifier map. This is a mapping between the
predicates of the knowledge base and a short keyword. An example of an identifier
map looks as follows:

FIGURE 5.3: Identifier map of a knowledge base.

Typically, the suffix specifies the keyword (e.g., publishedBy in figure 5.3), but
this can be renamed by users, e.g., renaming P864 to ACMID3 in figure 5.3. The
identifier map is only created when ETARA is run for the first time, if it does not
already exist. The identifier map is needed later to fill the response templates of
the simulated APIs with data. For example, to specify that a title should be in-
cluded in a JSON response, simply use the keyword title instead of the long URL
<http://example/com/crossref/title>. More about identifier maps and response
templates can be read in section 5.3.2.

3An ACMID represents a paper ID of a publication published by ACM
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FIGURE 5.4: Configuration options of Web APIs.

Web API Configuration

After users have registered their knowledge base, they can be used to simulate Web
APIs. Figure 5.4 shows an example of all configuration options. After specifying a
label for the simulated Web API (see figure 5.4, marker 1), users must specify the
path (URL) that is used to request the Web API (see marker 2). Next, they select the
knowledge base to use (see marker 3) and the average response time (see marker
4). Moreover, users can configure the rate limit (see marker 5), which defines the
number of requests per minute and day. Since the Web APIs being simulated are
RESTful Web APIs, data is requested via HTTP Get requests (see section 2.3.1).

When a client requests a specific resource on a Web server using the HTTP proto-
col, the client submits certain GET parameters to the server with the requested URL.
These parameters are pairs of names and corresponding values. They are appended
to the URL with the ? character, followed by a parameter name, and tell the server
which resources are meant. The parameter name to which the simulated Web API
responds can be configured through the interface (see marker 6).

The most complex configuration is to make valid SPARQL queries to the knowl-
edge base, extract the desired information and insert it into the given response tem-
plate. For this purpose, users can specify a triple pattern or a set of BGPs that are
used to identify a subject in the knowledge base (see figure 5.4, marker 7). In the
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example shown in figure 5.4, the knowledge base sample_crossref is searched for
a subject that has a predicate named doi and refers to the value of the parameter
named doi. Note that the presented triple contains two different variables. One that
starts with a ? symbol and the other starts with the $ symbol. The variable with the ?
symbol is a regular (SPARQL) query variable. The variable with the $ symbol, on the
other hand, has the same name as the input parameter (see figure 5.4, marker 6) and
serves as a placeholder for the value that is passed to the input variable. Next, the
specified triple pattern is injected into the query clause of a SPARQL (select) query
and executed against the previously specified RDF knowledge base. The found sub-
ject (an entity) is then used to fill the response template, using Apache FreeMarker,
with information about the entity (e.g., the title of a publication). A detailed expla-
nation of the FreeMarker template engine is given in section 5.3.2.

Advanced Configuration

In addition to the classic configuration options, such as the rate limit or latency, users
are able to control the more complex behaviors of Web APIs. The “Search Type”
option in figure 5.5 specifies the search method to be used. There are two search
options to choose from: precise and fuzzy.

FIGURE 5.5: Advanced setting options.

The precise parameter sets Web APIs to only return data that was requested. For
example, if a Web API receives a request containing an arxiv ID, the corresponding
publication is searched. If it exists, the found publication entity is forwarded to the
response template as described before. However, if no publication with the searched
ID exists, no result can be returned.

The fuzzy parameter enables an approximate search. This allows Web APIs to
return search results that have a certain degree of semantic overlap with the query.
This option was implemented because some Web APIs behave like a classic informa-
tion retrieval search engine and return the best results for the query. For example,
when passing a title instead of an ID, such behavior may be desirable.

Furthermore, users can configure the type of error handling. For this, the “Error
Type” option provides three possible parameters: HTTP Status Codes, JSON With
Status Codes, and JSON Without Status Codes. By selecting HTTP Status Codes,
the simulated Web API responds with an HTTP status code, including an error de-
scription, which provides information about the nature of the error. If the JSON With
Status Codes parameter is used, the Web API sends a JSON object with attribute-
value pairs describing the error code. Additionally, an HTTP status code is ap-
pended to the response. By JSON Without Status Codes, only a JSON object con-
taining a description of the error code is sent. These three options cover all the usual
ways a server handles errors or unsuccessful requests.
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5.3.2 Apache FreeMarker Template Engine

Apache FreeMarker is a Java library and template engine. It is used to generate dy-
namic text output, e.g., JSON, XML, etc., based on a generalized template file. Java is
used to query, clean and provide data to the template engine, which uses the given
templates to dynamically create a text output, e.g. a JSON file that contains the re-
sponse to an HTTP request. This approach follows a model view controller pattern
(MVC) which is often used for fronted frameworks and is particularly popular in
Web frameworks like Angular, React, or Vue.

The FreeMarker template language provides conditional blocks, iterations, as-
signments, string and arithmetic operations and formatting, macros, functions and
many more. The engine enables that Java objects are exposed to the template as a
tree of variables, so that it can use the variables to insert them at the appropriate
place in the template and thus create a text file containing data.

FIGURE 5.6: Example of a response template.

Figure 5.6 shows an example of the integration of the Apache FreeMarker tem-
plate engine into the ETARA front end. While in figure 5.4 the configuration of a Web
API was shown (accessible via the form in figure 5.6, marker 1), this section deals
with the configuration and creation of a return template (accessible via the form in
figure 5.6, marker 2). The template is in JSON format, which means that the API to
be simulated will respond using JSON objects.

The query pattern presented in figure 5.4 (marker 7) is injected into the query
clause of a SPARQL (select) query and requests an entity (subject) in the knowledge
base of the Web API. Then, a second query is executed against the previously de-
fined knowledge base, which collects all information about the entity (up to a depth
defined by the user). Next, all retrieved information is passed to FreeMarker in
the form of a tree-structured Java object. Afterward, the pre-built functionalities of
FreeMarker can be used to parse the Java object, filter the needed information, and
insert it into the template.

An example is given in figure 5.6. In this template, the Java object passed con-
tains all the information that is stored in the knowledge base about a publication.
For the template presented in figure 5.6 the template engine iterates from 2 until 11
over all values of the author predicate. Afterward, in line four, for each existing au-
thor variable (a publication has one or multiple authors), the name of the author is
inserted.
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Furthermore, if-conditions (see line five) are easy to implement. However, the
most powerful features of FreeMarker are the so-called Built-Ins4. These are prede-
fined functions that can be used to change or check the data that is inserted.

FIGURE 5.7: Example of a Built-In usage.

For example there are Built-Ins to check if strings start with a certain prefix, if
substrings are contained, and more. Furthermore, it is possible to manipulate the
data itself, for example, by using a split, trim or remove method as shown in fig-
ure 5.7. Here, the name of an author (e.g., “Bob Miller”) is split into parts (e.g., “Bob”
and “Miller”). With the use of keep_before and keep_after_last we are able to create a
response template that distinguishes between first and last names. This gives the
possibility of creating various individual response structures with only one knowl-
edge base.

5.3.3 Gold Standard Builder

To evaluate automatically created alignments, a gold standard alignment is required.
Hence, ETARA provides a set of gold standard alignments for the given knowledge
bases and Web APIs. Moreover, it provides a component to support the creation
of gold standard alignments. The gold standard alignment builder consists of four
delineated phases: (1) data selection, (2) response preparation, (3) data mapping and
(4) final alignment adjustments.

FIGURE 5.8: Knowledge base and Web API selection.

Data Selection

The first step is data selection, shown in figure 5.8, is the selection of the RDF knowl-
edge base that users want to align with a Web API. In the example shown in fig-
ure 5.8, the dblp was chosen as the RDF knowledge base. However, this option alone
is not enough, because the choice of the Web API with which the dblp is aligned has
some side effects.

4https://freemarker.apache.org/docs/ref_builtins.html

https://freemarker.apache.org/docs/ref_builtins.html
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For example, you can see that in figure 5.8 an API named “Simulated API for
OM2023” has been selected as the Web API. This Web API expects DOIs from pub-
lications as a request and can then respond with various metadata in the form of
a JSON response. In order for the “correct” data to be sent from the dblp as a re-
quest to the Web API, users must specify this information. In the example shown, it
was selected that only entities with the type or class Publication should be used as
requests. However, this specification alone is not selective enough, since other IDs
such as ISBNs, arvix IDs and others can also be used for queries. Therefore, users
must also specify an input predicate that will be used to form the queries. In the
example in figure 5.8, the predicate P356, which points to a DOI, is selected.

Response Preparation

The next phase focuses on the response preparation, shown in figure 5.9, where the
response schema of a Web API is to be cleaned of irrelevant components, such as
metadata about the request itself. The deleted components of the response are then
removed from all requests to avoid burdening the gold standard designer with un-
necessary information.

FIGURE 5.9: Preparation of JSON response.

Data Mapping

The third and most significant phase (data mapping) provides a variety of functions
(e.g., search/sort predicate/path names, search/sort values, etc.) to find mappings
between the data of a single entity from a knowledge base and the response of a
Web API. The selected entity is always chosen randomly from the knowledge base
to cover a wide variety of entities, which leads to a wide range of possible mappings.

As presented in figure 5.10, the mapping component consists of three main sec-
tions: (1) the data that the knowledge base stores for an entity, (2) the data that is sent
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as a response from the Web API, and (3) a section for creating mappings. In the upper
section of the areas (1) and (2), options are given to sort the data (i.e., the predicate
and path names and corresponding values) and to search for keywords. After two
mappings are identified by the users, for example, the predicate yearOfPublication
and the path print-date, they can specify the form of the mapping.

In principle, two types of mappings are distinguished: (1) equivalent mappings
and (2) subsumption mappings. Equivalent mappings are easy to understand because,
as the name suggests, they are mappings that store the same data.

An example of this are the mappings yearOfPublication and print-date as
well as title and title in figure 5.10. To create such a mapping, users only have
to click on the two fields yearOfPublication and print-date and connect them via
the middle arrow button in area (3).

(A) Mapping (B) Highlighting

FIGURE 5.10: Mapping Phase: Mapping predicates to response paths.
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Subsumptions are mappings between a predicate and a path that are not equiva-
lent and contain only a subset of the information. For example, the predicate label
in part A of figure 5.10 consists of author information, the title of the publication,
and the year. Hence, it is not possible to create an equivalent mapping, but the value
of title is part of label and, hence, label subsumes title. To create a subsump-
tion mapping, users have the two arrow buttons on the left and right in area (3).
This allows to specify the “direction” of the mapping, for example, whether label
subsumed title (i.e.,←) or title subsumed label (i.e.,→).

After all mappings for a single entity between the knowledge base and the Web
API response have been determined, users can call the next entity and determine
further mappings. The more mappings a user specifies, the more accurate the final
alignment, as it ensures that the data does not contain any outliers, but also that rare
predicates, data errors, or any edge cases in general are discovered. To highlight to
users new predicates that were not present in the previous mapping attempts, they
are marked in green, as shown in part B of figure 5.10. This way, predicates that
appear for the first time are not simply “lost”, since they may be overseen by users
and can even be searched for specifically.

Final Alignment Adjustments

The last step is to be directed to the view of the preliminary alignments. There, as
shown in figure 5.11, the previous mappings are listed. These are created by a simple
heuristic in which the most frequently hit mappings during the mapping phase are
pre-selected. However, the selected alignments can be adjusted (i.e., changing it to a
subsumption mapping, deleting the mapping, etc.) by users via the edit button.

FIGURE 5.11: Final alignment adjustments.

5.3.4 Alignment Cube

Several benchmark systems have developed their own alignment visualizations,
such as MELT [HPP19; HPP21a; HPP21b], SEALS [GCEGGP10; WGN12] or HOB-
BIT [NGRF16; JO18; RKN20]. Currently, the OAEI5 (Ontology Alignment Evaluation
Initiative) uses HOBBIT and MELT to compare the results of alignment systems. In
contrast to HOBBIT, Alignment Cube (see figure 5.12) allows an interactive visual
exploration and evaluation of alignments. It is possible to analyze alignments at
the level of individual correspondences. Since it was initially designed for dense
dynamic networks in the first place, an advantage consists of its scalability. Hence,
it allows visualizing the performance history of an alignment system and therefore
allows a comparison of the alignment results of a system when different parameters
are tuned or core algorithms are changed.

5https://oaei.ontologymatching.org/

https://oaei.ontologymatching.org/
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FIGURE 5.12: Alignment cube visualization.

Import and Upload of Data

In order to fill the Alignment Cube with data, the data to be visualized must first
be selected, as shown in figure 5.13a. With the button “Add Gold Standard”, a gold
stand alignment, created with ETARA’s gold standard builder component, can be
added as a data set. With the button “Upload Alignment”, alignments from other
systems can be loaded.

Figure 5.13b presents an overview of the loaded alignments. Hence, it shows
what system was used to create the alignments and how many mappings are con-
tained in the alignments. With the button "Generate Alignment Cube" the loaded
alignments can be visualized.

(A) Overview of alignment selections. (B) Uploaded and Selected Alignments.

FIGURE 5.13: Selection of gold standard alignments.
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Alignment Format

To create a standardized alignment format, we have decided to use JSON schema
(see listing 5.1). It is a declarative language that allows to annotate and validate
JSON documents. The advantage of a JSON schema is its clear structure and the
possibility to clearly describe the ETARA alignment format. Further, JSON is a
well-known data format that is widely used and provides both a clear human- and
machine-readable documentation. This allows a validation of the loaded alignments
in an automated way and, hence, gives users feedback about erroneous formations.

The first part of the JSON schema, that defines our alignment format, is presented
in listing 5.1. Our alignment format consists of four entries, denoted as name, system,
description and alignments.

1 {
2 "$schema": "http://json-schema.org/draft-07/schema#",
3 "$id": "https://example.com/alignment.schema.json",
4 "type": "object",
5

6 "properties": {
7 "name": {
8 "type": "string"
9 },

10 "system":{
11 "type": "string"
12 },
13 "description": {
14 "type": "string"
15 },
16 "alignments": {
17 "type": "array",
18 "items": {
19 "$ref": "#/definitions/mapping"
20 }
21 }
22 },
23

24 "required": [
25 "name",
26 "alignments"
27 ],
28 ...
29 }

LISTING 5.1: ETARAs alignment format as JSON schema.

The entry with the label name stores the name of the alignment, e.g., “System A:
movieDb - movieApi”. The entry system specifies the name of the alignment system
used, for example, “SystemA”. The entry description is used to specify further
information, such as the parameters with which the system was started. The entry
alignments is an array that stores all predicate-path mappings between two sources.

As already indicated in the required field, the entries required to create a valid
alignment format are stored here. In this case, the minimum entries are a name for
the alignment and the mappings or alignments found.
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1 "definitions": {
2 "mapping": {
3 "type": "object",
4 "properties": {
5

6 "relation_path": {
7 "type": "array",
8 "items": { "$ref": "#/definitions/relationPath" }
9 },

10

11 "api_path": {
12 "type": "array",
13 "items": {
14 "type": "string"
15 }
16 },
17

18 "metrics": {
19 "type": "object",
20 "patternProperties": {
21 "": {
22 "type": "number"
23 }
24 }
25 }
26 },
27

28 "required": [
29 "api_path",
30 "relation_path",
31 "metrics"
32 ]
33 },
34

35 "relationPath": {
36 "type": "object",
37 "properties": {
38 "path": {
39 "type": "array",
40 "items": {
41 "type": "string"
42 }
43 }
44 }
45 }
46 }

LISTING 5.2: Mapping formatation.

As described before, alignments represents an array that stores the predicate-
paths mapping. The snippet shown in listing 5.2 presents the most complex part of
the alignment schema, i.e., a predicate-path mapping. It defines which “informa-
tion”, or more precisely key-value pairs, a mapping object (the type here is a JSON
object) consists of.
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As shown in listing 5.2, a mapping consists of three parts: (1) A predicate (de-
noted as relation_path) which is mapped to (2) a path in the JSON response (de-
noted as api_path) and (3) an array of metrics (denoted as metrics) that can be
visualized in the alignment cube. It should be noted that the predicate-path can con-
sist of several predicates, as you have to traverse several predicates, for example, in
order to obtain the corresponding values. An example of this follows in listing 5.3.

1 {
2 "system": "System A",
3 "name": "System A: movieDb - movieApi"
4

5 "alignments": [
6 {
7

8 "relation_path": [{"path": [
9 "https://www.example.com/publication#title"

10 ]}],
11 "api_path": ["title"],
12 "metrics": {
13 "confidence": 1,
14 "data_availability": 1
15 }
16 },
17

18 {
19 "relation_path": [{"path": [
20 "https://www.example.com/publication#publishedAsPartOf",
21 "https://www.example.com/publication#title"
22 ]}],
23 "api_path": ["container-title"],
24 "metrics": {
25 "confidence": 1,
26 "data_availability": 0.5
27 }
28 }
29 ]
30 }

LISTING 5.3: An example of a valid alignment.

It consists of two mappings between the predicate title and the path title and
the predicate publishedAsPartOf→title and the path container-title.

The ETARA alignment scheme allows different metrics to be visualized via the
alignment cube. Listing 5.3 shows a mapping between the predicate title and the
path title containing two different metrics, e.g., confidence and data availability.

The first metric, denoted as confidence, indicates the confidence of a mapping,
determined by a system with the name System A. The second metric, denoted as
data_availability, describes how often this field occurs in a JSON response and
therefore gives an impression of how rare this information is in the database. This
flexible design makes it possible to visualize and use different metrics in the align-
ment cube visualization (see next section for more details).

The second mapping in listing 5.3 describes the mapping between the predicate-
path publishedAsPartOf→title and the path container-title. In this case, we
have a more complex mapping, since we need to traverse from a publication entity
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via the predicate publishedAsPartOf to a venue (e.g., a conference) and then via
the predicate title to the title of the venue (e.g., “SIGMOD”). This traversal step is
indicated by the arrow symbol (→).

This modeling also makes it possible to link more complex paths. The depth of
the links can be defined by a user.

Alignment Cube Visualization

As described by Ivanova et al. [Iva+17] two ontologies and their alignment form a
bipartite mapping network between individual concepts in two different ontologies.
Hence, a matrix represents a single alignment between two ontologies/schemas.

We have modified this definition slightly and consider rows as relations from
an underlying RDF knowledge base and columns as paths in the JSON or XML re-
sponses of a Web API in our implementation. This change makes it easy to apply
the principle behind alignment cubes to alignments between RDF knowledge bases
and RESTful Web APIs. Stacking several matrices, i.e., several alignments, creates
an Alignment Cube. In figure 5.12, the third dimension represents the history (de-
velopment evolution) in the form of four different alignment results.

The color of each entry of the alignment cube is determined randomly so that
entries in dense alignment cubes can be easily distinguished from each other. Often,
alignments come with additional meta information, e.g., a confidence score of the
individual mappings. These metrics are used to determine the size of the entries
in the alignment cube (i.e., the individual cubes themselves). This allows users to
clearly see, for example, how the level of confidence in a mapping changes when
tuning the parameters of alignment systems. This feature allows furthermore visu-
alizing the performance history of an alignment system. Users can analyze more
precisely which effects, for example, parameter tuning has on the alignment results
or whether a change in the algorithm really has an improved effect on the alignments
or only on individual mappings. Furthermore, not only alignment systems change,
but also the databases themselves are subject to (data) evolution. With the constant
extension of databases, changes in structure/ schemas, or correction of errors, the
performance of an alignment system may change over time.

To analyze such effects in more detail, the visualization offers various options.
The representation of different alignments in a cube allows the restriction to four
trivial views. The 3D view (see figure 5.12) visualizes the cube in its entirety using
three dimensions, e.g., API paths, RDF relations, and a set of different alignments.
Based on this overview, the user gets a compact presentation of the number of align-
ments as well as the number, distribution, and metric value of the mappings. It
allows interactive actions such as zooming and rotating to analyze and explore the
data in the regions of interest in more detail.

The remaining three views are created by presenting individual layers of the
cube in isolation (see figure 5.14a and 5.14b). These reduced views can bypass the
classical disadvantages of 3D views, e.g. distorted depth perception and overlap-
ping objects. In figure 5.14a, a layer from figure 5.12 is viewed in isolation (e.g.,
dblp_crossref_v1). This layer is composed of relations from the knowledge base
(rows) and paths from the Web API response (columns). However, there are other
layers that can be considered in isolation, for example, figure 5.14b. Here, we only
focus on the development of a single relation mapping. Note that with each iteration
of the alignment system, the confidence in the mapping itself increases.
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(A) Alignment Layer (B) Alignment History Layer

FIGURE 5.14: Overview of different alignment cube views.

5.3.5 Data Sets and Gold Standards

Since ETARA is a benchmark system for reproducible results, RDF knowledge bases,
Web API configurations and gold standards are provided, particularly for ETARA.
The corresponding implementation is publicly available on GitHub6 including a
comprehensive documentation7.

Provided Knowledge Bases

ETARA provides ten different data sets8 of bibliographic and filmographic domains.
The bibliographic set contains sample data sets (in RDF format) extracted from dblp,
ArXiv, CrossRef, Semantic Scholar and Springer Nature, consisting of metadata from
several important conferences and journals (e.g., SIGIR, SIGMOD, CIKM, etc.) from
different years (2014 and 2015). We created small data sets because this makes them
easier to manually analyze and understand. The bibliographic one contains infor-
mation about titles, publication years, author names, institutions, references and
citations. For legal reasons, information like abstracts is not provided.

The filmographic set contains metadata of movies created between 2000 and 2012
and covers samples from the Linked Movie Database, Open Movie Database and
The Movie Database. The data sets cover titles, release dates, actor names, direc-
tor names and others. For legal reasons, information about the movie plot is not
provided in the data sets.

6https://github.com/ETARA-Benchmark-System
7https://github.com/ETARA-Benchmark-System/.github/blob/main/profile/

documentation.md
8https://github.com/ETARA-Benchmark-System/.github/blob/main/profile/downloads.md

https://github.com/ETARA-Benchmark-System
https://github.com/ETARA-Benchmark-System/.github/blob/main/profile/documentation.md
https://github.com/ETARA-Benchmark-System/.github/blob/main/profile/documentation.md
https://github.com/ETARA-Benchmark-System/.github/blob/main/profile/downloads.md
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Provided Web API Configurations

Additionally, the ETARA benchmark system provides 42 API configurations9, in-
cluding response templates with different structures and granularity. Moreover,
many of the provided templates are based on real-world APIs, e.g., arXiv, CrossRef,
Semantic Scholar and SciGrpah. We made sure that the average response time (la-
tency), the behavior in case of errors, as well as the response structure of the original
Web APIs, were the same.

Moreover, we developed special modifications of the aforementioned APIs, for
example, that the response structure in the JSON file is flatter, abbreviations are used
(for example, for author names or abbreviated path names in the JSON templates),
or that data such as the name of an author is split into several relations. Thus, align-
ment systems can also be tested in special scenarios.

5.4 Usage Example

In this section, we show an example of how ETARA can be used to evaluate two
alignment systems. The first step consists of the configuration and simulation of Web
APIs. Then, suitable alignment systems must be selected. Finally, the alignments of
the selected systems can be compared and their strengths and weaknesses analyzed.

5.4.1 Simulation

To simulate Web APIs, the first step is the selection of a knowledge base for each
API, which represents the data basis. Afterward, the first two tasks described in
section 5.2, i.e., simulation of Web APIs and customization of the response templates,
must be performed.

To present a simple example of an evaluation comparing two alignment systems,
we created a new bibliographic test API based on data from CrossRef. The simulated
Web API expects the DOI of a publication as a request and is configured to respond
after 500 ms to simulate latency. Additionally, the test API will respond with an
HTTP error (i.e., 404) if the requested DOI is unknown. These characteristics were
configured using ETARAs interface, see figure 5.4 and 5.5. The response template
created contains metadata like the title and year of the publication, the name of the
publisher, and the title of the conference where the publication was published.

The next step consists of comparing two alignment systems by performing a re-
producible evaluation. Hence, the last tasks presented in section 5.2, i.e., analyzing
alignment results using the presented gold standards and the provided alignment
visualization, must be performed.

5.4.2 System Selection

As presented in chapter 4, the current state-of-the-art alignment systems for this
domain, i.e., aligning knowledge bases and Web APIs, are FiLiPo [ZS21; ZS20] and
DORIS [KVP15a].

FiLiPo: FiLiPo is a system that automatically finds an alignment between data
provided by Web APIs and RDF knowledge bases. It is a sample-driven approach
that models Web API services as parameterized queries. Furthermore, it is able to
find valid input values for Web APIs automatically (e.g., IDs) and can determine
valid alignments between RDF databases and APIs.

9https://github.com/ETARA-Benchmark-System/ETARA-Hub

https://github.com/ETARA-Benchmark-System/ETARA-Hub
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DORIS: DORIS builds upon the schema of an RDF database and during the
alignment process, it sends several requests to an API. Users only have to specify
the input class for the API and a request limit. The input class specifies which form
of entity the API responds to (e.g., publications). Moreover, a key assumption of
DORIS is that it is more likely to find information about popular entities (e.g., fa-
mous actors) via API calls. From this follows the assumption that knowledge bases
contain more facts about well-known entities and hence DORIS ranks entities by
descending number of facts. These entities will then be used for the alignment.

5.4.3 Evaluation

First, a knowledge base that is to be aligned with the simulated Web APIs is needed.
In this demonstration, we chose to align the RDF version of dblp with the previ-
ously created API. Since the dblp and the simulated API (based on CrossRefs data)
store bibliographic data of scientific publications, both systems should be able to
determine several valid alignments.

DORIS and FiLiPo were executed with the default configurations (described in
the work of Koutraki et al. [KVP15a] and chapter 4). The goal was to create an align-
ment between the RDF version of dblp and the response schema of the simulated
Web API with both systems. Since the selected Web API is a newly created one, we
created a gold standard alignment by using the gold standard builder.

Then, the created gold standard alignment and the alignments created by FiLiPo
and DORIS were loaded into the alignment cube visualization. The result is dis-
played in figure 5.15 in the form of three layers of the alignment cube. Each layer
represents one alignment (gold standard, DORIS or FiLiPo).

The next step is to interpret the results. The first noticeable aspect is that the
gold standard, consisting of seven mappings, contains significantly more mappings
than the alignment output of DORIS. DORIS was only able to find a mapping for the
title and the publication year, which are easy to find, since the title and year values
between the Web API and the dblp are almost identical.

DORIS determines a mapping by comparing the values of dblp and the Web API
by using an equality method (ignoring punctuation and case). The drawback of this
approach becomes clear when examining the other mappings of the gold standard.
Relations like publishedIn, publishedInJournal and publishedAsPartOf → title store the
conference or journal name, in which a publication was published.

Through the manual creation of a gold standard by using ETARA’s gold standard
builder, a deeper insight about the data can be gained. For example, during the
mapping process, we noticed that conference or journal titles of dblp and the test
API vary widely. For example, a conference title in dblp looks like this:

“Proceedings of the 23rd ACM International Conference on Conference
on Information and Knowledge Management, CIKM 2014, Shanghai, China,
November 3-7, 2014”

In comparison, the created test API stores conference titles in the following form:

“Proceedings of the 23rd ACM International on Conference on Informa-
tion and Knowledge Management”

Therefore DORIS is not able to identify these mappings.
Compared to DORIS, figure 5.15b presents that FiLiPo was able to determine a

mapping between publishedIn and container-title. The reason is that FiLiPo uses a set
of different similarity metrics and does not check for equality. However, a closer
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FIGURE 5.15: Alignments of the gold standard, FiLiPo and DORIS.
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analysis shows that FiLiPo creates these mappings with low confidence values (size
of the individual cubes). This indicates that either this mapping is very rare and
therefore should be handled with care (as in this case) or that the mapping does not
represent an exact mapping.

In addition to detailed analyses of the alignments and systems, ETARA also en-
ables quick evaluations in the form of precision, recall, and f1-score. DORIS could
only find two out of nine mappings and thus has a very low recall of 2

9 = 0.22.
FiLiPo, in comparison, was able to achieve a recall of 9

9 = 1.0. Both systems had
a precision of 1.0. However, note that this is not a comprehensive evaluation of
both systems, as given in section 4.6, but merely a demonstration that all tasks de-
scribed in section 5.2 are supported by ETARA and thus can support a developer or
researcher in development and evaluation.

5.5 Summary

With ETARA we have presented a system for the development of alignment sys-
tems focusing on Web APIs. We introduced several tasks that are needed to perform
reproducible and challenging evaluations. ETARA provides all necessary tools to
perform a deeper analysis and evaluation of the alignments generated by the align-
ment systems, beyond recall, precision and f1-score. Additionally, it provides the use
of a flexible alignment format, denoted as the ETARA alignment schema. It enables
users to visualize multiple different metrics, e.g., confidence, data availability and
others. Furthermore, the ETARA alignment format allows a precise specification of
the type of alignment, i.e., whether it is a 1:1 or 1:n mapping or whether it is an equal
alignment or a subsumption. Moreover, ETARA comes with 42 simulated Web APIs
based on several real ones. Additionally, we demonstrated the usage of ETARA by
performing an evaluation using the two state-of-the-art alignment systems named
DORIS and FiLiPo.

The evaluation, which was carried out using the alignment cube visualization,
shows very precisely the strengths and weaknesses of both systems. For example,
we were able to determine that FiLiPo in contrast to DORIS was able to determine a
mapping between publishedIn and container-title since it uses a set of fifteen similarity
methods and not just a single equality method. In addition to detailed analyses of
the alignments and systems, ETARA also enables quick evaluations in the form of
precision, recall, and f1-score.

For future work, we will focus on a more specified interface to integrate the align-
ment process of systems like DORIS or FiLiPo more into the visualization compo-
nents of ETARA, e.g. by showing mapping examples including values from Web
APIs and knowledge bases.
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6.1 Motivation

So far we have dealt with the development of an alignment system for Web APIs and
RDF knowledge bases and a corresponding benchmark system. As previously ex-
plained, many openly accessible databases are stored in the form of RDF knowledge
bases. However, there is a non-ignorable amount of datasets that are not available as
knowledge base, incl. data only accessible through RESTful Web APIs, e.g. CrossRef,
Springer Nature and OMDB.

Most query processors do not focus on combining those kinds of data sources
and focus only on knowledge bases accessible via SPARQL endpoints. When it
comes to making queries, classic Web APIs offer significantly lesser options for re-
questing data. As explained in section 2.3.1, the access of Web APIs is usually re-
alized by using HTTP GET requests and is restricted in terms of latencies, timeouts
between requests and a maximum number of requests (rate limit).

While SPARQL endpoints naturally deliver their responses in a triple format, the
response of Web APIs is usually in JSON or XML format. Thus, query processors
must parse and transform responses into a suitable format for processing. Never-
theless, the benefit of such approaches is clear: they provide access to a significantly
larger number of data sources.

Most (federated) query processors combining knowledge bases and Web APIs
focus on performance, i.e., fast execution time. However, with access to more data
on the Web, it is becoming increasingly important to evaluate the quality of the data.

For example, many digital humanities tasks focus on processing historical data
with questionable quality, e.g., collecting data of medieval ethnic communities as
shown in the work of Assaf [Ass16]. Moreover, since different data providers have
different levels of quality regarding their data, not all sources can be trusted equally.
Hence, the question often arises, what data from which sources can be trusted and
if it needs to be verified, for example by cross-comparison.

However, this problem exists not only for historical data, but also in other do-
mains. For example, bibliographic datasets can also have data quality issues (e.g.,
tracking citations, etc.) and complement/support each other. For example, the RDF
knowledge base of dblp can be enriched by information from Web APIs like Cross-
Ref, Springer Nature and arXiv.

While this approach is easy to perform for humans, (federated) query processors
rely on single source selection approaches. However, that carries the risk that query
results contain erroneous or incomplete information. Simply excluding unreliable
data sources may not always be possible as no other sources may be available and
they may also provide some correct data. Consequently, users querying knowledge
bases often have other preferences than performance, such as coverage (complete
data) or reliability (accurate data).

For example, the quality of the data may not be important to a user at first, but
it is important to get a large number of results for a query (e.g., to see how an ethnic
population spreads, individual errors are not important). In other cases, it may not
be so important to collect a large amount of data, because the quality of the data is
more important. Therefore, query optimizers should not only optimize query per-
formance but also take additional quality goals such as result coverage or reliability
into account.
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6.1.1 Contribution

To address these challenges, this chapter presents TunA [ZHS23] (Tunable Query
Optimizer for Web APIs and User Preferences), which allows SPARQL queries com-
bining knowledge bases and RESTful Web APIs and is tunable towards user pref-
erences, i.e., coverage, reliability and performance. For the sake of simplicity, we
focused on SELECT queries (see preliminaries, section 2.2.2) without loss of general-
ity. The approach of this chapter can simply be extended for other forms of queries.

The primary goal of our query optimizer is to return a query result that satisfies
the user’s preferences in terms of data quality (i.e., coverage, reliability and perfor-
mance.), even when using unreliable data sources. Our contribution in this chapter is
threefold: (1) We present a formal model to estimate the quality of an execution plan.
More precisely, we introduce methods to estimate coverage and reliability when us-
ing external sources. (2) We present an algorithm that creates a suitable execution
plan that satisfies user preferences and (3) a voting-based integration approach that
guarantees the requested reliability in the query result.

6.1.2 Chapter Overview

The remainder of this section is structured as follows: First, in section 6.2, we intro-
duce use cases and challenges that we focus in this thesis. Section 6.3 focuses on how
a query needs to be extended or manipulated to be able to call Web APIs. Afterward,
section 6.4 we introduce methods to estimate the quality (in terms of accuracy and
completeness) of a service plan. Lastly, our approach is evaluated in section 6.6 by
performing several experiments.

6.2 Use Cases and Challenges

TunA is a SPARQL query engine, focusing on SELECT queries, over a knowledge
base and enhances the available information using a set of Web APIs. Since users
can have diverse preferences, TunA considers further optimization goals beyond ex-
ecution time, i.e., coverage and reliability. Hence, users specify desired values for
the maximum runtime and minimum required coverage and reliability. Given a
SPARQL query on a knowledge base, the query processor then identifies any infor-
mation missing in the knowledge base, retrieves them using a set of Web APIs, and
integrates the data obtained from the Web API with the knowledge base to produce
the query result. This raises four main challenges: (1) identifying missing informa-
tion, (2) requesting Web APIs, (3) data quality estimation and (4) identification of
a suitable query execution plan. In the following, we explain for each category the
major challenges.

6.2.1 Identifying Missing Information

One core challenge in this thesis is an identification of potentially missing informa-
tion in query results. As introduced in section 2.2.1, SPARQL is the standard query
language to query information from an RDF knowledge base. A SPARQL query
Q = (G, S, W, M) contains a set of triple patterns W (denoted as query clause) de-
scribing a basic graph pattern. The result sets for each triple pattern in a basic graph
pattern are merged using joins. Joins are used to connect the results of each triple
pattern. For example, in listing 6.11, all publications that have a title are joined with

1The prefix declaration and the data set clause are omitted to keep the example short and readable.
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all publications that have a publication year. The publication ?p serves as a so-called
join partner. If there is no join partner, e.g. because the release year of a publication is
missing, the whole publication will be removed from the final result table. Missing
information is therefore not presented by gaps in a queries result table.

1 SELECT ?year ?title
2 WHERE {
3 ?p ex:title ?title .
4 ?p ex:year ?year .
5 }

LISTING 6.1: Example query of a simple JOIN operation.

In order to identify missing information it is possible to wrap triples inside an
OPTIONAL clause (see listing 6.2). They are part of the graph pattern and are imple-
mented in SPARQL as a full outer joins, which allows that results for triple patterns
even without a join partner are contained in the result table. A short overview, how
two results sets are merged using joins and outer joins is presented in figure 6.1.

Join Outer Join

FIGURE 6.1: Join and outer join.

In case of an outer join missing information is represented as a gap in the result
table of a query. Therefore, the first step of the query extension consists of identifying
important information that may be missing and wrap it inside an OPTIONAL clause.
However, this increases the execution time considerably and does not make sense
for every triple pattern.

1 SELECT ?year ?title
2 WHERE {
3 OPTIONAL { ?p ex:title ?title .}
4 OPTIONAL { ?p ex:year ?year . }
5 }

LISTING 6.2: Example query using OPTIONAL operators.

An example of this is a triple that does not contain any variables or literals in
the form of a constant (e.g. a specific year of publication like (?p,ex:year,"2020")).
With a OPTIONAL clause, SPARQL cannot simply determine whether, for example, a
paper was published in a certain year, because the OPTIONAL clause simply checks
for the presence of a value, not the value itself. This requires the use of a FILTER
clause, which increases the complexity of the query and can lead to extremely long
runtimes. Furthermore, RDF knowledge bases are schema-less, so it is not always
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possible to tell whether a predicate such as ex:year is used for an entity at all (e.g.,
authors do not have a publication date). All these factors would massively change
the semantics of the query and also affect the runtime.

Hence, suitable triple pattern need to be identified in order to keep the execution
time low but guarantee the identification of missing information.

6.2.2 Requesting Web APIs

In order to retrieve missing information from a Web API and integrate it into a query
result, a request must be sent to a Web API. Such requests typically contain a key
value, e.g., an ID, in order to retrieve the requested information.

An example title

Another title

?title

123

124

125

?id

An example title

Another title

?title

Query Extension

FIGURE 6.2: Extension of query and result.

However, ID values are not necessarily requested in a user’s query or contained
in a query result and, hence, need to be retrieved first (see figure 6.2). In case of
extensive result tables, many entries can be potentially missing and querying the
knowledge base again for suitable key values for each missing entry (if possible) can
be expensive in terms of execution time.

Extending a user’s query Q = (G, S, W, M) so that it additionally retrieves values
that can be used to request Web APIs is not a simple task. A predicate that leads to
a key value cannot simply be added anywhere in the query clause W of a SPARQL
query Q, as this might change the semantics of the query. Additionally, it is possible
for a query to take on complex structures, e.g., a query consisting of multiple UNION
blocks. In such cases, the information regarding the required key value needs to be
queried in each of the blocks or “globally” in the query.

6.2.3 Quality Estimation

To overcome quality limitations of single knowledge bases a global planning ap-
proach for requesting a set of Web APIs is needed. Hence, Web API selection can
be formulated as an optimization problem, and a suitable solution to compute a
sufficient execution plan using APIs is needed. An execution plan represents the
selection of a set of APIs for each missing piece of information in the query result.
Since the factors to be optimized are not only performance but also coverage and re-
liability, an adequate formalization of an execution plan’s quality model is needed.

Common approaches only consider the execution time of a plan and might only
select a single (best) Web API to access information that is not available in the RDF
knowledge base. This carries the risk that fast Web APIs with poor reliability are
selected. Additionally, external data sources may contain erroneous data or fail to
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API 1

API 2

API 3

70% of the data is reliable

85% of the data is reliable

75% of the data is reliable

The Gamma Encoding

The γ encoding

The \gamma Encoding �□ �□ �□ �□ �□ �API 4 90% of the data is reliable

Individual reliability is known! What is the reliability of a majority vote?

FIGURE 6.3: How to determine the reliability is unclear.

respond to requests. This leads to poor query results in terms of coverage and relia-
bility. Hence, an approach must be applied that is able to use multiple data sources
to determine which piece of information is correct, e.g., by using a (majority) voting-
based approach (see figure 6.3). Further, in order to apply a voting-based approach
suitable measures to estimate the quality of an execution plan, and, hence, also the
reliability of a (majority) vote, must be used.

6.2.4 Optimal Execution Plan

Another challenge is to find an execution plan that fits the user’s preferences (i.e.,
minimum coverage, minimum reliability and maximum execution time). Since a
knowledge base may not be able to answer a user’s query completely, external
sources like Web APIs may have to be used to retrieve missing information (see
figure 6.4). The less information a knowledge base provides to answer a query and
the more Web APIs can provide the missing information, the more alternatives exe-
cution plans exist.

An example title

Another title

?title

API 1

API 2

API 3

Which API(s)
should be used?

More titles

123

124

125

?id

126

127

API 1

API 2

API 3The last title 128

Selection

Selection

High reliability but too
slow to be used often
times

FIGURE 6.4: Identification of an optional execution plan.

Moreover, we need to consider that Web APIs have additional aspects, such as
rate limits and latencies. Depending on the minimum completeness and accuracy
required by the user, it is quite possible that multiple Web APIs need to be requested
in order to satisfy the user’s requirements (as presented in figure 6.4), since a single
Web API might not be reliable enough. Thus, this problem is a special case of the
knapsack problem and is therefore NP-hard [Van93].



6.
T

U
N

A
6.

T
U

N
A

6.
T

U
N

A
6.

T
U

N
A

6.
T

U
N

A
6.

T
U

N
A

6.3. Query Extension 109

6.3 Query Extension

In order to be able to present a tunable query processor that uses Web APIs, modeled
as function definitions F = { f1, f2, ..., fn}, to enrich and justify the query result, the
user’s original query Q = (G, S, W, M) has to be be modified in three steps:

1. In this thesis, APIs are modeled as function definitions (see definition 2.3.1)
with input parameters. A precondition for executing a function is that its input
variables are populated with values. However, depending on the query a user
has made, the preconditions for a function f may not be included in the user’s
query. To avoid that the function f cannot be used, to retrieve information
from a Web API, the query has to be extended so that precondition variables
are also requested in the query. In this thesis, only functions that can provide
information about the query result are considered. This restriction was made
because there are already other systems that deal with chaining API calls (e.g.,
ANGIE) and because we have observed that more complex concatenations of
APIs rarely occur in real-world scenarios. Moreover, most RDF knowledge
bases (e.g., dblp, WikiData, DBpedia, YAGO) already contain ID values like
DOIs, ISBNs, etc. to request external sources. Hence, only a suitable API (i.e.,
function definition) must be identified, which input value can be extracted by
the used RDF knowledge base.

2. The identification of suitable triple patterns which afterwards are transformed
to OPTIONAL triple patterns, in order to enable gaps a queries result table. Note
that as mentioned in section 6.2.1, the additional use of FILTER clauses, so that
constant and literals can be checked for specific values leads to a drastic in-
creases the complexity of the query and runtimes. Moreover, RDF knowledge
bases are schema-less, so it is not always possible to tell whether a predicate
such as ex:year is used for an entity. Hence, more entities could be requested
as a result and an equal semantics of the query cannot be guaranteed. There-
fore, suitable triple patterns can only be identified by focusing on the informa-
tion the user wants to be displayed in the queries result tables. Next, all triple
pattern that contain a select variable or are connected to such a triple pattern
are set to OPTIONAL.

3. All refinements such as GROUP BY, ORDER BY, FILTER, etc. must be tem-
porarily removed and reapplied after the integration of the external data into
the query result. This must be done since first the external data needs to be
retrieved and integrated before any refinements can be applied.

To explain the process in more detail, we will first introduce a formal definition
for the query extension. This is followed by an algorithmic approach that extends a
given query corresponding to the above mentioned criteria.

6.3.1 Formal Definition

A query Q is can be transformed to an extended query by applying the three steps
described above. More formally:
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Definition 6.3.1: Extended SPARQL Query

Given a query Q = (G, S, W, M) with S = (SELECT, Vsel(W)) and a function
set F, an extended query Q′ is the result of a partial function γ : Q× F → Q

that

(1) adds the input edges of all functions f ∈ F that can contribute to the
requested data (i.e. Vsel(W)) into the query clause W in form of OPTIONAL
triple patterns and adds the corresponding object variables to the select
statement Vsel(W),

(2) wraps all triple patterns of W in an OPTIONAL clause that contain a select
variable or are connected to a triple pattern that was set optional, and

(3) removes all MINUS, FILTER, ORDER, or GROUP BY expressions (i.e., it sets
M = ∅).

Instead of γ(Q, F) we will shortly write QF.

To clarify this definition, the query Q1 = (G, S, W, M), presented in listing 6.3, is
extended below with the help of the function set F, from figure 6.5. A step-by-step
transformation of Q1 according to definition 6.3.1 and the corresponding extended
query QF presented in listing 6.3 until listing 6.6.

f1:

?t
title

id

?id

?p

f2:

?y
year

id

?id

?p

f3:

?n
name

authId

?aid

?a

?a

affiliation

Pres (f1) = 0.8
Prel(f1) = 0.9

T(f1) = 50

Pres (f1) = 0.7
Prel(f1) = 0.8

T(f1) = 70

Pres (f1) = 0.8
Prel(f1) = 0.5
T(f1) = 100

FIGURE 6.5: Example of a function set F = { f1, f2, f3}.

1 SELECT ?year ?title # Result clause (denoted as S)
2 WHERE { # Query clause (denoted as W)
3 ?p ex:pubIn "CIKM" .
4 ?p ex:year ?year .
5 ?p ex:title ?title .
6 }
7 ORDER BY DESC(?year) # Solution modifier (denoted as M)

LISTING 6.3: Query Q1.

According to definition 6.3.1, first, an additional triple pattern, containing the
input values for f1 and f2 is added to the query clause W of Q1. Since f3 does not
provide any information (i.e., title or year) to the result of the given query, the input
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of this function definition is ignored. Moreover, the newly added triple pattern con-
taining the input values for f1 and f2 needs to be set as OPTIONAL triple pattern and
the object value needs to be added to the set of selected variables S (see listing 6.4).

1 SELECT ?year ?title ?id # Contains newly added variables
2 WHERE {
3 ?p ex:pubIn "CIKM" .
4 ?p ex:year ?year .
5 ?p ex:title ?title .
6 OPTIONAL { ?p ex:id ?id . } # Newly added triple pattern
7 }
8 ORDER BY DESC(?year)

LISTING 6.4: Query Q1 extended by the input predicate ex:id.

As second step, the query extension sets all the triple pattern in the query clause
W of the query Q1 optional that contain a select variable. Since yields Vsel(Q) =
{year,title} the triple patterns in line 4 and 5 are set optional. Note that the triple
pattern in line 3 of listing 6.3 is not changed since no variable of the triple pattern is
requested in the select statement Vsel(Q) of the query or is dependent of the result of
an optional triple pattern.

1 SELECT ?year ?title ?id
2 WHERE {
3 ?p ex:pubIn "CIKM" .
4 OPTIONAL { ?p ex:year ?year . }
5 OPTIONAL { ?p ex:title ?title . }
6 OPTIONAL { ?p ex:id ?id . }
7 }
8 ORDER BY DESC(?year)

LISTING 6.5: Query transformation of Q1 after step (1) and (2).

Lastly, according to the definition, all MINUS, FILTER, ORDER, or GROUP BY expres-
sions are removed (see listing 6.6), i.e., the query extension sets M = ∅. This is done
because missing information may be filtered out of the query result too early, since
the the external data needs to be integrated first. Moreover, operators like GROUP
BY and ORDER BY are post-processing steps that should be performed after external
data is integrated.

1 SELECT ?year ?title ?id
2 WHERE {
3 ?p ex:pubIn "CIKM" .
4 OPTIONAL { ?p ex:year ?year . }
5 OPTIONAL { ?p ex:title ?title . }
6 OPTIONAL { ?p ex:id ?id . }
7 }
8 # Solution modifier are removed

LISTING 6.6: Extended query Q1,F.
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6.3.2 Abstract Syntax Tree

The second and third part of definition 6.3.1 are trivial to implement, since we only
have to set each triple pattern ti ∈W of a query clause that contains a select variable
Vsel(Q) as object variable optional and identify all triple patterns that are connected
to the previously set optional triple pattern and set them also optional. Additionally,
we have to remove post processing steps such as FILTER, GROUP BY and ORDER BY
from the query, i.e., we set M = ∅. However, the first part of definition 6.3.1 is not
as trivial, since there are special cases that need to be considered.

To simplify the following, we will represent queries as abstract syntax trees (see
figure 6.6), sometimes also denoted as query trees or execution trees. Basic graph
patterns are represented as leafs (and colored in green) and internal nodes are alge-
bra operators like SELECT, JOIN, OPTIONAL and others. Note, that single triple pat-
terns also form a basic graph pattern and, hence, will be displayed as a single basic
graph pattern inside the abstract syntax trees. The edges in the tree do not repre-
sent relationships, but merely indicate that the basic graph patterns contained in the
leaves are processed by the corresponding operations (i.e., JOIN, OPTIONAL, etc.).

JOIN

P1 EXPR

P2 P3

root

A4

SELECT

BGP

A1
OPTIONAL

P1 P2

UNION

P1 P2

A2

A3

New
Variables ?

OPTIONAL

(?p,id,?id) BGP

SELECT
A'1

FIGURE 6.6: Overview of abstract syntax tree structures.

For example the query Q1 shown in listing 6.3 has an abstract syntax tree rep-
resentation A1 shown in figure 6.6. The query consists of a select statement and a
single basic graph pattern expression as query clause. The query clause contains
three triple patterns t1 = (?p, ex:pubIn, ”CIKM”), t2 = (?p, ex:year, ?year) and
t3 = (?p, ex:title, ?t). However, more complex abstract syntax tree structures, such
as A2, A3, A4 and arbitrary combinations of the four structures, also exist. Note that
Pi (i ∈ N) denotes an arbitrary SPARQL expression and, hence, can represent a sin-
gle basic graph pattern or more complex expressions like UNION operations including
two basic graph patterns.

1 SELECT ?title ?name
2 WHERE {
3 ?p ex:title ?title . # P2
4 ?p ex:authoredBy ?a . # P2
5 OPTIONAL { ?a ex:name ?name . } # P1
6 }

LISTING 6.7: Query Q2.

The abstract syntax tree of query Q2, shown in listing 6.7, results in the structure
shown in A2 in figure 6.6. For the sake of simplicity we omit the select statement in
the abstract syntax tree. The optional triple pattern (?a, name, ?n) is (always) located
on the left branch (i.e., in the expression P1) of the OPTIONAL operator in A2. The
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remaining triple patterns can be found in the form of a basic graph pattern in the
expression P2 in the right branch.

6.3.3 Adding Input Predicates

As mentioned before, the most complex step is adding the input edges of the selected
function definitions fi ∈ F to a query clause. Hence, in the remainder of this section
we will focus on the first step of definition 6.3.1.

Figure 6.6 shows that queries can take on many different complex structures and
therefore the question arises as to which branch of the abstract syntax tree the input
edge (an optional triple pattern) should be added to. In the following, all cases are
listed and how to identify at what position an input edge can be added. Note that
the previous steps (i.e., transforming triple patterns containing a select variable to
optional triple patterns) are omitted in this section for simplicity.

Simple Expressions

The simplest case is a query that consists only of a single basic graph pattern, e.g.
Q1 in listing 2.3, and a function set F = { f1, f2, ..., fn}. In this case the corresponding
abstract syntax tree has a structure as represented by A1 in figure 6.6. The next step
is to replace the basic graph pattern (presented in green) with an optional expression
resulting in an abstract syntax tree presented in A′1.

Before this can be done, however, it must first be determined which functions
f ∈ F offer a (partial) solution for the query Q. For this purpose, all f ∈ F are
collected whose output edges are part of the query pattern in Q and whose input
edges can be connected to the query pattern. To illustrate this, we will extend Q1 by
using the functions F = { f1, f2, f3} presented in figure 6.5.

Since Q1 only requests titles and publication years, only f1 and f2 can contribute
to the query result. Therefore, and because f3 cannot be connected to the query
pattern of Q1, since no author entity is given, f3 will be ignored when extending Q1.

The first step of the query extension of Q1 (i.e., adding input predicates) is repre-
sented in A′1, where an optional triple pattern of the form (?p,ex:id,?id) is added
to the most left basic graph pattern of the abstract syntax tree (represented in fig-
ure 6.6 and highlighted in red in A′1). The triple pattern is added since it represents
the input edge for both functions f1 and f2.

OPT

P1 P2

A2
OPT

P1

A'2

OPTIONAL

(?p,ex:id,?id)

P2

OPTIONAL

(?p,ex:authId,?authId)

(?a,ex:name,?name)

FIGURE 6.7: Abstract syntax tree transformation of Q2.
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For queries containing an optional triple pattern like Q2, presented in listing 6.7,
the same approach can be used. The abstract syntax tree for Q2 is presented in
figure 6.7 and the expressions P1 is a placeholder for the optional triple pattern
(?a,ex:name,?name) and P2 is a placeholder for the basic graph pattern consisting
of the triple pattern (?p,ex:title,?title) and (?p,ex:authoredBy,?a).

Since Q2 queries titles and author names the two function definitions f1 and f3
can contribute to the result of Q2 and can hence both triple pattern (?p,ex:id,?id)
and (?a,ex:authorId,?aid) will be added to the most left basic graph pattern of the
query (see listing 6.8 and figure 6.7).

1 SELECT ?title ?name
2 WHERE {
3 ?p ex:title ?title .
4 ?p ex:authoredBy ?a .
5 OPTIONAL { ?a ex:name ?name . }
6 OPTIONAL { ?p ex:id ?id . }
7 OPTIONAL { ?a ex:authId ?autId . }
8 }

LISTING 6.8: Query Q2 extended by a set of input predicates.

Note that the optional triple patterns are appended to A′2 by simply replacing
P2 by an OPTIONAL operator. Here, the input edge is added to the left side of the
OPTIONAL operator and the original expression P2 is added to the right side. Since
two input edges have to be added, this procedure is done twice and the result is the
abstract syntax tree A′2 in figure 6.7

The expression P2 was selected as anchor for this replacement since it represents
the basic graph pattern furthest to the left that does not represent an optional pattern.
If the individual input edges are simply added to the optional pattern P1 the result
would look as shown in listing 6.9.

1 SELECT ?title ?name ?id ?authId
2 WHERE {
3 ?p ex:title ?title .
4 ?p ex:authoredBy ?a .
5 OPTIONAL
6 {
7 ?a ex:name ?name .
8 ?p ex:id ?id .
9 ?a ex:authId ?autId .

10 }
11 }

LISTING 6.9: Adding all optional triple pattern to one optional block.

The problem with this transformation is that, as explained before, the result sets
for each triple in a basic graph pattern are merged using joins. This means that if
any information specified in a triple is not present in the result set of the individual
triple, it will not be present in the final result set. Hence, the graph pattern inside the
OPTIONAL block is not able to display individual missing information like the ?id of
a publication but showing the other solutions for ?n (name) or ?authId (author ID).
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For this reason we add the input predicates to the most left basic graph pattern
that does not represent an optional pattern, i.e., we add the input predicates as op-
tional pattern to P2, so that we achieve a query structured as displayed in listing 6.7
or as in figure 6.6.

Union Expressions

However, this approach will not work for each query structure (e.g., A3 and A4 in
figure 6.6). For example, the query Q3 presented in listing 6.10 with the algebraic
structure presented in figure 6.8.

1 SELECT ?title
2 WHERE {
3 {
4 # P1
5 ?p ex:title ?title .
6 ?p ex:year "2020" .
7 }
8 UNION
9 {

10 # P2
11 ?p ex:title ?title .
12 ?p ex:year "2021" .
13 }
14 }

LISTING 6.10: Query Q3.

The query Q3 collects all publication titles from 2020 and 2021 and combines
the results by using a UNION operation. The first basic graph pattern (see line 4-5)
represents the expression P1 and the second basic graph pattern (see line 10-12) the
expression P2 in figure 6.8.

UNION

P1 P2

A3 UNION
A'3

OPTIONAL

(?p,id,?id) P1

OPTIONAL

(?p,id,?id) P2

FIGURE 6.8: Abstract syntax tree transformation of Q3.

However, we cannot simply add all input edges or triple patterns for each func-
tion definition f ∈ F only to the most left basic graph pattern (i.e., P1) as we did
before. The reason for this is because both expression are independent from each
other and, hence, the evaluation of both expression may miss information which
need to be retrieved via external sources. Hence both sides need to be extended, as
shown in listing 6.11 and A′3 in figure 6.8, by adding the input edges of all suitable
function definitions f ∈ F (in this case only f1).
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1 SELECT ?title ?id
2 WHERE {
3 {
4 ?p ex:title ?title .
5 ?p ex:year "2020" .
6 OPTIONAL { ?p ex:id ?id . }
7 }
8 UNION
9 {

10 ?p ex:title ?title .
11 ?p ex:year "2021" .
12 OPTIONAL { ?p ex:id ?id . }
13 }
14 }

LISTING 6.11: Query Q3 extended by input predicates.

Additionally, it is possible that one of both basic graph patterns contain expres-
sions that the other one does not (see query Q4 represented in listing 6.12). The
query requests the publication titles of all publications from 2020 that have an id.
Additionally, all publication titles and author names of publication from 2021 are
requested and merged with the previous results by using a UNION operator.

1 SELECT ?title ?name
2 WHERE {
3 {
4 # P1
5 ?p ex:title ?title .
6 ?p ex:year "2020" .
7 ?p ex:id ?pid . # P2 does not query an id
8 }
9 UNION

10 {
11 # P2
12 ?p ex:title ?title .
13 ?p ex:year "2021" .
14 ?p ex:authoredBy ?a . # P1 does not query an author
15 ?a ex:name ?name . # P1 does not query an author name
16 }
17 }

LISTING 6.12: Query Q4.

As before, the query has the same algebraic structure as presented in figure 6.8.
Moreover, both basic graph patterns of Q4 are denoted as P1 and P2. The difference
between P1 and P2 is that P1 additionally requests the ID of a publication (i.e., ex:id)
and P2 additionally requests information about the authors of the publications (i.e.,
ex:name). Hence, it is possible to extend P2 by more input edges than P1, since also
the input edge of f3 can be added to P2 (e.g., (?a,authId,?aid)).

Furthermore, in this case the expression P1 already contains the needed input
edge (i.e., (?p,id,pid)) of function f1 since it was specified by a user. Hence, this
edge only needs to be set optional in P1 and additionally added as optional to P2.
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This is done, in case the ID is missing and can be retrieved via another endpoint.
Moreover, the used variable name needs to be extracted, so that both expressions P1
and P2 use the same triple pattern with the same variable names.

In summary, both expressions P1 and P2 must be extended and adapted and not,
as before, only the leftmost basic graph pattern. The corresponding extension is
shown in listing 6.13 and in figure 6.8.

1 SELECT ?title ?name ?pid ?aid
2 WHERE {
3 {
4 ?p ex:title ?title .
5 ?p ex:year "2020" .
6 OPTIONAL { ?p ex:id ?pid . } # Only set optional
7 }
8 UNION
9 {

10 ?p ex:title ?title .
11 ?p ex:year "2021" .
12 ?p ex:authoredBy ?a .
13 ?a ex:name ?name .
14 OPTIONAL { ?p ex:id ?pid . } # Added as optional
15 OPTIONAL { ?a ex:authId ?aid . } #Added as optional only for P2
16 }
17 }

LISTING 6.13: Query Q4 extended by input predicates.

UNION

P1 P2

A4
UNION

A'4

OPTIONAL

(?p,ex:id,?id) P1

OPTIONAL

(?p,ex:id,?pid)

P2

OPTIONAL

(?p,ex:authId,?aid)

FIGURE 6.9: Abstract syntax tree transformation of Q4.

Nested Expressions

The last case deals with the combination of multiple expressions, e.g., JOINs, UNIONs,
OPTIONALs and others, resulting in a nested expression. An example for this is the
query Q5 which is a nested query that first queries all entities that are a publication
(line 3 of the listing 6.14). The basic graph pattern in lines 5 through 7 (denoted P2)
queries entities with a title that were published in 2020. In addition, lines 11 through
13 (denoted as P3) query entities with titles published in 2021. The corresponding
abstract syntax tree, denoted as A5, for this query is presented in figure 6.10.
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1 SELECT ?title
2 WHERE {
3 ?p a Publication . # P1 (root)
4 {
5 # P2
6 ?p ex:title ?title .
7 ?p ex:year "2020" .
8 }
9 UNION

10 {
11 # P3
12 ?p ex:title ?title .
13 ?p ex:year "2021" .
14 }
15 }

LISTING 6.14: Query Q5.

In this example P1 is a normal basic graph pattern consisting of only a single
triple pattern. The pattern is connected via a JOIN expression to a UNION expres-
sion. Note, however, that the UNION expression can be swapped with any arbitrary
SPARQL expression, hence, instead of UNION A5 contains an operation denoted EXPR.
The basic graph patterns P2 and P3 are connected to the UNION (or EXPR) operator.

JOIN

P1 EXPR

P2 P3

root

A5

New Variables
?

JOIN

EXPR

P2 P3

A'5

OPTIONAL

(?p,ex:id,?id) P1

no new variables

FIGURE 6.10: Abstract syntax tree transformation of Q5.

As before, all suitable input edges can simply be added to the leftmost basic
graph pattern. However, the expression on the right-hand side (presented in fig-
ure 6.10) must be examined first, since the expression could consists of multiple
operators, e.g., UNION, OPTIONAL or JOIN.

In our example the expression uses a UNION operator and, therefore, we might
think that both sides of EXPR operator, namely P2 and P3, need to be handled as in
the previous section. However, in this case the most left basic graph pattern is P1,
which can be exploited in case an input edge is added to both expression (i.e., P2 and
P3). We can use the fact the we have a basic graph pattern P1 that includes the results
of the UNION expression, and hence acts as “root”. Therefore, we are able to simply
add the input edges in this case to P1 and form an expression as shown in listing 6.15
or in A′5 in figure 6.10.
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1 SELECT ?title ?id
2 WHERE {
3 ?p a Publication . # P1 (root)
4 OPTIONAL { ?p ex:id ?id . }
5 {
6 # P2
7 ?p ex:title ?title .
8 ?p ex:year "2020" .
9 }

10 UNION
11 {
12 # P3
13 ?p ex:title ?title .
14 ?p ex:year "2021" .
15 }
16 }

LISTING 6.15: Query Q5 extended by input predicates.

If EXPR is an OPTIONAL expression, we will add the input edge to the most left
basic graph pattern expression it can be connected to (i.e., P1 or P2). Lastly, if EXPR is
again a JOIN expression, the rules from before will be applied recursively.

However, if the basic graph patterns P2 and P3 of the UNION expression are very
different, as it was the case with the query Q4 in the listing 6.14, not all input edges
can simply be added to P1.

1 SELECT ?title ?name
2 WHERE {
3 ?p a Publication . # P1 (root)
4 {
5 # P2
6 ?p ex:title ?title .
7 ?p ex:year "2020" .
8 }
9 UNION

10 {
11 # P3
12 ?p ex:title ?title .
13 ?p ex:year "2021" .
14 ?p ex:authoredBy ?a .
15 ?a ex:name ?name .
16 }
17 }

LISTING 6.16: Query Q6.

To discuss this using an example, consider the query Q6 in listing 6.16. Here
we can see that only the title is requested for all publications from 2020, but the
authors are also requested for publications from 2021. As in the case of Q4 from
listing 6.12, an expression, in this case P3, can also use the function f3 to request
additional information.

To do this, the input edge (?p,ex:authoredBy,?a) must be added to the query.
Unlike the input edge for f1, i.e. (?p,ex:id,?id), this cannot simply be added to P1.
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In this case, P3 introduces unknown or new subjects compared to P1. Thus, the input
edge for f3 must be added exclusively to P3, as presented in listing 6.17, since the
author ID has no “connection” in the expression P1, i.e., no author is requested.

1 SELECT ?title ?id ?aid
2 WHERE {
3 ?p a Publication . # P1 (root)
4 OPTIONAL { ?p ex:id ?id . } # Newly added input edge
5 {
6 # P2
7 ?p ex:title ?title .
8 ?p ex:year "2020" .
9 }

10 UNION
11 {
12 # P3
13 ?p ex:title ?title .
14 ?p ex:year "2021" .
15 ?p ex:authoredBy ?a .
16 ?a ex:name ?name .
17 OPTIONAL { ?a ex:authId ?aid . } # Newly added input edge
18 }
19 }

LISTING 6.17: Query Q6 extended by input predicates.

Minus Expressions

The MINUS operator represents a special case of the UNION operator and, hence, the
same procedure is used. The difference is that both basic graph patterns (i.e., P1 and
P2) in A6 in figure 6.11 of the MINUS operator are treated as separate SELECT queries,
i.e. the query is split into two queries.

MINUS

P1 P2

A6 A'6
OPTIONAL

(?p,ex:id,?id) P1

OPTIONAL

(?p,ex:id,?id) P2

A''6

Splitting the (minus) query into two separated queries

FIGURE 6.11: Abstract syntax tree transformation of a minus query.

After all necessary triple patterns (in both queries) have been set as optional and
the pre-conditions have been added, both queries can be executed. Once the query
results of both queries have been supplemented with the data from external Web
APIs, the MINUS operator can be applied.
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6.4 Quality Estimation

After a query Q with function set F is extended to QF we need to consider the pref-
erences a user can have according to the execution plan of a query, i.e., performance,
coverage and reliability. Therefore, an adequate method must be found to estimate
how the coverage and reliability of a query result changes, when using external
sources such as Web APIs.

Hence, in the following section we will first extend the Web API definition 2.3.1
by the characteristics of a Web API (i.e., response probability, reliability, response
time, etc.). Afterwards, we introduce the notion of a service plan and address suit-
able methods to determine the coverage and reliability of a service plan. This is
followed by an algorithm that uses these methods to determine which Web APIs
in form of function definitions must be used to achieve the required coverage and
reliability. Lastly, a majority vote is performed to identify reliable information and
subsequently the information is integrated into the query result.

After applying a query extension QF with a function set F, the query is executed
against a graph G, yielding a result table [[QF]]G, including missing information (see
figure 6.12 part (A)). The table contains the pre-conditions of the function definitions
f ∈ F, which allows them to be instantiated and executed. Next, the response will be
integrated into the result table. However, before this step can be executed, a service
selection is performed, which aims at identifying a service plan that meets the user’s
preferences.

6.4.1 Web API Characteristics

Definition 2.3.1 models Web APIs as function definitions. However, not all proper-
ties of a Web API are taken into account. As an extension to this, definition 6.4.1
considers further properties such as the response probability, reliability, average re-
sponse time and also the timeout, i.e. the time that must be waited between requests
in order to avoid flooding the server with requests.

Definition 6.4.1: Web API Characteristics

Given is a Web API modeled as function definition fi ∈ F. Each Web API has
characteristics such as

• a response probability Pres : F∪ J→ [0, 1],

• a reliability Prel : F∪ J→ [0, 1],

• an average response time Tavg : F∪ J→N,

• and a minimum timeout Twait : F∪ J→N between requests.

To avoid always having to switch between the function definition and instan-
tiation, we incorporated the set of all instantiations J into the quality func-
tions.

Most Web APIs have a documentation that specifies the number of requests that
are allowed per minute. This makes it easy to determine the timeout between re-
quests. Even if this information is not given, most Web APIs allow around two
requests per second.

Information such as the average response time can be easily determined by cre-
ating statistics in advance. This means that the Web APIs are queried with data from
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a knowledge base, which makes it possible to determine the average response time.
It is also possible to determine how often a Web API responds to a request and thus
estimate the response probability based on the given knowledge base.

The reliability of a Web API can be determined by requesting data that is con-
tained in a reliable RDF knowledge base from a Web API and subsequently compar-
ing it with the stored information. For example, the title of a publication, stored in
a RDF knowledge base, can be compared with the title retrieved via requesting an
API. The more frequently the data is the same, the higher the reliability of the API.

By using a relatively flexible similarity method, e.g., two grams overlap [Bal+18],
even different spellings, abbreviations, etc. will therefore not be a problem. It should
be noted that the fuzzy similarity measures can, of course, introduce false positives
that falsify the reliability estimation. However, higher thresholds for the used simi-
larity method leads to a lower reliability estimation. A slightly underestimated reli-
ability is a conservative approach but leads to less erroneous data.

In addition, a reliability of 0.7 means that 70% of the time when data was re-
quested via a Web API, the response contained data that was correct (e.g., the name
of an author or the title of a publication).

Our alignment approach FiLiPo, presented in chapter 4, is able to create the men-
tioned characteristics as a by-product of the alignment generation. Other alignment
systems such as DORIS could also be extended accordingly.

6.4.2 Service Execution Plan

Determining an optimal query execution plan is a complex problem as we need
to consider various aspects, such as provided user preference limits and latencies.
Some function fi may not return an answer to a query while another function f j
does. Moreover, external data should not simply be trusted as it may contain errors.
Depending on the minimum coverage and reliability required by the user, often mul-
tiple functions have to be executed for one missing piece of information.

Besides, the user-specified maximum execution time should not be exceeded.
This means that for each gap in the result table, a set of functions must be instanti-
ated and executed. This problem is NP-hard (as we can reduce the knapsack prob-
lem [Van93] to it) and thus it is not possible to enumerate all plans and select the best
one. Instead, an appropriate approximation must be found that provides a reliable
plan satisfying the user’s needs.

Definition 6.4.2: Service Plan

A service plan P for an extended query QF = (G, S, W, M) and a function set
F = { f1, f2, ..., fn} is a set of partial instantiations P = {J1, J2, ..., Jm} that can
deliver answers for QF. We denote with P the set of all possible service plans.

To find a suitable plan for a query, we need to estimate the execution time, cover-
age, and reliability for a service plan. In our approach, we make four assumptions:

1. Web APIs respond to requests with a response for a single entity, e.g. metadata
about a publication. Responses with multiple entries are ignored.

2. Correct data is presented similarly across all Web APIs, i.e., a title of a publica-
tion will not look essentially different.
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3. Each Web API has its own probability of responding with a non-empty answer
to a request (Pres( f ) with f ∈ F), as well as its own probability that the response
reflects the correct value (Prel( f ) with f ∈ F).

4. Each Web API has a maximum allowed number of requests per second, e.g.,
two requests per second.

Our assumptions are derived from the characteristics of RDF known knowledge
bases and Web APIs. e.g. dblp, CrossRef, Springer Nature, Semantic Scholar, OMDB,
WikiData, YAGO and others. All mentioned data providers contain identifiers for
external databases (e.g. DOIs or IMDBIDs).

The first of our four assumptions is the strongest. This assumption was made
to narrow the focus of this thesis and the corresponding publication [ZHS23] since
finding in a response consisting of a list of publications the one publication that
contains the missing information shifts the focus towards entity recognition.

The assumption that correct data looks essentially the same is not quite unrealis-
tic, i.e., a name may be abbreviated or a title may have different spellings, but they
will always be very similar to each other.

Lastly, the assumptions (3) and (4) are safe to assume, as most web APIs have to
protect themselves against DoS (Denial-of-Service) attacks and therefore only allow
a limited number of requests per minute. In addition, a Web API can only respond to
requests for which it stores data. For this reason, each Web API also has a probability
of responding to a request. Systems such as FiLiPo are able to determine a response
probability (Pres) based on a given knowledge base and a sample of requests.

Additionally, since each data provider operating a Web API (usually) has its own
control mechanisms for data errors, each Web API also has an (individual) probabil-
ity (Prel) of delivering (in)correct data.

According to Definition 2.2.4, [[QF]]G describes the result of an (extended) query
QF over a knowledge base G with function set F in form of a result table. Moreover,
µr(c) is used to refer to the solution mapping in row r and column c. An example
can be seen in part (A) and (B) of figure 6.12.

(A) Result for Query Q1

?title ?id

t1

t3

id1

id2

id3

id5

no

1

2

3

4

5

?id

id1

id2

id3

id5

J1(id2,?title) J2(id2,?title)

J1(id5,?title) J2(id5,?title)

no calls and instantiations possible since no input value for fi is given

(C) Possible Instantiations for Q1 and Selection According to the RR schedule

µ1(title) = t1

µ2(title) =
(B) Entries of the Result Table

∅

instantiations of f1 and f2 shown in Figure 2

... ......

... ......

J µ2(title)

J µ4(title)

J µ5(title)

FIGURE 6.12: Example of a result table and instantiations

The ?id column denotes the added input values used as pre-conditions for the
functions f ∈ F. The mapping µ1(title) ∈ [[QF]]G points to the value t1 in the result
and since µ2(title) ∈ [[QF]]G points to a gap, we use ∅ as a placeholder. Furthermore,
we extend Definition 2.2.4 as follows:
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Definition 6.4.3: Empty and Non-Empty Entries of a Query Result

Let [[QF]]G be a query result (or query evaluation) of an extended query QF
with function set F over knowledge base G. We extend this notation with the
following two definitions

• [[Q]]>G = {(i, j) : µi(j) ∈ [[QF]]G ∧ µi(j) ̸= ∅ where j ∈ Vsel(Q)} denotes
all non-empty entries of the original result table and

• [[Q]]∅G = {(i, j) : µi(j) ∈ [[QF]]G ∧ µi(j) = ∅ where j ∈ Vsel(Q)} denotes
all empty entries of the original result table.

For the query result in figure 6.12 yields that [[Q]]>G = {(1, title), (3, title)} and
[[Q]]∅G = {(2, title), (4, title), (5, title)}. In [[Q]]>G the entries (2, title), (4, title) and
(5, title) are missing because they point to ∅. For [[Q]]∅G the reverse logic applies and
therefore (1, title) and (3, title) are missing.

6.4.3 Coverage Estimation

In order to determine whether the coverage of a plan meets the user’s preferences,
the initial coverage of a query result [[Q]]G has to be computed. Assuming that query
Q1 in listing 6.3 results in the result table shown in figure 6.12, the coverage of [[Q1]]G
is the number of all non-empty entries in the result table (i.e., t1 and t2) divided by
the total number of entries. Only the columns of the original query result [[Q1]]G are
considered, i.e. Vsel(Q1), since the coverage of the extended query is irrelevant for
the user. Hence, the coverage is defined as follows:

Definition 6.4.4: Query Coverage

For a query Q = (G, S, W, M), a function set F and select variables Vsel(Q),
the coverage of a result [[Q]]G is defined as

C([[Q]]G) =
|[[Q]]>G |

|{(i, j) : µi(j) ∈ [[QF]]G ∧ j ∈ Vsel(Q)}|

By this definition the coverage of query Q1, shown in figure 6.12, is C([[Q1]]G) =
2
5 = 0.4 because [[Q1]]G has 5 rows with 1 column in the original query Q1. Note
that we cannot simply use |[[Q]]G| as enumerator to estimate the number of results
since gaps in the original result table will not necessary be the case since missing
information because of joins will be simply omitted. Hence, we need to use the set
defined above as enumerator.

To determine whether a plan fulfills the coverage requirements of a user or fur-
ther partial instantiations J must be included, a suitable and fast computable func-
tion must be used. Many works [Ali+18; Pre+10; Zen+03] consider composite calls
when calculating the coverage, i.e., the composition that is most likely to provide an
answer is searched. However, such approaches can be expensive in terms of com-
putation time, especially in cases where many Web APIs are available. Besides, we
have the restriction that, under certain conditions, not only one request is made for
a gap but rather multiple ones at the same time. This makes it possible to check
whether all Web APIs return the same information and increases the reliability of
the information provided. Moreover, additional requests serve as a backup in case a
requested Web API does not respond.
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As presented in figure 6.12 part (C) for each gap many instantiations can be avail-
able. To denote all available instantiations for a single gap of [[Q]]G, we use Jµi(j) with
(i, j) ∈ [[Q]]∅G. In the case of the query Q1 with function set F = { f1, f2, f3}, shown
in figure 6.5, this results in Jµ2(title) = {J1(id2, ?title), J2(id2, ?title)} where J1 is the
instantiation of f1 and J2 is the instantiation of f2.

To calculate the estimated coverage for a single gap with two possible instantia-
tions in a query result, e.g., C(Jµ2(title)), we use the inclusion-exclusion principle:

C(Jµ2(title)) = Pres(J1 ∪ J2) (6.1)

= Pres(J1) + Pres(J2)− Pres(J1 ∩ J2) (6.2)
= Pres(J1) + Pres(J2)− Pres(J1)× Pres(J2) (6.3)

To resolve the equation from 6.1 to 6.2 we only have to apply the inclusion-
exclusion principle [AS10]. Since Pres(J1) and Pres(J2) are stochastically independent,
we can resolve Pres(J1 ∩ J2) to Pres(J1)× Pres(J2).

The formula therefore specifies the probability that a result for a gap will be re-
turned by an API as a response, assuming that multiple Web APIs or function defini-
tions (i.e., f1 and f2 in the example above) are used. The formula models the intuitive
logic that it is more likely to get a response when multiple APIs are requested than
when only a single one is requested. More precisely, it even determines a value that
indicates the increase in response probability.

In order to generalize the formula and extend it for any instantiations Jµi(j), the
following definition can be applied:

Definition 6.4.5: Gap Coverage

Given is a query result [[Q]]G and a set of instantiations Jµi(j) with (i, j) ∈ [[Q]]∅G.
The gap coverage of Jµi(j) is defined using the inclusion-exclusion principle
and that for a finite sets A1, ..., An we have

C(Jµi(j)) = ∑
∅ ̸=A⊆{1,...,n}

(−1)|A|+1 ∏
a∈A

Pres(Ja)

with 1 ≤ n ∈N denoting the number of all possible instantiations for Jµi(j).

For the previous example C(Jµ2(title)) with the response probabilities Presp given
in figure 6.5, this results in the following calculation:

C(Jµ2(title)) = Pres(J1) + Pres(J2)− Pres(J1)× Pres(J2) (6.4)

= Pres( f1) + Pres( f2)− Pres( f1)× Pres( f2) (6.5)
= 0.8 + 0.7− 0.8× 0.7 (6.6)
= 0.94 (6.7)

As described above, the value for C(Jµ2(title)) (i.e., 0.94) shows that the probability
of obtaining a result for the gap is significantly higher with a value of 0.94 than
just requesting the API, with the highest response probability (i.e., 0.8). The result
can, therefore, be interpreted such that a value for the gap can be retrieved with 94
percent probability when using the two function definitions f1 and f2. Whether this
value is provided by f1, f2 or both is irrelevant.
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Afterward, the gap coverage definition can be utilized to estimate the coverage
growth, if using external data, and the general coverage of a service plan that incor-
porates external data as follows:

Definition 6.4.6: Plan Coverage and Coverage Growth

The coverage growth by a plan P (consisting of partial instantiations
J1, J2, ..., Jn) for a query result [[Q]]G is defined as

C↑(P, [[Q]]G) =
1− C([[Q]]G)

|[[QF]]∅G|
∑

(i,j)∈[[QF ]]
∅
G

C(Jµi(j))

and the estimated overall coverage is C(P, [[Q]]G) = C([[Q]]G) + C↑(P, [[Q]]G).

To clarify Definition 6.4.6, we use the previous example (see figure 6.12): It shows
a result table with five rows. In the column with the name ?title, three entries are
missing, which is why three instantiation sets, e.g., Jµ2(title), Jµ4(title) and Jµ5(title) must
be created. Furthermore, we assume that each of these sets consists of the instantia-
tions J1 and J2 and, hence, the corresponding service plan is P = Jµ2(title) ∪ Jµ4(title) ∪
Jµ5(title). Next, the coverage can be calculated as in equation 6.4. The coverage growth
can therefore be determined as follows:

C↑(P, [[Q]]G) =
1− 2

5
3 ∑

(i,j)∈[[QF ]]
∅
G

C(Jµi(j)) (6.8)

= 0.2× (C(Jµ2(title)) + C(Jµ4(title)) + C(Jµ5(title))) (6.9)

= 0.2× 0.94 + 0 + 0.94 (6.10)
= 0.375 (6.11)

In line 6.8, the fraction is used to determine the increase in coverage. C([[Q]]G)
describes the coverage of the original query and has the value 2

5 since two titles of
five are contained in the result table. The value 1− 2

5 determines that 60 percent (i.e.,
0.6) of the titles are missing from the results table. Hence, the gap coverage of the
plan P calculated by the followed sum, relates only to the 60 percent missing.

Next, the enumerator |[[QF]]
∅
G| describes how many entries would be missing in

the original query, which in this case is 3. Hence, the sum iterates over each gap
and calculates the (independent) gap coverage C(Jµi(j) for each entry. Since the sum
totals the individual probabilities for each gap, it must be divided again by |[[QF]]

∅
G|.

For the sake of a better readability, this part of the calculation was shifted forward
into the fraction of the formula.

The fraction is calculated in line 6.9 and the sum formula is displayed in its
entirety. Then, in line 6.10, the coverage values of the instantiation sets are re-
solved. The service plan P would therefore achieve a coverage growth of 0.375.
With C(P, [[Q]]G) we can next calculate the estimated total coverage of the plan.

C(P, [[Q]]G) = C([[Q]]G) + C↑(P, [[Q]]G) = 0.4 + 0.375 = 0.775

6.4.4 Reliability Estimation

Next, we have to determine if the reliability of a plan meets the user’s preferences.
As mentioned earlier, we consider the case that more than one Web API is requested.
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The correct result is determined by a majority vote. With this approach, the reliabil-
ity of the individual Web APIs can no longer be trivially summed up (similar to the
coverage calculation). Hence, it needs to be considered that with a majority vote it
is possible for participants to vote “incorrectly”.

The Poisson binomial distribution (PBD) is used in the literature [Wan93] to es-
timate this precisely. It describes the probability distribution of the number of suc-
cesses (successful votes) in a collection of n independent yes/no experiments with
individual success probabilities p1, ..., pn.

In our model, we only consider the case that Web APIs will deliver either correct
results or incorrect results. Partially correct results, e.g. typos, are considered as
erroneous, which enables the use of the probability mass function of the PBD to
estimate the reliability.

Definition 6.4.7: Poisson Binomial Distribution

The probability mass function is defined as follows:

PPBD(J, k) = ∑
A∈Bk

∏
i∈A

Pres(Ji) ∏
j∈Ac

(1− Pres(Jj))

where Bk is the set of all subsets of k instantiations that can be selected from
J = {J1, ..., Jn}.

If n = 3 and we want to determine PPBD(J, 2), then B2 denotes a set of instanti-
ations that deliver a correct answer {{J1, J2},{J1, J3},{J2, J3}}. AC denotes the com-
plement of A, i.e., incorrect answers.

As example, we assume that for the gap in row 2 of the result table shown in
figure 6.12, two instantiations Jµ2(title) = {J1(id2, ?title), J2(id2, ?title)} are possible.
PPBD for k = 0, k = 1 and k = 2 can be computed as follows:

PPBD(Jµ2(title), 0) = (1− 0.8)× (1− 0.7) = 0.06
PPBD(Jµ2(title), 1) = (0.8× (1− 0.7))

+ (0.7× (1− 0.8)) = 0.380
PPBD(Jµ2(title), 2) = 0.8× 0.7 = 0.560

By using PPBD, the reliability of a majority vote can be calculated for each gap in
the result table as follows:

Definition 6.4.8: Service Plan Reliability

The reliability of a service plan P (consisting of partial instantiations
J1, J2, ..., Jn) for a query result [[Q]]G is defined as

R(P, [[Q]]G) =
1

|[[Q]]∅G|
∑

(i,j)∈[[Q]]∅G

R(Jµi(j)) and

R(Jµ) =


Prel(J), if |Jµ| = 1
PPBD(Jµ, 1)×max(Prel(J), Prel(J′)) + PPBD(Jµ, 2), if |Jµ| = 2

∑|Ft|
k=⌈ |Ft |+1

2 ⌉
PPBD(Jµ, k), otherwise

with J, J′ ∈ Jµ.
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The formula distinguishes between the case where only one, two and multiple
Web APIs are requested.

The probability mass function PPBD is only used in cases where a majority de-
cision can occur. Moreover, all cases k ≥ ⌈ |Ft|+1

2 ⌉ are considered since all majority
combinations are possible outcomes of a vote.

6.4.5 Execution Time

Additionally, since the execution time of a service plan P is also an important aspect,
we define the execution time of service plan as follows:

Definition 6.4.9: Execution Time

Given a service plan P containing a set of instantiations {J1, J2, ..., Jn}, we de-
fine the estimated execution time of all instantiation Ji ∈ P, i.e., the time until
all Web API calls are executed in parallel and all responses have been received
(including timeouts between calls) with

T(P) = ∑
i∈{i:(i,j)∈[[Q]]∅G}

(max({Tavg(J) : J ∈ Jµi}) + max({Twait(J) : J ∈ Jµi})).

The above definition describes the execution time in the form of parallel execu-
tion. We use the instantiation sets Jµi to divide the Web API calls into parallelizable
groups. This is important because the trivial sequential execution of Web API calls
is not efficient and leads to a considerable increase in runtime.

J1(id2,?title) J2(id2,?title) J1(id5,?title) J2(id5,?title)P

Tavg(J1) + Twait(J1) + Tavg(J2) + Twait(J2) + Tavg(J1) + Twait(J2) + Tavg(J2)T(P)

300 + 500 + 400 + 500 + 300 + 500 + 400 = 2900

FIGURE 6.13: Sequential execution example.

The example in figure 6.13 shows the calculation of the service plan P from the
previous example. Entries for Jµ4 are missing since no ID in the results table (see
figure 6.12) is available and therefore no Web API can be requested.

We assume that Tavg(J1) = 300ms, Tavg(J2) = 500ms and Twait(J1) = Twait(J2) =
500ms. If we were to perform the runtime calculation under the assumption that all
Web API calls are executed sequentially, we would have a runtime of 2900ms. Fig-
ure 6.14 shows that sorting the Web API calls into groups, which are then executed
in parallel, makes much more sense.

Using Definition 6.4.9 we can better determine the runtime by taking the web
with the largest average response time Tavg for each parallel group.We apply the
same principle to the timeout Twait in order to estimate how long a parallel execution
takes.As a result, in this case we achieve a runtime of only 1800ms instead of 2900ms.



6.
T

U
N

A
6.

T
U

N
A

6.
T

U
N

A
6.

T
U

N
A

6.
T

U
N

A
6.

T
U

N
A

6.4. Quality Estimation 129

J1(id2,?title)

J2(id2,?title)

J1(id5,?title)

J2(id5,?title)

J µ2(title)

J µ5(title)

Tavg(J2) + Tavg(J2) + Twait(J1) + Twait(J1)

= 400 + 400 + 500 + 500 = 1800

T(P)

Tavg(J2) + Twait(J1)Tavg(J2) + Twait(J1)

FIGURE 6.14: Parallel execution example.

6.4.6 Problem Definition

Next, we present a formal definition of a feasible service plan consisting of several
data quality constraints that need to be satisfied according to a users preferences.

As stated before, the user preferences we focus in this work consists of coverage,
reliability and execution time. Hence, a users preferences can be defined as follows:

Definition 6.4.10: User Preferences

The preferences of a user form a triple U = (c, r, t). Here, c ∈ [0, 1] denotes
the required minimum coverage, r ∈ [0, 1] the required minimum reliability
and t ∈N the maximum execution time.

After introducing the definitions of a service plan, coverage, reliability, runtime
and user preferences, the next step is to define the feasibility of a service plan. Fea-
sibility is simply the ability of a plan to satisfy all user preferences (constraints).

Definition 6.4.11: Feasible service Plan

Given is a query Q, a knowledge base G with function set F and user prefer-
ences U = (c, r, t). A service plan P is denoted as feasible if it can satisfy the
following constraints:

1. C(P, [[Q]]G) ≥ c (coverage constrain)

2. R(P, [[Q]]G) ≥ r (reliability constrain)

3. T(P, [[Q]]G) ≤ t (time constrain)

If a service plan P can not satisfy all mentioned inequality constraints it is
denoted as unfeasible. Furthermore, we denote the set of feasible plans as
F ⊆ P.

This definition ensures that the quality preferences of a user are considered when
building a (feasible) service plan. Subsequently, by using all previous definitions we
are able to formalize the optimization problem as follows:
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Definition 6.4.12: Quality Oriented Optimization

Given a query Q over a semantic graph G with function set F and user pref-
erences U = (c, r, t) the optimization problem is defined as

arg min
P∈F
|P|

such that C(P, [[Q]]G) ≥ c, R(P, [[Q]]G) ≥ r and T(P, [[Q]]G) ≤ t.

Informally, we aim to obtain the service plan P that contains the least amount of
instantiations, i.e., the least amount of Web API calls, but is still able to satisfy the
constraints presented in definition 6.4.11.

6.5 Query Execution Plan Estimation

Algorithm 4 for service plan estimation is based on round-robin scheduling.

Algorithm 4 Result [[QF]]G and User Preferences U = (c, r, t)
1: P← ∅ ▷ init service plan
2: Pi,j ← ∅∀(i, j) ∈ [Q]]∅G ▷ init gap instantiations

3: while C([P,[Q]]G) ≤ c ∧ T(P) ≤ t do ▷ insure coverage
4: for all (i, j) ∈ [[Q]]∅G do ▷ iterate over all gaps in result table
5: if C([P,[Q]]G) ≤ c ∧ C(Pi,j) ≤ c then ▷ Add requests if coverage is too low
6: A← RoundRobin.assert(sort(Ji,j)) ▷ Sort instantiations by availability
7: Pi,j ← Pi,j ∪ {A}
8: P← P ∪ Pi,j
9: end if

10: end for
11: end while

12: while R(P, [[Q]]G) ≤ r ∧ T(P) ≤ t do ▷ insure reliability
13: for all (i, j) ∈ [[Q]]∅G where R(Pi,j) < r do ▷ Iterate over all gaps in result table
14: if R([P,[Q]]G) ≤ r then ▷ Add requests if reliability is too low
15: while R(Pi,j) < r do
16: B← RoundRobin.assert(sort(Ji,j)) ▷ Sort instantiations by reliability
17: Pi,j ← Pi,j ∪ {B}
18: P← P ∪ Pi,j
19: end while
20: end if
21: end for
22: end while

23: return P

First, each gap in the result table is assigned an instantiation to retrieve the miss-
ing information until the desired coverage or time limit is reached. Next, for instan-
tiations with a low reliability additional Web APIs for the corresponding gaps are
assigned. This increases the reliability for the selected gap, as the information to be
integrated can be confirmed by multiple independent data sources.

The generated plan is provided as soon as the required minimum coverage and
reliability are achieved. When the execution time limit, specified by a user, is too
small to provide the required minimum coverage and reliability it provides the max-
imum possible coverage and reliability that for the given time t is possible.
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6.5.1 Providing Maximum Coverage

The input to algorithm 4 is a query result [[QF]]G and a user’s preferences (t, c, r).
First, an empty set P is initialized, which later contains the selected instantiation and
represents the estimated service execution plan. Then (see line 3-11), over each gap
in the result table is iterated and a Web API is selected according to the round-robin
principle until the user-specified coverage or time constraint is reached.

Since most Web APIs have rate limits, it is not possible to execute any number
of requests sequentially at any speed. By using a round-robin schedule, a different
Web API is selected, if possible, for each gap of the result table. An example for this
approach is shown by the orange selected instantiations in figure 6.12 part (C).

This ensures to collect the maximum set of instantiations that can be executed
in parallel. The number of Web APIs available for the gaps can vary, e.g, two Web
APIs to retrieve the name of an author but five different Web APIs to retrieve the
title of a publication. The round-robin principle thus ensures an equal distribution
of all Web APIs, leading to a maximal degree in parallelization. Note that we sort
the instantiations by their reliability value first which ensures that the most reliable
data sources will be used first.

6.5.2 Providing Maximum Reliability

As soon as the required coverage or the time limit has been reached, the algorithm
enters the second phase (see line 12-22).

First, the reliability of the current service plan P is calculated. If the required re-
liability r and the time limit t is not reached (i.e., the reliability and time constraints
are not met), the algorithm iterates again over each gap and requests additional Web
APIs, leading to a possible majority vote and thus increasing the reliability in deter-
mine service plan P. As sated before, the instantiations are sorted according to their
reliability so that high reliable Web APIs are assigned first.

To increase the reliability and to ensure the correct data is identified, additional
instantiations are added to the plan according to the round-robin principle. This
is only done for gaps where the reliability of the selected instantiations is less than
the required reliability r. Since the reliability in the case of several instantiations is
determined by means of the Poisson probability mass function, the reliability of a
combination of several unreliable Web APIs can also be determined. Therefore, it is
possible that a combination of reliable and unreliable Web APIs, which provide the
same information, are more reliable in total than a single reliable Web API.

6.5.3 Voting Based Data Integration

If the desired reliability for a plan P is achieved, or the time limit is exceeded, the
second phase ends. Next, the plan is executed and the data is extracted from the
Web API responses. If multiple results from different APIs for a gap are available,
a hierarchical agglomerative clustering is used to divide the results into clusters of
equal information (see figure 6.15).

This type of clustering provides the advantage that the number of clusters does
not have to be known. Besides, the two grams overlap [Bal+18] method was used as
dissimilarity method, as it is relatively flexible and can handle minor typing errors,
different sequences of names or abbreviations well. The largest cluster is considered
the winner of a majority vote and in the event of a tie, the cluster with the greatest
reliability is selected.
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The Gamma Encoding

The γ encoding

The \gamma Encoding �□ �□ �□ �□ �□ �

(A) Clustering and voting over a set of titles.

Sven Svenson

S. Svenson

Svenson, Sven Sven Bjön Steven Svenson

(B) Clustering and voting over a set of names.

FIGURE 6.15: Clustering and voting of Web API responses.

An example of the presented clustering and voting approach is presented in fig-
ure 6.15. In both examples, four Web APIs are requested. In the Web API responses
of figure 6.15a, the title of a publication is requested and for the responses in fig-
ure 6.15b the author name is requested.

Figure 6.15a clearly shows that there are many different spellings for the title of a
single publication. The titles in the green cluster (or bucket) represent the titles that
are very similar and since the cluster is larger than the red cluster in figure 6.15a, it
also represents the winning cluster. The error in the title of the red cluster can be
caused by encoding errors and other factors.

However, as shown in figure 6.15b, there are also other reasons for very different
spellings. In this example, the name of an author is shown. This can be abbreviated
and saved in a different order. In addition, a data source can also store a completely
incorrect name or simply other additional names that are correct but completely
unknown to the other data sources.

6.6 Evaluation

In this section, we present the evaluation of TunA on a set of simulated Web APIs.
The corresponding implementation of TunA is publicly available on GitHub2.

To simulate Web APIs we used the ETARA benchmark system presented in chap-
ter 5. The response times for each simulated Web API were set between 100 and 1000
milliseconds. Moreover, the Web APIs were set to allow only two requests per sec-
ond to replicate the settings of many real-world Web APIs.

We created four experiments to evaluate the performance of TunA. The first ex-
periment is used to compare TunA’s execution plan with the optimal execution plan.
The second one focuses on the tunability and scalability of TunA. The third exper-
iment compares the performance of the state of the art system ANGIE with TunA.
The purpose of the last experiment is to show that TunA can also be used in real-
word scenarios. For this reason, the third experiment was repeated on real-world
Web APIs but only in the bibliographic domain (e.g., using the dblp knowledge base
and the APIs of CrossRef, Springer Nature, Semantic Scholar and arXiv.).

As described in section 3.2, ANGIE is a framework for generating queries to
encapsulated RESTful Web APIs and efficient algorithms for query execution and
result integration. TunA was implemented in Java using the Apache Jena frame-
work. To make a comparison with ANGIE as fair as possible, ANGIE was likewise
re-implemented in Java. The last experiment represents the performance of tuna
using real world Web APIs.

2https://github.com/dbis-trier-university/TunA

https://github.com/dbis-trier-university/TunA
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Note that we did not compare our results to the extension of ANGIE proposed by
Romero et al. since the extension focuses on the composition of Web APIs, i.e., that
the result of the first Web API call is used to request a second Web API. It removes
compositions that do not lead to results. We did not compare Tuna to the extension
of ANGIE since only a few real-world Web APIs can be combined in such a way.

6.6.1 Data Sources and Queries

As data sources3 we used the ones provided by ETARA which consists of two do-
mains, namely bibliographic and filmographic data. The bibliographic set contains
an RDF version of dblp and data exports of the RESTful Web APIs CrossRef, Sci-
Graph and Semantic Scholar. The filmographic set consists of the Linked Movie
Database (LMDB) and exports of the Open Movie Database (OMDB), The Movie
Database (TMDB) and Internet Movie Database (IMDB). We used dblp and LMDB
in our experiments as local KBs. To ensure both datasets contain missing informa-
tion, we removed randomly chosen triples from both KBs, such as triples containing
titles and author names. Additionally, we created three tainted data sets that contain
erroneous data, e.g., incorrect titles. A more detailed description of the used datasets
can be found in appendix A.

To evaluate TunA, we followed the approaches of Preda et al. [Pre+10; Pre+09]
and Romero et al. [RPS20; Rom+20] and created several templates in which the con-
stants such as years, titles, entities, etc. were replaced, resulting in 45 SPARQL
queries (appendix A.2.1). These templates can be divided into bibliographic and
filmographic domains.

The bibliographic query set consists of five query templates which were used
to create out of each template five different queries resulting in 25 queries total.
The first template (QB,1) requests the name of a given author. The second template
(QB,2) requests the author names of a given publication. The third (QB,3) requests
the names of all authors, that have worked together with a given author. The fourth
template (QB,4) requests all titles of publications published in a given venue (e.g. a
conference) and in a given year. The last template (QB,5) requests all titles of publi-
cations published in a given venue.

The filmographic query set consists of four query templates which were used to
create out of each template five different queries resulting in 20 queries total. The
first template (QF,1) requests the title of a movie. The second template (QF,2) requests
the titles of all movies, that an actor has acted in. The third one (QF,3) requests the
titles of all movies, that a music contributor has created music for. The last template
(QF,4) requests all titles of movies released in a given year.

As explained before, finding the best combination of Web API calls is NP-hard
(as we can reduce the knapsack problem [Van93] to it). For a result table with ten
gaps and for each gap three available Web APIs that can provide missing titles, there
are (23)10 combinations. To determine the optimal plan, we have to find the combi-
nation that satisfies all user preferences and requires the fewest calls, as described
in definition 6.4.12. For higher numbers of gaps it is thus not possible to enumerate
all plans and select the best one. Hence, we have created for this kind of experiment
an additional set of 20 queries (see appendix A.2.1), out of the bibliographic and
filmographic domain, with less than ten gaps in the result tables.

3https://doi.org/10.5281/zenodo.8435903

https://doi.org/10.5281/zenodo.8435903
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6.6.2 Experiment 1: Optimal Plan

The aim of the first experiment is to analyze TunA’s computed plans compared to the
optimal plans. We evaluated all combinations of coverage (1.0 to 0.7) and reliability
(0.9 to 0.7) resulting in a total of 240 TunA queries.

As shown in figure 6.16 and 6.17, TunA is close in terms of execution time and
number of calls to the optimal plan. Only combinations of high coverage and relia-
bility (around 0.9) result in a higher number of calls, but this subsequently levels off
again for lower values.

FIGURE 6.16: Number of calls.

FIGURE 6.17: Execution time.

However, even if TunA uses more calls, it is close to the optimal execution time
and in some cases can even beat the execution time of an optimal plan. This is
because TunA selects and combines Web APIs according to the round robin principle
which allows more calls to be executed in parallel in contrast to the optimal plan.
Additionally, the computation of the optimal plan took longer than fifteen minutes,
whereas TunA’s approach took less than 60 milliseconds to generate a plan for a
table with 180 gaps.
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6.6.3 Experiment 2: Tunability and Performance

To evaluate the performance and tunability of TunA for different combinations of
coverage (1.0 to 0.7) and reliability (0.9 to 0.7) we used from our set of 45 queries the
ten queries with the largest result tables. We chose ten queries (see appendix A.2.1)
with a similar number of gaps to stress TunA with large result tables and because
we did not want smaller result tables to falsify the average runtime etc., since fewer
external sources have to be requested. Hence, we executed the second experiment
with 360 TunA queries.

We used for both systems three function sets. The first set (F1) consists of two
trusted APIs (i.e., reliability of about 0.9) and one untrusted API (i.e., reliability of
about 0.65). The second set (F2) consists of two trusted and untrusted APIs and the
last set consists of three untrusted Web APIs.

FIGURE 6.18: Query coverage.

FIGURE 6.19: Number of erroneous data.
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Figure 6.18 shows whether TunA and ANGIE could achieve the required cover-
age using F1, F2, and F3. Since ANGIE is designed to request APIs until all infor-
mation are provided it returns always a complete coverage. For TunA the desired
coverage of 0.7 to 0.9 can always be achieved and even a requested coverage of 1.0
is in most cases achieved. Only for F3 the required coverage could not be achieved
because no majority could be obtained during the voting phase. For reliability rea-
sons, these results have been removed. When it comes to reliability, TunA was able
to consistently meet user preferences (thresholds). As expected, only a few erro-
neous data are found at lower reliability values. This is caused by a lower number
of requested data sources. As shown in figure 6.19 ANGIE includes much erroneous
information in contrast to TunA, since APIs that deliver a result quickly and reliably
are requested first.

FIGURE 6.20: Execution time of service plan.

FIGURE 6.21: Executed Web API calls.



6.
T

U
N

A
6.

T
U

N
A

6.
T

U
N

A
6.

T
U

N
A

6.
T

U
N

A
6.

T
U

N
A

6.6. Evaluation 137

Figure 6.20 and 6.21 show the required execution time and the number of calls.
High coverage and reliability values require more time and calls than lower values.
An increase in coverage from 0.9 to 1.0 leads to significantly more calls than the in-
crease from 0.8 to 0.9. ANGIE needs significantly less calls than TunA because it does
not check for correctness. Furthermore, it is noticeable that with a coverage of 1.0,
the plan created using F2 is executed faster than the plans using F1 and F3 because
F2 contains one API more than F1 and F3 and is hence better parallelizable. How-
ever, the increasing runtime between F1 and F3 clearly shows that with increasing
number of untrusted APIs, the runtime increases.

6.6.4 Experiment 3: Comparison against Base Line

Figure 6.22 and figure 6.22 present the results of our last experiment. Since ANGIE
is designed to retrieve a full coverage we executed TunA for this experiment with
required coverage of 1.0 and reliability of 0.9. We executed a total of 45 queries
against dblp and LMDB using a set of nine different (two untrusted) function defini-
tions. The aim was to evaluate how TunA and ANGIE perform for different queries
and especially how both processors handle the increasing amount of results for each
query. Note that since we have removed information from dblp also the amount of
missing information increases with each query.

Both ANGIE and TunA were able to deliver the required coverage. However, fig-
ure 6.22 shows that the reliability of TunA, in contrast to ANGIE, is always above the
required threshold of 0.9. ANGIE was only able to achieve the required reliability
for a few queries (3, 6 and 10). In all other cases, ANGIE integrated incorrect infor-
mation into the result table because it does not take reliability into account during
the retrieval and the result integration.

FIGURE 6.22: Reliability Comparison

Figure 6.23 shows the execution time of the computed plans. Since the queries
are built in such a way that the result tables get increasingly larger, it is no surprise
that the runtime increases. Figure 6.23 shows that for smaller queries the runtime
of both systems is nearly the same. Only for queries with large result tables ANGIE
can show its strength in terms of execution time. A disadvantage of this approach
is the significantly larger amount of erroneous data in the results table and that in
most cases the desired reliability can not be achieved. If the results from the first
experiment are taken into account, it is clear that TunA cannot be executed much
faster, since this results in more erroneous data.
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FIGURE 6.23: Execution Time Comparison

6.6.5 Experiment 4: Using Real World Web APIs

Figure 6.24 shows the execution time of the computed plans in comparison to the
number of gaps contained in the query result. Not very surprisingly, the runtime
tends to increase with the number of gaps. However, it is important to note that
the main reason for the high runtime, especially for the later queries, is not only
determined by the number of gaps, but also by the user preferences. As shown
in the previous experiments, a coverage or reliability of more than 0.9 leads to an
increased number of necessary queries.

FIGURE 6.24: Execution time of service plan.

Figure 6.25 clearly shows that for almost all queries the number of calls is almost
three times higher than the number of gaps. This is due to the fact that each of the
three Web APIs must be queried due to the required coverage of 1.0. All Web APIs
have a response probability greater than 0.9 but less than 1.0, so it is quite realistic
that a gap in the result table will not be filled. This would mean that the required
coverage would not be met.
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FIGURE 6.25: Executed Web API calls.

TunA was for all queries able to achieve the required coverage and reliability
values. The reason for this is mainly due to two aspects. Firstly, the selected APIs
are very high quality in terms of their data and secondly, as already mentioned, all
three Web APIs are requested for each gap. This makes it almost impossible for there
to be a loss in coverage or reliability.

6.7 Summary

We introduced TunA, a tunable query engine for RESTful Web APIs and user pref-
erences, i.e., coverage, reliability, and execution time. We presented methods for es-
timating the coverage and reliability of an Web API execution plan. The comparison
of TunAs generated service plans against optimal service plans showed that even if
TunA uses more calls, it is close to the optimal execution time and in some cases can
even beat the execution time of an optimal plan. This is because TunA selects and
combines Web APIs according to the round robin principle which allows more calls
to be executed in parallel in contrast to the optimal plan.

The performed evaluations showed that TunA is granularly tunable and always
provide service plans that meet the user’s preferences in terms of coverage and reli-
ability. Furthermore, our evaluations showed that high coverage and reliability val-
ues require more time and calls than lower values. An increase in coverage from 0.9
to 1.0 leads to significantly more calls than the increase from 0.8 to 0.9. ANGIE needs
significantly less calls than TunA because it does not check for correctness. More-
over, our evaluation clearly showed that with an increasing number of untrusted
Web APIs, the runtime increases.

TunA performs equally in terms of coverage as the current state-of-the-art system
named ANGIE while performing significantly better in terms of reliability. ANGIE
was only able to achieve the required reliability for a few queries. In all other cases,
ANGIE integrated incorrect information into the result table.

Our evaluation showed that for smaller queries the runtime of ANGIE and TunA
is nearly the same. Only for queries with large result tables ANGIE can show its
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strength in terms of execution time. The reason for this is because it does not take
reliability into account during the retrieval and the result integration.

Our last experiment was performed on real-world Web APIs and showed no
difference in performance (i.e., coverage, reliability and runtime). TunA was for all
queries able to achieve the required coverage and reliability values.
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7.1 Motivation

As mentioned in the introduction (see chapter 1), several different Web interfaces,
denoted as Linked Data Fragment (LDF) interfaces, for querying RDF knowledge
bases have been developed. These interfaces differ in their capabilities (e.g., SPARQL
expressiveness) and their query costs. While classic SPARQL endpoints have the
most expressiveness, they can be very costly for data providers. On the other hand,
providing access to data dumps is cheap but has a clear lack of expressiveness.

The interface that generates the least server load (besides dumps) is the Triple
Pattern Fragment (TPF) interface. It only has a low expressiveness, as it can receive
only a single triple pattern at a time, but hence, only a comparingly small server load
is generated. This facilitates the distribution and usage of TPF interfaces as shown by
Hartig et al. [HLP17]. A well-known observation [FKL97; VP98] is that sources for
the same domain(s) overlap in their information. Therefore, an increasing number
of available data sources and interfaces has led to an increased overlap between the
sources and hence novel challenges for federations.

While several works already tackle the challenges arising with LDF interface fed-
erations [HLP17; CH22a; CH22b; CH23] (for more details see chapter 3), the problem
of increasing numbers of available data sources and thus increasing data volume is
only dealt with to a limited extent. Typically, federation engines query all endpoints
that provide relevant data for a query. However, considering the overlap, a subset
of sources might already be sufficient to obtain a complete answer.

Another challenge that arises with an increasing number of possible endpoints
is the reliability of the corresponding endpoints. Reliability plays a key role in query
processing over federations. With access to more data on the Web, it is becoming
increasingly important to evaluate the reliability of the data. Since different data
providers have different levels of reliability regarding their data, not all sources can
be trusted equally. Hence, the question often arises, what data from which sources
can be trusted. However, estimating reliability is often neglected or dealt with in a
trivial manner [Ali+18; HA22c; Zen+03; Pre+10; Pre+09] by simply excluding non-
reliable data sources.

7.1.1 Contribution

This chapter presents a query processing layer denoted as ORAQL [ZHS24] (Overlap
and Reliability Aware Query Processing Layer). ORAQL consists of three main con-
tributions: (1) We introduce a profile feature that provides information about the
overlap between all data sources of a federation. (2) This overlap information is
afterwards used to remove endpoints that are covered by other members of the fed-
eration. to reduce redundancy in data sources. (3) A user-provided reliability goal,
similar as in chapter 6, is taken into account during query processing. To this end, we
extended the approach of Zeimetz et al. [ZHS23] to TPF interfaces, which uses an hi-
erarchical agglomerative clustering to simulate a majority vote over all selected data
sources. In this work, we focus on TPF interfaces, since they are the least expressive
interfaces and hence, from a query processor perspective, provide more restrictions
that need to be overcome than for example SPARQL endpoints. Therefore, a suit-
able solution for TPF interfaces will also propose a solution for all LDF interfaces,
e.g., SPARQL endpoints, brTPF interfaces and others.
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7.1.2 Chapter Overview

The remainder of this chapter is structured as follows. First, use cases and challenges
for a suitable source selection are presented. Next, in section 7.3, we introduce a pro-
file feature that can be used to, subsequently, introduce a source selection algorithm
to reduce the number of selected source to only the relevant and non-redundant
sources (see section 7.4). Afterwards, in section 7.5, we introduce a possibility to
estimate the reliability of a query result and how to select the most reliable data.
Lastly, we present an evaluation of the system and a summary of the results.

7.2 Use Cases and Challenges

In the following, we illustrate the challenges and concepts behind our contribu-
tions and provide a motivating example based on a small federation and a simple
SPARQL query. Note that in real-world scenarios larger federations and more com-
plex queries are likely to be encountered but for the sake of this work we only con-
sider simple basic graph pattern queries without filter, union, service or, other more
complex expressions.

7.2.1 Redundant Data

Figure 7.1 shows an example federation that consists of four TPF interfaces of the
scholarly domain (i.e., meta data about scientific publications). The query requests
all publication titles published in 2023. Since all four interfaces are of the same do-
main they are likely to overlap in their data [FKL97; VP98].

Query:
Select all publication
titles from 2023

request

?title
This is an Example Title
This is an example title
This is an Example Title.
The \gamma Encoding
The Gamma Encoding.
The γ Encoding
...

ca cb cc cd

result

FIGURE 7.1: Example of Redundant Data in a Federation.

A traditional (TPF) query processor will filter out all interfaces that are not able
to answer any triple pattern of a query. In case all four interfaces can deliver a result,
hence, all four interfaces will be used during query processing. In case of robust
query processors, they will filter out all interfaces that will not contribute to the final
query result, i.e., all data sources of intermediate results that will be lost because of
a missing join partner will be excluded from the selected sources. In our example
we assume that all data sources are able to contribute to the final query result and,
hence, all four sources are queried.

This approach is followed regardless of whether querying only three sources
would yield the same query result, leading to many queries that are not contributing
new results but rather result in redundant data and unnecessary calls increasing the
query execution time. Therefore, it makes sense to further restrict the source selec-
tion so that there is less redundancy in the query result leading not only to a decrease
query time but also reduce the load for a query processor.
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7.2.2 Overlap Degree

To accomplish this, we exploit the well-known observation [FKL97; VP98] that sources
for the same domain(s) overlap in their information and that those overlaps can be
used for better source selection.

Figure 7.2, part (a) presents the overlap degree of the data sources from figure 7.1
used in the first scenario; since a ∩ b ∩ c ∩ d ̸= ∅ there is at least one publication
whose title is included in all four sources. However, depending on the type of data
(e.g., publications and authors) the data sources may overlap in different degrees.

Part (b) and (c) of figure 7.2 show an example for this. In the case of the class
ex:Publication and property ex:title, a different overlap appears than for ex:Author
and ex:name. This may be due to the fact that some data sources focus more on au-
thors and others on publications. Further, other data sources may only store certain
information, e.g., a title, an author’s name and a publication year but not the name
of the conference the publication was published in.

class ex:Publication
with property ex:title

class ex:Author with
property ex:name

Ga

Gb

Gc
Gd

Ga

Gb

Gc

Gb
Ga

Gd Gc This is an Example Title
This is an example title
Some ErroneousTitle

Vote

Some Name
Name, Some
S. Name

Vote

(a)
(b)

(c)

FIGURE 7.2: Example of overlapping data sources.

Based on this observation, we therefore need a fine grained overlap index that
captures separate overlap information for the different data properties, such as titles
and author names, and for the different classes, such as publications and authors.
This information can later be used during query planning to enable a better source
selection with less redundancy.

For the query from figure 7.1, we see that we do not have to query all four inter-
faces but, as shown on part (b) of figure 7.2, the interfaces providing access to Ga and
Gd are sufficient to obtain a complete result with minimal redundancy. If the author
names are queried, the interfaces providing Gb and Gc are sufficient as presented in
part (c) of figure 7.2.

7.2.3 Adjustable Reliability

Another challenge is the selection of reliable sources and the degree of reliability
desired by a user, similar to the Web API selection presented in chapter 6.

As stated before, it is evident that with access to more data on the Web, it is be-
coming increasingly important to evaluate the reliability of the data [ZHS23; Pre+09;
Pre+10]. Since different data providers have different levels of reliability regarding
their data, not all sources can be trusted equally. Therefore, the question (often)
arises, what data from which sources can be trusted and if it needs to be verified, as
before by a majority vote. Hence, it may be desirable in some cases to have redun-
dancy in the data to compare them with each other and thereby perform a majority
vote to increase the degree of reliability in the query result.

Furthermore, not all users of a federated query processor have the same relia-
bility goal for their query result [ZHS23; HA22c]. For example, many tasks in the
digital humanities focus on processing historical data with questionable reliability,
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e.g., collecting data of medieval ethnic communities [Ass16]. For such cases, the
reliability may not be important to a user at first, but it is important to get a large
number of results for a query (e.g., to see how an ethnic population spreads, indi-
vidual errors are not important). In other cases, users might need a high degree of
reliability in their data and would accept to wait longer for the query result.

7.3 Precomputed Profiles of TPF Interfaces

A well known index structure used for query processing are characteristic sets. It
was introduced for RDF knowledge bases by Neumann et al. [NM11] and denotes a
set of different characteristics that describe a knowledge base. A characteristic rep-
resents a collection of properties and classes that always occur together. Moreover,
they are often used for query planning as they capture the co-occurrences of prop-
erties in (RDF) graphs. Heling et al. [HA23] extended the work of Neumann et al.
so that accurate statistical profile features based on characteristic sets are estimated,
relying only on samples of the original dataset.

Even though this approach works well for a more fine-grained source selection,
it does not consider the challenges implicated by overlapping sources (see scenario
1 and 2). Further, it is not possible for TPF interfaces to group triple patterns of a
query by sources, as TPF interfaces can only process one triple pattern at a time. In
the following we present an index that can be leveraged for source selection with
less redundant data sources.

7.3.1 Overlap Extension

The core idea of Heling et al. to create a characteristic set is to randomly select triples
from the RDF graph: entities with higher out-degrees have a higher probability of
being chosen with this approach, as they appear more frequently in the triples. This
is done until a large enough sample size (given by the user) is collected. Formally,
an O-profile is defined as follows:

Definition 7.3.1: O-Profile

Given two RDF graphs G and G′, their O-profile O(G, G′) is a 3-tuple
(C , P , o) where C is the set of all classes of G, P denotes the set of all prop-
erty sets where Pc ∈ P with c ∈ C denotes the set of properties used by
entities of class c. Further, oG,G′ : C ×U → [0, 1] describes the overlap func-
tion that returns for a property p ∈ Pc for class c ∈ C the overlap between G
and G′. The overlap measures the fraction of entities of class c with property
p in graph G that also occur in G′.

To make this definition easier to grasp, the O-profile of Ga and Gb is shown in
figure 7.3. Moreover, it is important to emphasize that the O-profiles O(Ga, Gb) and
O(Gb, Ga) of two RDF graphs Ga and Gb can differ significantly since, as shown in
figure 7.2, part (b), endpoint Ga contains all the information from endpoint Gb with
regard to the titles of a publication. However, since this is not the case the other way
around, the two O-profiles O(Ga, Gb) and O(Gb, Ga) are very different from each
other as displayed in figure 7.3. All information that is contained in O(Ga, Gb) but
not in O(Gb, Ga) is displayed in red in figure 7.3.

Moreover, in the example for O(Ga, Gb) the set of classes and the associated prop-
erties are shown. For example, the class ex:Inproceedings ∈ C is described by the
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ex:Informal:

0.0
0.0
0.0

ex:title:
ex:year:
ex:arxivId:

Overlap of Ga and Gb

ex:Inproceeding:

0.7
0.7
0.0
0.0

ex:title:
ex:year:
ex:conference:
ex:doi:

Overlap of Gb and Ga

ex:Inproceeding:

1.0
1.0
1.0

ex:title:
ex:year:
ex:conference:

ex:Person:

...

...

...

ex:title:
ex:year:
ex:arxivid:

FIGURE 7.3: Example of overlap profiles.

set of properties {ex:title, ex:year, ex:conference, ex:doi} ∈ P . The intro-
duced overlap function oGa,Gb returns the degree of overlap for a class and pred-
icate pair, for example the overlap oGa,Gb(ex:Inproceedings,ex:title) is 0.7 and
oGa,Gb(ex:Inproceedings,ex:conference) is 0.0 since the RDF graph (or knowledge
base) Gb does not store any conference names.

7.3.2 Profile Creation

We follow the same approach as traditional TPF federations F, i.e., we first request a
sample from each TPF interface in F, named G̃a and G̃b. The samples are cached so
that, afterward, the cached triples are used to generate an O-profile for all combina-
tions of endpoints. The corresponding algorithm is presented in algorithm 5.

Algorithm 5 Computation of overlap profile O(Ga, Gb).

1: C ← {c : (s, type, c) ∈ G̃a}
2: P ← {Pc : c ∈ C ∧ Pc = {p : (s, type, c) ∈ G̃a ∧ (s, p, o) ∈ G̃a}}
3: o ← ∅

4: for all c ∈ C do
5: for all p ∈ Pc do
6: Let r be number of additional requests specified by the user.
7: m← 0
8: n← 0

9: for all (e, p, o) ∈ G̃a do
10: if (e, p, o′) ∈ G̃b then ▷ Check if information is contained in G̃b
11: n← n + 1

12: else if r > 0 then
13: if (e, p, o′) ∈ Gb then ▷ Request additional information from Gb
14: n← n + 1
15: end if

16: r ← r− 1
17: end if

18: m← m + 1
19: end for

20: o ← o ∪ {(c, p, n/m)}
21: end for
22: end for

23: return o
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7.4. Removal of Redundant Sources 147

To create the O-profile of Ga and Gb, the cached samples named G̃a and G̃b are
used. First, algorithm 5, creates two sets C and P (see line 1 and 2). The set C
stores all classes of the sample G̃a. The set P consists of several sets Pc, that store all
predicates used by entities of the class c. Lastly (line 3) a set o is initialized, which
later will contain the overlap information shown in figure 7.3.

Next, for all classes in G̃a it is first iterated over all corresponding predicates (see
line 4 until 5). Since a predicate can have different overlap degrees for different
classes, as shown in the example before, we chose to iterate over the classes.

Afterward (see line 9 until 11), for each entity e ∈ G̃a it is checked whether it
(with the same properties, e.g., ex:title, ex:year, etc.) is also present in G̃b. Hence,
for each property of a class, the number of times two entities have used the ex:title
property, for example, is counted (see n in line 11). This allows an overlap value to
be created for each property of a class (see line 20).

However, using only the data of the sample graph is not sufficient, as the drawn
samples G̃a and G̃b may be too small to cover all aspects of Ga and Gb. As con-
sequence the estimated overlap can differ significantly from the true overlap. One
possibility to address this problem is to drastically increase the sample size. How-
ever, this approach would lead to a significantly longer runtime.

A better performing approach (line 12 until 15) is to draw entities of G̃a that that
could not be found in G̃b and specifically request all information for the selected
entities from Gb again. By doing so, additional information is requested and, hence,
the size and information of G̃b increases. The number of additional requests is given
like the sample size by a user.

This part of the algorithm is the most time-consuming step, as individual enti-
ties are requested due to the limited expressiveness. For all other types of endpoints
(e.g., SPARQL endpoints or brTPF interfaces), this part is significantly faster per-
formed since they provide more options like querying entities in bulk or sorting en-
tities via ORDER BY expressions. This makes it possible to avoid additional requests,
since better samples can be collected.

After this procedure has been executed for each class and property in Ga, a final
O-profile O(Ga, Gb) is created based on the sample graphs G̃a and G̃b. The O-profile
can also be used to make assumptions for entities without classes by calculating the
average overlap for a predicate over all classes.

Note that for algorithm 5 we changed the notion of o from a function to a map
that contains 3-tuples of the form (c, p, n/m). Here, c and p denote the class and
corresponding predicate and m/n describes the overlap value which is calculated by
dividing the number m of entity-predicate-pairs found in G̃a and G̃b by the number
n of all entity-predicate-pairs in G̃a.

7.4 Removal of Redundant Sources

The problem we motivated in section 7.2 is based on the idea of removing redun-
dant endpoints from F that are covered by other sources in F, e.g., for the example
shown in figure 7.2 (b), Gb and Gc can be removed from F since Ga and Gd cover both
endpoints. Hence, the size of the federation can be reduced by 50 percent while still
covering 100 percent of the federation data.
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7.4.1 Problem Definition

The optimization problem we focus in this paper is also known as set cover prob-
lem [BP72] which is NP-hard and can be formalized as follows:

Definition 7.4.1: Minimum Federation

Given a query Q, a federation F = {u1, u2, ..., un} and S = 2F a minimum
covering of F regarding a query Q is defined as

arg min
Si∈S
|Si| s.t. |[[Q]]Si | = |[[Q]]F|.

Informally, we aim to obtain for a query Q a minimum federation Fmin ⊆ F that
covers all information of F for a query Q but with no redundancy. Since the problem
is NP-hard there exist only a few greedy algorithms that provide a practical approx-
imation for Fmin that removes (some) redundant interfaces from F. However, the
existing approaches require complete access to G = ep(u), which is practically not
possible for TPF interfaces.

7.4.2 Overlap Scenarios

Next, we present an approach that leverages the O-profile to identify TPF interfaces
in a federation F that are covered by other interfaces in F and, hence, can be removed.

a

b
c

d

Selection: {a,b,c,d}

b a
c d
d c
a b
d a
a d
c a
d b
b d
a c
b c
c b

100
100
80
70
40
20
20
20
15
5
0
0

(rem b)
(rem c)
(missing)

a

c
db

d c
b a
b c
a b
c b
c d
a c
a d
b d
c a
d a
d b

100
50
50
30
30
7
0
0
0
0
0
0

(check b)

a

c
db

a
b

c

Selection: {a,b,c,d}

b a
b c
b d
d b
a b
c a
d a
c b
a c
a d
c d
d c

50
38
38
34
30
20
17
12
8
4
0
0

Selection: {a,b,c,d}

b a
b c
b d
d b
a b
c a
d a
c b
a c
a d
c d
d c

50
38
38
34
30
20
17
12
8
4
0
0

Selection: {a,b,c,d}

b a
c a
a b
c b
b c
a c

100
100
38
67
17
16

(rem b)

Selection: {a,b,c}

(rem c)
(rem d)

a

b

c

d

(ambi) (ambi)

(a) (b) (c) (d) (e)

FIGURE 7.4: Different overlap scenarios incl. overlap information.

To discuss this problem in detail, figure 7.4 shows some federation examples with
different overlap degrees. Assuming a query Q requests the titles of all publications,
the first example (i.e., part (a) of figure 7.4) shows that the sources a, b and c can
provide a title. This information is obtained by an initial probing of all TPF inter-
faces with the corresponding triple pattern. Furthermore, it can also be seen that the
sources b and c are contained in a and hence, only a needs to be queried.

Querying the TPF interfaces with the default triple pattern (i.e., (?s,?p,?o)) is
common because, unlike SPARQL endpoints, these do not reveal all information at
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7.4. Removal of Redundant Sources 149

once but follow a paginated approach. This means that a TPF interface only re-
sponds with the first (e.g., 100) triple results and, hence, further requests needs to
be done to gradually retrieve the complete query response. As mentioned in sec-
tion 2.3.2, the response of a TPF interfaces always contains a set of meta data like the
result size of the requested triple pattern. As a result, the initial query of the sources
(as in this case) is often used to gather the number of triples.

The O-profile can be used to determine redundant sources and remove them. It
provides information about the overlap degree between two sources (e.g., b and a)
for a selected class and property. For the sake of simplicity, the class is ignored in the
remainder of this section.

The federation F shown in part (a) of figure 7.4 consists of a, b and c. The overlap
of the sources b and a for the predicate ex:title is ob,a(ex:title) = 1.0 since a
contains b. However, oa,b(ex:title) = 0.38 as only approximate 38 percent of a is
covered by b. Based on the corresponding O-profile, it is easy to see that b and c can
be removed from the federation F (for this query), as b and c are both covered by a.

The federation F shown in part (b) of figure 7.4 consists of a, b, c and d. Consid-
ering the information belonging to the O-profile, we can see that od,c(ex:title) =
1.0 and hence d is removed from F, since c covers all titles from d. Next, we can
see that ob,a(ex:title) + ob,c(ex:title) = 1.0. Since a and c do not overlap (i.e.,
oa,c(ex:title) = 0), we can assume that b is covered by a and c and therefore b is
removed from the federation F.

The third example presented in part (c) of figure 7.4 shows clearly that the O-
profile cannot be used for a precise coverage computation. First, all TPF interfaces
in F that are covered by another (single) source (i.e., b and c) are removed. Af-
terward, it is checked whether d is covered by multiple other sources. Hence, we
calculate od,a(ex:title) + od,b(ex:title) = 0.6. For the overlap computation of
d, od,c(ex:title) is ignored since c is already been removed from the federation.
However, because d is only covered up to 60 percent by other sources it is not re-
moved from F. The same approach is applied for a leading to oa,b(ex:title) +
oa,d(ex:title) = 0.9 Again, we ignore c since it is already been removed from the
federation F. Because a is only covered up by 90 percent by other sources it is not
removed from the federation F, since otherwise we would lose coverage.

In the example before we ignored the fact that even tough od,a(ex:title) +
od,b(ex:title) = 0.6 state that 60 percent of d is covered by a and b the real over-
lap, presented in part (c) of figure 7.4 is around only 40 percent. This is because we
have to subtract the intersection a ∩ b ∩ d according to the inclusion-exclusion prin-
ciple [AS10]. This leads to the case that for values above ≥ 1.0 only in special cases
a decision can be made whether the interface is covered complete by other sources.
Since the O-profile stores only tuple-wise overlap information further information
about the intersection of more than two interfaces is missing. Hence, it is unknown
whether a ∩ b ∩ d = ∅ applies or not. Note that in the second example (part (b)), the
data source b could only be removed from F because a and c have no intersection
and therefore a ∩ b ∩ c = ∅ can be derived.

This problem can be discussed in more detail, considering the last examples (part
(d) and (e) of figure 7.4). Both federations consist of four data sources a, b, c and d.
The degree of overlap shown in the O-profile is the same for both federations. How-
ever, the associated graphs, shown on the upper part of figure 7.4, are constructed
differently and hence have a different overlap degree. We can see quickly that it is
undecidable by only using the O-profile whether b is covered by other sources and
hence, no source can be excluded. Therefore it can be concluded that overlap varia-
tions exists that make it impossible to remove all redundant sources by only relying
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on the information presented by the O-profile since the information is not sufficient.

7.4.3 Algorithmic Approach

The informal approach described above is presented as pseudo code in algorithm 6.
The approach is based on two phases: (1) remove all sources from F that are covered
by another (single) source. (2) If it is true for a source u that multiple other sources
u′ ∈ U′ cover u and the intersection between these sources is empty, u can be re-
moved from F. The result Fmin stores a source selection for each triple of a query
t ∈ Q (i.e., (t, Ft) ∈ Fmin.

Algorithm 6 Overlap Based Source Removal.

Require: Query Q, Federation F and O-profile OF
1: Fmin ← ∅

2: for all t ∈ Q do ▷ Iterate over all triple patterns
3: Ft ← F
4: Let pt denote the predicate used in the triple pattern t

5: for all u ∈ Ft do
6: Let U′ = {u′ : u′ ∈ Fmin ∧ ∃O(ep(u), ep(u′))}
7: if ∃u′ ∈ U′ s.t. ou,u′(pt) = 1.0 then ▷ First Phase
8: Ft = Ft \ {u}
9: else if Σu′∈U′ou,u′(pt) = 1.0∧ ∀i, j ∈ U′ : oi,j(pt) = 0 then ▷ Second Phase

10: Ft = Ft \ {u}
11: end if
12: end for

13: Fmin ← Fmin ∪ (t, Ft)
14: end for

15: return Fmin

First, Fmin is initialized as an empty set. Next, it is iterated over each triple pattern
t of a query Q with the aim of removing redundant TPF interfaces from Ft. After-
wards, it is iterated over each TPF interface u in Ft, which is initialized with F, to
determine whether it contains redundant data.

If a TPF interface u′ exists for which ou,u′(pt) = 1.0, where pt is the predicate
of the triple pattern t, then u is removed from Ft. This is because in this case u is
completely contained in u′ and hence u is redundant.

However, if there are multiple TPF interfaces u′ that together cover the informa-
tion from u, it must be checked whether the information of all interfaces u′ ∈ U′ is
disjoint from each other. If this is the case, u can be removed from Ft. The check
for disjointness must be carried out because, as mentioned in part (d) and (e) of
figure 7.4, the inclusion-exclusion principle must be applied. However, since the O-
Profile only stores information tuple wise overlap information, information about
the intersection of more than two sources is missing.

Lastly, the reduced source selection Ft for triple pattern t ∈ Q is added to Fmin.

7.5 Improvement of Query Result Reliability

Next, the framework has to determine if the selected sources provide the user’s re-
quired minimum reliability. The correct result is determined by a majority vote over
relations with contradicting information.
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7.5.1 Reliability Extension

As shown in chapter 6, which presented TunA, this approach works well to deter-
mine a correct value in a “federation” of Web APIs. Hence, we extend this approach
for TPF interfaces in the following. The reliability of a majority decision of TPF in-
terfaces can be calculated as follows:

Definition 7.5.1: Federation Reliability

The reliability based on an overlap based source selection of a federation Fmin
for a query result [[Q]]Fmin is defined as

R(F, [[Q]]Fmin) = arg min
(t,Ft)∈Fmin

R(t, Ft) and

R(t, Ft) =


Prel(u), if |Ft| = 1
PPBD(Ft, 1)×max(Prel(u), Prel(u′)) + PPBD(Ft, 2), if |Ft| = 2

∑|Ft|
k=⌈ |Ft |+1

2 ⌉
PPBD(Ft, k), otherwise

with u, u′ ∈ Ft.

The formula distinguishes between the case where only one, two or multiple
TPF interfaces are requested. In case only one TPF interface is contained in Ft the
reliability of the corresponding interface Prel(u) is used. If |Ft| = 2 the interface with
the higher reliability is used. Therefore, the max function is used in this case. The
probability mass function PPBD is only used in cases where a majority decision can
occur (i.e., |Ft| ≥ 3).

7.5.2 Algorithmic Approach

Next, we present an algorithm that leverages the introduced reliability estimation
to increase the reliability of a query result [[Q]]Fmin over a federation Fmin such that
it meets the reliability rmin demanded by a user. Therefore, sources are potentially
added to Fmin that were previously omitted due to a high degree of overlap. A high
degree of overlap is desired, as this provides more information that can be used in a
majority vote.

Algorithm 7 Reliability Based Source Extension.

Require: Query Q, Federation F with O-Profile OF and a minimum reliability rmin
1: Fmin ← Algorithm6(Q, F, OF) ▷ Apply overlap based source removal
2: Frel ← Fmin ▷ Initialize federation

3: for all (t, Ft) ∈ Frel do
4: while R(t, Ft) < rmin do
5: F′ ← F \ Ft ▷ Determine all unused endpoints for triple t
6: F′ ← sortasc(F′) ▷ According to overlap o(pt)
7: Ft ← Ft ∪ F′.pop() ▷ Add first endpoint in F′ to Ft
8: end while

9: Frel ← Frel ∪ (t, Ft) ▷ Update source selection for federation
10: end for

11: return Frel
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As input we require a query Q, a federation F with O-profile OF = (C , P , o) and
a minimum reliability rmin demanded by a user. The first step of algorithm 7 is to
call algorithm 6 and compute Fmin. Further, Frel is initialized with the empty set.

Next, the algorithm iterates over each tuple (t, Ft) ∈ Fmin and computes the relia-
bility of R(t, Ft) in order to check if the reliability of the selected sources Ft for triple
pattern t of query Q is not yet sufficient for the user (i.e.,R(t, Ft) < rmin). As long
as the required reliability cannot be met by Ft more endpoints (TPF interfaces) are
added to Ft. Therefore, first a temporary set F′ is created which contains all end-
points that are not included in Ft. Next, F′ is sorted, but in contrast to algorithm 6,
it is sorted ascending according to the overlap o(pt) and query coverage cov(Q). In
order to increase the reliability, a high amount of overlap is needed, so that as many
triples can be double checked by a majority vote. Lastly, Frel is updated with the new
selection of endpoints Ft.

If the desired reliability is achieved we follow the same approach as presented
in section 6.5.3, i.e., performing a majority vote. If more than two results (e.g., titles
or author names) from different TPF interfaces are available, a hierarchical agglom-
erative clustering is used to divide the results into clusters of equal information.
This approach brings the advantage that the number of clusters does not have to be
known. Besides, the two grams overlap [Bal+18] method was used as dissimilarity
method, as it is relatively flexible and can handle minor typing errors, different se-
quences of names or abbreviations well. The largest cluster is considered as winner.

7.6 Evaluation

In this section, we present the evaluation of ORAQL. The corresponding implemen-
tation is publicly available on GitHub1. Moreover, to simulate TPF interfaces and
ensure a reproducibility we extended the ETARA [Zei+23] benchmark system, in-
troduced in chapter 5, so that it is able to simulate TPF interfaces.

7.6.1 Data Sources and Queries

As data sources we used different scholarly data sets2 based on dblp with data on
publications between 2015 and 2020. To ensure reproducibility, all data sources3 and
used queries are publicly available. We created seventeen data sets, each with dif-
ferent degrees of overlap. In addition, the datasets used for the reliability evaluation
also contain different errors for titles and author names.

Next to the created data sources, we additionally created a set of queries. We
followed the same approach as in the previous chapter when evaluating TunA and
created a set of six query templates (appendix A.2.2) out of the bibliographic do-
main (based on dblp) resulting 30 queries covering a result size between one and
200 triples to analyze a wide range of cases.

7.6.2 Baseline System

As baseline system we use the approach proposed by Heling and Acosta [HA22c]. It
focuses on taking various utility aspects into account during source selection, which
include aspects such as the reliability or latency of an endpoint. The original ap-
proach only considers so called ALTERNATIVE SERVICE expressions which are the

1https://github.com/dbis-trier-university/ORAQL
2More information about the used datasets can be found in appendix A
3https://doi.org/10.5281/zenodo.12634642

https://github.com/dbis-trier-university/ORAQL
https://doi.org/10.5281/zenodo.12634642
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union of SERVICE requests around the same expression. The authors then devise
a utility-aware semantics for them, in which quality information like the reliabil-
ity of a federation is leveraged to potentially reduce the number of endpoints to be
contacted. Their selection process considers only endpoints that satisfy the user’s re-
liability requirements. A downside of this is that excluding unreliable data sources
may not always be possible as no other sources may be available. Further, multi-
ple endpoints in a federation with a low reliability, providing the same information,
can be more reliable than only a single (reliable) endpoint. For this work, we have
adopted the approach and modified it for BGP queries. At the beginning, a union of
SERVICE requests is created for all possible endpoints for each triple pattern of the
query. Subsequently, the baseline is applied.

7.6.3 Experiments

We created three experiments to evaluate ORAQL’s performance. The first experi-
ment is used to analyze the quality of the created O-profiles. In the second exper-
iment the source selection determined by ORAQL is analyzed and lastly the per-
formance of the state-of-the-art system, proposed by Heling and Acosta [HA22c], is
compared against ORAQL’s.

Experiment 1: (Overlap Index)

The first experiment focuses on analyzing the determined O-profiles of a federation
of five TPF interfaces. Thereby, we focus on the influence of the sample size and how
much the runtime increases.

FIGURE 7.5: Comparison of runtime.

We retrieved five, ten and fifteen percent of an endpoints triples. The number of
additional requests was always set to 100 since a broad test series of various sample
size and additional requests would have gone beyond the scope of the work. The
results presented in figure 7.6 indicate that larger sample size increase the chances to
capture overlap information of rarely used classes and properties since less relations
for each class are missing.

Further, figure 7.5 shows that the runtime does not drastically increase by raising
the sample size. The step between five and ten percent results from the fact that
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FIGURE 7.6: Number of missing relations.

more classes and relations were found for which additional probing requests are
performed. However, an increase from ten to fifteen percent has almost no effect,
since only few more relations can be found. The most frequent relations and classes
are found in all cases. The maximal overlap deviation compared to the real overlap,
determined by accessing the full data sources and creating a comprehensive gold
standard overlap profile, is around five percent.

As shown in the results of the following experiments, this precision is sufficient
to achieve good results. However, classes and relations that occur in less than ten
percent of the triples could not be found. This problem is also evident in other stud-
ies focusing on the creation of additional index profiles [HA23]. However, as de-
scribed in section 7.4, all TPF interfaces of a federation are initially probed. Hence,
even for predicates that are missing in an O-profile, metadata about their occurrence
is retrieved. Therefore, no coverage is lost since we trivially assume an overlap of 0.

Hence, even if a rarely used predicate is part a queries triple pattern which is not
found in the computed O-profile, metadata about its occurrence for a TPF interface
is delivered as result and we assume trivially an overlap of 0 if the interface can
provide results. Therefore, no coverage is lost as shown in the next experiment.

Experiment 2: (Source Selection)

The aim of the second experiment is to analyze ORAQL’s selected TPF interfaces
of a federation compared to traditional federations, removing only sources that de-
liver no results for any triple pattern. Further, the number of selected interfaces is
compared to an optimal selection denoted as gold standard.

Hence, we have created a set of 30 queries (see appendix A.2.2) covering a re-
sult size between one and 200 triples to analyze a wide range of cases. The queries
were executed against two federations. The first federation consists of seven TPF
interfaces and has a high degree of overlap. There are several combinations of three
or more interfaces that have an intersection. This is particularly challenging since
for performance reasons the overlap is only captured tuple-wise and as described
in section 7.4 there are cases where sources cannot be excluded because we lack in-
formation. The second federation consists of four TPF interfaces and, in contrast to
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the first federation, there is no case where more than two TPF interfaces partially
overlap (similar to figure 7.4 (a) and (b)).

FIGURE 7.7: Evaluation of a federation with a high degree of overlap
between all interfaces.

Figure 7.7 and figure 7.8 shows the results for our proposed approach that re-
moves redundant data sources, a traditional federated query engine and an optimal
solution, denoted as gold standard.

For the first federation, which has a complex degree of overlap between the indi-
vidual data sources, it is evident that traditional query engines are quite capable of
reducing the number of data sources. In the case of TPF interfaces, this is mainly due
to the usual procedure of sampling each interface for the first time. Since TPF inter-
faces follow a paginated approach to avoid overly large responses they are first ex-
ploited as a simplified ask query. The returned query result page contains metadata
about the result size and hence interfaces with result size of zero can be removed be-
fore all queries are send. And nevertheless, many sources still remain that provide
redundant data and can therefore be removed.

Figure 7.8 shows that ORAQL is able to significantly reduce the number of se-
lected sources compared to traditional federated query engines while maintaining
complete coverage (no information is lost). In some cases, ORAQL is even close to
the gold standard. Since the second federation has significantly less complex over-
lap ratios, the optimum can even be achieved for such clear cases. However, the first
federation is the more common real-world federation.

Experiment 3: (Result Reliability)

To evaluate the performance and tunability of the baseline system and ORAQL for
different reliability thresholds (0.7 to 0.9) we used ten queries (see appendix A.2.2)
with a result size between 100 and 2000, resulting in 30 query-reliability combina-
tions. We have restricted the queries to a result set of over 100 triples to ensure more
stable reliability results during the evaluation. Queries that are answered with only
a few triples would otherwise have too strong an effect on the average reliability.
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FIGURE 7.8: Evaluation of a federation with a low degree of overlap
between all interfaces.

The queries were executed against two federations. The first federation will from
now on be denoted as a “trustful” federation and consists of three TPF interfaces
with a reliability of 0.75 and a fourth TPF interface with a reliability of only 0.66. The
second federation is a less trustful federation and consists of two TPF interfaces with
a reliability of 0.75 and a further two TPF interface with a reliability of only 0.66.

FIGURE 7.9: Reliability of a “trustful” federation.

Figure 7.9 and figure 7.10 shows the reliability and coverage results for the “trust-
ful” federation. It is easy to see that ORAQL can always produce a query result with
the required reliability for thresholds between 0.7 and 0.9. The baseline system could
only retrieve results for a reliability of 0.7, as it removes all endpoints with a lower
reliability from the federation. This has the disadvantage that the maximum reliable
results that can be found are those provided by the most reliable interface. In ad-
dition, ORAQL performs a majority vote compared to the baseline system, which
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FIGURE 7.10: Coverage of a “trustful” federation.

is why results can be found even for high reliability values such as 0.9. Heling and
Acosta’s approach does not check the requested triples and therefore contains incor-
rect data in the query result. Moreover, the baseline system queries all three TPF
interfaces with a reliability greater than 0.7 and hence collects the incorrect data of
all three interfaces, resulting in a low reliability.

Considering the coverage, it is noticeable that the baseline system delivers sig-
nificantly more query results than required since contradictory triples, e.g., three
different titles for the same publication are queried and collected. In comparison,
ORAQL does not query too many results and identifies correct triples via a majority
vote. The drawback of this approach is that for reliability values above 0.9 some
coverage is lost. This is because in some cases there is no majority since all interfaces
deliver contradicting values. Clearly, this is an extreme case, but but it shows that
ORAQL is able to deliver the required reliability even in extreme situations.

FIGURE 7.11: Reliability of a less trustful federation.

The results for the second federation are shown in figure 7.11 and figure 7.12.
Even if the achieved reliability has fallen slightly, the overall result is similar. There-
fore, we can conclude that ORAQL achieves good results even in cases of less reliable
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federations.

FIGURE 7.12: Coverage of a less trustful federation.

7.7 Summary

In this chapter we introduced ORAQL, an overlap and reliability aware query pro-
cessing layer for TPF interface federations. The presented methods to capture tuple-
wise overlap information of a federation have shown to generate useful overlap pro-
files with a maximum deviation of less than five percent. Larger sample size increase
the chances to capture overlap information of rarely used classes and properties.
However, the runtime does not drastically increase by raising the sample size.

Even if the identification of redundant data (set cover problem) is NP-hard we
presented an approximation with a significant reduction in requested endpoints
without losing results (recall). We evaluated ORAQL against a traditional feder-
ated query engine and an optimal solution. Our evaluation showed that traditional
query engines are quite capable of reducing the number of data sources. In the case
of TPF interfaces, this is mainly due to the usual procedure of sampling each inter-
face for the first time (i.e., performing an ASK query). Furthermore, our evaluation
showed that ORAQL is able to significantly reduce the number of selected sources
compared to traditional federated query engines while maintaining complete cover-
age (no information is lost).

Lastly, we have shown that ORAQL is granularly tunable towards reliability
aspects and can beat the current state-of-the-art system, proposed by Heling and
Acosta [HA22c], in terms of coverage and reliability. ORAQL can always produce
a query result with the required reliability for thresholds between 0.7 and 0.9. The
baseline system could only retrieve results for a reliability of 0.7, as it removes all
endpoints with a lower reliability from the federation. Furthermore, it is notice-
able that the baseline system delivers significantly more query results than required
since contradictory triples, e.g., three different spellings of a title are presented in the
query result. In comparison, ORAQL does not collect and query redundant results
and identifies correct triples via a majority vote.
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8.1 Overview

This thesis consists of four major contributions. The first contribution was the devel-
opment of a novel alignment approach, denoted FiLiPo, to align the schema of RDF
knowledge bases with the response schema of RESTful Web APIs. The second con-
tribution was the development of a benchmark system that was created to simulate
RESTful Web APIs and is able cover all important characteristics of Web APIs, i.e., la-
tency, timeouts, rate limits and provides configurable response structures (e.g. JSON
or XML). The third and fourth contribution are two related query processors. The
first one, denoted as TunA, which allows SPARQL queries combining knowledge
bases and RESTful Web APIs and is tunable towards user preferences, i.e., coverage,
reliability and performance. The second query processor, denoted as ORAQL, uses
overlap information to reduce the number of selected sources that are available in a
federation. The goal is to reduce redundant data and hence improve the query ex-
ecution speed. Furthermore, we reused the reliability estimation approach of TunA
to also estimate the reliability of a query result in a federated scenario.

8.2 Summary

In contrast to the current state-of-the-art system DORIS, FiLiPo is additionally able
to determine valid input relations for Web APIs which significantly reduces manual
effort by the user. The only exception is the combination of IMDB and OMDB: IMDB
contains a relation named dblp:alternativeVersion to specify an alternative ver-
sion of a movie title (e.g. a directors cut is an alternative version of a movie) which
is a valid input for OMDB. This input relation could only be determined in 60% of
the runs as input relation. However, it should be noted that this is an alternative
input and the actual input relation is described with dblp:title. By far not all films
have a title that can be labeled with dblp:alternativeVersion but all films have a
relation dblp:title. In all cases a valid input relation was found by FiLiPo but only
in 9 of 10 cases all input relations were found.

FiLiPo was able to achieve a precision between 0.73 to 1.00 and a recall between
0.66 to 1.00. Even for complex cases FiLiPo was able to achieve a precision most of
the time above 0.90 and a recall over 0.80 in most cases. Furthermore, our evalua-
tion showed that FiLiPo outperforms DORIS in terms of precision in most cases and
clearly beats DORIS in terms of recall. The approach of the base line system uses
for the alignment process the entities with the most facts leads to the problem that
rare features of entities (e.g., a specific publisher like Elsevier) are missed. In con-
trast, FiLiPo uses a random sampling technique which ensures an equal distribution
of of all contained entities and entity variations (e.g., conference, informal or jour-
nal publications). Moreover, using only one similarity method results in a relatively
high precision, but is also too rigid to map values presented in different spellings.
Therefore, DORIS loses recall in contrast to FiLiPo.

With ETARA we have presented a system for the development of alignment sys-
tems focusing on Web APIs. We introduced several tasks that are needed to perform
reproducible and challenging evaluations. ETARA provides all necessary tools to
perform a deeper analysis and evaluation of the alignments generated by the align-
ment systems, beyond recall, precision and f1-score. Additionally, it provides the
use of a flexible alignment format, denoted as ETARA alignment schema. It enable
to visualize multiple different metrics, e.g., confidence, data availability and oth-
ers. Furthermore, the ETARA alignment format allows a precise specification of the



8.
C

O
N

C
L

U
SI

O
N

8.
C

O
N

C
L

U
SI

O
N

8.
C

O
N

C
L

U
SI

O
N

8.
C

O
N

C
L

U
SI

O
N

8.
C

O
N

C
L

U
SI

O
N

8.
C

O
N

C
L

U
SI

O
N

8.
C

O
N

C
L

U
SI

O
N

8.
C

O
N

C
L

U
SI

O
N

8.2. Summary 161

type of alignment, i.e. whether it is a 1:1 or 1:n mapping or whether it is an equal
alignment or a subsumption. Moreover, ETARA comes with 42 simulated Web APIs
based on several real ones. Additionally, we demonstrated the usage of ETARA by
performing an evaluation using the two state-of-the-art alignment systems named
DORIS and FiLiPo.

The evaluation, which was carried out using the alignment cube visualization,
shows very precisely the strengths and weaknesses of both systems. For example,
we were able to determine that FiLiPo in contrast to DORIS was able to determine a
mapping between publishedIn and container-title since it uses a set of fifteen similarity
methods and not just a single equality method. In addition to detailed analyses of
the alignments and systems, ETARA also enables quick evaluations in the form of
precision, recall, and f1-score.

With our system TunA, we presented methods for estimating the coverage and
reliability of an Web API execution plan. The comparison of TunAs generated ser-
vice plans against optimal service plans showed that even if TunA uses more calls,
it is close to the optimal execution time and in some cases can even beat the execu-
tion time of an optimal plan. This is because TunA selects and combines Web APIs
according to the round robin principle which allows more calls to be executed in
parallel in contrast to the optimal plan.

The performed evaluations showed that TunA is granularly tunable and always
provide service plans that meet the user’s preferences in terms of coverage and reli-
ability. Furthermore, our evaluations showed that high coverage and reliability val-
ues require more time and calls than lower values. An increase in coverage from 0.9
to 1.0 leads to significantly more calls than the increase from 0.8 to 0.9. ANGIE needs
significantly less calls than TunA because it does not check for correctness. More-
over, our evaluation clearly showed that with an increasing number of untrusted
Web APIs, the runtime increases.

TunA performs equally in terms of coverage as the current state-of-the-art system
named ANGIE while performing significantly better in terms of reliability. ANGIE
was only able to achieve the required reliability for a few queries. In all other
cases, ANGIE integrated incorrect information into the result table. Our evaluation
showed that for smaller queries the runtime of ANGIE and TunA is nearly the same.
Only for queries with large result tables ANGIE can show its strength in terms of
execution time. The reason for this is because it does not take reliability into account
during the retrieval and the result integration.

Our last experiment was performed on real-world Web APIs and showed no
difference in performance (i.e., coverage, reliability and runtime). TunA was for all
queries able to achieve the required coverage and reliability values.

The presented methods, used for ORAQL, to capture tuple-wise overlap infor-
mation of a federation have shown to generate useful overlap profiles with a max-
imum deviation of less than five percent. Larger sample size increase the chances
to capture overlap information of rarely used classes and properties. However, the
runtime does not drastically increase by raising the sample size.

Even if the identification of redundant data (set cover problem) is NP-hard we
presented an approximation with a significant reduction in requested endpoints
without losing results (recall). We evaluated ORAQL against a traditional feder-
ated query engine and an optimal solution. Our evaluation showed that traditional
query engines are quite capable of reducing the number of data sources. In the case
of TPF interfaces, this is mainly due to the usual procedure of sampling each inter-
face for the first time (i.e., performing an ASK query). Furthermore, our evaluation
showed that ORAQL is able to significantly reduce the number of selected sources
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162 8. Conclusion

compared to traditional federated query engines while maintaining complete cover-
age (no information is lost).

Lastly, we have shown that ORAQL is granularly tunable towards reliability
aspects and can beat the current state-of-the-art system, proposed by Heling and
Acosta [HA22c], in terms of coverage and reliability. ORAQL can always produce
a query result with the required reliability for thresholds between 0.7 and 0.9. The
baseline system could only retrieve results for a reliability of 0.7, as it removes all
endpoints with a lower reliability from the federation. Furthermore, it is notice-
able that the baseline system delivers significantly more query results than required
since contradictory triples, e.g., three different spellings of a title are presented in the
query result. In comparison, ORAQL does not collect and query redundant results
and identifies correct triples via a majority vote.

8.3 Future Work

In this thesis we presented a novel alignment approach to align the schema of RDF
knowledge bases with the response schema of RESTful Web APIs. During the de-
velopment of FiLiPo, machine learning approaches that focused on alignment tasks
were not particularly reliable and only achieved low values for recall and preci-
sion [Sch+19; SMJ19; KPV17]. In recent years, machine learning approaches such as
Transformer Based Models (e.g., BERT [Dev+18]) or Generative Models (e.g., Chat-
GPT [RN18]) have made a significant improvement in terms of performance. Hence,
a reasonable next step is to implement machine learning based alignment approach
since Transformers and Generative Models are better in capturing semantics than
a set of similarity methods. Furthermore, such approaches could even handle text
values or relations in different languages. The semantics of the relations or paths
could also be taken into account more easily.

Furthermore, a current challenge with alignment systems is to “explain” to users
why the alignments were determined, especially in case of erroneously determined
alignments. A possible and helpful extension of FiLiPo would therefore be to create
a user interface with a wizard that provides the user with an explainability compo-
nent, similar to what is already being implemented in machine learning approaches.
An assistant based interface enables users to understand, analyze and, if necessary,
change or remove the alignments generated by FiLiPo.

The ETARA benchmark system can be extended for future work, so that we will
focus on a more specified interface to integrate the alignment process of systems
like DORIS or FiLiPo more into the visualization components of ETARA, e.g. by
showing mapping examples including values retrieved from Web APIs and RDF
knowledge bases. This would make it easier to understand why alignment systems
have determined (incorrect) alignments and thus provide a deeper insight not only
into the alignment systems but also into the knowledge bases used.

Another approach to extend ETARA is to provide additional data sources. Cur-
rently, the ETARA benchmark system consists of specialized data sources such as
dblp or LMDB. Therefore, samples from wide-ranging data sets such as WikiData,
YAGO or DBpedia would be useful as an extension. Knowledge bases from the med-
ical or biological domain could also be included, as these present an alignment sys-
tem with completely different challenges than creating alignments for bibliographic
or filmographic data sources such as the dblp and LMDB.

Since we can also use ETARA to benchmark hybrid federated query systems such
as TunA or ANGIE, as already shown in chapter 6, a collection of queries, as is the
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case with FedBench [Sch+11a], would be a desirable extension. The queries would
have to take different aspects (i.e. complexity, result size, etc.) into account so that
different categories can be created for benchmarking.

In order to extend TunA in the future, other forms of Web APIs could be consid-
ered and integrated into the system. An example of this would be Web APIs that
are not requested via an ID such as a DOI, ISBN or similar, but where a user simply
requests all information, for example all publications from a year or a conference.
The result is a list of publications (i.e., their metadata) and then the information re-
quested in the SPARQL query must be extracted from the list. To do this, however,
we have to check whether the metadata of the individual publications is already
included in the query result or not.

As a result, a mapping based approach could be used again to determine whether
two publications are the same. Although this is relatively easy using DOIs or ISBNs,
it must be remembered that not every data provider has this information or makes
it available in the response result. It is also not uncommon for a publication to have
several DOIs due to an error.

This problem becomes more obvious as soon as you look at authors and OR-
CIDs. In principle, each author should only have one ORCID, just as each pub-
lication should only have one DOI. However, there are authors who have several
ORCIDs because they have created a new ORCID for each paper. Such special cases
do not make up the majority of most data sources, but could be interesting to solve
from a scientific point of view.

A logical extension for ORAQL is to integrate other LDF interfaces (i.e., brTPF
interfaces, SPARQL endpoints) with the goal of creating a heterogeneous federation.
While our approach works for all LDF interfaces, as TPF interfaces are the most
restrictive, more optimized source selection approaches (e.g., ASK queries, Bloom
filters, etc.) could be used for different types of interfaces.

Additionally, there is currently no benchmark that specializes in focusing on the
overlap of RDF knowledge bases and is designed to implement a minimal source
selection. Although the FedBench [Sch+11a] benchmark is often used, it has not
been developed further for some time and was originally intended for classically
federated systems. Here, the creation and provision of data sources that overlap
with each other and correspondingly adapted queries would be a possible extension
of our work.



8.
C

O
N

C
L

U
SI

O
N

8.
C

O
N

C
L

U
SI

O
N

8.
C

O
N

C
L

U
SI

O
N

8.
C

O
N

C
L

U
SI

O
N

8.
C

O
N

C
L

U
SI

O
N

8.
C

O
N

C
L

U
SI

O
N

8.
C

O
N

C
L

U
SI

O
N

8.
C

O
N

C
L

U
SI

O
N



A
.

D
A

TA
SO

U
R

C
E

S
A

.
D

A
TA

SO
U

R
C

E
S

A
.

D
A

TA
SO

U
R

C
E

S
A

.
D

A
TA

SO
U

R
C

E
S

A
.

D
A

TA
SO

U
R

C
E

S
A

.
D

A
TA

SO
U

R
C

E
S

A
.

D
A

TA
SO

U
R

C
E

S
A

.
D

A
TA

SO
U

R
C

E
S

A
.

D
A

TA
SO

U
R

C
E

S

165

Appendix A
Used Data Sources and Queries

Contents
A.1 Used Data Sources . . . . . . . . . . . . . . . . . . . . . . . . . . . . 166

A.1.1 dblp Computer Science Bibliography . . . . . . . . . . . . . 166
A.1.2 CrossRef . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 170
A.1.3 SciGraph . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 171
A.1.4 Semantic Scholar . . . . . . . . . . . . . . . . . . . . . . . . . 172
A.1.5 ArXiv . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 173
A.1.6 Linked Movie Database . . . . . . . . . . . . . . . . . . . . . 174
A.1.7 Open Movie Database . . . . . . . . . . . . . . . . . . . . . . 176
A.1.8 The Movie Database . . . . . . . . . . . . . . . . . . . . . . . 178

A.2 Queries . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 179
A.2.1 TunA Queries . . . . . . . . . . . . . . . . . . . . . . . . . . . 179
A.2.2 ORAQL Queries . . . . . . . . . . . . . . . . . . . . . . . . . 188



A
.

D
A

TA
SO

U
R

C
E

S
A

.
D

A
TA

SO
U

R
C

E
S

A
.

D
A

TA
SO

U
R

C
E

S
A

.
D

A
TA

SO
U

R
C

E
S

A
.

D
A

TA
SO

U
R

C
E

S
A

.
D

A
TA

SO
U

R
C

E
S

A
.

D
A

TA
SO

U
R

C
E

S
A

.
D

A
TA

SO
U

R
C

E
S

A
.

D
A

TA
SO

U
R

C
E

S
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A.1 Used Data Sources

This section of the appendix deals with the data sources used, which can be divided
into two categories: (1) bibliographic datasets and (2) filmographic datasets. The
scholarly dataset consists of dblp, CrossRef, SciGraph, Semantic Scholar and ArXiv.
The filmographic dataset consists of LMDB (Linked Movie Database), OMDB (Open
Movie Database) and TMDB (The Movie Database).

A.1.1 dblp Computer Science Bibliography

The first presented dataset is the dblp computer science bibliography. It collects and
provide access to meta data on major computer science publications (i.e., journals
and proceedings). The dblp is available in the form of XML1 and recently also na-
tively in the form of RDF2. A brief overview of the data stored in the dblp is shown
in listing A.1.

1 prefix dblp:<https://dblp.org/rdf/schema-2020-07-01#>
2 prefix rdfs:<http://www.w3.org/2000/01/rdf-schema#>
3 prefix wdt:http://www.wikidata.org/prop/direct/>
4

5 <.../Cavacini15a> a dblp:Publication .
6 <.../Cavacini15a> a dblp:Article .
7 <.../Cavacini15a> dblp:title "What is the best database for computer
8 science journal articles?" .
9 <.../Cavacini15a> rdfs:label "Antonio Cavacini: What is the best

10 database for computer science journal
11 articles? (2015)" .
12 <.../Cavacini15a> owl:sameAs <https://doi.org/...> .
13 <.../Cavacini15a> dblp:primaryElectronicEdition <https://doi.org/...> .
14 <.../Cavacini15a> wdt:P356 "10.1007/s11192-014-1506-1" .
15 <.../Cavacini15a> dblp:pagination "2059-2071" .
16 <.../Cavacini15a> dblp:yearOfPublication "2015" .
17 <.../Cavacini15a> dblp:authoredBy <https://dblp.org/pid/157/2677> .
18 <.../Cavacini15a> dblp:numberOfCreators "1" .
19 <.../Cavacini15a> dblp:publishedIn "Scientometrics" .
20 <.../Cavacini15a> dblp:publishedInJournal "Scientometrics" .
21 <.../Cavacini15a> dblp:publishedInJournalVolumeIssue "3" .
22 <.../Cavacini15a> dblp:publishedInJournalVolume "102" .

LISTING A.1: dblp meta data of a single publication.

The triples presented in listing A.1 store information about a scientific article.
The URLs of the subject and some objects are shortened for better readability. Line
5 until 6 present the corresponding class and type of the presented subject (i.e.,
Publication and Article). Afterward, the title and the label of the article are shown.
The label includes information about the author, the title and the publication year.
Next, in line 12 and 13 some linking relations to other sources are presented. The
predicate primaryElectronicEdition points to the PDF file of the presented article.
Next, from line 14 to 22 some general meta data of the article are sown (e.g., a DOI,
the page numbers, the year of publication and more). Line 17 points to the author

1https://dblp.org/xml/
2https://dblp.org/rdf/

https://dblp.org/xml/
https://dblp.org/rdf/
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of the article by using the predicate authoredBy. The information stored in the dblp
for an author in presented in listing A.2.

1 prefix dblp:<https://dblp.org/rdf/schema-2020-07-01#>
2 prefix rdfs:<http://www.w3.org/2000/01/rdf-schema#>
3 prefix wdt:http://www.wikidata.org/prop/direct/>
4 prefix owl:<http://www.w3.org/2002/07/owl#>
5

6 <.../157/2677> a dblp:Person .
7 <.../157/2677> a dblp:Creator .
8 <.../157/2677> owl:sameAs <https://orcid.org/0000-0003-0008-3021> .
9 <.../157/2677> rdfs:label "Antonio Cavacini" .

10 <.../157/2677> wdt:P2456 "157/2677" .
11 <.../157/2677> dblp:primaryFullCreatorName "Antonio Cavacini" .
12 <.../157/2677> dblp:primaryAffiliation "University of Milan, Italy" .
13 <.../157/2677> wdt:P496 "0000-0003-0008-3021" .
14 <.../157/2677> dblp:primaryHomepage <https://orcid.org/...> .

LISTING A.2: dblp meta data of a single author.

As before, the first lines of listing A.2 describe the class and type of the author
(i.e., Person and Creator). Moreover, some additional representations of the authore
are linked by using the sameAs predicate. Line 9 until 14 present general information
about an author like the name, an ORCID, a dblp ID and, if available, information
about the affiliation the author works for.

Variants of dblp

The variant of the dblp shown above was used to create all data sets with different
overlap levels in chapter 6 and chapter 7.

To enable the evaluation in chapter 6, data sets with missing and incorrect infor-
mation were required, which is why random information was deleted from the dblp
dataset. In this case, information (e.g. a title, a name, a publication year, etc.) was
randomly removed from all entities in the dblp in 40% of cases. The kind of informa-
tion that was removed, was again randomly chosen from all predicates to point to
literal values. For more information see table A.1 (i.e., dblp_sample and dblp_gaps).

TABLE A.1: Created datasets that contain erroneous information.

Overview Tainted Predicates

dblp_1520_751,
dblp_1520_752,
dblp_1520_753

Contains publication and
author information pub-
lished between 2015 and
2020.

This set contains 75%
correct data but 25% are
tainted (e.g., titles, au-
thor names, conference
names, etc.).

dblp_sample_661,
dblp_sample_662,
dblp_sample_663

Contains publication
and author information
based on dblp_sample.

This set contains 66,6%
correct data but 33,3%
are tainted (e.g., titles,
author names, confer-
ence names, etc.).
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We also needed datasets with tainted information in chapter 6. To do this, we
created three datasets with incorrect information. As before, we replaced a random
predicate for 33% of the entities with incorrect information (e.g., changed a title or a
name). To create erroneous data, we used the JavaFaker3 library. This is able to create
random names (first and last names), street addresses, titles and more.

Lastly, for the evaluation of chapter 7, several datasets with different degrees of
overlap needed to be created. Table A.2 shows an overview and a short explanation
for each dataset. Note that each presented dataset is based on the above described
version of dblp.

Table A.2: Created datasets based on dblp.

Overview Missing Predicates

dblp_sample Contains publication
and author information
based on the following
venues: SIGIR, SIG-
MOD, CIKM, ISAAC,
ECIR, Scientometrics,
Theoretical Computer
Science, Computer Net-
works, CoRR5 from 2014
and 2015. Additionally,
we included the journal
IEEE Transactions on
Pattern Analysis and
Machine Intelligence
from 2018 and 2019.

No predicates where re-
moved from this dataset.

dblp_gaps Based on dblp_sample Predicates that points to
titles and author names
are removed.

dblp_1516 Based on dblp_sample
but only contains publi-
cations and authors pub-
lished between 2015 and
2026.

No predicates are re-
moved.

dblp_1517 Based on dblp_sample
but only contains publi-
cations and authors pub-
lished between 2015 and
2017.

No predicates are re-
moved.

dblp_1517_authors Based on dblp_sample
but only contains publi-
cations and authors pub-
lished between 2015 and
2017.

No predicates are re-
moved, however, it con-
tains only author predi-
cates and no publication
information.

Continued on next page

3https://github.com/DiUS/java-faker

https://github.com/DiUS/java-faker
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Table A.2: Created datasets based on dblp. (Continued)

dblp_1517_publications Based on dblp_sample
but only contains pub-
lications published be-
tween 2015 and 2017.

No predicates are re-
moved, however, it
contains only publica-
tion predicates and no
author information.

dblp_1520 Based on dblp_sample
but only contains publi-
cations and authors pub-
lished between 2015 and
2020.

No predicates are re-
moved.

dblp_1520_authors Based on dblp_sample
but only contains au-
thors that published
publications between
2015 and 2020.

No predicates are re-
moved, however, it con-
tains only author predi-
cates and no publication
information.

dblp_1520_authors_abbr Based on dblp_sample
but only contains au-
thors that published
publications between
2015 and 2020.

No predicates are re-
moved, however, it con-
tains only author predi-
cates and no publication
information. Moreover,
author names are abbre-
viated.

dblp_1520_filtered Based on dblp_sample
but only contains publi-
cations and authors pub-
lished between 2015 and
2020.

Only contains title,
venue, publication
year and author name
information.

dblp_1520_gaps Based on dblp_sample
but only contains publi-
cations and authors pub-
lished between 2015 and
2020.

Predicates that points to
titles and author names
are removed

dblp_1520_lower Based on dblp_sample
but only contains publi-
cations and authors pub-
lished between 2015 and
2020.

No predicates are re-
moved but all titles,
venue names and labels
are written in lower case.

dblp_1520_publications Based on dblp_sample
but only contains pub-
lications published be-
tween 2015 and 2020.

No predicates are re-
moved, however, it
contains only publica-
tion predicates and no
author information.

Continued on next page
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Table A.2: Created datasets based on dblp. (Continued)

dblp_1520_venues Based on the regu-
lar dblp but contains
only information of
the following venues:
SIGIR, SIGCSE, SIGITE,
SIGMOD, SIGSOFT, SIG-
GRAPH, SIGGRAPH.

No predicates are re-
moved.

dblp_1720 Based on dblp_sample
but only contains publi-
cations and authors pub-
lished between 2075 and
2020.

No predicates are re-
moved.

dblp_1720_authors Based on dblp_sample
but only contains au-
thors that published
a publication between
2017 and 2020.

No predicates are re-
moved, however, it con-
tains only author predi-
cates and no publication
information.

dblp_1720_publications Based on dblp_sample
but only contains pub-
lications published be-
tween 2017 and 2020.

No predicates are re-
moved, however, it
contains only publica-
tion predicates and no
author information.

A.1.2 CrossRef

Similar as the dblp, CrossRef collects and provide access to meta data on major com-
puter science publications. The in listing A.3 presented data set has a strong focus
on linking references and citations and provides therefore additional data to dblp.
Note that this part is omitted in listing A.3 for the sake of shortness.

1 prefix cr:<http://example/com/crossref/>
2

3 cr:paper0 a cr:Publication> .
4 cr:paper0 cr:title "What is the best database for computer
5 science journal articles?" .
6 cr:paper0 cr:doi "10.1007/s11192-014-1506-1" .
7 cr:paper0 cr:doiPrefix "10.1007" .
8 cr:paper0 cr:url "http://dx.doi.org/..." .
9 cr:paper0 cr:link "http://link.springer.com/content/pdf/..." .

10 cr:paper0 cr:link "http://link.springer.com/article/..." .
11 cr:paper0 cr:publisher "Springer Science and Business Media" .
12 cr:paper0 cr:page "2059-2071" .
13 cr:paper0 cr:volume "102" .
14 cr:paper0 cr:issue "3" .
15 cr:paper0 cr:author cr:author0 .
16 cr:paper0 cr:containerTitle "Scientometrics" .
17 cr:paper0 cr:shortContainerTitle "Scientometrics" .
18 cr:paper0 cr:electronicIssn "1588-2861" .
19 cr:paper0 cr:printIssn "0138-9130" .
20 cr:paper0 cr:issn "0138-9130" .
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21 cr:paper0 cr:issn "1588-2861" .
22 cr:paper0 cr:id "1506"
23 cr:paper0 cr:referenceCount "39" .
24 cr:paper0 cr:citationCount "30" .
25 cr:paper0 cr:subject "Library and Information Sciences" .
26 cr:paper0 cr:subject "Computer Science Applications" .
27 cr:paper0 cr:subject "General Social Sciences" .
28 ...

LISTING A.3: CrossRef meta data of a single publication.

CrossRef is originally a data set that is only accessible via a RESTful web inter-
face. As presented in chapter 5, we developed a benchmark system for the develop-
ment of alignment systems. For this reason, we crawled CrossRef’s API and created
a sample dataset in RDF format (see listing A.3). In contrast to the dblp, Cross-
Ref stores no comprehensive information about the author next to an authors name.
Furthermore, note that this is not clean and high quality Linked Open Data, as the
purpose of this dataset was to simulate the original API using ETARA.

1 prefix cr:<http://example/com/crossref/>
2

3 cr:paper0 cr:publishedPrintDatePartsYear "2014" .
4 cr:paper0 cr:publishedPrintDatePartsMonth "12" .
5 cr:paper0 cr:publishedPrintDatePartsDay "21" .
6 cr:paper0 cr:depositedDatePartYear "2019" .
7 cr:paper0 cr:depositedDatePartMonth "8" .
8 cr:paper0 cr:depositedDatePartDay "18" .
9 cr:paper0 cr:indexedDatePartsYear "2022" .

10 cr:paper0 cr:indexedDatePartsMonth "2" .
11 cr:paper0 cr:indexedDatePartsDate "18" .
12 cr:paper0 cr:createdDatePartsYear "2014" .
13 cr:paper0 cr:createdDatePartsMonth "12" .
14 cr:paper0 cr:createdDatePartsDate "21" .
15 cr:paper0 cr:onlineDatePartsYear "2014" .
16 cr:paper0 cr:onlineDatePartsMonth "12" .
17 cr:paper0 cr:onlineDatePartsDate "23" .
18 cr:paper0 cr:issuedDatePartsYear "2014" .
19 cr:paper0 cr:issuedDatePartsMonth "12" .
20 cr:paper0 cr:issuedDatePartsDate "23" .

LISTING A.4: CrossRef meta data of a publication dates.

Next to the reference and citation linking of CrossRef the biggest difference to
the dblp meta data is that CrossRef stores more information about the publishing
date and time of a publication.

A.1.3 SciGraph

As CrossRef, the SciGraph dataset is only accessible via a RESTful Web API. Hence,
we also crawled the data of SciGraph and created an RDF data set. As before, the
purpose of this dataset was to simulate the original API using ETARA and hence no
high quality RDF dataset was created.
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1 prefix sg:<http://example/com/scigraph/>
2

3 sg:paper0 sg:doi "10.1007/s11192-014-1506-1" .
4 sg:paper0 sg:issn "1588-2861" .
5 sg:paper0 sg:journalID "11192" .
6 sg:paper0 sg:publicationName "Scientometrics" .
7 sg:paper0 sg:journalVolume "102" .
8 sg:paper0 sg:journalNumber "3" .
9 sg:paper0 sg:publicationType "Journal" .

10 sg:paper0 sg:title "What is the best database for computer science
11 journal articles?" .
12 sg:paper0 sg:contentType "Article" .
13 sg:paper0 sg:publicationDate "2015-03-01" .
14 sg:paper0 sg:pageNumbers "2059-2071" .
15 sg:paper0 sg:publisher "Springer" .
16 sg:paper0 sg:country "Italy" .
17 sg:paper0 sg:electronicEdition <http://dx.doi.org/...> .
18 sg:paper0 sg:creator "Cavacini, Antonio" .
19 sg:paper0 sg:type "Journal" .
20 sg:paper0 sg:subject "Computer Science" .
21 sg:paper0 sg:subject "Information Storage and Retrieval" .
22 sg:paper0 sg:subject "Library Science" .
23 sg:paper0 sg:keyword "DBLP" .
24 sg:paper0 sg:keyword "Google Scholar" .
25 sg:paper0 sg:keyword "INSPEC" .
26 sg:paper0 sg:keyword "Scopus" .
27 sg:paper0 sg:keyword "Web of Science" .

LISTING A.5: SciGraph meta data of a single publication.

The data stored by the SciGraph dataset is presented in listing A.5 and is similar
of the data stored by dblp and CrossRef. In contrast to CrossRef, SciGraph does not
store any information about references and citations. However, in contrast to dblp
and CrossRef it stores additionally a subject and several keywords for a publication
as presented in line 20 to 27 of listing A.5. Moreover, SciGraph stores the abstract of
a publication, that we didn’t not integrate into our RDF dataset for legal reasons.

A.1.4 Semantic Scholar

Semantic Scholar is probably the most comprehensive data set for bibliographic
metadata. As CrossRef and SciGraph, the data of Semantic Scholar can only be ac-
cessed by using the corresponding Web API. Hence, we crawled the Web API of
Semantic Scholar and created an RDF version of the stored data. As before the pur-
pose of this dataset was to simulate the original API using ETARA and hence no
high quality RDF dataset was created.

1 prefix s2:<http://example/com/s2doi/>
2

3 s2:paper16180588 a s2:Publication> .
4 s2:paper16180588 s2:title "What is the best database for computer
5 science journal articles?" .
6 s2:paper16180588 s2:url "https://www.semanticscholar.org/paper/..." .
7 s2:paper16180588 s2:paperId "5ec7c0c36aca883b671da5f574b5719540feb7d2" .
8 s2:paper16180588 s2:corpusId "16180588" .
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9 s2:paper16180588 s2:doi "10.1007/s11192-014-1506-1" .
10 s2:paper16180588 s2:venue "Scientometrics" .
11 s2:paper16180588 s2:year "2015" .
12 s2:paper16180588 s2:authoredBy s2:author2613259> .
13 s2:paper16180588 s2:influentialCitationCount "1" .
14 s2:paper16180588 s2:numberOfCitations "35" .
15 s2:paper16180588 s2:numberOfReferences "41" .
16 s2:paper16180588 s2:fieldOfStudy "Computer Science" .
17 s2:paper16180588 s2:topic s2:topic3664843 .
18 s2:paper16180588 s2:topic s2:topic31496 .
19 s2:paper16180588 s2:topic s2:topic664328 .
20 s2:paper16180588 s2:topic s2:topic44952 .
21 s2:paper16180588 s2:topic s2:topic4506 .
22 s2:paper16180588 s2:topic s2:topic1307 .
23 s2:paper16180588 s2:topic s2:topic116413 .

LISTING A.6: Semantic Scholar meta data of a single publication.

The information stored (an overview is presented in listing A.6) overlaps with
that in dblp, CrossRef and SciGraph. This means that not only references and cita-
tions are stored, but also information about topics, the field of study and how influ-
ential an article is. Note that similar to CrossRef, references and citations omitted in
listing A.3 for the sake of shortness.

1 prefix s2:<http://example/com/s2doi/>
2

3 s2:author2613259 a s2:Person .
4 s2:author2613259 s2:name "A. Cavacini" .
5 s2:author2613259 s2:authorId "2613259" .

LISTING A.7: Semantic Scholar meta data of a single author.

Listing A.7 represents all information that Semantic Scholar stores for an author.
In contrast to dblp, no information on affiliations is stored and only the internal
author ID is stored.

1 prefix s2:<http://example/com/s2doi/>
2

3 s2:topic31496 a s2:Topic .
4 s2:topic31496 s2:topicId "31496" .
5 s2:topic31496 s2:topicName "Scopus" .

LISTING A.8: Semantic Scholar meta data of a single topic.

Listing A.8 represents all information that are stored for a topic. In this case the
stored topic is denoted as “Scopus” and has the id “31496”.

A.1.5 ArXiv

The last bibliographic dataset consists of information from ArXiv. ArXiv is also not
natively available as an RDF dataset and information must be requested via the asso-
ciated Web API. As in case of CrossRef, SciGraph and Semantic Scholar, we crawled
the Web API of ArXiv and created an RDF version of the stored data (see listing A.9).
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As before the purpose of this dataset was to simulate the original API using ETARA
and hence no high quality RDF dataset was created.

1 prefix arxiv:<http://example/com/arxiv/>
2

3 arxiv:paper0 a arxiv:Publication .
4 arxiv:paper0 arxiv:title "Semantic web service discovery approaches:
5 overview and limitations" .
6 arxiv:paper0 arxiv:id "http://arxiv.org/abs/1409.3021v1" .
7 arxiv:paper0 arxiv:key "1409.3021" .
8 arxiv:paper0 arxiv:published "2014-09-10T11:01:04Z" .
9 arxiv:paper0 arxiv:primaryCategoryTerm "cs.IR" .

10 arxiv:paper0 arxiv:updated "2014-09-10T11:01:04Z" .
11 arxiv:paper0 arxiv:authorName "Ibrahim El Bitar" .
12 arxiv:paper0 arxiv:authorName "Fatima-Zahra Belouadha" .
13 arxiv:paper0 arxiv:authorName "Ounsa Roudies" .
14 arxiv:paper0 arxiv:category arxiv:category0 .
15 arxiv:paper0 arxiv:category arxiv:category1 .

LISTING A.9: Semantic Scholar meta data of a single publication.

In general it stores the same information as dblp, which means no reference
and citation information is provided. Similar as SciGraph, ArXiv stores informa-
tion about the abstract (denoted as summary) of a publication, that we didn’t not
integrate into our RDF dataset for legal reasons.

1 prefix arxiv:<http://example/com/arxiv/>
2

3 arxiv:category0 arxiv:scheme "<http://arxiv.org/schemas/atom>" .
4 arxiv:category0 arxiv:term "cs.IR" .
5 arxiv:category1 arxiv:scheme "<http://arxiv.org/schemas/atom>" .
6 arxiv:category1 arxiv:term "cs.DB" .

LISTING A.10: Semantic Scholar meta data of arxiv categories.

Additionally, ArXiv stores information about the topic of an article, as presented
in listing A.10. Only the abbreviated name (e.g. cs.IR6 or cs.DB7) is saved for a
category in ArXiv.

A.1.6 Linked Movie Database

The Linked Movie Database8 (LMDB) is a filmographic database for metadata re-
lated to movies, series, streaming content and more. LMDB was created according
to the linked open data standards in form of an RDF dataset (see listing A.11) and
was originally developed by Oktie Hassanzadeh and Mariano P. Consens.

1 prefix purl:<http://purl.org/dc/terms/>
2 prefix rdfs:<http://www.w3.org/2000/01/rdf-schema#>
3 prefix lmdb:<http://data.linkedmdb.org/resource/movie/>

6Stands for computer science and information retrieval
7Stands for computer science and databases
8https://data.world/linked-data/linkedmdb

https://data.world/linked-data/linkedmdb
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4 prefix film:<http://data.linkedmdb.org/resource/film/>
5 prefix actor:<http://data.linkedmdb.org/resource/actor/>
6 prefix prod:<http://data.linkedmdb.org/resource/producer/>
7 prefix con:<http://data.linkedmdb.org/resource/music_contributor/>
8

9 film:51962 a lmdb:film .
10 film:51962 rdfs:label "Underworld: Rise of the Lycans" ;
11 film:51962 purl:title "Underworld: Rise of the Lycans" .
12 film:51962 lmdb:filmid "51962" .
13 film:51962 lmdb:imdbid "tt0834001" .
14 film:51962 purl:date "2009-01-23" .
15 film:51962 lmdb:release_year "2009" .
16 film:51962 lmdb:actor actor:43467 .
17 film:51962 lmdb:actor actor:32413 .
18 film:51962 lmdb:actor actor:40848 .
19 film:51962 lmdb:actor actor:31453 .
20 film:51962 lmdb:actor actor:32401 .
21 film:51962 lmdb:actor actor:31454 .
22 film:51962 lmdb:actor actor:9723 .
23 film:51962 lmdb:producer prod:11196 .
24 film:51962 lmdb:producer prod:16925 .
25 film:51962 lmdb:producer prod:10774 .
26 film:51962 lmdb:music_contributor con:5867 .

LISTING A.11: Linked Movie Data Base meta data of a single movie.

As shown in line 9 until 15 in listing A.11, the LMDB covers information about
the class of a subject (i.e., film), the label/title, publishing date and IDs. Moreover,
it also covers more complex metadata like actors, producers or musical contributors.

1 prefix foaf:<http://xmlns.com/foaf/0.1/>
2 prefix rdfs:<http://www.w3.org/2000/01/rdf-schema#>
3 prefix lmdb:<http://data.linkedmdb.org/resource/movie/>
4 prefix film:<http://data.linkedmdb.org/resource/film/>
5 prefix actor:<http://data.linkedmdb.org/resource/actor/>
6

7 actor:43467 a foaf:Person .
8 actor:43467 a lmdb:actor .
9 actor:43467 rdfs:label "Shane Brolly" .

10 actor:43467 foaf:name "Shane Brolly" .
11 actor:43467 lmdb:actorid "43467" .
12 actor:43467 lmdb:acted film:51962 .
13 ...

LISTING A.12: Linked Movie Data Base meta data of a single actor.

An actor, as shown in listing A.12, is modeled by using the classes Person and
actor. Furthermore, the name of the actor, an actor ID and a “list” with all movies,
that the actor has acted in is provided.

1 prefix rdfs:<http://www.w3.org/2000/01/rdf-schema#>
2 prefix lmdb:<http://data.linkedmdb.org/resource/movie/>
3 prefix prod:<http://data.linkedmdb.org/resource/producer/>
4 prefix film:<http://data.linkedmdb.org/resource/film/>
5
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6 prod:11196 a foaf:Person .
7 prod:11196 a lmdb:producer .
8 prod:11196 rdfs:label "Tom Rosenberg" .
9 prod:11196 foaf:name "Tom Rosenberg" .

10 prod:11196 lmdb:producerid "11196" .
11 prod:11196 lmdb:produced film:3833 .
12 ...

LISTING A.13: Linked Movie Data Base meta data of a single pro-
ducer.

Moreover, listing A.13 and listing A.14 present information of a producer and
musical contributor. A producer is modeled by using the classes Person and producer
and a musical contributor by using the classes Person and producer. Similar as in
the case of an actor, for a producer and a musical contributor its name, an ID and a
“list” with all produced or contributed movies.

1 prefix rdfs:<http://www.w3.org/2000/01/rdf-schema#>
2 prefix lmdb:<http://data.linkedmdb.org/resource/movie/>
3 prefix film:<http://data.linkedmdb.org/resource/film/>
4 prefix con:<http://data.linkedmdb.org/resource/music_contributor/>
5

6 con:5867 a foaf:Person .
7 con:5867 a lmdb:music_contributor .
8 con:5867 rdfs:label "Paul Haslinger" .
9 con:5867 foaf:name "Paul Haslinger" .

10 con:5867 lmdb:contributorid "5867" .
11 con:5867 lmdb:contributed film:18821 .
12 ...

LISTING A.14: Linked Movie Data Base meta data of a single music
contributor.

A.1.7 Open Movie Database

The Open Movie Database9 (OMDB) is a filmographic database and contains similar
metadata as LMDB. The OMDB is similar as CrossRef or SciGraph only accessible
via its Web API and is not natively available in RDF format. As with the datasets
of CrossRef and SciGraph before, we crawled the API and created a dataset in RDF
format (see listing A.15). The purpose of this dataset was to simulate the original
API using ETARA and hence no high quality RDF dataset was created.

1 prefix omdb:<http://api.omdb.com/sample/>
2

3 omdb:tt0834001 a omdb:Movie .
4 omdb:tt0834001 omdb:title "Underworld: Rise of the Lycans" .
5 omdb:tt0834001 omdb:imdb_id "tt0834001" .
6 omdb:tt0834001 omdb:release_year "2009" .
7 omdb:tt0834001 omdb:release_date "23 Jan 2009" .
8 omdb:tt0834001 omdb:dvd_release_date "12 May 2009" .
9 omdb:tt0834001 omdb:runtime "92" .

9https://data.world/linked-data/linkedmdb

https://data.world/linked-data/linkedmdb
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10 omdb:tt0834001 omdb:language "English" .
11 omdb:tt0834001 omdb:awards "2 nominations" .
12 omdb:tt0834001 omdb:content_rating "R" .
13 omdb:tt0834001 omdb:country "United States, New Zealand" .
14 omdb:tt0834001 omdb:director omdb:PatrickTatopoulos .
15 omdb:tt0834001 omdb:writer omdb:DannyMcBride .
16 omdb:tt0834001 omdb:writer omdb:DirkBlackman .
17 omdb:tt0834001 omdb:writer omdb:HowardMcCain .
18 omdb:tt0834001 omdb:actor omdb:RhonaMitra .
19 omdb:tt0834001 omdb:actor omdb:MichaelSheen .
20 omdb:tt0834001 omdb:actor omdb:BillNighy .
21 omdb:tt0834001 omdb:genre omdb:Fantasy .
22 omdb:tt0834001 omdb:genre omdb:Action .
23 omdb:tt0834001 omdb:genre omdb:Thriller .
24 omdb:tt0834001 omdb:review omdb:3502 .
25 omdb:tt0834001 omdb:review omdb:3503 .
26 omdb:tt0834001 omdb:review omdb:3501 .
27 omdb:tt0834001 omdb:metascore "44" .
28 omdb:tt0834001 omdb:imdb_rating "6.5" .
29 omdb:tt0834001 omdb:imdb_votes "162,678" .

LISTING A.15: Open Movie Data Base meta data of a single movie.

As all datasets before, first a type/class of a subject is denoted (i.e., Movie). Next,
metadata about a movie is contained, i.e., a movie id, information about the publish-
ing date, runtime, movie language and others. As LMDB, the dataset covers more
complex metadata like actors but moreover stores information about the writers,
directors, movie genres and review information.

1 prefix omdb:<http://api.omdb.com/sample/>
2

3 omdb:RhonaMitra a omdb:Actor .
4 omdb:RhonaMitra a omdb:Person .
5 omdb:RhonaMitra omdb:name "Rhona Mitra" .
6 omdb:RhonaMitra omdb:acted_in omdb:tt0834001 .
7 ...

LISTING A.16: Open Movie Data Base meta data of a single actor/di-
rector/writer.

An actor, as shown in listing A.16, is modeled by using the classes Person and
Actor. Furthermore, the name of the actor, an actor ID and a “list” with all movies,
that the actor has acted in is provided. Similar information is stored for writers and
directors of a movie as well.

1 prefix omdb:<http://api.omdb.com/sample/>
2

3 omdb:3502 a omdb:Rating .
4 omdb:3502 omdb:rating "29%" .
5 omdb:3502 omdb:rated_by omdb:RottenTomatoes .
6 omdb:3502 omdb:rating_of omdb:tt0834001 .

LISTING A.17: Open Movie Data Base meta data of a single review.
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178 A. Data Sources

A review in form of a rating, as shown in listing A.17, is modeled by using the
class Rating. A rating stores information about the review-aggregation company
(e.g., RottenTomatoes), what movie is rated (e.g., omdb:tt0834001) and, lastly, the
rating score (e.g., 29%).

A.1.8 The Movie Database

The last filmographic dataset is The Movie Database (TMDB) and it contains similar
metadata as all filmographic datasets before. As OMDB, the TMDB is only accessible
via its Web API and is not natively available in RDF format. As with the datasets of
CrossRef and SciGraph before, we crawled the API and created a dataset in RDF
format (see listing A.18). The purpose of this dataset was to simulate the original
API using ETARA and hence no high quality RDF dataset was created.

1 prefix tmdb:<http://api.tmdb.com/sample/>
2

3 tmdb:12437 a tmdb:Movie .
4 tmdb:12437 tmdb:original_title "Underworld: Rise of the Lycans" .
5 tmdb:12437 tmdb:title "Underworld: Rise of the Lycans" .
6 tmdb:12437 tmdb:tagline "Every war has a beginning." .
7

8 tmdb:12437 tmdb:imdb_id "tt0834001" .
9 tmdb:12437 tmdb:id "12437" .

10 tmdb:12437 tmdb:release_date "2009-01-22" .
11 tmdb:12437 tmdb:runtime "92" .
12 tmdb:12437 tmdb:budget "35000000" .
13 tmdb:12437 tmdb:popularity "32.735" .
14 tmdb:12437 tmdb:produced_in tmdb:US .
15 tmdb:12437 tmdb:revenue "92158961" .
16 tmdb:12437 tmdb:original_language "en" .
17 tmdb:12437 tmdb:spoken_language tmdb:en .
18 tmdb:12437 tmdb:vote_average "6.489" .
19 tmdb:12437 tmdb:vote_count "3209" .
20 tmdb:12437 tmdb:genre tmdb:Thriller .
21 tmdb:12437 tmdb:genre tmdb:Action .
22 tmdb:12437 tmdb:genre tmdb:Fantasy .
23 tmdb:12437 tmdb:is_part_of_collection tmdb:2326 .
24 tmdb:12437 tmdb:production_company tmdb:7739 .
25 ...

LISTING A.18: The Movie Data Base meta data of a single movie.

First a type/class of a subject is denoted (i.e., Movie). Next, metadata about a
movie is contained, i.e., the original title of the movie, than alternative titles, a tagline
(which represents the slogan of the movie), a movie ID, runtime, the available bud-
get and more. As all filmographic datasets before, TMDB stores information about
the genre, if a movie is part of a collection and the corresponding production compa-
nies. In contrast to other filmographic datasets, TMDB does not contain information
about the actors but provides a summary of the plot. However, the summary was
not integrated into the RDF dataset for legal reasons.
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1 prefix tmdb:<http://api.tmdb.com/sample/>
2

3 tmdb:2326 a tmdb:Collection .
4 tmdb:2326 tmdb:collection_name "Underworld Collection" .
5 tmdb:2326 tmdb:id "2326" .
6 tmdb:2326 tmdb:consists_of tmdb:12437 .
7 tmdb:2326 tmdb:consists_of tmdb:834 .
8 tmdb:2326 tmdb:consists_of tmdb:277 .

LISTING A.19: The Movie Data Base meta data of a collection.

As shown in listing A.19, a collection in TMDB stores information about the
collections name (e.g., “Underworld Collection”, “The Matrix”, “Lord of the Rings
Saga”, etc.), a corresponding ID and a “list” of movies the collection consists of.

1 prefix tmdb:<http://api.tmdb.com/sample/>
2

3 tmdb:7739 a tmdb:Production_Company .
4 tmdb:7739 tmdb:company_name "UW3 Film Productions" .
5 tmdb:7739 tmdb:id "7739" .
6 tmdb:7739 tmdb:produced tmdb:12437 .

LISTING A.20: The Movie Data Base meta data of a production com-
pany.

Moreover, listing A.20present information of a movie’s producer. A producer
is modeled by using the classes Production_Company. Additionally, it stores infor-
mation about the company name, a corresponding ID and a “list” with all movies
produced by the company.

A.2 Queries

The next section of the appendix deals with the used query templates, that are
divided into two categories: (1) Queries used for the evaluation of TunA and (2)
queries used for the evaluation of ORAQL.

A.2.1 TunA Queries

As stated in section 6.6, we created four experiments to evaluate the performance of
TunA. The first experiment is used to compare TunA’s computed execution plan with
the optimum execution plan. The second experiment focuses on the tunability and
scalability of TunA. The third experiment compares the performance of the state of
the art system ANGIE with TunA. The purpose of the last experiment is to show that
TunA can also be used in real-word scenarios. For this reason, the third experiment
was repeated on real-world Web APIs.

Hence, this section is divided into three section. The first section presents the
queries used for the first experiment, the second section presenters the queries used
for the second experiment and the third section presents the queries used for the
third and forth experiment.
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Queries for the Optimal Plan Evaluation

As explained in section 6.6, finding the best combination of Web API calls is NP-
hard (as we can reduce the knapsack problem [Van93] to it). For a result table with
ten gaps and for each gap three available Web APIs that can provide missing titles,
there are (23)10 combinations. For higher numbers of gaps it is thus not possible to
enumerate all plans and select the best one. Hence, we have created for this kind of
experiment an additional set of 20 queries, out of the bibliographic and filmographic
domain, with less than ten gaps in the result tables.

Bibliographic Queries:

All created queries are listed in the following, starting with the bibliographic ones
(based on dblp):

1 PREFIX dblp:<https://dblp.org/rdf/schema-2020-07-01#>
2

3 SELECT ?title
4 WHERE
5 {
6 ?pub a dblp:Publication .
7 ?pub dblp:authoredBy <https://dblp.org/pid/21/141> .
8 ?pub dblp:title ?title .
9 ?pub dblp:yearOfPublication "2014" .

10 }

LISTING A.21: List all titles of publications of an author in 2014.

1 PREFIX dblp:<https://dblp.org/rdf/schema-2020-07-01#>
2

3 SELECT ?title
4 WHERE
5 {
6 ?pub a dblp:Publication .
7 ?pub dblp:authoredBy <https://dblp.org/pid/w/RyenWWhite> .
8 ?pub dblp:title ?title .
9 }

LISTING A.22: List all titles of the publications of a specified author.

1 PREFIX dblp:<https://dblp.org/rdf/schema-2020-07-01#>
2

3 SELECT ?title
4 WHERE
5 {
6 ?pub a dblp:Publication .
7 ?pub dblp:authoredBy <https://dblp.org/pid/79/3711> .
8 ?pub dblp:title ?title .
9 ?pub dblp:yearOfPublication "2019" .

10 }

LISTING A.23: List all titles of publications of an author in 2019.
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1 PREFIX dblp:<https://dblp.org/rdf/schema-2020-07-01#>
2

3 SELECT ?title
4 WHERE
5 {
6 ?pub a dblp:Publication .
7 ?pub dblp:authoredBy <https://dblp.org/pid/02/2224> .
8 ?pub dblp:title ?title .
9 ?pub dblp:yearOfPublication "2015" .

10 }

LISTING A.24: List all titles of publications of an author in 2015.

1 PREFIX dblp:<https://dblp.org/rdf/schema-2020-07-01#>
2

3 SELECT ?title
4 WHERE
5 {
6 ?pub a dblp:Publication .
7 ?pub dblp:authoredBy <https://dblp.org/pid/94/7381> .
8 ?pub dblp:title ?title .
9 }

LISTING A.25: List all titles of publications of a specified author.

1 PREFIX dblp:<https://dblp.org/rdf/schema-2020-07-01#>
2

3 SELECT ?title
4 WHERE
5 {
6 ?pub a dblp:Publication .
7 ?pub dblp:authoredBy <https://dblp.org/pid/78/5155> .
8 ?pub dblp:title ?title .
9 }

LISTING A.26: List all titles of publications of a specified author.

1 PREFIX dblp:<https://dblp.org/rdf/schema-2020-07-01#>
2

3 SELECT ?title
4 WHERE
5 {
6 ?pub a dblp:Publication .
7 ?pub dblp:authoredBy <https://dblp.org/pid/r/MdRijke> .
8 ?pub dblp:title ?title .
9 ?pub dblp:yearOfPublication "2015" .

10 }

LISTING A.27: List all titles of publications of an author in 2015.
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1 PREFIX dblp:<https://dblp.org/rdf/schema-2020-07-01#>
2

3 SELECT ?title
4 WHERE
5 {
6 ?pub a dblp:Publication .
7 ?pub dblp:authoredBy <https://dblp.org/pid/21/141> .
8 ?pub dblp:title ?title .
9 }

LISTING A.28: List all titles of publications of a specified author.

1 PREFIX dblp:<https://dblp.org/rdf/schema-2020-07-01#>
2

3 SELECT ?title
4 WHERE
5 {
6 ?pub a dblp:Publication .
7 ?pub dblp:authoredBy <https://dblp.org/pid/09/5112> .
8 ?pub dblp:title ?title .
9 }

LISTING A.29: List all titles of publications of a specified author.

1 PREFIX dblp:<https://dblp.org/rdf/schema-2020-07-01#>
2

3 SELECT ?title
4 WHERE
5 {
6 ?pub a dblp:Publication .
7 ?pub dblp:authoredBy <https://dblp.org/pid/r/MdRijke> .
8 ?pub dblp:title ?title .
9 ?pub dblp:yearOfPublication "2014" .

10 }

LISTING A.30: List all titles of publications of a specified author pub-
lished in 2014.

1 PREFIX dblp:<https://dblp.org/rdf/schema-2020-07-01#>
2

3 SELECT ?title
4 WHERE
5 {
6 ?pub a dblp:Publication .
7 ?pub dblp:authoredBy <https://dblp.org/pid/02/2224> .
8 ?pub dblp:title ?title .
9 }

LISTING A.31: List all titles of publications of a specified author.
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Filmographic Queries:

Next, we list all queries out of the filmographic domain (based on LMDB):

1 PREFIX lmdb:<http://data.linkedmdb.org/resource/movie/>
2 PREFIX con: <http://data.linkedmdb.org/resource/music_contributor/>
3 PREFIX purl:<http://purl.org/dc/terms/>
4

5 SELECT ?title
6 WHERE
7 {
8 con:5077 lmdb:contributed ?movie .
9 ?movie purl:title ?title .

10 }

LISTING A.32: List all titles of movies that contain music from a spec-
ified composer.

1 PREFIX lmdb:<http://data.linkedmdb.org/resource/movie/>
2 PREFIX con: <http://data.linkedmdb.org/resource/music_contributor/>
3 PREFIX purl:<http://purl.org/dc/terms/>
4

5 SELECT ?title
6 WHERE
7 {
8 con:4546 lmdb:contributed ?movie .
9 ?movie purl:title ?title .

10 }

LISTING A.33: List all titles of movies that contain music from a spec-
ified composer.

1 PREFIX lmdb:<http://data.linkedmdb.org/resource/movie/>
2 PREFIX actor: <http://data.linkedmdb.org/resource/actor/>
3 PREFIX purl:<http://purl.org/dc/terms/>
4

5 SELECT ?title
6 WHERE
7 {
8 actor:29594 lmdb:acted ?movie .
9 ?movie purl:title ?title .

10 }

LISTING A.34: List all titles of movies that an actor has acted in.

1 PREFIX lmdb:<http://data.linkedmdb.org/resource/movie/>
2 PREFIX actor: <http://data.linkedmdb.org/resource/actor/>
3 PREFIX purl:<http://purl.org/dc/terms/>
4

5 SELECT ?title
6 WHERE
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7 {
8 actor:31394 lmdb:acted ?movie .
9 ?movie purl:title ?title .

10 }

LISTING A.35: List all titles of movies that an actor has acted in.

1 PREFIX lmdb:<http://data.linkedmdb.org/resource/movie/>
2 PREFIX actor: <http://data.linkedmdb.org/resource/actor/>
3 PREFIX purl:<http://purl.org/dc/terms/>
4

5 SELECT ?title
6 WHERE
7 {
8 actor:30638 lmdb:acted ?movie .
9 ?movie purl:title ?title .

10 }

LISTING A.36: List all titles of movies that an actor has acted in.

1 PREFIX lmdb:<http://data.linkedmdb.org/resource/movie/>
2 PREFIX actor: <http://data.linkedmdb.org/resource/actor/>
3 PREFIX purl:<http://purl.org/dc/terms/>
4

5 SELECT ?title
6 WHERE
7 {
8 actor:43265 lmdb:acted ?movie .
9 ?movie purl:title ?title .

10 }

LISTING A.37: List all titles of movies that an actor has acted in.

1 PREFIX lmdb:<http://data.linkedmdb.org/resource/movie/>
2 PREFIX actor: <http://data.linkedmdb.org/resource/actor/>
3 PREFIX purl:<http://purl.org/dc/terms/>
4

5 SELECT ?title
6 WHERE
7 {
8 actor:35203 lmdb:acted ?movie .
9 ?movie purl:title ?title .

10 }

LISTING A.38: List all titles of movies that an actor has acted in.
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1 PREFIX lmdb:<http://data.linkedmdb.org/resource/movie/>
2 PREFIX actor: <http://data.linkedmdb.org/resource/actor/>
3 PREFIX purl:<http://purl.org/dc/terms/>
4

5 SELECT ?title
6 WHERE
7 {
8 actor:35202 lmdb:acted ?movie .
9 ?movie purl:title ?title .

10 }

LISTING A.39: List all titles of movies that an actor has acted in.

1 PREFIX lmdb:<http://data.linkedmdb.org/resource/movie/>
2 PREFIX con: <http://data.linkedmdb.org/resource/music_contributor/>
3 PREFIX purl:<http://purl.org/dc/terms/>
4

5 SELECT ?title
6 WHERE
7 {
8 con:4614 lmdb:contributed ?movie .
9 ?movie purl:title ?title .

10 }

LISTING A.40: List all titles of movies that contain music from a speci-
fied composer.

Queries used for Baseline Comparison

To evaluate the tunability and performance in contrast to ANGIE, we created several
query templates in which the constants (i.e., <ENTITY> and "VALUE") are replaced
by actual values. As before, these templates can be divided into bibliographic and
filmographic domains. The bibliographic query set consists of five templates which
were used to create out of each template five different queries resulting in 25 queries
total. The filmographic query set consists of four templates which were used to
create out of each template five different queries resulting in 20 queries total.

Bibliographic Queries:

All created bibliographic query templates (based on dblp) are listed in the following:

1 PREFIX dblp:<https://dblp.org/rdf/schema-2020-07-01#>
2

3 SELECT ?name
4 WHERE
5 {
6 <ENTITY> a dblp:Person .
7 <ENTITY> dblp:primaryFullCreatorName ?name .
8 }

LISTING A.41: This template retrieves the name of an author.
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1 PREFIX dblp:<https://dblp.org/rdf/schema-2020-07-01#>
2

3 SELECT ?name
4 WHERE
5 {
6 <ENTITY> dblp:authoredBy ?author .
7 ?author dblp:primaryFullCreatorName ?name .
8 }

LISTING A.42: This query template determines all author names of a
given publication.

1 PREFIX dblp:<https://dblp.org/rdf/schema-2020-07-01#>
2

3 SELECT ?name
4 WHERE
5 {
6 <ENTITY> dblp:authoredBy ?author .
7 ?author dblp:primaryFullCreatorName ?name .
8 }

LISTING A.43: This query template collects all authors and their
names that worked with a given author.

1 PREFIX dblp:<https://dblp.org/rdf/schema-2020-07-01#>
2

3 SELECT ?title
4 WHERE
5 {
6 ?pub a dblp:Publication .
7 ?pub dblp:publishedIn "VALUE1" .
8 ?pub dblp:yearOfPublication "VALUE2" .
9 ?pub dblp:title ?title .

10 }

LISTING A.44: This query template collects all titles of publications
that where published in a given conference and year.

1 PREFIX dblp:<https://dblp.org/rdf/schema-2020-07-01#>
2

3 SELECT ?title
4 WHERE
5 {
6 ?pub a dblp:Publication .
7 ?pub dblp:publishedIn "VALUE" .
8 ?pub dblp:title ?title .
9 }

LISTING A.45: This query template collects all titles of publications
that where published in a given conference.
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Filmographic Queries:

Next, we list all queries out of the filmographic domain (based on LMDB) that were
used to compare TunA and ANGIE:

1 PREFIX purl:<http://purl.org/dc/terms/>
2

3 SELECT ?title
4 WHERE
5 {
6 <ENTITY> purl:title ?title .
7 }

LISTING A.46: This query template collects the movie title of a given
movie.

1 PREFIX lmdb:<http://data.linkedmdb.org/resource/movie/>
2 PREFIX purl:<http://purl.org/dc/terms/>
3

4 SELECT ?title
5 WHERE
6 {
7 <ENTITY> lmdb:acted ?movie .
8 ?movie purl:title ?title .
9 }

LISTING A.47: This query template collects all movie titles that a
given actor has acted in.

1 PREFIX mdb:<http://data.linkedmdb.org/resource/movie/>
2 PREFIX purl:<http://purl.org/dc/terms/>
3

4 SELECT ?title
5 WHERE
6 {
7 <ENTITY> mdb:contributed ?movie .
8 ?movie purl:title ?title .
9 }

LISTING A.48: This query template collects all movie titles that a
composer has contributed to.

1 PREFIX lmdb:<http://data.linkedmdb.org/resource/movie/>
2 PREFIX purl:<http://purl.org/dc/terms/>
3

4 SELECT ?title
5 WHERE
6 {
7 ?movie a lmdb:film .
8 ?movie lmdb:release_year "VALUE" .
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9 ?movie purl:title ?title .
10 }

LISTING A.49: This query template collects all movie titles released
at a given year.

Tunability and Performance Queries

For the second experiment of TunA, we chose out of the set of query templates (see
the appendix A.2.1) two templates (i.e., listing A.44 and listing A.49) that lead to
a similar number of gaps. This selection was made since we did not want smaller
result tables to falsify the average runtime and others. If you look at an average, the
variance is very important and therefore you either have to include it and look at it
more closely or make sure that the queries are similar in size.

A.2.2 ORAQL Queries

As stated in section 7.6, we created three experiments to evaluate ORAQL’s per-
formance. The first one is used to analyze the quality of the created O-profiles.
In the second experiment the source selection determined by ORAQL is analyzed
and lastly the performance of the state-of-the-art system proposed by Heling and
Acosta [HA22c] is compared to ORAQL’s.

Source Selection Queries

The aim of the second experiment (see section 7.6.3) is to analyze ORAQL’s selected
TPF interfaces of a federation compared to traditional federations. Hence, we have
created a set of 6 query templates out of the bibliographic domain (based on dblp)
resulting 30 queries covering a result size between one and 200 triples to analyze a
wide range of cases. All created queries are listed in the following:

1 PREFIX dblp:<https://dblp.org/rdf/schema-2020-07-01#>
2

3 SELECT ?name
4 WHERE {
5 <ENTITY> dblp:authoredBy ?author .
6 ?author dblp:primaryFullCreatorName ?name .
7 }

LISTING A.50: This template retrieves the name of an author.

1 PREFIX dblp:<https://dblp.org/rdf/schema-2020-07-01#>
2

3 SELECT ?title
4 WHERE {
5 ?publication dblp:authoredBy <ENTITY> .
6 ?publication dblp:title ?title .
7 }

LISTING A.51: This template collects all author names of a publica-
tion.
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1 PREFIX dblp:<https://dblp.org/rdf/schema-2020-07-01#>
2 PREFIX wdt:<http://www.wikidata.org/prop/direct/>
3

4 SELECT ?title ?doi
5 WHERE {
6 <ENTITY> wdt:P356 ?doi .
7 <ENTITY> dblp:title ?title .
8 }

LISTING A.52: This template collects the publication titles and DOI
of a publication.

1 PREFIX dblp:<https://dblp.org/rdf/schema-2020-07-01#>
2

3 SELECT ?title
4 WHERE {
5 ?publication dblp:yearOfPublication "VALUE" .
6 ?publication dblp:title ?title .
7 }

LISTING A.53: This template collects all publication titles published
in a specified year.

1 PREFIX dblp:<https://dblp.org/rdf/schema-2020-07-01#>
2

3 SELECT ?title ?name
4 WHERE {
5 <ENTITY> dblp:title ?title .
6 ?publication dblp:authoredBy ?author .
7 ?author dblp:primaryFullCreatorName ?name
8 }

LISTING A.54: This template collects the publication title and all au-
thor names of a specified publication.

1 PREFIX dblp:<https://dblp.org/rdf/schema-2020-07-01#>
2

3 SELECT DISTINCT ?name
4 WHERE {
5 ?publication dblp:publishedIn "VALUE1" .
6 ?publication dblp:yearOfPublication "VALUE2" .
7 ?publication dblp:authoredBy ?author .
8 ?author dblp:primaryFullCreatorName ?name
9 }

LISTING A.55: This query template collects all titles of publications
that where published in a specified conference and year.
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Reliability Queries

As in the case of the TunA queries, we have restricted the queries to a result set
of over 100 triples to ensure more stable reliability results during the evaluation.
Queries that are answered with only a few triples would otherwise have too strong
an effect on the average reliability. Hence, we used for the last experiment of ORAQL
(see section 7.6.3) the queries presented in listing A.44 and listing A.49).
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Tobias Zeimetz

B.1 Education

• 11.2017 - 10.2024: Trier University
Department: Databases and Information Systems
Thesis: Hybrid and Quality Aware Federations of Linked Data Fragment In-
terfaces and Traditional RESTful Web APIs
Expected Degree: PhD (Dr. rer. nat.) in Computer Science

• 04.2016 - 10.2017: Trier University
Studies: Computer Science
Thesis: Implementation of the FKS Web Model
Degree: Master of Science

• 10.2011 - 03.2016: Trier University
Studies: Computer Science
Thesis: Implementation of Unsecure OAuth Applications in Android
Degree: Bachelor of Science

• 08.2010 - 10.2011: Berufsbildende Schule Vulkaneifel Gerolstein
Degree: Entrance qualification for universities (Abitur)

• 08.2007 – 06.2009: Berufsbildende Schule Vulkaneifel Gerolstein
Degree: Entrance qualification for universities of applied sciences (Fachabitur)
Others: Followed by a six-month Internship for obtaining the entrance quali-
fication for universities of applied sciences

• 09.2005 - 06.2007: Theobald-Simon-Schule Bitburg
Degree: Secondary education (Mittlere Reife)

• 08.2000 - 06.2005: Bischöfliche St. Matthias Hauptschule Bitburg
Degree: Secondary school leaving certificate (Hauptschulabschluss)

B.2 Internships

• 08.2022 - 11.2022: Research Internship in Denmark
Aalborg University, Professorship for Data, Knowledge and Web Engineering
DAAD Scholarship

• 09.2016 - 11.2016: Student Assistant
Description: Development of the FKS Model in Haskell
Trier University, Professorship for Information Security and Cryptography

• 05.2015 - 07.2015: Student Assistant
Description: Student Assistant for the Lecture System and Network Security
Trier University, Professorship for Information Security and Cryptography

• 08.2012 - 09.2012: Android Developer
F & I Software S.A., Mertert, Luxemburg

• 08.2009 - 02.2010: Development/EDP
Internship for obtaining the entrance qualification for universities of applied
sciences
F & I Software S.A., Mertert, Luxemburg
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B.3 Extracurricular Engagement and Voluntary Work

• Students Council Computer Science
From 2012 to 2016
Positions: Examinations Board, Speaker of the Students Council, Budget Com-
mittee

• Pi and More
“Pi and More” is the first and largest Raspberry Pi jam in Germany. During my
time in the Students Council and during my studies, I regularly volunteered
to help with the event.

• T3C - Triers Tech Talk Conference
Organization of the first Triers Tech Talk Conference.
The aim of this conference was to provide insights into topics that are not cov-
ered in the lectures of computer science. Most of the lectures were given by stu-
dents, so that dedicated students could present an insight into new domains to
others. In addition, invited companies presented practical examples of topics
that are important to them, such as virtualization (e.g. Docker).

• CART-VR
Convincing Interface for Roman Travel in VR. Creation of a real roman racing
chariot and the corresponding software to combine both and to travel through
an ancient version of the city of Trier in a virtual and unique way.

• Long Night of Programming
In my role as a tutor for the lecture “Introduction to Programming”, I volun-
teered to organize an event several times a semester to help students prepare
for their programming exams. The aim was to help students with compre-
hension problems so that they would have better access to programming and
computer science.

• Programming for Non Computer Scientists
In this project, practical exercises from the practical fields of computer science-
related disciplines, such as computer linguistics or geoinformatics, were cre-
ated. Thanks to internal university funding, we were able to employ student
assistants, who were supervised by me, among others.
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